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Introduction

The majority of machine learning systems can only perform successfully with the assistance
of some external agent to provide guidance in the learning task. Such guidance takes various
forms. Concept learning systems, which learn classiﬁcation rules from sets of classiﬁed
examples (Winston, 1975; Mitchell, 1977; Dietterich and Michalski, 1981; Quinlan, 1983)
require an external agent to deﬁne the set of classes, to supply a set of training examples,
and to classify the training examples. In contrast, conceptual clustering systems, which
construct their own classiﬁcation schemes from a set of training examples (Michalski and
Stepp, 1984; Fisher, 1987) only require the external agent to supply the set of examples.
Comparatively little work has been done on exploratory learning systems; that is, systems
that learn without any form of external assistance. AM (Lenat, 1982) is one of the best
known programs in this category.
This paper describes some of the features of Dido, a program we have developed to
investigate possible solutions to the problems that arise in exploratory learning. Dido’s
basic task is to acquire the knowledge necessary to solve problems in a novel domain.
Domains are made up of discrete entities that Dido can observe. For a given domain,
the program is equipped with a repertoire of operations that can be applied to entities
in the domain, but it has no prior knowledge of the consequences of applying any of the
operations. Dido’s goal is to acquire suﬃcient knowledge to predict the outcome of applying
any operation to any object that may be encountered. Such knowledge is what would be
required to solve problems by discovering sequences of operations that lead to solutions.
This learning task must be performed without any external assistance.
Several additional constraints are placed on the program. The domain may contain a
very large number of observably distinct entities, and the consequences of applying operations may not be consistent; that is, the eﬀects of operations may be non-deterministic or
may vary over time. Dido only has limited computational resources available so the learning procedure must be conservative in both space and time. The program has no knowledge
of the type of problems it may be called upon to solve and is therefore unable to direct its
learning towards knowledge relevant to a particular class of problems. Finally, Dido may
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be called upon to solve a problem at any time, and so it is highly desirable that, at any
given time, the knowledge representation should incorporate as much as possible of what
can be derived from the program’s experiences up to that time.
The present paper is concerned with the methods Dido uses to construct its knowledge
representation. Other aspects of the program, including methods for generating informative
experiences and the type of knowledge representation employed, are discussed in greater
depth elsewhere (Scott and Markovitch, 1989). Here we describe such features only as far
as is necessary for an understanding of the operation of the program as a whole.
The remainder of this paper is organized as follows. Section 2 discusses the problems
that must be solved in building an exploratory learning system. Section 3 brieﬂy describes
the solutions adopted in Dido and provides an overview of the way the program operates.
The following section is devoted to a detailed account of the techniques Dido uses to modify
the knowledge representation on the basis of experience. In Section 5 we discuss a
variety of experimental results obtained with the program, and the ﬁnal section contains an
assessment of Dido’s strengths and weaknesses, together with a discussion of the broader
implications for work on exploratory learning.

2

Problems Of Exploratory Learning

Because of the complete absence of external assistance, exploratory learning systems must
solve problems that are additional to, or take a diﬀerent form from, the problems confronting
other types of learning system. In this section, we examine these problems.

2.1

Learning Viewed As Two Interacting Search Processes

Any learning procedure can usefully be viewed as comprised of two interacting search processes (Shalin et al., 1987). The ﬁrst, representation generation, is a search of the space
of possible representations for a good representation of the domain (Simon and Lea, 1974;
Mitchell, 1979; Mitchell, 1982). The other, experience generation, is a search of the space
of possible experiences for informative examples (Scott and Vogt, 1983). These two search
processes interact in two ways: the examples generated by the search of experience space
are used to guide the search for a good representation, and the current state of the representation is often used to guide the search for informative examples. The components of a
learning system responsible for each of these search processes may conveniently be termed
the representation generator and the experience generator .
The task of developing a learning system can therefore be viewed as one involving the
creation of two search processes that work eﬀectively within the constraints imposed by
the particular situation in which the system is required to learn. Typically, the spaces to
be searched are very large and available resources are limited, so exhaustive methods are
not feasible, and heuristic search techniques must be employed. We therefore proceed to
consider the problems involved in developing suitable heuristic search procedures for each
search component of an exploratory learning system.

2.2

Problems Arising In Experience Generation

The task of the experience generator is to select informative examples: that is, examples
that will lead to changes in the system’s representation of its domain. Whether or not a
speciﬁc example is informative at a particular time depends not only on the characteristics
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of the example itself but also on the current state of the learning system’s representation
of the domain, on the method employed by the representation generator to modify that
representation, and on the problem domain as a whole. Since a very large proportion of
potential examples may be uninformative, an eﬀective experience generator requires some
method of identifying those that are likely to be among the small informative minority.
Both concept learning systems (e.g. (Winston, 1975; Mitchell, 1977; Dietterich and
Michalski, 1981; Quinlan, 1983), and conceptual clustering systems (e.g. (Michalski and
Stepp, 1984; Fisher, 1987)), depend upon an external agent to generate sets of training
examples. In contrast, an exploratory learning system must include an internal experience
generator that can select informative examples without such external assistance. Such a
generator does not have the same information available to it as a typical external teacher.
Almost by deﬁnition, the learning system knows less about the domain: otherwise there
would be no learning task to perform. Hence the experience generator must make use of an
example selection criterion which is essentially domain independent. However, this does not
imply that domain speciﬁc knowledge cannot be used in the selection process. The learning
system is engaged upon acquiring knowledge of the domain and this learned knowledge
could be used to guide the experience generator. Consequently it may even be desirable
to build a representation that incorporates knowledge speciﬁcally for the guidance of the
experience generator.
The internal experience generator’s disadvantage of domain ignorance is to some extent
oﬀset by access to information not normally available to an external agent: the current
state of the representation. The discrepancies, between the problem domain and learning
system’s model of it, largely determine which examples will be informative. An external
agent must usually infer the current state of the representation from evidence obtained from
incorrect responses or from knowledge of the learning system’s mechanism and history. An
eﬀective experience generator should exploit its direct access to the representation as far as
possible in selecting informative examples.
Dido addresses all of these problems by selecting training examples on the basis of the
degree of uncertainty present in the current representation. Discussion of the details of this
experience generation technique and our reasons for adopting it is outside the scope of this
paper, but can be found in (Scott and Vogt, 1983; Scott and Markovitch, 1989).

2.3

Problems Arising In Representation Generation

The representation generator must ﬁnd a good representation of the problem domain among
all those that may be constructed in the system’s representation language. Concept learning
programs (e.g. (Winston, 1975; Mitchell, 1977; Dietterich and Michalski, 1981; Quinlan,
1983)) receive considerable help in this task from an external agent that classiﬁes training
examples. Such classiﬁcations guide the search for a good representation both by deﬁning
the set of categories to be discriminated and by indicating any training examples that are
classiﬁed incorrectly.
Exploratory learning systems resemble conceptual clustering programs (e.g. (Michalski
and Stepp, 1984; Fisher, 1987)) in that their representation generators do not receive the
guidance that conceptual learning systems derive from example classiﬁcation. Both types
of programs must therefore contain their own internal domain independent criteria for
evaluating the quality of representations. How is it possible to construct such an evaluation
criterion without reference to an external agent to decree what is correct?
Some aspects of a representation, such as consistency and parsimony, can be evaluated
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without any reference to any external standard, but these are not suﬃcient to identify
good representations: even the null representation is both consistent and parsimonious.
There must therefore be some reference to an external standard, but this cannot be an
external evaluation of the system’s performance. Rather it must relate to the ultimate goal
of the learning system. It is reasonable to assume that the representation produced by
the exploratory learning or conceptual clustering will be used for some purpose. A good
representation is one that serves this purpose well. For example, Cobweb (Fisher, 1987)
builds a representation that will be used to predict unknown attributes of an entity from
those that are known. It therefore uses a measure of the likelihood of such predictions being
correct as the evaluation criterion to guide its search for a good representation. Dido,
in contrast, builds a representation that will use known attributes to predict changes in
attributes consequent upon an action, and hence requires a diﬀerent evaluation criterion
which is described later. In general, one might expect there to be at least as many good
evaluation criteria as there are purposes that the resulting representations will serve.

3

An Overview Of Dido

In this section we present the main features of Dido’s structure and operation. In order to
interact with a domain and hence discover its characteristics, the program requires some
form of interface to the domain. Any such discoveries must be represented internally and
hence the program also requires a knowledge representation scheme. The systematic exploration of the domain in order to acquire a good representation depends upon a strategy for
searching the space of possible experiences, while the process of building such a representation using the information supplied by experiences depends upon a strategy for search the
space of possible representations. Each of these components of Dido is described below.

3.1

Interface To Domain

Dido is implemented in a completely domain independent fashion. In order for the program
to explore a new domain it must be supplied with a sensory interface and a motor interface
that provide communication with a domain implementation.
A sensory interface is a set of named two place predicates, called perceptual properties,
that are used to determine whether speciﬁed entities satisfy particular relations in the
current state of the problem domain. The ﬁrst argument of a perceptual property must be
an entity in the domain, and the second can be either an entity or a constant denoting the
value of some attribute. Dido’s knowledge of the sensory interface is conﬁned to the names
and the arities of the perceptual properties, plus the fact that the ﬁrst argument must be an
entity. Perceptual properties form the basis of the classiﬁcation scheme that Dido develops
through exploratory learning.
Dido’s motor interface comprises a set of named functions called operations. These
take a single argument that is the name of the entity to which the operation is to be
applied. Dido is given no information about the eﬀect the operations may have. When
the program determines that an operation should be performed on some entity, the name
of the operation and the name of the entity are passed to the domain implementation. The
domain implementation then modiﬁes its current state and returns a list of all the changes
that have occurred. The elements of this list are pairs of perceptual properties: the ﬁrst
indicating the value of a property of a speciﬁc entity before the operation was applied, and
the second indicating the new value of the same property.
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Knowledge Representation

Dido’s knowledge representation scheme must serve two purposes: it must enable the program to make predictions about the likely outcome of applying operations to objects, and
it must provide the information needed to guide both the experience generator and the
representation generator. The need to predict outcomes implies that Dido must be able
to represent partitions of the set of all objects with respect to each possible operation that
might be applied to them. Members of each partition should behave in the same way when
the operation is applied to them. The need to guide the search processes implies the existence of some form of metaknowledge that describes the current state of the representation
of the domain.
Practical Conditionals
Both of these purposes are served by what we term practical conditionals which form the
core of the representation scheme used by Dido. A practical conditional is composed of
an operation name and a list of outcomes that have been observed to be consequences of
applying that operation. Outcomes take the form of changes in the observable features of
objects. Associated with each outcome is an estimate of the probability that that outcome
will occur. The following is an example of a practical conditional for the action Wave Wand:
(Wave Wand ( (Type(X,Magician) → Type(X,Dwarf), 0.15)
(Vitality(X,Alive) → Vitality(X,Dead), 0.10)
(NIL, 0.75) )
1.05)

This particular practical conditional will be constructed when Dido has found that the
action of waving a wand at an entity has the following eﬀects: 15% of the time it turns the
entity from a magician into a dwarf; 10% of the time it kills the entity; and the remaining
75% of the time it has no eﬀect. The ﬁgure 1.05 is the associated uncertainty (see below).
The probability estimates are used to guide both the experience generator and the
representation generator. The outcome with the highest probability estimate (other than the
null outcome) is termed the expected outcome. (In the example above, the transformation
of a magician into a dwarf is the expected outcome). Thus a practical conditional contains
the knowledge required to predict the consequences of operations, together with a measure
of the likelihood that the prediction is correct.
Probability estimates are updated when the operation is applied using a ﬁrst-order lag,
Pt+1 = Pt + (Xt − Pt )/τ
where τ is a time constant (10 in the runs reported later), and Xt is 1 if the outcome
occurred and 0 otherwise. This produces a probability estimate that is weighted towards
recent events: any single event will eventually make a negligibly small contribution to the
estimate. Outcomes whose probability estimates drop below a threshold are eliminated
from the practical conditional and the remaining estimates are normalized so that they sum
to one. In some circumstances, this results in a practical conditional containing only one
outcome whose probability estimate is necessarily one. Such a practical conditional is said
to have fixated.
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THINGS
Intension: TRUE
Rub Lamp:
Uncertainty 0.99
P(Type(X,Magician) → Type(X,Dwarf)) = 0.08
P(Type(X,Pirate) → Type(X,Magician)) = 0.80
P(Type(X,Dwarf) → Type(X,Pirate)) = 0.10
P(Null) = 0.02
Wave Wand:
Uncertainty 0.61
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.15
P(Null) = 0.85

MAGICIANS
Intension: Type(X,Magician)
Rub Lamp:
Uncertainty 0.56
P(Type(X,Magician) → Type(X,Dwarf)) = 0.87
P(Null) = 0.13

@
@
@

DWARFS
Intension: Type(X,Dwarf)
Rub Lamp:
Uncertainty 0.43
P(Type(X,Dwarf) → Type(X,Pirate)) = 0.91
P(Null) = 0.09

Wave Wand:
Uncertainty 0.93
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.65
P(Null) = 0.35

Figure 14.1: A simple class network.
For each practical conditional, Dido computes and stores the Shannon uncertainty
function (Shannon and Weaver, 1949)
H =−


i=1

: npi log2 pi

where the sum is taken over the probabilities of all the outcomes. This gives a measure
of Dido’s current uncertainty regarding the consequences of the action, thus providing the
metaknowledge used to guide the experience generator. Practical conditionals containing
several outcomes with signiﬁcant probability estimates will have high uncertainty; practical
conditionals with only one outcome (ﬁxated practical conditionals) will have zero uncertainty.
The Class Network
Dido builds a hierarchical network of classes to categorize the objects found in a domain
(Figure 14.1). In contrast to many learning programs, the hierarchy produced is not
restricted to a tree form, but may be any directed acyclic graph determined by the class
inclusion relation. Each class has an intension, a current extension, and a set of practical
conditionals. The intension deﬁnes a predicate for class membership and takes the form of
a conjunction of observable features of objects. The intension need not contain terms that
appear in the intensions of the class’s superclasses, since these will be inherited. In certain
cases this means that there are no new terms in the intension of a class: such classes are
given the intension term True which is satisﬁed by any object. Disjunctive concepts are
represented by forming separate classes for each disjunctive term. The current extension is
a list of all the objects currently observable that satisfy the intension.
The practical conditionals in a class contain outcomes and associated probability estimates based on on observations made on instances of that class. They may therefore be used
to predict the outcomes of applying operations to arbitrarily chosen instances of the class.
In making such a prediction for a given operation, Dido will use the practical conditional
for that operation if it is included with the class. However, if it is not included in the class
then it may be inherited from a superclass. It is thus only necessary to explicitly represent
the practical conditional for a given operation if the operation produces eﬀects on instances
of the class that are diﬀerent from those produced on instances of the superclasses.
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An object is said to be a residual instance of a class with respect to a particular operation
if it is not an instance of any subclass of the class that contains a practical conditional for
that operation. For example, in Figure 14.1, a dwarf would be considered a residual instance
of the class Things with respect to the operation Wave Wand, but not with respect to Rub
Lamp. Predictions about the outcome of applying on operation to an object are always
derived from a practical conditional in a class that includes the object as a residual instance
with respect to the operation.

3.3

Search Of Experience Space

The method Dido employs to search experience space, and our reasons for choosing it,
are discussed elsewhere (Scott and Vogt, 1983; Scott and Markovitch, 1989). Here we
summarize the method in order to provide a basis for understanding the representation
generator, which forms the main topic of this paper.
Dido selects training examples by ﬁrst ﬁnding the practical conditional that currently
has the highest uncertainty value. This will be in some class, C, and include an operation O.
The program then chooses instances of the class C that are residual with respect to O, and
obtains new training examples by applying O to the chosen instances. Thus Dido’s search
of experience space is guided by uncertainty: the instances chosen for further investigation
are those about whose behavior the program is currently least certain.
In practice, the eﬀect of this experience selection strategy is to force Dido to distribute
its learning resources fairly across the whole set of available operations. If higher uncertainty
is associated with one operation than any of the others, that operation will be the focus of
learning activity until its uncertainty has been brought down. Hence a typical run of the
program comprises a sequence of episodes, in which sets of related examples are investigated
as Dido attempts to lower the current uncertainty peak.

3.4

Search Of Representation Space

Ecologists classify living organisms on the basis of the strategies they employ to ensure
their reproductive success: k-strategists produce few oﬀspring and invest a lot of eﬀort in
ensuring their survival, while r-strategists produce large numbers of oﬀspring but make
little or no attempt help them survive1 . The same classiﬁcation scheme may be applied
to learning systems: k-strategy learning systems are those which make comparatively few
inductive steps but invest considerable eﬀort in ensuring that they are likely to be correct.
In contrast, an r-strategy learning system makes many inductive leaps but does not spend
much computational eﬀort on determining that they are likely to be justiﬁed: such a system
will necessarily make errors and must therefore be able to discard unsuccessful hypotheses.
The Candidate Elimination Algorithm (Mitchell, 1977), ID3 (Quinlan, 1983), and Cobweb
(Fisher, 1987) are all k-strategists, since each devotes considerable computational eﬀort towards determining the best modiﬁcation to make to the current representation. In contrast,
Prism (Langley, 1987), connectionist models (Rumelhart et al., 1986), and genetic algorithms (Holland, 1975) are all r-strategists, because representation changes are generated
1

The terms derive from the parameters of a logistic equation describing the change in a population:
(k − n)
dn
= rn
dt
k

where r is the intrinsic growth rate, and k is the carrying capacity of the environment (MacArthur and
Wilson, 1967; Pianka, 1970).
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Table 14.1: DIDO’s Basic Control Structure.
WHILE Uncertainty Exists Within Representation DO
1) Find Practical Conditional With Highest Uncertainty
2) Identify Associated Class C And Operation O
3) REPEAT
3.1) Randomly Select Instance Of Class C That Is
Residual with respect to Operation O
3.2) Apply Operation O To Instance and Record Outcome
3.3) Update Probability and Uncertainty Estimates
3.4) Remove Any Useless Practical Conditionals
3.5) Remove Any Useless Classes
UNTIL
At Least Two Expected Outcomes and One Unexpected
Outcome Observed
OR No More Instances Are Available
OR Practical Conditional Has Been Removed
4) IF Enough Outcomes Have Been Recorded THEN
Modify Representation In Attempt To Reduce Uncertainty
5) Discard Instance And Outcome Records

frequently and each change involves only a small amount of computational eﬀort. Etzioni’s
(Etzioni, 1988) method for improving any learning program can be viewed as treating the
program concerned as an r-strategist by adding a ﬁlter to discard unsuccessful hypotheses.
Dido is an r-strategist. Changes to the representation are generated frequently on the
basis of a limited amount of evidence and computation. We call these changes conjectures
to emphasize their tentative nature. As with all r-strategies, the success of this approach
depends upon the existence of a winnowing process, termed retraction, which eliminates
the unsuccessful changes. These processes are described in detail in the next section. Two
constraints inﬂuenced our choice of an r-strategy: the requirement that Dido always be
ready to make use of the evidence accumulated so far suggests that new data should have
an immediate inﬂuence on the representation, even if such a change cannot be justiﬁed
statistically; and the requirement of being parsimonious in use of computing resources argued against either engaging in complex computations to determine the best representation
change or remembering large numbers of training examples.

3.5

Dido’s Control Structure

Dido’s overall control structure is shown in Table 14.1. It comprises a loop in which
ﬁrst a round of experiments is performed to collect information about the eﬀects of a
particular operation on instances of a particular class, and then an attempt is made to use
the information collected to improve the representation. Note that all experiment results
are discarded at the end of each iteration. Dido does not retain any permanent record of
the behavior of instances other than the averages stored in the outcome lists.
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Conjecture Based Search Of Representation Space

Initially the program’s representation contains a single class, Things, whose membership
includes every object in the domain. This class is given a practical conditional for each
operation in the motor interface. The outcome lists contain the null outcome and a special dummy outcome (which never occurs), each with a probability of 0.5, thus giving all
practical conditionals a high initial uncertainty. Dido therefore begins with a complete
representation, since it makes predictions about the application of any operation to any
object. This property of completeness is preserved by all the representation modiﬁcation
procedures described below.

4.1

Conjectural Specialization

Dido’s principal method for extending the representation is a discrimination learning procedure termed conjectural specialization. Outcomes which conﬁrm the expected outcome
are considered successes; the rest are classed as failures. Conjectural specialization is invoked whenever a round of experiments produces at least two successes and one failure. The
objective is to produce a representation with less uncertainty by attempting to construct a
subclass which contains a higher proportion of objects which lead to the expected outcome.
(Note that this is why the null outcome is never treated as the expected outcome: if it were,
Dido would invest much eﬀort in ﬁnding ways to make nothing happen). If successful this
procedure will also reduce the uncertainty of the practical conditional in the parent class,
since instances of the subclass will no longer be residual instances of the parent class.
THINGS
Intension: TRUE
Hit With Axe:
Uncertainty 1.29
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.30
P(Dummy) = 0.10
P(Null) = 0.60
Wave Wand:
Uncertainty 1.12
P(Type(X,Magician) → Type(X,Dwarf)) = 0.20
P(Dummy) = 0.10
P(Null) = 0.70

THINGS
Intension: TRUE
Hit With Axe:
Uncertainty 1.25
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.35
P(Dummy) = 0.07
P(Null) = 0.58
Wave Wand:
Uncertainty 1.12
P(Type(X,Magician) → Type(X,Dwarf)) = 0.20
P(Dummy) = 0.10
P(Null) = 0.70

LIVING THINGS
Intension: Vitality(X,Alive)
Hit With Axe:
Uncertainty 1.25
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.35
P(Dummy) = 0.07
P(Null) = 0.58

Figure 14.2: A simple network before (left) and immediately after (right)
The program attempts to ﬁnd an attribute value that can be added to the intension of
the parent class to form an intension for a new subclass. This is done using the sample of
outcomes obtained during the round of experiments. Typically there will be about 5 or 6
such outcomes. The procedure used is as follows:
For each attribute value appearing in the sample:
Determine S, the number of time it appears in successes;
Determine F, the number of time it appears in failures.
Select the attribute value for which (S - F) is largest.
This is a very crude method of ﬁnding an attribute value which correlates with the expected
outcome, but we have found it to prove eﬀective in practice. Though it may sometimes lead
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to erroneous conjectures, this is of no lasting signiﬁcance as they are rapidly retracted. Note
also that, unlike decision tree programs such as ID3, Dido creates a single subclass based
on an attribute value rather than a partition based on all the values of an attribute.
At this point Dido has conjectured the intension of a subclass which is likely to contain
a higher proportion of objects giving the expected outcome. If this class does not already
exist (which it may since it could have been created to hold a practical conditional for a
diﬀerent operation), the program creates it. If the parent class is its only superclass, the
practical conditional from the parent is copied down. Otherwise the practical conditional
from the superclass having the highest probability for the expected outcome is copied. This
completes the process of conjectural specialization.
Figure 14.2 shows a very simple network before and after conjectural specialization takes
place. Initially the most uncertain action is Hit With Axe in the class Things, and the
expected outcome is that the object will be killed. After a few axe blows to various objects,
Dido ﬁnds that this outcome is most likely to occur if the objects are initially living. The
subclass Living Things is therefore constructed, and the Hit With Axe practical conditional
in the parent class (which has itself been modiﬁed during the round of experiments) is copied
to it.
This process, if successful, will eventually lead to a situation in which each practical
conditional contains a single ﬁxated outcome; this is Dido’s goal in which each prediction
is made with no uncertainty. Note that conjectures are made on the basis of small samples
using crude methods for identifying statistical associations. This approach is fast but necessarily error prone. Dido therefore requires an eﬃcient method for detecting and removing
erroneous conjectures as quickly as possible. This is provided by the program’s retraction
procedures.

4.2

Retraction

A practical conditional serves a useful purpose in the representation if its removal would lead
to either diﬀerent or less certain predictions. If a practical conditional is removed its role
is ﬁlled by a practical conditional for the same operation inherited from a superclass. Thus
the utility of a given practical conditional can be assessed simply by comparing its outcome
list with that of the corresponding practical conditional that would be inherited. This
comparison is performed every time the probabilities change, and any practical conditional
that is not useful is immediately removed.
This removal process may result in a class that has no practical conditionals. If a class
has neither practical conditionals nor subclasses then it serves no useful purpose. Tests for
this situation are performed whenever a practical conditional is removed, and all classes
that have become useless are also discarded.
The relationship between conjectural specialization and retraction is best understood by
considering Dido’s typical behavior following the creation of an erroneous conjecture. The
new conjecture is likely to be amongst the least certain practical conditionals in the representation, because it is a copy of what had been the most uncertain practical conditional.
It will therefore soon (typically immediately) become the subject of a round of experiments.
If the conjecture is erroneous then the eﬀect of this experimentation is usually to change
the probabilities in the outcome list so that the practical conditional becomes useless and
is removed. Hence incorrect conjectures are normally removed promptly. Since refutations
are based on small samples, it can happen that a correct conjecture is removed. Fortunately
this has no lasting consequences, as the conjecture will then be regenerated, because Dido
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THINGS
Intension: TRUE
Hit With Axe:
Uncertainty 0.47
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.10
P(Null) = 0.90
Wave Wand:
Uncertainty 0.92
P(Type(X,Magician) → Type(X,Dwarf)) = 0.10
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.10
P(Null) = 0.80

MAGICIANS
Intension: Type(X,Magician)
Wave Wand:
Uncertainty 0.97
P(Type(X,Magician) → Type(X,Dwarf)) = 0.60
P(Null) = 0.40

@
@
@

THINGS WEARING BOOTS
Intension: Shoes(X,Boots)
Wave Wand:
Uncertainty 0.88
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.70
P(Null) = 0.30

@
@

MAGICIANS WEARING BOOTS
Intension: TRUE
Wave Wand:
Uncertainty 0.88
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.70
P(Null) = 0.30

Figure 14.3: A simple class network immediately before (solid) and after (dashed) conjunctive specialization for the action Wave Wand takes place.
makes no attempt to avoid repeating conjectures that have been tried unsuccessfully.

4.3

Conjunctive Specialization

Conjectural specialization eliminates conﬂicting predictions within a single class, by driving
the representation towards a state in which each practical conditional contains only one
outcome. However there is an alternative way in which conﬂicting predictions may arise.
An object may be a residual instance, with respect to some operation, of two classes, neither
of which is a subclass of the other. For example, Dido may have built a representation
containing the classes Large Things and Round Things, each containing a practical conditional for the operation Kick. Previous experience may have led to the conclusions that
round things change position when kicked but that large things do not. The ﬁrst time Dido
encounters a large round object, two incompatible predictions will be made.
This problem could be eliminated by constraining the representation generator so that
such conﬂicts can never occur. For example, Dido might check for potential conﬂicts every
time a new practical conditional is created or the expected outcome of an existing one
changes. This would be computationally expensive, since it involves a search of the whole
representation, and the eﬀort invested may be wasted since the potential conﬂict may never
actually arise. In the example discussed above, the conﬂict was only of concern because
Dido encountered a large round object. Since in all but the most impoverished domains
the vast majority of attribute combinations will never occur, conﬂicts that arise in theory
but not in practice are very common.
Dido’s method for handling such conﬂicts exploits the fact that many of them will never
arise, by postponing dealing with them until an object leading to conﬂicting predictions is
encountered. Whenever an example object is selected, a check is made to see whether
another class holds a practical conditional that would lead to a conﬂicting prediction. Since
this only involves considering those classes of which the object is a member, it is not
computationally expensive.
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When Dido encounters an object that leads to such a conﬂict, a procedure termed
conjunctive specialization is invoked. The intension for the most general common subclass
of the two classes concerned is constructed. If this subclass does not already exist it is
created. A practical conditional is then copied down from one of the two parent classes.
This eliminates conﬂicting predictions because the object that gave rise to the conﬂict will
be a residual instance of the subclass and is thus no longer a residual instance of either
of the parents. The prediction made may be incorrect, but the normal operation of the
representation generator will rectify this.
Figure 14.3 shows a simple network before and after conjunctive specialization takes
place. The original hierarchy generates diﬀerent predictions for the operation Wave Wand
when applied to magicians and to things wearing boots. This causes no problem until Dido
encounters a magician wearing boots. The intersection class Magicians Wearing Boots is
created and the practical conditional for Wave Wand is copied from the class Things Wearing
Boots, because the expected outcome has a higher probability than its counterpart in the
class Magicians.
Conjunctive specialization thus complements conjectural specialization by providing a
second mechanism for forming classes that are restrictions of existing classes. Both procedures serve to eliminate conﬂicting predictions from the representation: conjectural specialization attempts to remove the conﬂicts within classes, while conjunctive specialization
removes conﬂicts between classes. Conjectural specialization does most of the work of
discovering new classes because it is invoked much more frequently. In principle, conjunctive specialization is redundant, since, if conﬂicting predictions were ignored, conjectural
specialization would eventually discover the subclasses that it produces. Conjunctive specialization accelerates learning by exploiting the discovery of a conﬂict as evidence for the
need to extend the representation.

4.4

Intensional Generalization

The procedures described so far enable Dido to discover representations that are correct
and complete, but which may not be the most parsimonious possible for a given domain.
The representation generator therefore includes further procedures that eliminate various
types of redundancy that may arise during the specialization process.
One common form of redundant representation can arise when the program discovers
a special case of a more general rule. The result is likely to be rules dealing with each of
the special cases rather than a single rule to cover all them. For example, suppose Dido
discovers that both small round things and large round things move when kicked. None of
the procedures described so far would enable Dido to derive the simpler rule that round
things move when kicked.
Dido’s representation generator therefore includes a procedure termed intensional generalization which is invoked whenever a practical conditional ﬁxates in some class, F. When
this happens Dido has discovered a rule it believes to be correct. The program then investigates the possibility that the rule is actually a special case of a more general one by
looking for evidence that other parts of the representation seem to be moving towards a
similar rule. A search is made for other practical conditionals, containing the same operation and the same expected outcome, that are in classes that are neither subclasses nor
superclasses of the class F. If any such practical conditionals are found to be in a class, C,
whose intension diﬀers by only one term from the intension of F, a generalized intension is
formed by deleting the term that diﬀers from the intension of F. This deﬁnes a class that is
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LIVING THINGS
Intension: Vitality(X,Alive)
Hit With Axe:
Uncertainty 0.33
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.06
P(Null) = 0.94

LIVING MAGICIANS
Intension: Type(X,Magician)
Hit With Axe:
Uncertainty 0.24
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.04
P(Null) = 0.96

@
@
@

LIVING DWARFS
Intension: Type(X,Dwarfs)
Hit With Axe:
Uncertainty 0.19
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.03
P(Null) = 0.97

LIVING THINGS WEARING SLIPPERS
Intension: Shoes(X,Slippers)
Hit With Axe:
Uncertainty 0.19
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.97
P(Null) = 0.03

@
LIVING MAGICIANS WEARING SLIPPERS
Intension: Shoes(X,Slippers)
Hit With Axe:
Uncertainty 0.19
P(Vitality(X,Alive) → Vitality(X,Dead)) = 0.97
P(Null) = 0.03

@

LIVING DWARFS WEARING SLIPPERS
Intension: Shoes(X,Slippers)
Hit With Axe:
Uncertainty 0.00
P(Vitality(X,Alive) → Vitality(X,Dead)) = 1.00

Figure 14.4: Part of a class network before (solid) and after (dashed) intensional generalization for Hit With Axe takes place.

a superclass of both F and C: if it does not already exist it is created. Finally the relevant
practical conditional is copied into the superclass from class C.
This procedure constitutes a conjectured generalization of the rule whose special form
has already been discovered. What happens next depends upon whether or not the generalization proves to be valid. If it is valid then the practical conditional in the generalized
superclass will eventually ﬁxate; the corresponding practical conditionals in both C and F
will be useless and therefore removed. Thus the general rule will replace the special form
originally discovered. If however the generalization is not valid, the practical conditional in
the superclass will either ﬁxate with a diﬀerent outcome or prove useless and be removed,
while the original special rule will remain in place.
Figure 14.4 shows part of a network before and after intensional generalization has
taken place. Initially, the operation Hit With Axe has just ﬁxated in the class Living
Dwarfs Wearing Slippers. A search of other similar classes shows that the same action
has the same expected outcome in the class Living Magicians Wearing Slippers. Dido
therefore constructs the generalization class Living Things Wearing Slippers and copies
the appropriate practical conditional from the class where ﬁxation has not occurred. If
this generalization subsequently proves to be correct, the normal retraction procedures will
eliminate all but the two classes Living Things and Living Things Wearing Slippers; but if
it proves to be incorrect, then the class Living Things Wearing Slippers will be discarded.
This generalization procedure is rather cautious since it is only invoked when a practical
conditional ﬁxates, and generalization is only attempted between two very similar classes.
There is scope for experimenting with relaxing both of these constraints. In its present form
the generalization procedure has proved useful not only by simplifying representation but
also by accelerating learning through eliminating the need to discover further special cases.
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Partitions

Dido, unlike programs such as ID3, does not construct a partition of a class when building
a specialization. However, the normal process of conjectural specialization may produce a
complete partition of a class with respect to some particular operation. This may constitute
a good representation if the outcomes associated with the compartments of the partition
are not all the same. Unfortunately, in some circumstances partitions may be constructed
that serve no purpose, because members of each compartment of the partition behave in
the same way.
Useless Partitions
Such useless partitions slow down progress towards a ﬁxated representation because they
will force Dido to repeat the same learning process for each compartment of the partition.
Hence, it is desirable to eliminate them as early as possible. Partitions can only come
into being when a practical conditional is added to a class, so Dido checks for partition
formation whenever this occurs. This process requires knowledge of the full range of values
that each attribute can take. In current versions of Dido, this information is given when
the sensory interface is speciﬁed, but it would be possible for the program to accumulate
this knowledge on the basis of experience with the various perceptual properties.
Once a partition has been found, determining whether it is useless is simply a matter
of checking if all the expected outcomes are the same. Useless partitions are eliminated
by removing the practical conditional from each compartment class, and copying the least
uncertain one into the partitioned class. Any classes that become useless as a result of these
changes are removed by the normal retraction procedure. When a useful partition has been
found, Dido keeps a record of it, because it may subsequently become useless as a result of
changes in the expected outcomes of its compartments. If this happens it is eliminated.
Useful Partitions
A partition may remain useful right up to the time when the practical conditionals in
all its compartments ﬁxate. This creates another opportunity for simpliﬁcation of the
representation. Because the partition covers all possible instances of the partioned class
and all the outcomes are certain, the practical conditional can be removed from both the
partitioned class itself and all the subclasses of the partitioned class that are not part of
the partition.
This procedure, which is triggered when the last compartment of a useful partition
ﬁxates, has proved to be very eﬀective in cleaning up the representation during the latter
stages of learning. It can be viewed as a process of discarding a number of weaker hypotheses
once a stronger one has proven itself. It saves the program a considerably amount of eﬀort
in refuting the weaker hypotheses experimentally.

4.6

Residual Specialization

The last component of the representation generator to be described is only included to remove asymmetries from the representation. It does not contribute to correctness, parsimony,
or speed of learning. Its purpose can best be understood by considering an example.
Consider a domain containing three types of buttons, colored red, blue, and green,
which produce a squeak, a honk, and a clang respectively when pressed. Suppose Dido has
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Table 14.2: Conditions determining when components of Dido’s representation generator
are used.
Procedure
Conjectural
Specialization
Retraction

Considered Whenever
Round of experiments ends.

Conjunctive
Specialization

Operation applied to an object.

Intensional
Generalization

Practical conditional ﬁxates.

Useless
Partition
Removal

Practical conditional added to
class, or expected outcome of
practical conditional in useful
partition changes.
Practical conditional in useful
partition ﬁxates.

Fixated
Partition
Procedure
Residual
Specialization

Probability estimates change.

All outcomes of round of experiments successes.

Done Whenever
At least 2 successes and 1
failure obtained.
Practical conditionals or
classes become useless.
Two practical conditionals
make conﬂicting predictions
about the same object.
Similar class has practical
conditional with same expected outcome.
Useless partition has arisen.

All practical conditionals in
useful partition ﬁxated.
Adding subclass would create useful partition.

progressed to the stage where the subclasses for red and blue buttons have been created to
hold practical conditionals for the operation press. At this point, all the residual instances
of the more general buttons class will necessarily be green. Hence the program has no need
to construct a subclass for green buttons since their behavior will be correctly predicted by
the practical conditional for the buttons class.
A practical conditional predicts the behavior of the residual instances of a class, so when
all but one possible outcome have been covered by subclasses, the practical conditional is
left predicting the remaining outcome. Since Dido has a bias that avoids constructing
classes to predict the null outcome, that is usually the one remaining. When, as in the
example, the null outcome never arises, an arbitrary non-null outcome is the one remaining
and the resulting representation does not reﬂect the symmetry of the domain. While this
does not aﬀect the correctness or the parsimony of the ﬁnal representation, we felt it was
aesthetically unsatisfactory.
Dido therefore includes a procedure, which we call residual specialization, that constructs the additional subclass needed to make the representation symmetric. Whenever a
round of experiments produces a run of successes, there is evidence that all the residual instances of the class have the same non-null outcome. A check is made to determine whether
the addition of a single extra subclass would result in a useful partition. If so, the subclass
is added.

4.7

Summary of Representation Modification Procedures

The various representation modiﬁcation procedures are summarized in Tables 14.2 and
14.3 The state of the representation at any time during learning largely reﬂects a balance

16

P. D. Scott and S. Markovitch

Table 14.3: Consequences of applying the various components of Dido’s representation
generator.
Procedure

Conjectural
Specialization
Retraction
Conjunctive
Specialization
Intensional
Generalization
Useless
Partition
Removal
Fixated
Partition
Procedure
Residual
Specialization

Frequency
Of
Use
High

Improves
Prediction
Accuracy
Yes

Simplifies
Class
Hierarchy
No

Increases
Learning
Rate
No

High
Low

No
Yes

Yes
No

No
Yes

Low

No

No

Yes

Low

No

Yes

Yes

Low

No

Yes

Yes

Low

No

No

No

between the construction of new classes by conjectural specialization and their removal
by retraction. The other modiﬁcation procedures are less important and are only invoked
occasionally, their main role being to accelerate the convergence on a correct representation
of the domain.

5

Results

In this section we describe a number of results we have obtained running Dido in a variety
of problem domains.

5.1

A Typical Run

We begin by showing Dido’s progress during a typical run. The problem domain in this
case is an artiﬁcial one, very loosely based on computer games like Adventure. It includes 5
perceptual properties and 3 operations, and the essential features are summarized in Table
14.4. Figure 14.5 shows the ﬁnal representation, reached after 417 experiments had been
performed, when all practical conditionals had ﬁxated. This is a complete, consistent, and
correct representation of the domain, which is optimal in that no representation with fewer
classes is possible. The only practical conditional for Hit With Axe with a non-null outcome
appears in the class Living Things Wearing Slippers: all other classes inherit the practical
conditional with a null outcome from the class Things. No practical conditional for Rub
Lamp appears in the class Things because the classes Dwarfs, Pirates, and Magicians form
a useful partition for this operation. The greater complexity of the rule for Wave Wand
has necessitated the construction of the intersection class Living Magicians Wearing Boots,
while the class Living Things, which holds no practical conditionals, is retained because it
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Table 14.4: Perceptual properties and operations in the Adventure domain.
Property
Type
Size
Vitality
Coat Color
Shoes
Operation
Hit With Axe
Wave Wand
Rub Lamp

Possible Values
Dwarf, Magician, Pirate
Small, Medium, Large
Alive, Dead
Red, Blue, Green, Yellow, Black, White, Gold
Leather, Boots, Slippers, Sandals, None
Consequences
Kills any living thing wearing slippers.
Kills any living thing wearing boots;
Otherwise turns any magician into a dwarf.
Turns any dwarf into a pirate;
Turns any pirate into a magician;
Turns any magician into a dwarf.

has subclasses.

Measuring Learning Performance
Those of us who build machine learning systems have one major advantage over psychologists studying human or animal learning: it is possible to suspend learning and evaluate
performance without the evaluation tasks themselves contributing to further learning. We
employed this technique to measure Dido’s learning progress by setting exams at regular
intervals during learning. Exams are administered by turning the learning oﬀ and randomly
generating 100 objects in the domain. The program then predicts the outcome of applying
randomly selected operations to each object and the percentage of correct predictions is the
exam score. This approach has two advantages over the alternative of measuring the error
rate during learning itself: it is unaﬀected by biases due to the example selection strategy
employed, and it enables performance measures to be based on large samples.
Figure 14.6 shows the exam scores produced as Dido learned the domain described
above. There is steady progress towards 100% exam score during the ﬁrst 120 experiments,
as Dido rapidly learns to predict correctly the eﬀect of all 3 operations on any object. There
then follows a period of nearly 300 experiments before all the practical conditionals have
ﬁxated. During this period Dido is conﬁrming and reﬁning the representation conjectured
during the initial period. Learning only ceases when the program is certain about all aspects
of the representation. Dido thus has two criteria for completion of learning; 100% exam
score and ﬁxation. This behavior, which is characteristic of all the program’s runs, is a
clear demonstration of Dido’s ability to make eﬀective use of tentative conclusions.
Figure 14.7 shows that the number of classes in the representation rises steadily during
most of learning. In other runs, the number rises somewhat above the ﬁnal total but the
number always remains small. Since Dido has no permanent memory for training examples,
this result demonstrates that the program is parsimonious in its use of storage.
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THINGS
Intension: TRUE
Hit With Axe: Uncertainty 0.00
P(Null) = 1.00
Wave Wand:
Uncertainty 0.00
P(Null) = 1.00

DWARFS
Intension: Type(X,Dwarf)
Rub Lamp:
Uncertainty 0.00
P(Type(X,Dwarf) →
Type(X,Pirate) ) = 1.00










A



LIVING THINGS
Intension: Vitality(X,Alive)

LIVING THINGS WEARING SLIPPERS
Intension: Shoes(X,Slippers)
Hit With Axe:
Uncertainty 0.00
P(Vitality(X,Alive) →
Vitality(X,Dead) ) = 1.00

A
A

@@
A
A

PIRATES
Intension: Type(X,Pirate)
Rub Lamp:
Uncertainty 0.00
P(Type(X,Pirate) →
Type(X,Magician) ) = 1.00

A
A

MAGICIANS
Intension: Type(X,Magician)
Wave Wand:
Uncertainty 0.00
P(Type(X,Magician) →
Type(X,Dwarf) ) = 1.00
Rub Lamp:
Uncertainty 0.00
P(Type(X,Magician) →
Type(X,Dwarf) ) = 1.00

@
@
@
@
@
@
@

LIVING THINGS WEARING BOOTS
Intension: Shoes(X,Boots)
Wave Wand:
Uncertainty 0.00
P(Vitality(X,Alive) →
Vitality(X,Dead) ) = 1.00

LIVING MAGICIANS
Intension: TRUE
Wave Wand:
Uncertainty 0.00
P(Vitality(X,Alive) →
Vitality(X,Dead) ) = 1.00

@
@

LIVING MAGICIANS WEARING BOOTS
Intension: TRUE
Wave Wand:
Uncertainty 0.00
P(Vitality(X,Alive) →
Vitality(X,Dead) ) = 1.00

Figure 14.5: Final representation produced by Dido running in the Adventure domain.

5.2

Classification Tasks

Such tests demonstrate that Dido can learn a set of rules rapidly, with parsimonious use of
both training examples and resources, but they provide no basis for comparison with alternative methods of machine learning. This presents us with a diﬃculty since few programs
have been written that attempt to perform exploratory learning. In contrast, there is a
large literature describing programs that learn from sets of classiﬁed examples. Fortunately
it is easy to devise a problem domain such that Dido performs an equivalent task.
In this domain Dido is given a single operation that consists of pointing at an object
and asking its category. The category name, supplied by an external oracle, is the outcome
of the action. Dido’s goal is thus to predict the category name of any object that may be
encountered. This task is more complex than concept learning, since it is Dido rather than
the external oracle that selects the examples to be classiﬁed, but it is suﬃciently similar to
provide a basis for comparison with other learning methods.
Methodology
In recent years there has been a growing tendency to evaluate concept learning programs by
running them on widely available data sets taken from ’real world’ problems. This permits
comparisons between diﬀerent programs run on the same data set and aﬀords assurance that
the data set has not been chosen to suit the program. However, it suﬀers from two serious
disadvantages as a technique for systematically evaluating the capabilities of particular
programs: it is hard to assess the diﬃculty of deriving rules to describe a particular data
set, and, since each data set is idiosyncratic, it is not possible to observe the performance
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Figure 14.6: Exam scores during learning of Adventure domain.
of a learning procedure over a sample drawn from a population of similar learning tasks.
Of these, the latter is the more serious disadvantage. Our experience, both with Dido and
with reimplementations of other concept learning programs, has shown that there can be a
very high variance in learning speed for very similar concepts2 .
In such circumstances it is unsound to attempt to determine the learning speed on the
basis of a single run. Suﬃcient similar runs must be made to produce a standard error that
is very much less than the mean. In practice this means that as many as 20 similar runs
are needed to provide reliable estimates of learning speeds. This is only possible if there is
a population of very similar learning tasks from which the data sets for the runs may be
drawn.
We have therefore used a technique in which large numbers of similar learning tasks
are produced using a task generating procedure that requires a speciﬁcation of the objects
in the domain and the type of learning task required. Object speciﬁcations consist of two
numbers: the number of attributes per object and the number of alternative values per
attribute. Task speciﬁcations comprise the number of attributes that are relevant to the
concept and the relation between them, which may be conjunctive or disjunctive. Given
this information, a large number of similar tasks of known complexity may be randomly
generated. This method was used to generate the problem domains used in the conjunctive
and disjunctive learning experiments described below.
The task generator is also used to generate a population of objects from which Dido
will select training examples. The simplest approach is to generate random examples from
the object speciﬁcations. However, this has the disadvantage that positive examples of
2

For example, in a series of 50 runs of the Candidate Elimination Algorithm (Mitchell, 1977) learning
diﬀerent 3 term conjunctive concepts from randomly generated training examples, the mean number of
training examples required was 207 but the standard deviation was 108. The corresponding standard error
is 15.
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Figure 14.7: Class count during learning of Adventure domain.
concepts involving the conjunction of many terms will be extremely scarce. It was therefore
arranged that the population from which Dido selects training examples should contain
equal numbers of positive and negative examples.
Results For Conjunctive And Disjunctive Concepts
Figures 14.8 and 14.9 show the time taken to learn conjunctive and disjunctive concepts of
increasing complexity. In all cases there were 5 attributes, each of which could have one of
3 possible values. The number of relevant attributes was varied to increase the diﬃculty of
the learning task. Figure 14.8 shows the mean number of training examples needed to reach
the 100% exam score criterion, while Figure 14.9 shows the number of examples needed to
reach ﬁxation. All the data are averages of 20 runs.
Simple concepts are learned rapidly, and the number of examples required increases
linearly with the complexity of the target concept over the range considered. Simple disjunctions and conjunctions require similar learning times but more complex disjunctions
require more training examples than comparably complex conjunctions. These results are
in marked contrast to those reported for Prism (Langley, 1987) which appears to ﬁnd
conjunctions very much more diﬃcult than disjunctions. The results for disjunctions are
similar, although Dido appears faster at the simpler concepts while Prism appears faster
at the more complex concepts. However, Langley’s results for conjunctive concepts are
markedly non-linear, showing an apparently exponential increase in required number of
training examples as the number of relevant attributes is increased. Consequently Prism
requires nearly 5 times as many examples to learn a 4 term conjunctive concept. At least
part of this diﬀerence may be due to Dido’s experience generator which ensures that training examples continue to be informative, even during the later stages of learning when the
representation is almost correct.
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Figure 14.8: Number of training examples required to reach 100% exam score for conjunctive
and disjunctive concepts.
Limitations
While Dido’s representation scheme is capable of representing any Boolean concept, there
are some concepts that it does not learn eﬀectively. Its performance with 2 term exclusive
disjunctions is erratic and we have had no success in getting the program to solve the 6
bit multiplexor problem (Wilson, 1987). In this respect Dido’s performance is inferior to
that of decision tree based learning systems (Quinlan, 1988; Utgoﬀ, 1990). This limitation,
which is shared with many machine learning systems, arises from the monothetic method of
specialization (Fisher and Chan, 1990) in which only single attributes are considered. An
obvious solution is thus to employ a polythetic method in which combinations of attributes
are considered. Unfortunately this is computationally expensive and so we are currently
investigating the possibility of a mixed mode strategy in which Dido only makes polythetic
conjectures when progress has ceased using the standard monothetic method.

5.3

Handling Noise

To test Dido’s behavior in non-deterministic domains, we performed a series of classiﬁcation
tasks using diﬀerent levels of noise. Various authors have deﬁned noise level in diﬀerent
ways (e.g. (Langley, 1987; Quinlan, 1986)). In our experiments, the noise level is simply
the probability that the classiﬁcation of an example will be inverted. This is equivalent to
combining both positive and negative noise following Langley’s (Langley, 1987) deﬁnition.
Table 14.5 shows the results obtained when Dido attempted to learn a conjunctive concept
with 2 relevant attributes in the presence of various levels of noise. The exams used to
evaluate learning were all noise free.
The table of results shows that the program’s response to low levels of noise is qualita-
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Figure 14.9: Number of training examples needed to reach ﬁxation for conjunctive and
disjunctive concepts.
tively diﬀerent from its response to higher levels. When the noise level is below 15%, Dido
builds a representation that is the best deterministic approximation of the problem domain.
Consequently exam scores of 100% and very low uncertainty levels are achieved. Had the
exams contained noise, the mistake rate during exams would have been the same as the
noise level. Thus Dido ignores low levels of noise, although learning speed is reduced as the
noise level rises: it takes almost twice as long to reach 100% exam scores in the presence of
10% noise.
In contrast, when the noise level is higher than 15%, the program is unable to ignore it,
and therefore attempts to build a representation that accounts for all the training examples.
Since no such representation exists, this attempt is unsuccessful. Consequently mistakes are
made in the exams, the representation contains a signiﬁcant amount of uncertainty, ﬁxation
does not take place, and the search for a good representation continues indeﬁnitely as
Dido vainly attempts to discover rules to account for the aberrant training examples. The
amount of uncertainty remaining in the representation after learning is a direct reﬂection
of the amount of noise present. The noise level may itself be expressed as an uncertainty
measure by applying the Shannon formula to the probability of noise occurring. The fourth
column of Table 14.5 shows this inherent uncertainty of the domain. It is clear that at
higher levels of noise Dido builds a representation whose residual uncertainty reﬂects that
of the domain.
Clearly Dido’s behavior in the face of noisy training examples is robust. Low levels of
noise have no eﬀect beyond a small increase in learning time, while even a noise level as
high as 30% leads to a representation that produces the correct response almost 90% of the
time. Both of Dido’s methods for dealing with noise, ignoring it and attempting to account
for it, are reasonable. Which is the more appropriate ultimately depends on the learning
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Table 14.5: Learning conjunctive concepts in presence of noise. Final exam scores and
uncertainties are means of 20 trials terminated after 1000 examples if not already ﬁxated.
Noise Level
0%
5%
10%
15%
20%
25%
30%

Final
Exam Score
100%
100%
100%
100%
96%
93%
89%

Final
Uncertainty
0.00
0.00
0.03
0.42
0.69
0.82
0.89

Inherent
Domain Uncertainty
0.00
0.29
0.47
0.61
0.72
0.81
0.88

Figure 14.10: Exam scores during a run when the concept was changed after 40 trials.
application. The transition between the two methods, which occurs at about 15% noise
in our experiments, reﬂects the value chosen for the time constant of the exponential lag
Dido uses to estimate probabilities. Reducing this time constant would cause the program
to ignore higher levels of noise, but would also lead to ﬁxation of incorrect representations
because of chance biases in the set of examples used for learning.

5.4

Handling Change

Another type of inconsistency that may occur arises when the domain itself changes so that
a new set of rules is required to describe its behavior correctly. Langley (Langley, 1987) has
described how Prism successfully adapts when the relevant attribute of a concept is changed
during learning. We have replicated this experiment with Dido, and obtained similar results
(See Figure 14.10). The major diﬀerence is that the learning curve during the second phase
of the experiment is shallower for Dido than for Prism. This is because Dido deliberately
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seeks out training examples to eliminate the now incorrect concept acquired during the ﬁrst
phase, whereas Prism will cease modifying the incorrect rule once it has been weakened
suﬃciently to prevent its ﬁring.

6

Conclusion

The implementation of Dido has tested solutions to three of the problems that arise in
exploratory learning. The ﬁrst problem is the absence of an external agent to deﬁne the
set of categories to be learned. Dido’s solution is to partition the domain into classes of
objects whose behavior in response to actions is equivalent. Thus the representation built
is inherently ’Didocentric’ and provides the knowledge needed to plan sequences of actions
to solve problems.
The second problem, which also arises because of the absence of an external agent, is
the need for an evaluation of the quality of a representation. Dido’s solution is to attempt
to construct a representation with no uncertainty. Since uncertainty arises as a result of
experience, and since Dido’s experience generator deliberately seeks experiences likely to
increase the uncertainty, this leads to a representation whose predictions are both unique
and consistent with the behavior of the domain. In fact the operation of Dido can be viewed
as a struggle between the experience generator, which tries to increase the uncertainty in
the representation, and the representation generator which tries to minimize it. This is a
struggle which the representation generator wins in all but very noisy domains.
The third problem can arise in any form of inductive learning. The program is required
be ready to solve problems at any time, using what evidence has already been acquired,
and must achieve this goal in a manner which is economical in the use of resources. Dido’s
solution is to adopt what we term an r-strategy: many hypotheses are conjectured on the
basis of little evidence or computational eﬀort; those that are sound survive while those
that are not are retracted.
We consider that the experiments reported show that Dido’s solutions are eﬀective.
Direct comparison with other work is diﬃcult because we are not aware of any programs
that attempt to tackle the same combination of problems. Related work has already been
discussed in the appropriate context. We make no claim to have found the best solutions
to the problems Dido faces or that any solutions will be optimal for all types of inductive
exploratory learning. It is a ﬁeld in which much work waits to be done. The work on
representation generation reported here, together with the accounts of experience generation
given elsewhere (Scott and Markovitch, 1989), are perhaps best regarded as exploratory
learning about exploratory learning.
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