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Abstract

Grouping processes may benefit, computationally, from using simple algorithms as part
of the grouping process. In this paper we consider an extremely fast grouping process,
based on the common connected components algorithm, and, relying on a probabilistic
models, focus on analyzing its performance. In particular, we derive the expected number
of addition errors and the group fragmentation rate. We show that these performance
figures depend on a few inherent and intuitive parameters. Furthermore, we show that the
grouping process may be controlled so that the performance may be chosen within a given
tradeoff. The analytic results are supported by implementing the algorithm and testing it

on synthetic and real images.



2 1 INTRODUCTION

1 Introduction

Perceptual grouping is an essential ingredient in various visual processes [WT83, Low85].
A major use of grouping is to accelerate recognition processes [Gri90, CJ91]. Many imple-
mentations of grouping processes, however, take a large computational effort themselves,
as they use computational intensive algorithms such as dynamic programming [SU88] or
even simulated annealing [HH93]. Therefore, such grouping processes may not be effective
for reducing the total complexity of the visual process.

Simpler grouping processes, on the other hand, may require lower computational effort
but work satisfactorily only with simple, clean, images. When operating on a complex
image, such procedures result in hypothesized groups, which are either fragmented or
corrupted with spurious image features. Therefore, it makes sense to use the suitable
process for the situation. That is, to use simple procedures for easy tasks and reserve the
more complex, computationally expensive, processes for difficult tasks. It is our long-term
goal to study the benefits and the limitations of the various grouping processes, so that we
can make the optimal choice in different situations.

This paper is concerned with simple grouping processes based on a connected compo-
nents graph algorithm. This process, defined in detail in the next section, is very fast and is
essentially linear in the number of data features. The paper focuses on analyzing the qual-
ity of the groups extracted by this algorithm, and shows that quantitative and meaningful
performance measures may be predicted and even, within certain constrains, controlled.
In particular, we consider the number of background features, which are falsely added to
the true groups and the fragmentation of these groups, and show a tradeoff between these
two performance measures. An interesting result is that the process behaves according to
an intuitively interpreted parameter, which, if larger than a certain threshold, leads to an
avalange process or “explosion”. That is to a single hypothesized group including almost
all the image features.

The main contributions of this paper are:

1. The paper provides, for the first time, an analysis of the connected components



grouping process, capable of predicting the grouping quality in terms of measurable,
meaningful quantities. The results may also be used for design, and specifically for

choosing the parameters controlling the grouping process.

2. Unlike most previous statistical methods in computer vision, which were based on
independence assumption, we confront the predictions with the actual results and
show that a model which takes into account statistical dependence may predict per-

formance better.

3. The results of the paper, analytic as well as empirical, show that the simple connected
components algorithm is useful for many grouping tasks, provided that the appropri-
ate parameters are chosen, and that the expected result (which is predictable) may
be acceptable. In this cases the high speed of this algorithm make it the optimal

choice.

The rest of the paper is organized as follows. The next section describes the grouping
framework we consider, the connected components grouping process, and the probabilistic
model. Then, the processes of adding false features and fragmentation are considered in
sections 3 and 4, respectively, and a tradeoff is quantitatively specified. Experiments with
synthetic and real data follow (section 5) and a discussion of the results (section 6) conclude

the paper.

2 A grouping framework and the connected compo-
nents algorithm

In a common formulation of a grouping task, one is given a set of data features (e.g.
pixels, edgels) in an image and is asked to partition it into meaningful subset, requiring,
for example that, ideally, every set consists of all the features from the same imaged object.
We consider a fairly general set of grouping processes which work by testing small subsets of

data features using some criterion, denoted a grouping cue, and integrating the information
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into a decision on the plausible data set partitioning. We follow the formulation specified

in [AL98b] and specify the grouping algorithm by three main decisions:

Grouping cues: Bits of local grouping information that indicate whether two (or more)
data features belong to the same group. Common cues decide whether two edgels
are collinear, two pixels have similar intensities, etc. but more complex cues can also
be used (for a partial list of examples of various grouping cues see [Low85, SU8S,

MN92, HH93, Jac96].)

Teastable feature subsets: Grouping cues operate on subsets of data features and those
are specified using different criteria, depending on the validity of the cues and the
computational complexity allowed. A typical criterion is, for example, to test all

feature pairs which are closer than a certain radius.

Cue integration method: The partial information about the subset grouping may be
integrated into a more global decision about the grouping (or partitioning) of the
whole data set. This task is often formulated as a minimization of a cost function,

that is carried out by some optimization method ([SU88, HH93, AL98b]).

The question considered in this paper is the ability of very simple algorithms, such
as connected components (CC) algorithm, to provide good grouping results. We shall
consider this question in the context of local grouping cues, which are valid only when two
features are close. This is the situation in the most common task of grouping the edgels
on a smooth curve.

To make our predictions useful in other grouping domains, we follow the abstraction
made in [AL98b] and characterize a cue only by its reliability. Here, we consider a binary
cue (an inherent choice for the connected component algorithm), which provides a value
“1” if its decision is that the two features belong to the same group and “0” otherwise.
In this case, the cue’s reliability is quantified by the two error probabilities €, and €pnigs,

giving the probability to make a false decision of “1” and “0”, respectively.



Following [AL98b], we use the following graphs to describe the information available
from the cues. First, we specify an unlabeled graph, denoted Underlying graph, G, which
represents the data features pairs, which are tested by the cues. In this graph each vertex
is a feature point and the vertex pairs, corresponding to interacting pairs (i.e., to pairs
of features which are tested by the cue), are connected by arcs. Then the results of the
cues are used to specify another graph, denoted a measured graph, G,,, in which an arc
exists only if it exists in G, and if its corresponding cues have a value of “1”. In this
graph notation, the grouping process is a partitioning of the graph into subgraphs. Several
other works (for example, [HH93]) follow similar approaches but without explicit graph
formulations. These articles seek for a partitioning, that maximizes the likelihood of the
cue results [AL98b| or minimizes certain effective energies [HH93]. Here we shall use the
much simpler CC criterion.

Thus, in this particular paper, we make the following choices:

Cue: As described above, for the analysis we shall use an abstract binary cue, characterized
only by its miss and false alarm probabilities. In the experiments we shall use a
general co-circularity cue, based on a combination of smoothness, proximity and
similarity of gradient angles, which is commonly used for the task of grouping edgels

on a smooth curve [AL98a).

Underlying graph: Recalling the local validity of all cues that are used to group edgels
on a smooth curve, we shall restrict the pairs of features, which are tested by these
cues, to those which are R-close (R, denoting “interaction radius”, is a parameter
of the grouping process). Thus, the Underlying graph, G, is locally connected with
every vertex connected to a varying number of vertices corresponding to R-close
features. (A similar graph connecting every vertex with a fixed number of its closest

neighbors [AL98b] could be used as well.)

Cue integration by connected components: The integration method is extremely sim-

ple — all vertices in the same connected component of the Measured graph, G,, are
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hypothesized to be a single group. That is, every two vertices in the same group (and

only these vertex pairs) are connected by a sequence of arcs in G,.

The proposed grouping (or more precisely, cue integration) criterion is definitely not
new and has been used for say, clustering, in classical applications of pattern recognition. It
may be implemented by an extremely fast algorithm.The algorithm is initialized by setting
all vertices (feature points) as unlabeled. Then it starts to scan the list of vertices. When
a vertex without a label is found, a new label is assigned to this vertex and to its connected
component. The vertices in every connected component are found by a BFS algorithm,
which checks every arc at most twice. Therefore, the CC labeling algorithm is linear in
the number of arcs. In addition, the labeling of every vertex is tested while scanning the
vertex list. Therefore, the algorithm is also linear in the number of vertices [CLR89].

Note that one path of pairwise grouped cues suffices for grouping two features, and that
any other evidence for placing this feature’s pair in a separate groups is ignored. Therefore,
the grouping result is expected to be sensitive to false alarms. The main analytic part of this
paper considers this sensitivity, and analyses the quality of the grouping results obtained
from this simple algorithm.

Measuring the quality of grouping is a delicate issue. As in many practical situations,
it is not straightforward or even possible to specify the “correct” result for a grouping
process (An indirect evaluation of the grouping quality is possible by measuring its effect
on higher processes (e.g., recognition, see [Jac88, SB93]). Still, we shall assume here that
such a specification exists, in the form of image partitioning to several subsets. In the
simplest form, which we consider first, the image is partitioned into a “figure” subset and
a noise “background” subset.

One quantifier of the grouping quality is the number of background points, which are
erroneously connected to the figure. Such false additions may be eliminated by making
the interaction radius R sufficiently small. A grouping algorithm associated with such a
small R cannot be considered to be satisfactory, however, as it will probably break the true

groups into parts (or delete elements from them). Therefore, it is the tradeoff between false



additions and fragmentation of the figure, which should be evaluated. The next sections
are devoted to evaluate these quality measures: section 3 to false additions, and section 4

to fragmentation.

3 Estimating the number of false additions

3.1 General

We analyze the CC grouping algorithm relative to a random image model, approximating
the common realistic case of a curve like set “figure” object embedded in a uniformly
distributed “background” clutter. We assume, for simplicity, that this curve-like set, or
figure, is a straight line. More specifically, the feature point distribution is modeled on a
discrete image: The figure is a set of collinear pixels (e.g., one row). The probability that
we have indeed a feature point in a pixel belonging to the line is ps. The background noise
may appear in all non-figure pixels with probability pys. See Figure la for an instance of
this random model. (If the curve differs from the straight line, but is still associated with
a low curvature, we expect similar results, and it is confirmed by the simulations.) Note
that four probability parameters are involved: pf and py, to characterize the image, and
€ra and €niss to characterize the cue reliability.

Our goal in this section is to find an analytic expression for the expected number of
background feature points connected to the figure. It turns out, quite intuitively, that this
number grows with both the false alarm probability €¢,, the density of background features
Prg, and the interaction radius. The expressions for the number of false additions can be
expressed in the terms of of two growth processes: one related to features in the vicinity
of the figure and one related to the other features.

The growth in the number of false additions of this second type may even lead to
“explosion”: A connected background feature, which has many neighbors in the R radius,
together with a cue characterized by a false alarm rate which is not too low, imply that

there will be at least one neighbor feature, connected to it with high probability. If the same
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conditions hold for all background features, then it is likely that many features, throughout
the image, will join the figure in one large group, making the result of the grouping process
useless. Note also that for the sake of simplicity we shall consider an infinite image,
characterized by the above random model. This way we do not have to consider the effect
of image boundaries. The total number of false additions and the number of fragments
tend to infinity as well and therefore we shall consider their normalized value per unit
length of the figure.

To quantify this behavior in a simple analytic way, which gives more insight into the
process and provides simple design parameters, we take a continuous limit approximation,
and show that the rate of false additions is regulated only by one parameter, Ny, =
ea(1 + log(1 — €5)/2)TR?prg. This parameter, for example, determines whether the false
addition process converges or not, with a critical value of 1. That is, if M, < 1then the
process converges. Note that this parameter depends on R, which may be set to satisfy
the condition. For larger R the process “explodes” and practically, all the image becomes
one large group. On the other hand, if R is sufficiently small then it is likely that only few
false additions exist.

The rest of this section is mostly derivation. Those interested only in the final results

and in their implications may proceed directly to the Section 3.7 summary.

3.2 Distance and connectedness layers

The probability of finding a connected point in a particular non-figure (i.e. background)
pixel, is denoted p.(L), reflecting its possible dependence on the distance L from the figure
(see Figure 1b). The expected number of false additions per unit length of the figure (one

pixel) is

Nialse additions = Z pe(L). (1)

L=0

Background points, falsely connected to the figure may be directly connected to the
figure but may also be connected to other background points which are already connected.

For our analysis we distinguish between these types of connections using the concept of
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(a) (b)

Figure 1: An example of probabilistic model (a). p¢ is a density of points in figure (or
probability to find a figure point in given point of a line). py, is a density of background
points (it is the probability to find a feature point in a given background image pixel).
For the image (a) pr = 0.8 and p,; = 0.05. In the analysis we consider the probabilities
as a function of the distance L of the background feature V' from the figure (b). (R is an

interaction radius.)

connectedness layer (see Figure 2). A background point, directly connected to the figure
is in the 1-st layer. A background points, which is connected to a point in the i—th layer,
but does not belong to any of the j—th layers, 7 = 1,2,...,7 is in the (i + 1)-th layer. Let
(L) be the probability of finding a connected point which belongs to the i-th layer in a
particular background pixel at distance L from the figure (see Figure 1b). Clearly,

puL) = > A(L) ©

3.3 Directly connected points

The false addition process begins close to the figure with the features which are directly
connected to the figure. More specifically, the probability of a particular feature point v, in
distance L from the figure, to be directly connected to the figure, pY (L), is the probability

that at least one arc connecting the background point to the figure points in the underlying
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Figure 2: The layers in the Measured Graph: a layer consists of all the features between
two dotted curves (and some more features in the other side of the figure which are not
shown here). Note that, here, the many arcs between figure points are not shown and only

the arcs associated with false alarms are shown.

graph is associated with a false alarm error. Although the values taken by the cues are not
necessarily independent random variables, we shall start with this pragmatic assumption,
and get

PO(L) =1~ (1—en)™ (3)

C
Later, in section 3.5 we e plore a correction to model, which does not assume statistical
independence. For L the number, of figure points which are close to is

binomially distributed with probability ¢ and ma imal value

(L)y=2 -L. ()
Therefore, the probability gl)(L) = Pc(l)(L) to find a 1st layer background point in a
particular background pi el, is
()
(L) = 1- (l-e)" Q- pOm™m (5)

As mentioned above, connected background points are a potential source to additional false

connections. onsider now a point , which does not belong to any of the first —1 layers.
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