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Abstract

Striving for photorealism, texture mapping and its
more advanced variations, bump and displacement map-
ping, have all become fundamental tools in computer
graphics. Recently, the introduction of programmable
graphics hardware has enabled the employment of dis-
placement mapping in real-time applications. While dis-
placement mapping facilitates the actual modification of
the underlying geometry, it is constrained by being an in-
jective mapping. Further, it is also limited because it usu-
ally maps the geometry of the (low-resolution) smooth
base surfaces, typically by displacing their vertices.

Drawing from a recent work on Deformation-
Displacement Mapping (DDM) [4], in this work we offer
real-time solutions to both these limitations. Our so-
lutions make it possible to employ the DDM paradigm
on programmable graphics hardware. By reversing
the roles of the base surfaces and their geometric de-
tails, both the one-to-one constraint and the base sur-
face resolution limitation are resolved. Furthermore,
this role-reversal also paves the way for other bene-
fits such as a tremendous decrease in the memory con-
sumption of geometric detail information in the DDM
and the ability to animate the details over the base sur-
face. We show that the presented scheme can be used
effectively to generate highly complex renderings and an-
imations, in real-time, on modern graphics hardware.
The capabilities of the proposed method are demon-
strated for both rational parametric base surfaces and
polygonal base surfaces.

1. Introduction

Real-time graphics has always sought to achieve the
best possible rendering quality within pre-defined per-
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formance requirements. Due to performance restric-
tions, algorithms for adding surface details have an es-
sential part in reaching this objective. Quite a few com-
puter graphics schemes have been devised for adding
details to smooth surfaces, among which texture map-
ping [2] and bump mapping [1] are the most com-
mon. When it comes to conveying the impression of
rough surfaces, bump mapping is usually quite effec-
tive. However, since no geometry is manipulated, the
smooth nature of bump-mapped objects is exposed eas-
ily, for example, when their shadows are inspected. To
ameliorate this limitation, displacement mapping [3]
was developed. Displacement mapping works as fol-
lows. Denote the original smooth surface, S(u, v), as
the base surface. A scalar displacement field d(u, v)
is added to the original geometry S(u, v) in a speci-
fied direction, typically the direction of the unit nor-
mal of S(u, v), ~n(u, v). This operation results in a ge-
ometrically displaced version of the original surface,
Sd(u, v) = S(u, v) + ~n(u, v)d(u, v).

Displacement mapping indeed resolves the smooth
silhouette and incorrect shadow problems of bump
mapping. Moreover, with modern programmable
graphics units (GPUs), one can support it in real-time
applications. Several GPU-based approaches [9, 15]
for computing displacement mapping in real-time
have been suggested recently. These approaches em-
ploy the pixel shader to compute displacement map-
ping in the direction of the viewer. They do not oper-
ate on vertices. [15] used a 5-dimensional visibility map
to compute the intersection of each pixel with displace-
ment map. Hence, its accuracy depends on the amount
of sampling in a high order volume, limiting the res-
olution of features that can be sensed in real-time.
In [9], polygonal patches are rendered over the re-
gions that might be effected by displaced base mesh.
The intersection of this patch with the displace-
ment map is computed at the pixel level. However,
with the recent introduction of vertex-texture sup-
port in shader model 3.0, displacement mapping
can now also be directly implemented at the ver-



tex shader.
By its construction, the displacement map is home-

omorphic to the original surface. As a result, the ge-
ometry of the added details is restricted. In addition,
even though the base surface governs the resolution of
the displacement, its resolution is typically much lower
than that of the added details. This usually forces the
base surface to be further refined in order to gain suf-
ficient resolution. Controlling, and more so adaptively
controlling, the refinement level of the base surface is
not trivial, as it depends on the detail that is being
added.

Several works [12, 4] proposed tiling surfaces using
geometric details as a method for adding details on
surfaces. [12] suggested the use of volumetric texture
tiles in the context of a ray-tracing rendering environ-
ment to tile surfaces with complex details. In [4], the
Deformation-Displacement Mapping (DDM) algorithm
was presented. While fully overcoming the homeomor-
phic limitation of displacement maps, DDM still gener-
ates huge amounts of geometry, typically in the order
of millions of polygons. While not a prohibitive limi-
tation in software-based rendering, such a large data
size makes it difficult to use DDM in real-time appli-
cations.

Exploiting the recent advances in graphics hard-
ware, this work presents a computer graphics hardware
variation of the DDM algorithm that can be supported
in real-time applications. This solution allows a power-
ful generalization of the displacement mapping scheme;
moreover, it is also interactive. The presented algo-
rithm reverses the roles of geometry and texture maps,
and represents the added details as pure geometric ob-
jects. Following [8], the base surfaces are represented
as positions and normal fields, which are stored effi-
ciently in the form of texture maps. Consequently, and
as in DDM, several geometric detail locations could re-
sult from a mapping over the same base surface posi-
tion – hence removing the one-to-one barrier. By tak-
ing advantage of the efficient texture sampling capa-
bilities of modern GPUs, position and normal informa-
tion of an arbitrary point on the surface can be com-
puted efficiently. Furthermore, by storing the geomet-
ric details on the GPU, high resolution meshes do not
have to be synthesized on the CPU. Additionally, con-
sidering details as core geometry has other important
benefits. Details can be manipulated using any geome-
try manipulation tools; for example, attribute settings
(coloring, translucency), animation and metamorpho-
sis. Finally, the base surface can be tiled using any pla-
nar tiling scheme. A single tile can be used to cover
the whole base surface in a regular tiling, or alterna-
tively, multiple tiles could be used, forming a semi-
regular tiling scheme.

The proposed method is capable of reproducing the
results of traditional displacement mapping, and at the
same time, supporting details that have an arbitrar-
ily complex geometry. By reversing the role of the base
surface and its geometric details, the two noted limita-
tions of displacement maps, homeomorphism and com-
plex resolution control, can be resolved.

The rest of this paper is organized as follows. In Sec-
tion 2, we briefly survey the original DDM scheme. In
Section 3, we show how to adapt the original DDM ap-
proach to contemporary computer graphics hardware
environments, and present our hardware based DDM
(HDDM) variant. Section 4 suggests several extensions
to the HDDM algorithm. These are, mainly, the im-
plementation of real-time HDDM over polygonal base
surfaces and various options for animating texture ge-
ometry. In Section 5, we demonstrate the capabilities of
this introduced real-time scheme by presenting screen
snapshots of real-time renderings. Finally, we conclude
in Section 6.

2. Deformation Displacement Mapping

Let S(u, v) be a regular parametric surface, the
base surface, and let ~n(u, v) be the unit normal field
of S(u, v). Assume ~n(u, v) points outside the object
S(u, v). Then, a trivariate function that parameterizes
the surface S(u, v) and the volume around it is defined
with the aid of the unit normal field of S, ~n(u, v), as

T (u, v, w) = S(u, v) + ~n(u, v)w. (1)

With the help of T (u, v, w), any polygonal or ra-
tional geometry detail, D, can be mapped as a de-
tail over S(u, v) using the composition of T (D). Uti-
lizing the construction from [4], the trivariate func-
tion of Equation (1) parameterizes the volume above
and below the base surface. w in Equation (1) could
serve as a displacement function, w(u, v), which would
yield the regular homeomorphic displacement map-
ping. Instead, this work (following [4]) assumes the
embedding of a new arbitrary surface detail D(r, t) =
(u(r, t), v(r, t), w(r, t)) in T (u, v, w). Then, the compo-
sition of T (D) maps D into a deformed space that is
above/below S(u, v). This operation is, in essence, a
variation over freeform deformations [13], only here the
deformation function T is fully prescribed by the base
surface S.

Without loss of generality, assume T (u, v, w) is de-
fined over the unit cube, u, v, w ∈ [0, 1]. The exact re-
sult of a composition of a rational parametric surface
detail D(r, t) with a rational parametric deformation
function T is computable and is a rational paramet-
ric surface of a multiplicative order [4]. Nonetheless,
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Figure 1. The flower tile, D, on the left ismapped
through the trivariate function T , defined over S,
resulting in a deformed and placed version of it,
T (D), on the right.

the computer graphics world also encompasses numer-
ous models that take the form of polygonal meshes.
If D is a polygonal model, the composition operation
can be approximated by mapping the vertices of mesh
D, through T (see Figure 1). That is, each 3D ver-
tex Vi ∈ D is mapped to its new location T (Vi). In
the ensuing discussion, we will assume D is a polygo-
nal model.

The DDM scheme, as suggested in [4] in the context
of off-line rendering, can, therefore, be expected to yield
a huge amount of polygons. In the next section, we ex-
pand on these ideas and seek ways to reduce the mem-
ory overhead in order to support the DDM scheme in
real-time, with the aid of modern programmable com-
puter graphics hardware.

3. Hardware-based DDM

The hardware based variation of the DDM algo-
rithm (the HDDM) that is presented here exploits the
programmability of the vertex processor, and is imple-
mented as a single pass vertex shader. The key feature
that makes HDDM possible is the ability to sample tex-
tures from within the vertex processor [7]. This capa-
bility is now available on GPUs that support shader
profile 3.0, and as stated, is the cornerstone for execut-
ing the HDDM algorithm on the GPU.

The HDDM algorithm is composed of two phases,
the preprocessing phase and the real-time, interactive
phase. Figure 2 illustrates the different stages of the al-
gorithm. In Section 3.1, the preprocessing phase is pre-
sented and in Section 3.2 the interactive phase is dis-
cussed.

3.1. The Preprocessing Phase

Given a vertex Vi = (ui, vi, wi) of a polygonal model
D, the DDM algorithm requires the evaluation of the
base surface S(ui, vi) and its normal field, ~n(ui, vi) to

Figure 2. A block diagram that illustrates the
HDDMalgorithm.Thediagramportrays thepre-
processing stages vs. the interaction steps and
the computation in the CPU vs. the GPU, of
smooth base surface S and geometric detail D.

derive the vertex mapped location, T (Vi), following
Equation (1). In [4], this process is conducted directly.
That is, a surface S is indeed evaluated at (ui, vi), as
is its normal field. Clearly, such an evaluation could
have devastating effects on the expected real-time per-
formance if applied on-line and an alternative solution
must be found.

Recall that the base surface, S, contains informa-
tion at much lower frequencies and is far smoother rel-
ative to the geometry detail, D. One can convert S into
an image-based representation, as in [8], and since S is
assumed to be smooth, only a relatively small number
of samples is required to represent S with adequate ac-
curacy. Every location in the 2D image representation
of S(u, v) is evaluated into a position in IR3 and ev-
ery location in ~n(u, v) is evaluated into a unit normal
field on S2. These positions, P(u, v) → (x, y, z), and
normal N (u, v) → (nx, ny, nz) texture maps are sam-
pled at uniform intervals in u and v over S and stored
in the GPU memory as two 32-bit floating-point tex-
ture maps, in the RGB channels, as part of the pre-
processing phase (see Figure 3). This double-texture
image representation of S as the pair (P, N ) is equiv-
alent to a uniform tessellation of S, assuming that bi-
linear interpolation of the four neighboring samples is
used for fractional values.

To complete the preprocessing phase, the desired ge-
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Figure 3. The position, P, (in (a)) and normal,
N (in (b)) texture maps of the body of the Utah
teapot.

ometric texture tile D is uploaded as well, in a canon-
ical coordinate system, into the memory of the graph-
ics card. In this work, we tested display lists and ver-
tex buffers for storing D on the GPU. Consequently,
replacing D with a more (or less) fine tessellation ver-
sion of itself, or replacing it with a whole new tile be-
comes a very simple task. Moreover, this replacement
does not harm the expected real-time behavior of the
algorithm since it merely requires switching to a differ-
ent stored display list, or if the new tile is not already
loaded, the re-rendering of a single such tile.

3.2. The Interactive Phase

Having completed the preprocessing phase, the algo-
rithm enters the interactive phase. Assume we seek to
tile the base surface S with n×m texture tiles D. The
task of the CPU is simply to traverse n×m times over
all tiles, and provide the GPU with the offset amount
of the tile in the parametric space of S. The amount
of offset that should be applied to each tile depends on
the number of tiles, their shape, and the application.
In the case of a simple rectangular tile, the paramet-
ric domain of the base surface is divided by the num-
ber of desired tiles in each direction. The above offset
scheme assumes a coverage of the base-surface with in-
stances of D. However, such a coverage is not intrin-
sically required and different layout schemes could be
easily used instead, forming gaps in the u, v or w di-
rections of T .

The offsets are used to place each instance of D at
its proper location in the parametric domain of S(u, v),
and hence, T (u, v, w). The offset values, [u0, v0] (see
Figure 4), are transferred to the vertex shader that im-
plements the HDDM algorithm. Such a construction re-
duces the load on the graphics bus, prevents the GPU
from waiting for geometry feeds from the CPU, and re-
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Figure 4. Tile Dij is placed over S at offset
amounts of u0 in the U direction and v0 in the
V direction.

duces the load on the CPU.
On the GPU side, the vertex shader receives the fol-

lowing information from the CPU:

1. Handles of the P and N textures.

2. The uo and vo offsets of the currently rendered tile
in the parametric domain of S.

3. The dimensions of the textures.

4. The position and the normal of the current vertex.

Recall that the position and normal are taken
from the stored (canonic) tile, D. Given ver-
tex Vi = (xi, yi, zi) ∈ D, the xi and yi coordi-
nates are treated as offsets within the domain of
the tile. The actual texture coordinates are com-
puted as (uf , vf ) = (xi + uo, yi + vo). However, due
to the fact that currently available GPUs do not sup-
port bilinear sampling of 32-bit floating textures, in-
terpolation should be implemented directly in the
shader. Denote as uTexSize and vTexSize, the
size of the position texture map, P over domain
[0, 1]2. Then, P is sampled at four neighboring posi-
tions, (uf , vf )i,j = b(uf ∗ uTexSize, vf ∗ vTexSize) +
(i, j)c/(uTexSize, vTexSize), (i, j) ∈ [0, 1]. Then, a
bilinear interpolation between the (uf , vf )i,j sam-
ples is computed using the fractional coordinates
of uf and vf in the rectangle, (uf , vf )i,j . A simi-
lar procedure is used to sample the normal texture
map, N . The final deformed position, T (Vi), is com-
puted as

V d
i = T (Vi) = P(uf , vf ) +N (uf , vf )zi. (2)

Note the similarity of this computation of V d
i to

the original DDM computation, as presented in Equa-
tion (1). Here, several vertices of D can be mapped
above a single location (xi, yi) of the base surface elim-
inating the one-to-one mapping limitation of displace-
ment maps.



To properly render the deformed geometry, the new
direction of the normal of each mapped vertex T (Vi)
should also be computed. Denote the original normal
of Vi by ~Ni. Denote Ṽi = Vi + ~Niε. A simple ap-
proximation of the normal direction at T (Vi) could be
T (Ṽi) − T (Vi), for some small ε ∈ IR+. Nevertheless,
T is not conformal, in general, and so this direct com-
putation is likely to yield a vector that is not orthog-
onal to the tangent space at T (Vi). Alternatively, we
can deduce the correct normal by mapping the comple-
mentary, tangent, space of D at Vi. Compute two new
independent vectors ~T 1

i , ~T 2
i ∈ IR3 that are orthogo-

nal to ~Ni. ~T 1
i and ~T 2

i span the tangent space of D at
Vi. Hence, T (~T 1

i ) and T (~T 2
i ) span the tangent space

of the mapped geometry at T (Vi), and can be approx-
imated as T (~T j

i ) = T (Ṽ j
i ) − T (Vi), j = 1, 2 where

Ṽ j
i = Vi + ~T j

i ε. Then, the normal direction at T (Vi) is
merely T (~T 1

i )× T (~T 2
i ).

The vectors ~T 1
i , ~T 2

i are pre-computed. From these
two vectors, the two points Ṽ j

i , on the tangent plane,
are derived and stored as part of the data of Vi, dur-
ing the preprocessing phase. Then, during the interac-
tive phase, T (Ṽ j

i ) is computed in the vertex shader.
With the values of T (Ṽ j

i ) in hand, the normal direc-
tion at T (Vi) is approximated as (T (Ṽ 1

i ) − T (Vi)) ×
(T (Ṽ 2

i )− T (Vi)). Thus, the cost of the computing the
normal direction using this method triples the num-
bers of vertices that are mapped through T .

4. Extending the Basic HDDM

The HDDM operation is closely related to tradi-
tional texture mapping. It is, therefore, interesting to
ask whether HDDM can handle features supported by
traditional parametric texture mapping. It turns out
that some properties are easily extended to HDDM
while others are more complicated.

One such an extension of HDDM is the ability to
use base surfaces that are polygonal, an extension that
is explained in Section 4.1. Another important tex-
ture property is the ability to transform the texture in
the texture space. Such transformations are key com-
ponents in the implementation of texture animations.
This feature is presented in the context of HDDM in
Section 4.2.

4.1. HDDM over Polygonal Models

Until now, the HDDM algorithm was discussed in
the context of mapping arbitrary geometric tiles over
a freeform parametric base surface. However, in many
cases, only polygonal models are available. To make
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Figure 5. The position P (in (a)) and normal N
(in (b)) texture maps of the polygonal model of
a camel (see Figure 9).

HDDM more viable in real-time computer graphics ap-
plications, polygonal base surface geometry should be
supported as well. In [5], an extension of the DDM
that supports polygonal base surfaces is presented, and
here we propose a similar extension for HDDM. For
its proper operation, the HDDM algorithm requires
a reliable parametrization, a problem that has been
intensively investigated in recent years. Parametriza-
tion is required for the creation of the position and
normal texture maps, P and N . In this work, the
parametrization that we used is taken from [14]; other
parametrization methods could be equally employed.
For a complete survey on parametrization methods
see [6]. Given such a parametrization, the main dif-
ficulty in constructing the position, P(u, v), and unit
normal, N (u, v), texture maps is resolved.

Consider a polygonal base surface, S, with a one-
to-one parametrization to a planar (u, v) domain. This
(u, v) domain is used to yield the 2D planar positions to
render the polygons of S. The polygons of the base sur-
face are rendered on a region orthogonal to the viewing
direction, which spans the whole screen, and parame-
terized by the (u, v) parametric coordinates. As before,
the position and unit normal of Vi ∈ S are mapped
into the RGB color channels. The bilinear (color) in-
terpolation mechanism of the graphics hardware will
ensure the proper position and/or normal values be-
tween the vertices. Figures 5 (a) and (b) show the po-
sition and unit normal texture maps, respectively, for
the camel model that is shown in Figure 9.

During the interactive phase, tiles are placed over
the whole parametric domain of P (and N ), and the
CPU renders the tiles as before. As long as the map-
ping process of T (D) (Equation (2)) samples regions
in the position and normal maps that are covered by
valid values, the algorithm works without any change



(see Figure 5, Dp
2 and Dn

2 ). Unfortunately, since there
are invalid regions in P (and N ), problems arise where
tiles cross into invalid regions of the map. Furthermore,
tiles could span both valid and invalid regions (see Fig-
ures 5, Dp

1 and Dn
1 ), and vertices that are mapped to in-

valid regions of the map would not be mapped properly.
One can alleviate some of these problems by clamping
vertices that are mapped into invalid regions of the tex-
ture to the boundary of the valid region. The question
then becomes, how do we clamp such vertices and in
what directions. In this work, we decided to clamp ver-
tices toward the nearest valid location.

The problem of finding the nearest valid location is
similar to that of computing a distance transform on
a grid, or the computation of the closest point to a
planar curve, in the continuous domain. To approxi-
mate the distance transform, a diffusion process is ap-
plied to both maps, P(u, v) and N (u, v). The validity
of a pixel is encoded into the alpha channel. Valid pix-
els are ignored, whereas invalid pixels with valid neigh-
boring pixels are assigned the RGB color of their valid
neighbor, in an eight-neighborhood topology. Hence,
by repeating this process until the whole texture map
is filled, each invalid pixel would receive valid position
and normal values that are closest to it. The process
is terminated when all the pixels are assigned a valid
value from the original map. The effect of the position
and normal value diffusion is that tiles that are par-
tially embedded in the original map are clamped to
the nearest boundary.

Nonetheless, this solution is still only partial. In
places where two propagating fronts of the distance
field collide, the maps could be discontinuous, and tiles
might be arbitrarily stretched. This problem occurs in
places where the radius of curvature of the boundary
curve of the planar layout (Figures 5 (a) and (b)) is be-
low the diffusion distance. Smaller tiles may alleviate
this problem that is inherent in the computation of dis-
tance maps.

One can also employ a simple optimization at the
CPU level during this interaction. Only tiles that in-
tersect valid regions in the texture maps are ren-
dered. Tiles that are totally outside the valid re-
gion are purged. To support this optimization, a two-
dimensional bitmap that captures the valid parametric
domain (such as the ones in Figures 5 (a) and (b)) is
constructed during the initialization phase. Given the
tiling configuration, the map is examined for each tile’s
position. Tiles that do not contribute to the valid cov-
erage are never sent to the GPU for rendering.

4.2. Texture Transformation and Anima-
tions

One type of animation that is used in conjunction
with texture mapping is the transformation of a tex-
ture map, in texture space. Using such transformations,
animation of textures can be employed to mimic wa-
ter flow, cloud movement and even rotating wheels. In
regular texture mapping, the full range of homogeneous
transformations is supported by today’s graphic cards.
In the case of HDDM, and since non-overlapping crack-
free tiling is usually desirable, linear and even homoge-
neous transformations of the tile in the parametric do-
main of T are easily supported. Note that in the case
of HDDM, transformations could also be applied to the
normal direction of S, which is the w direction of the
HDDM.

Following [4], a more complex approach would use
HDDM in the context of metamorphosis of geometry,
herein the tiles’ geometry. A scalar function of time,
α(t), is used to control the interpolation between two
geometric tiles. A simple metamorphosis between two
polygonal tiles D1 and D2 could be implemented in
the vertex shader itself by creating D1 and D2 with
a matching topology and the same number of trian-
gles. Then, given two compatible vertices, V 1

i ∈ D1

and V 2
i ∈ D2, and the current time t, the vertex shader

computes the linear interpolation between the position
and normal directions of the two vertices as,

Vi = V 1
i (1− α(t)) + V 2

i α(t),

~Ni =
N̂i

||N̂i||
, N̂i = ~N1

i (1− α(t)) + ~N2
i α(t).(3)

While typically α(t) ∈ [0, 1], it is not required to be in
this range, resulting in an extrapolation of the given
geometry.

5. Results

The DDM algorithm was implemented as a single
vertex shader written in Cg [11]. The algorithm was
integrated into an existing OpenGL-based viewer. All
the images presented in Section 5 are screen snapshots
from this viewer.

The timing statistics were gathered from two sys-
tems. The first is equipped with an Nvidia 6800 AGP
graphics card; the second machine has an Nvidia 6600
GT e-PCI graphics card. The only publicly available
timing statistics that could be found [7] suggest that
about 33 million vertex texture sampling operations
can be done per second on a faster card than the above
two. If we consider a frame rate of ten frames per sec-
ond or above as interactive, and since the computation



Scene Texture # of Polygons Number of Total # Frame/Sec Frame/Sec
(Figure) Tile (Figure) Per Tile Tiles of Vertices Nv6800 Nv6600
Human Face (6) Thorn 224 640 430080 8.5 8.1
Teapot (7) Buddha 41868 6 753624 7.5 6.9
Teapot (8) Thorn →

Flower 224 480 322560 12 10
Camel (9) Chains 544 1789 2919648 2 1.3
Horse (10) Hair 384 2802 3227904 1.1 1.0
Human Face (11) Hexagonal 804 400 964800 4 4

Table 1. Timing statistics for the HDDM algorithm.

of mapping each vertex and its normal requires 24 tex-
ture queries, then a practical bound on the size of mod-
els that can be handled is around 150, 000 vertices. Ta-
ble 1 shows the timing statistics of the algorithm on the
two testing machines with different models and tiles us-
ing the simple normal estimation method. Some tim-
ing statistics suggest better numbers than in [7]. One
can only speculate that the high sampling locality in
the HDDM algorithm played an important role here.

The HDDM algorithm requires a preprocess-
ing phase. In this phase the position texture map,
P(u, v), and normal texture map, N (u, v), are con-
structed and stored on the video memory of the graph-
ics card. In the case where the model is a freeform
NURBs surface, the construction time of two 256×256
position and normal texture maps took around a sec-
ond. In the case of polygonal models, a diffusion pro-
cess was employed. This process was implemented
on the CPU and took around a second to com-
pletely construct the two 256×256 texture maps. Note
that the evaluation time of the diffusion process de-
pends on the size of the region that is covered (i.e.,
valid) by the original map.

Figure 6 shows a thorn tile (bottom right) used as
the input to the HDDM. This tile contains 672 ver-
tices. The thorn is not a function above the domain,
and hence, such a tile cannot be used in displacement
mapping.

As already stated, the HDDM algorithm is not re-
stricted to simple geometric tiles, and virtually any
geometry could be employed here as texture tiles. In
Figure 7, a statue of Buddha (on the right) is placed
and deformed, using HDDM, over the surface of the
Utah teapot. This example again demonstrates the ex-
tended flexibility of HDDM over simple displacement
mapping. The relatively high performance of this ex-
ample could be explained by the fact that the CPU in-
vokes only a few rendering calls in this case. Hence,
less synchronization is needed between the CPU and
the GPU. Here, four snapshots out of a real-time ani-

Figure 6. HDDM of thorns over a face model.
In this example, there are 20 × 32 tiles; each tile
(bottom right) contains 672 vertices. The nor-
mal and position texture maps contain 256× 256
pixels each.

mated movie are presented.
Figure 8 presents another set of four snapshots from

a metamorphosis animation sequence. The thorn is lin-
early interpolated into a flower, in a continuous man-
ner. The animation is solely evaluated on the GPU.
Conceptually, nothing prohibits the use of any avail-
able animation and/or metamorphosis method to ani-
mate the texture tiles’ geometry.

HDDM is not restricted to rational paramet-
ric surface-based models. Figures 9 and 10 show
polygonal base surfaces, with parameterizations,
used in HDDM. Figure 9 shows the model of a
camel, which is rendered using chain-like texture
tiles. Again, such tiles cannot be used in displace-
ment mapping due to the homeomorphism limitation.



Figure 7. Four snapshots from a real-time animation sequence of a Buddha tile, (right side), moving the tile
in the UV space of the base surface. The Buddha model is used as a texture tile over the body of the Utah
teapot. Six tiles are placed around the teapot.

Figure 8. Metamorphosis of texture tiles in HDDM. Thorn and flower tiles are linearly interpolated to gen-
erate in-between tiles that are placed using HDDM. Four snapshots from a real-time animation sequence
are shown. 16× 32 tiles are used here, while the position and normal maps are of size 128× 128.

In Figure 10, a model of a horse is rendered nor-
mally but HDDM is used to supplement it with
hair.

Nothing prevents us from using non-rectangular
tiles. In the case of a hexagon or a triangle, a single tile
can also be used to regularly tile the entire paramet-
ric plain. In Figure 11, an equilateral hexagon is used
to tile the parametric domain. The problem of tiling
the plane with tiles with general boundaries was re-
cently investigated in [10]. HDDM can be used in this
context as well. Given an arbitrary tiling scheme of the
plane, regular or even semi-regular, as long as proper
offsets for the tile(s) could be derived, these offsets can
be plugged directly into the HDDM framework to com-
pletely tile the base surface’s parametric domain.

HDDM is not restricted to tiling with a single tile.
Multiple tiles with different geometries can be used
as well. However, the boundaries of the tiles should
be matched. In Figure 12(a), multiple stone-like tiles
are used (see Figure 12(d)) to generate the impres-
sion of stone made wall. Additionally, regular textures
are mapped on the tiles, to better capture high fre-
quency details of a stone. This example also demon-
strates that HDDM can produce results that are sim-
ilar to simple displacement mapping. In Figure 12(b),

Figure 9.HDDMcanalso support polygonal base
surfaces. A chain-like tile (bottom right) is used
to tile the surface of this polygonal model of a
camel. In thismodel, therewere originally 70×70
chain tiles, each with 1632 vertices. After prun-
ing tiles that are mapped to invalid regions, we
are left with 1789 tiles. The position and normal
texture maps are each 256× 256 in size.



Figure 10.HDDMcanbeused to supplement the
model with non-covering, hair-like tiles (left). In
this polygonal base surface, 80× 80 hair tiles are
originally used but the actual number of tiles that
are rendered due to pruning is reduced to 2802
tiles. Each hair tile contains 8 threads and a to-
tal of 1152 vertices. The position and normal tex-
ture maps are each 128× 128 in size.

Figure 11. A human mask tiled with hexagonal
tiles (bottom right). The position and normal
texture maps are each 128× 128 in size.

non-homeomorphic tile (see 12(c)) is also used, demon-
strating how complex texture geometry can be handled
by the HDDM with similar ease.

HDDM is not restricted to simple animation of tiles
in the texture space, complex articulated objects can be
animated as well. In Figure 13, an animated model of a
walking robot is placed on top of the body of the Utah
teapot. In this example, multiple robots are placed and
deformed using HDDM.

(a) (b)

(c)

(d)

Figure 12. Multiple stone-like tiles (d), are ran-
domly placed on a model of a wall (a), showing
that HFFD can reconstruct the results of tra-
ditional displacement mapping. In (b), a non-
homeomorphic tile (c) is also used. In this ex-
ample, the tiles are also texture mapped.

Figure 13. A snapshot (left) of an animation se-
quence of a walking robot over the body of the
Utah teapot. The right image shows a zoom-in
on the handle of the teapot. This example shows
that HDDM can be utilized to map and animate
articulated models over curved surfaces.

6. Discussion and Future Work

This work has shown the applicability of the DDM
algorithm in the context of real-time applications on
modern programmable graphics hardware, hardware
that is freely available for home PCs. The HDDM al-
gorithm requires minimal integration effort and can be
added into existing applications with very little main
memory or CPU overhead. The original software-based
DDM synthesized highly complex geometry with hun-
dreds of thousands, if not millions, of polygons. Herein,
the memory overhead is one detail tile D, typically
around a thousand polygons, and two, typically small,
texture images representing the positions and normals
of the base surface, in the GPU memory space.

DDM, and now its real-time companion, HDDM, of-
fer a major step forward in texturing and/or detailing
a smooth surface, beyond displacement mapping. The
proposed HDDM approach stores the positional and



normal information of the base surface as texture maps
while the geometric detail is stored once as true geom-
etry and rendered repeatedly. These reversed roles of
geometry and texture images not only allow the syn-
thesis of new geometry detail that is not homeomorphic
to the base surface, but are also the key to the reduced
load on the graphics bus, main memory and CPU. Fi-
nally, these reversed roles also alleviate the difficulty
from which regular displacement mapping suffers, hav-
ing to coerce the unnecessary refinement of the base
surface to high precision in order to achieve satisfac-
tory displacement results.

As with every other algorithm, HDDM has its lim-
itations. First, the lack of bilinear texture mapping of
32-bit floating point textures in current GPUs forces
the algorithm to make multiple texture queries into
the position and normal maps for every vertex in D.
These queries are expensive and limit the real-time per-
formance of the algorithm. One can predict that fu-
ture GPUs may support bilinear sampling of 32-bit
texture directly. Second, The algorithm is also some-
what restricted in the types of parameterizations that
can be used. Specifically, there should be a one-to-one
mapping between the parametric domain and the base
surface, meaning that texture coordinates should be
unique within the base surface.

Since the performance of the HDDM algorithm is
largely governed by the cost of sampling the position
and normal textures, some simple optimizations could
have been used. First, tiles that are back-facing and far
from the silhouette areas can be purged, if the base sur-
face and the detail texture are both closed. This can
be done by inspecting the inner-product, < ~n, ~V >, of
the normal of the base surface and the viewing direc-
tion. Another optimization that should be considered
is integrating an occlusion culling mechanism, possi-
bly as an early rendering phase of the tiles’ bounding
boxes, to eliminate tiles that do not contribute to the
rendered image.

A different direction that can be considered in order
to reduce the cost of the HDDM is multi-resolution. A
straightforward approach would store, in the graphics
card’s memory, several versions of the same tile, each
being a refinement of the previous one. During a first
rendering pass, the bounding box of each placed tile is
rendered. Then, the number of rendered pixels could
be used to compute a view-dependent measure on the
proper level-of-detail for each tile.

7. Acknowledgments

The Face model originated from the Rhino mod-
eling environment (http://www.rhino3d.com/). The
horse model was downloaded from the 3dcafe web site

(www.3dcafe.com). The robot model was downloaded
from www.frontiernet.net/imaging/shout3d/models/.
The source of the camel is unknown and the anony-
mous contributor of this model is hereby acknowl-
edged.

References

[1] J. F. Blinn. Simulation of wrinkled surfaces. In
Computer Graphics (SIGGRAPH ’78 Proceedings), vol-
ume 12, pages 286–292, Aug. 1978.

[2] E. E. Catmull. A Subdivision Algorithm for Computer
Display of Curved Surfaces. PhD thesis, Dept. of CS, U.
of Utah, Dec. 1974.

[3] R. L. Cook. Shade trees. In Computer Graphics (SIG-
GRAPH ’84 Proceedings), volume 18, pages 223–231,
July 1984.

[4] G. Elber. Deformation displacment maps. In The Tenth
Pacific Graphics, pages 156–165, Beijing China, Octo-
ber 2002.

[5] G. Elber. Geometric texture modeling. IEEE Computer
Graphics and Applications. To appear, 2005.

[6] M. Floater and K. Hormann. Surface parameterization:
a tutorial and survey. Advances in Multiresolution for
Geometric Modelling, pages 157–186, 2004.

[7] P. Gerasimov, R. Fernando, and S. Green. Shader Model
3.0, Using Vertex Texture. Nvidia Corporation, white
paper edition, 2004.

[8] X. Gu, S. J. Gortler, and H. Hoppe. Geometry images.
In SIGGRAPH 2002, pages 355–361. ACM Press, 2002.

[9] J. Hirche, A. Ehlert, S. Guthe, and M. Doggett. Hard-
ware accelerated per-pixel displacement mapping. In
Graphics Interface, pages 154 – 158, London, Ontario,
Canada, 2004.

[10] C.S.KaplanandD.H.Salesin. Escherization. InK.Ake-
ley, editor, Siggraph 2000, pages 499–510. ACM Press /
ACM SIGGRAPH / Addison Wesley Longman, 2000.

[11] W. R. Mark, S. R. Glanville, K. Akeley, and M. J. Kil-
gard. Cg: A system for programming graphics hard-
ware in a c-like language. ACM Transaction on Graph-
ics, 22(3):896–907, July 2003.

[12] F. Neyret. Modeling animating and rendering complex
scenes using volumetric textures. IEEE Transactions
on Visualization and Computer Graphics, 4(1):55–70,
Jan.–Mar. 1998.

[13] T. W. Sederberg and S. R. Parry. Free-form deforma-
tion of solid geometric models. Transaction on Graph-
ics, 20(4):151–160, Aug. 1986.

[14] A. Sheffer and E. deStruler. Parameterization of faceted
surfaces for meshing using angle based flattening. Engi-
neering with Computers, 17(3):326–337, 2001.

[15] L. Wang, X. Wang, X. Tong, S. Lin, S. H. B. Guo, and
H.-Y. Shum. View-dependent displacement mapping.
ACM Transactions on Graphics, 22(3):334–339, July
2003.



A. Movies

The capabilities of the HDDM algorithm are demon-
strated using several accompanying animation movies.
These movies were created by screen capturing the im-
ages and assembling the images into a movie.

The first movie (face.mov) shows an animation se-
quence of a thorny face (see Figure 6). The movie
demonstrates the use of animation in the texture space,
which was described in Section 4.2. The thorn tile is an-
imated by translating it in the UV plane. In the second
half of the movie, the tile is also scaled in the W direc-
tion.

The second movie (buddha.mov) animates a model
of Buddha over the body of the Utah teapot (Figure 7).
Six instances of a model of Buddha are used in this an-
imation sequence. The model is vertically folded back
and forth, again by translating it in the UV plane.
This example demonstrates the capabilities of HDDM
to handle extremely complex models as input.

The third movie (robot.mov) shows an animation
sequence of walking robots on the body of the Utah
teapot (Figure 13). This animation shows that HDDM
is not restricted to simple animation in the parametric
space but can equally handle and animate articulated
objects as input tiles.

More example movies of HFFD can be downloaded
from www.cs.technion.ac.il/~schein/publications/HwProj.html.


