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Abstract

Condor is a distributed batch system for sharing the workload of compute-intensive jobs in a pool of workstations or PCs. In such a system an invocation of a single job is a complicated and relatively long process which overhead can not be neglected compared to the running time of a short job.

There are a lot of factors contributing to job invocation process, among them pre-staging of data and executable, data dependency, resource allocation mechanism complexity and more.

This work is comprised of 4 parts: understanding and profiling Condor job invocation mechanism, proposing and implementing basic fast invocation technique - "Invocation Agent", designing and implementing a comprehensive solution - “Master-Agents” protocol and studying different performance impacts of this solution on Condor invocation process.

1 Introduction

Condor is generally used for scheduling of long-running jobs (usually on large cluster). Thus, the time it takes to invoke single job is usually neglected given long times the job runs. On the other hand, if used for large number of short jobs, the invocation latency becomes a dominant performance factor. For example, if job duration is about 30 seconds, and job invocation time is 3 seconds, then effective throughput is only 90%, while the ultimate goal is of course 100%.

In this project we first tried to understand and profile Condor invocation mechanism, in order to detect "bottle necks". 

Then a basic improvement technique was proposed and implemented - "Invocation Agent". This mechanism uses a single agent program, which represents the whole cluster of small job. While Condor invokes only an agent program, it is the agent's responsibility to spawn the actual jobs, supply them their input and collect their output. This mechanism is completely transparent to regular Condor system and this is one of its strengths: no internal support or change/adaptation of Condor code was needed. Its major drawback is a serial jobs execution imposed by a single agent (if only one agent is used - only one machine executes all jobs, while in reality a number of machines can match this job).

Thus, the next phase of our project was to move from a single agent protocol to Master Agent protocol: Jobs are submitted to a “master” program, which runs on a submission machine. Master submits multiple agents to condor. When arriving to execution machine those agents start communication process with their master, receive jobs to run, run them and pass their output back to master. Master manages dynamic queue of jobs, pipelines them in an opportunistic way to all working agents and collects their outputs.

The rest of this paper is organized as follows: section 2 presents detailed invocation mechanism in Condor system, section 3 describes first in general and then in greater details Master-Agents algorithm, section 4 presents performance evaluation of Master-Agents based invocation system and our conclusions, section 5 describes different configuration parameters and section 6 describes installation environment.

2 Original Condor detailed Invocation mechanism

Each workstation in a Condor pool can run one of (or both) two daemons, the scheduler daemon Schedd and the starter daemon Startd. One of the workstations in the pool is designated as the Central Manager (CM), and runs a Collector and Negotiator daemon processes for this purpose. The Startd of a workstation periodically advertises to the CM the resources of the workstation (machine AD), and whether it is available or idle. In addition the Startd starts, monitors and terminates jobs that were assigned to the workstation by the CM. The Schedd queues jobs submitted to Condor at the workstation and seeks resources for them. Each job has a job context (job AD) defining its resource requirements. The CM can be viewed as a matchmaker, matching job AD and machine AD. The CM performs scheduling by scanning its list of queued jobs for potential matches in an order based on predefined priority scheme in which jobs are ranked according to the past resource-usage pattern of the user who submitted them.

We now present the detailed protocol used by Condor from the moment user submits a cluster of jobs. This protocol involves matching, invocation, execution and termination of jobs in cluster.

We denote the submission machine by SM and execution machine by EM.
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Standard Condor protocol:

0. Execution machine advertisement:

The Startd(EM) sends EM's machine AD to the CM.

1. Submit:

a. user submits cluster of some number of similar jobs (possibly with different I/O demands) to original condor_submit program.

b. Condor_submit passes the cluster of jobs to Schedd(SM) which enqueues them.

2. Matchmaking:

a. The Schedd(SM) sends SM's job AD to the CM

b. The CM identifies a match between job requirement and EM's resource.

c. The CM sends to Schedd(SM) and to Startd(EM) a match identification and the parties identities.

3. Claiming:

Schedd(SM) sends a claim request to Startd(EM) in which it claims the right to use the resource in order to run its jobs. If Startd(EM) refuses to run jobs of this user – step 2 is repeated.

4. Invocation:

a. Schedd(SM) forks a Shadow(SM) process.

b. Shadow(SM) activates claim from Startd(EM) by sending job's AD and requesting to run it. If the Statrd(EM)  finds that job and resource indeed match with the highest rank and EM is still idle, it sends an OK message. Otherwise it sends not-OK and steps 2-3 are repeated.

c. Startd(EM) forks a Starter(EM) process.

d. Shadow(SM) transfers executable and input files to the Starter(EM)
5. Execution:

Starter(EM) forks the job (as condor_exe program).

6. Termination:

a. Starter(EM) updates Shadow(SM) that the job terminated.

b. Starter(EM) performs cleanup of the execution environment, during which sends output files back to Shadow(SM) and terminates.

c. Shadow(EM) deactivates claim with Startd(SM).

d. Shadow(EM) updates the user and the queue and then terminates.

7. Go to 4 – Invocation stage with next job in the queue.

More detailed and time accurate measurement of the whole process can be found in appendices section.

We can see from this process that while matchmaking and claiming stages are done once per job cluster and EM, the Invocation/Execution/Termination stages are done for each job of the cluster. In our analyses we found this to be wasteful. While the Execution stage is a must stage, the Invocation/Termination stages can be partially spared or fastened.

We here propose a technique to fasten the invocation/termination process.

3 Master-Agent based Invocation Algorithm

3.1 General

We noticed that there is no need to perform the Invocation/Termination stages for each job of the same cluster running on the same execution machine.

The following factors were concerned:

· All jobs share the same job AD (as being submitted by the same condor_submit command in one submit file), so if one job could be run on a specific EM  - they all could. That way activating claim process doesn't have to be done for each job separately.

· All jobs share the same executable file, so there is no need to transfer it again and again to the execution machine. It can be sent there once in the beginning and reside there till all jobs are run.

· Common input files: If different jobs share the same input/data files - there is no need to transfer all those files again and again to the execution machine. They can be sent there once in the beginning and reside there till all jobs are run (this is relevant only in transfer mode).

It follows that there is actually no need to create new Shadow and Starter processes for each job. We only remain with a need for some entity that will spawn the execution of jobs one by one on the execution machine, while all the rest will be taken care by Condor in a regular way. We need an invocation agent.

The general idea of Agent based invocation is that instead of submitting to Condor a cluster of a lot of similar jobs, a small number of agent jobs will be submitted. Those jobs represent the original jobs in the cluster towards Condor on a particular execution machine. 

Condor will execute this special agent job just the same way it executed the first job in the cluster. Starting this point our agent can fork the original jobs one by one on the execution machine. The existence of original jobs will be absolutely transparent to Condor.

In addition to Agent based invocation there is a need in scheduling mechanism, which will launch appropriate number of agents and will assign jobs to them. This mechanism defines the number of agents that will be created to serve given cluster of jobs and dynamically assigns jobs to running agents. We call this mechanism “Master”. This way we achieve fast invocation and input/executable caching on single execution machine, while paralyzing the execution of the jobs on all available and matching machines. 

3.2 Entities
· Master_Submitter – user submits his cluster of jobs to Master_Submitter program, instead of using condor_submit utility. Master_Submitter is responsible for submitting master program to condor. Master is submitted in Scheduler universe, in order to prevent its evacuation by condor and in order to gain its restartability (by condor) in case of master’s failure.

· Master – a dynamic job scheduler. Is responsible for submitting invocation agents to Condor, keeping a communication with them, assigning them jobs, transferring jobs inputs (if in transfer mode) and receiving jobs result back from agents. In order to achieve all this Master uses Chefs. Additional Master responsibilities are taking care of agents restartability in case of their failure. Master keeps its own state, so if it fails or crashes for any reason, it will be restarted by Condor and will continue its run with latest state.

· Chef  - a software component implemented by thread inside master’s program. There is a unique Chef per agent. Chef’s responsibility is to submit its agent to condor, communicate (through TCP socket) with it after agent starts running on the execution machine, transferring tasks to agent and receiving back tasks results. Chef is also responsible for detecting possible failures of its agent and taking action according to configurable policy.

· Agent (Invocator)  - is an actual job submitted to condor by Chef instead of user’s job. It is build from 2 software components, Communicator and Launcher. Each of these two components runs in a different thread.

· Communicator thread – responsible for communication with its Chef. Receives job description through socket, prepares it to run (including creating execution directory, bringing job’s input files if needed, …) and passes it to launcher. After job was run Communicator transfer back to Chef a description of this job’s run results (including transferring back job’s output files – if needed). Note that receiving additional jobs and transferring back job’s result is done parallel with run of other jobs.

· Launcher thread – responsible to run actual jobs. Receives job from Communicator, spawns a child process that executes this job, while Launcher’s father process waits for child completion and then passes jobs results to Communicator.

3.3 Glossary

· Common files – input files that are common to all users’ jobs (indicated by not having $(Process) macro in its name). (When initial dir is used there are no common files – by definition).

· Private files – files that a private and unique for each user’s job. (Indicated by $(Process) macro in its name).

· Task – description of job, Includes executable name, input/output/error files, arguments list, job id (unique serial number between 0 and max jobs in this cluster).

· Transfer mode – mode of run, in which user specifies in the submit file the list of input files that should be transferred by condor to the execution machine. (Specified by “transfer_input_files=…” and “transfer_files=ALWAYS/ONEXIT” macros).

3.4 General Flow of "Master-Agent" protocol:


Master Agent based protocol – general flow:

0. Execution machine advertisement:

The Startd(EM) sends EM's machine AD to the CM.

1. Submit:

a. user submits cluster of some number of similar jobs (possibly with different I/O demands) to special Master_Submiter program.

b. Master_Submiter program submit’s master program to condor as job in Sheduler universe. 

c. Master program starts running. It determines the number of agents that should be submitted and  creates special “Chef” objects responsible for communication with each particular agent. 

d. Each Chef prepares new submit file "invocator.sub" which includes "agent.exe" as executable, "agent.in" and original jobs' executable as additional input file. Details of original cluster jobs are stored in "invocator.in" input file. Chef than submits invocator.sub file to original condor_submit program.

e. condor_submit passes the invocator job to Schedd(SM) which enqueues it.

2. Matchmaking – regular Condor’s protocol.

3. Claiming - regular Condor’s protocol.

4. Invocation - regular Condor’s protocol.

5. Execution:

a. Starter(EM) forks the invocator job (as condor_exe program).

b. Agent (Invocator) opens TCP connection to its Mater

c. Master receives this connection and starts Chef thread that is responsible to communicate with this agent.

d. Chef starts sending tasks to agent.

e. Communicator starts receiving Tasks (each Task includes single job’s details: arguments, input, output, etc).

f. Concurrently with receiving new tasks Invocator forks the jobs it receives

g. When current job finishes Invocator forks next job and Communicator transfers back to its Chef TaskResult describing the status of this job’s run and output/error files if needed.

h. When Invocator receives a mark that no more jobs will be sent to him – he finishes last jobs assigned to him and then terminates.

6. Termination - regular Condor’s protocol (including transfer of Invocator output file back to submit machine – in transfer mode. Note that Invocator transferred all jobs’ output files back to submit machine while its run).

3.5 Master – Agents protocol properties

Our solution will preserve the following features:

· Fast job invocation

· Executable/input caching

· I/O streaming - pipeling of input/output from master to agent and back

· Only once semantics of job execution

· Dynamic agents scheduling

· Dynamic and opportunistic allocation of jobs to agents.

· Maximal resource utilization.

· High availability and recoverability of agents and master 

· Statefull master (for purposes of recoverability)

The following factors were taken in account while designing the solution:

· Condor operates in a dynamic environment, in which a number of available and matching machines can change every moment. If a cluster consists of a big number of jobs – this dynamic behavior should be taken in account.

· An average execution time of a job is not known a-priori.

· Network’s overhead is not neglectable, so unnecessary copies of data should be prevented. 

3.6 Master Submitter’s Algorithm
Master Submitter receives as input users submit file, scans it and determines the number of masters that should be launched. For each “Queue X” line in submit file different master will be launched. The reason for that is the following: user may specify multiple “Queue X” lines in his submit file, while changing different submit parameters between them. In general case user can change input/output/requirements fields in the submit file. In our implementation single master can deal with only one set of submit parameters, so in case user specified different submit parameters we need multiple masters.

Each master is then submitted to Condor by condor_submit command as job running in Scheduler universe. (We submit Master in Scheduler universe in order to prevent master’s possible evacuation by condor). Master accepts as input user’s submit file with relevant to him submit information. Master also accepts the number of jobs that in its responsibility in additional input file. This file is used by master to keep its state (master updates this file during its run with remaining yet not run job’s.) In case of a failure of the machine that master runs on, condor will rerun this master and it will continue from the point it was before last state update).

3.7 Master’s Algorithm

Master is implemented with two threads and in addition each Chef runs in a different thread.

Upon its start Master:

1. Parses use’r submit file and stores it’s content in internal database.

2. Initializes queue of tasks to be run (from its state file) and enqueue all tasks to be run.

3. Creates TCP server socket.

4. Calculates the number of agents to be launched (equals total number of machines in this condor pool with required operating system. Currently only LINUX is supported).

5. Creates Chefs (one Chef per agent)

6. Starts accepting agents on it open server socket (in main loop).

7. Additional master’s thread now launches (submits) all agents. From this point on this thread is only busy with executing condor_reschedule commnand from time to time. This is done in order to speedup the negotiation cycle.

Master’s main loop:
While there are not finished jobs:

· Wait for some predefined number of seconds on server socket. 

· If there are pending connections – accept them. For each connection – determine the number of agent that made this connection and spawn Chef’s thread responsible to connection with this agent.

· Save master’s state (the ids of yet unfinished jobs in master’s queue)

· Refresh Chefs’ states:  determine the cluster numbers of agents in schedd queue. For each Chef in running or launched state (refer to Chef state diagram) that its agent already not in schedd queue – declare an error at this Chef (upon error Chef will engage its recovery procedure – refer to Chef’s algorithm 4.e). This situation indicates that agent failed before opening connection to master or failed and its Chef still didn’t notice that. In any case this situation is agent’s failure and Chef should invoke its recovery algorithm in order to try to recover from this error situation.

· If after refreshing Chefs’ states there are still unfinished jobs but all Chefs are already in terminated or unrecoverable state- master launches again a number of Chefs from those in terminated state. This situation could happen if part of Chefs finished all tasks they were supposed to finish (their agent finished running those tasks and reported their results), but another group of agents didn’t succeed in finishing all their tasks (because of their agents unexpected failure) and entered unrecoverable state. Anyway, if there are still Chefs that are able to do the work – master should re launch them so their agents will finish those last jobs.

· If after refreshing Chefs’ states all Chef are in Unrecoverable state – it means that all Chefs already tried to recover their agents maximum possible number of times and there is no single Chef that can continue running. In such a case master gives up and terminates while reporting about unfinished jobs.

After all jobs are finished successfully, master:

· Terminates all chefs that are not already in terminated or unrecoverable state.

· Makes sure that all agents launched whenever during master’s run are removed from schedd queue. This is done by executing condor_rm of all agents submitted during master’s run. Thus we make sure no zombie agents are left in the field.

· Master gracefully terminates.

3.8 Chef’s Algorithm


Chef’s life cycle:

1. Chef starts in created state. 

2. When it is launched by master it prepares its agent input information and submits it to condor (by condor_submit). Then it stays in launched state

3. When agent arrives to execution machine it connects master via master’s server socket. Upon new connection master starts the relevant Chef’s thread.

4. In context of Chef’s thread  - Chef enters running state: 

a. Pull window size of tasks from master’s queue, send them one by one to agent and put them in Chefs queue.

b. If there are less than window size tasks available in master’s queue - send termination signal to agent.

c. While Chef didn’t send termination signal to its agent or an error didn’t happen:

i. Pull next task from master’s queue and send it to agent

ii. Wait to receive task result. Upon reception of task result – if task’s run status is successful – remove it from agents queue. If not – increase the counter of number of times this particular task has failed and put it back in master’s queue. (Perhaps another agent will run it successfully)

iii. If there are no available tasks in master’s queue  - send termination signal to agent.

d. After termination signal was send - wait to receive last task results that are still in Chef’s queue from agent and enter terminated state.

e. If an error happened (indicated by an error while reading/writing to socket or by many failed tasks) – try to recover:

i. Put back into master queue all tasks from Chef’s queue.

ii. Close an open communication socket with agent

iii. If this Chef still has not recovered more than predefined number of times – enter created state and then lunched state by submitting the agent again. 

iv. If this Chef already recovered for maximal possible number of times – enter unrecoverable state.

5. Exit Chef’s thread

3.9 Agent algorithm
3.9.1 Agent overview
Agent is sent by the master to the execution machine and is responsible to run user's jobs on this machine. Agent is constructed of two different parts: the communicator and the launcher. Communicator communicates with master via network, receives tasks from him, prepares them to run and passes them to launcher. After task finishes its run, communicator returns the result to the master. Launcher completes the task preparation and then runs the job. We have implemented the communicator and the launcher by two different threads which communicate with each other by shared memory.

Agent executes a batch; therefore the jobs (or tasks) have some common identifiers: executable file name and input files that are common to all jobs. On the other hand, jobs also have private identifiers: input, output, and error files, job parameters, job initial directory and any other input files that are not common.

Common identifiers are transferred to the agent in two ways during the submission time: as parameters in agent’s submit file and by the agent’s input file. Copies of the executable and common files are kept by agent during its running on the execution machine, which saves the time spent by condor to transfer these files between the execution machine and submission machine for each job. All common identifiers that are not included in agent’s input file are written to agent’s submit file. This way these attributes will influence agent’s run and therefore, the jobs that are executed by it. For example, if user required that jobs will not be run on a specific machine, we only need to prevent the agent from running on this machine.

Private identifiers are kept in special structure, which is called “Task”. This data structure is used for the transformation of jobs between all the system entities. TaskResult is another data structure that contains the following fields: job ID, task preparation status (or task status) and task return value (or job status). TaskResult is sent to the Chef after the task is finished or when task preparation has failed. 

3.9.2 Communicator
Running modes

Communicator has several running modes; each fits different job's requirements. The mode is specified in the submission file and influence the preparation of the job.

The main modes are: 

(1) NFS: In this mode communicator assumes that the task can access all its files on the execution machine via NFS. Therefore communicator does not have to transfer any file (neither input nor output/error). If user doesn’t specify any running mode in the submission file, the NFS is used as default;

(2) NFS and INITIALDIR: In this mode user can specify job’s working directory (WD) (user can run every task in different working directory). Communicator is responsible to return the output files of the task to the correct directory; 

(3) TRANSFER: In this mode user instructs agent to transfer task input files (specified in the submission file) to the execution machine. Communicator is responsible for creation of execution directory, transfer of input files from submission machine to execution directory and transfer back the modified / newly created files back to submission machine on jobs completion. Files transfer is done by Condor’s chirp protocol. Communicator uses special data structure - “DirInfo” to manage the state of execution directory’s files. For example, after the communicator saved the Directory State, it can find the files that were modified or created later.

(4) TRANSFER and INITIALDIR: same as mode 2 but with TRANSFER mode.
Files transformation modes
Condor transfers files only to the job execution directory on the execution machine and transfers back the modified files from the execution directory to the job-working directory on the submission machine. Therefore, if a job creates a directory and a new file in that directory, Condor doesn’t transfer back the file and this directory to the submission machine. Moreover, if the output file name points to a file placed in the subdirectory of WD (working directory), then Condor returns the output file to the WD of the job. In order to overcome these drawbacks, communicator has an improved file transformation style in addition to the default Condor style. 

In this style communicator transfers input files in similar to Condor way, meaning that files are transferred from the place specified in the submit file to the job executing directory. Output, error and other modified files are treated differently. Output and error files are created in the place specified in the submission file, therefore communicator must create all the directories that doesn’t exist yet in these files’ path names. After the job finished to run, communicator transfers all the modified or new files from the execution directory and its subdirectories into directories having the same structure in the working directory (including the creation of subdirectories if needed). Files transformation modes is configurable by the user.

3.9.3 Launcher

When launcher takes a task from the task queue it does the following operations: 

1. Sets the STD IO to the matching files in job’s Task. 

2. Creates a new process for the job. 

3. Change the new process CWD in TRANSFER or INITIALDIR modes to execution directory. 

4. Executes the job

5. Obtains the job’s return value. 

After that launcher creates job’s TaskResult and puts it in TaskResults queue. 

3.9.4 Jobs flow 

Condor runs the jobs in the following manner: first, Condor transfers the job’s files to the execution machine, then it runs the job and finally, transfers the modified files back to the submission machine. After Condor finishes to transfer the job’s files back to the submission machine it repeats that process again for the next job. This process doesn’t utilize the time when the job or Condor uses peripheral devices (For example, job access to disk, make IO operations, network communication operations etc.). To overcome this disadvantage our system does the communication operation and the job running concurrently. Therefore agent holds a fixed amount of jobs that we define as a “window”. This amount of jobs enables the concurrent work of communicator and launcher. While agent is running, Chef tries to keep the amount of jobs currently served by its agent to equal window size. The window size is configurable by the user.

Job flow between Chef and communicator:
Communicator can receive tasks from Chef in two ways: by its input file or via TCP connection. Tasks transferred by agent’s input file are called “initial tasks”. Condor transfers those files, together with the agent’s files to the execution machine during agent submission. The number of initial tasks is configurable, but the use of many initial tasks in heterogeneous environments may make total run time longer. Another possibility to transfer task to agent is by TCP connection. In this option Chef keeps a fixed window size of jobs held by the agent. Therefore Chef sends a new task to the communicator only after the number of task held by the agent drops below window size. The following algorithm depicts how Chef and communicator manage the task transformation. 

Chef side algorithm:

1. Send to agent initial tasks. 

2. If the number of initial tasks is smaller than the window size then send tasks until tasks number equals window size.

3. While agent hold tasks 

a. If Chef has new tasks and agent holds less than window size tasks, then send to the communicator a new task. 

b. If agent has more than window size tasks or Chef doesn’t have more new tasks, then receive task results from the communicator. 

c. If Chef doesn’t have more new tasks, then send "no more tasks" to the communicator. 

Agent side algorithm:

1. Extract all initial jobs from the agent-input file. 

2. While agent has tasks. 

a. If Chef hasn’t sent “no more tasks” and the number of task held by the agent is smaller than window size, receive a new task via socket from Chef. 

b. If agent holds more or equal to window size tasks or received “no more task” from Chef - then send task result to the Chef. 

Job flow between communicator and agent
Communicator and launcher communicate by two queues. First queue is called the Task queue and it holds tasks received by communicator from the Chef. Second queue is called TaskResult queue and it holds tasks that finished their running and wait to return back to Chef. To prevent race condition two queues are protected by synchronization. Communicator pushes and pops tasks from the queues according to the algorithm described in the previous section. In contrast to the communicator, launcher tries to get a new task once it finishes a previous task. In cases the communicator fails to prepare the task for running, communicator marks that task as failed and push the task directly to the TaskResult queue (without passing it to launcher). 

Communicator side algorithm: 

1. If communicator has a new task,

a. If task preparation succeeds then push the task to the Task queue and signal launcher that Task queue has a new task. 

b. Else push matching task result (with failure reason) to TaskResult queue. 

2. If communicator needs to send task result to Chef then take TaskResult from queue or wait for launcher signal if the queue is empty. 

Launcher side algorithm: 

1. If launcher is idle then:

a. If launcher successfully took a new task from Task queue then run the task.

b. If the queue is empty launcher waits for a signal from communicator that a new task is pushed to the queue.

2. When launcher finished task then it pushes task results to the TaskResult queue and signals communicator that a new task is pushed to the TaskResult queue. 

3.9.5 Agent fault tolerance

Agent has two types of errors: “Fatal error” and “Task preparation error”. 

Fatal error happens when agent fails to initiate it’s running or experiences a connection error. In such a case it must free its resources and terminate. 

Task preparation error is an error related to task. In such a case agent only sets the task’s status to match the error code and returns this task result to Chef. (Note that it is Chef’s responsibility to order agent to terminate if too many tasks fail while run by this particular agent).
3.10 Summery of recovery procedures

· Masters failures: condor will run this master again in case the machine on which this master rub has crashed (due to a fact that master is running as condor Scheduler job). Master will continue its run from the last saved state.

· Agents failures:

· Agent failures are detected by two means:

· Chef receives errors from communication socket

· Agent reports too many failed tasks (agent is unable to run tasks correctly). 

· Master notices that agent does no longer appear in schedd queue

· We have considered adding special heartbeat based FD mechanism, but has concluded that its overhead together with development effort does not worth this effort.

· If agent fails for any reason during its active algorithm with Chef – it is noticed by the Chef, which submits the agent again to condor pool (if total number of recoveries if this agent has not exceeded some configurable number). 

· If agent fails before making first connection with master - master notices that it does no longer appear in schedd queue. In such a case master tries to launch this agent’s Chef again that will submits this agent again to condor pool (if total number of recoveries if this agent has not exceeded some configurable number).

· Job’s failures: if agent failed to execute some job (for example: it could not open this job input file) it returns this job’s task result to its Chef together with matching error code. It is Chef responsibility whether to try to run this job again. In our current algorithm Chef puts this task back to master’s queue (in hope that another agent will run it successfully next time) and increases the number of times this agent reported failed task. If agent reported too many failed tasks – this agent is considered failed. It will be terminated and re launched (if its total number of recoveries has not exceeded some configurable number). This is done in hope that next time condor will run this agent on different execution machine where it will not have the same problems.

4 Performance evaluation:

We have tested the performance of our system on cluster consisting of the following computers:

· 3 computers with CPU Pentium III 733MHz x 2  and memory size 512 MB

· 4 computers with CPU Xeon 1.7 GHz x 2  and memory size 1 GB

· 3 computers with CPU Xeon 2.4 GHz x 2  and memory size 2 GB .

each of these computers can running two independent jobs concurrently.
At first stage we have measured the performance of blast applications (as it was defined by our project). Blast application uses big database file and single query file.

We have run it on varying number of queries and with different database.

All graph show speedup of Master-Agent based invocation versus Condor invocation
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First graph was based on the results of running different number of jobs with same database.
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We can see from graph that in very short jobs our system reaches very high speedup.

This great speedup is achieved due to caching of the database (as opposite to Condor) and due to saving the “activate claim” process that condor performs on each job.

Second graph shows the speedup versus database size. We can see that the bigger database is – the higher is the speedup (as expected). 

[image: image4.wmf]graph 

2

0

1

2

3

4

5

6

7

8

9

10

0

5

10

15

20

database size

speedup


Jobs length ~ 1.5 second

Transfer mode

Third graph shows an influence of jobs WINDOW ZISE (the number of jobs simultaneously treated by one agent) on overall run time of batch of 3000 job. .
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It can be seen in transfer mode that as we enlarge the window size the time it take to run the whole batch decreases. From some fixed window size (3 in this case) it didn’t matter any more.

On the other hand in NFS system we do not transfer the big database and as a result increasing window size has almost no impact on overall run time. We can conclude from this that most of the invocation time is spend on files transfer and only small part of it on actual invocation (activating claim).

In the next stage we have developed our own load simulation application, which enabled as better tuning of runtime parameters (db size, job length,…). We wanted to find the threshold above which Master-Agent invocation does not significantly speedup the run time.
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We can see that Master-Agent invocation significantly speedups the run time of small sized jobs batch, but this speedup decreases as job length increases. We can also see that database size is a significant factor in our system’s efficiency. The bigger the database – the more efficient  Master-Agent invocation is.

Our conclusion therefore, is that Master-Agent invocation system is mostly utilized when used with small jobs with varying databases (input files) or with medium sized jobs with big database.

5 Configuration parameters

· WINDOW_SIZE defines the number of jobs treated simultaneously by single agent. #If set to one - agent does not receive additional job until completely# finished previous one. Setting it to too big value may influence in not equal distribution of jobs between agents and ultimately in poorer resource utilization. Recommended value is between 5 to 10. Default is 6.
· INITIAL_JOBS_NUMBER is the number of jobs agent receives in it input files. Agent starts executing those jobs simultaneously with connecting its Chef. Setting this value to non-zero value may speed total cluster execution a little. Additional impact of setting it to non-zero value is better Requirement adjustment of agent’s submit file. Setting it to too big value may influence in a static distribution of jobs between agents and ultimately in poorer resource utilization. Recommended value – zero. Default - zero.
· FILES_STYLE_MODE defines the files transfer mode used by agent. The difference has impact on transfer style of output/error files. 
· “improved” style - output and error files are created in the exact place specified in the submission file (and not just in current working directory – as in default Condor style). After job finished to run, agent transfers all modified/new files in the execution directory (on execution machine) in addition to all its subdirectories, into directory subtree with the same structure in the working directory (on the submit machine (including the creation of subdirectories if needed.

·  “condor” style – default style, same as used by condor. 
· LLIC_DEBUG defines whether agent/master/master_submitter should print DEBUG info. Default is false

· NUM_AGENT_RECOVERIES defines how many times agent should be resubmitted by its Chef if fails – part of recovery algorithm. Default is 3.
· MAX_CHEFS_NUMBER defines the maximal number of Chef threads that can be created by single master. Do not set it to too big value, in order not to load master process too much. Default is 50.
· INITIAL_MASTER_PORT_NUMBER defines master’s port number (to accept agents connections). If could not be open – master will randomly search for an open one. Default is 2853.
· CONDOR_EXECUTABLES_PATH defines the path to all condor utilities. Used utilities are: condor_submit, condor_q, condor_status, condor_reschedule, condor_rm. If all those are not in system path – set CONDOR_EXECUTABLES_PATH to point to them. Default is “/usr/local/condor/bin/”

· MASTER_EXECUTABLES_PATH defines the path to all llic binaries: master_submitter, master, agent, job_launcher, master_q. Default is current dir. (“.”)
· MASTER_OUTPUTS_DIR_PREFIX_PATH defines the prefix (with possible path) of output directory for master/agents intermediate files. This prefix will be extended with unique identifies for each running master. Allows multiplae invocations of master_submitter program simultaneously. Default is ”.”

6 Installation procedure

1. Unzip and untar the llic.tar.gz file

2. Make sure you have the following bineries in binaries directory: master_submitter, master, agent, job_launcher, master_q.
3. Configure the lllic_config file. 

4. Prepare condor submit file. Exactly the same file used to run your jobs with Condor should be used with master_Submitter program. It is highly advisable to submit your jobs to condor first (using same submit file) with small number of jobs and make sure condor properly executes your jobs. Only after that submit your jobs to master_Submitter.

5. Execute: master_submitter <condor_submit_file_name> [config_file_name]
config_file_name is optional - if missing it's name will be loaded from LLIC_CONFIG_FILENAME environment variable.

After successful submittion one or more master programs will be submitted to condor. You can watch them by condor_q. Master submits additional number of agent programs to condor – those execute your jobs on remote machines.

6. You can watch your program progress by 2 means:

a. If master program does not already appear in list of running program in condor_q output   - it means it finished its run.

b. Use master_q utility: 

master_q <master_state_file | "ALL”> [config_file_name] 
· master_state_file is specific file which keeps state of currently running master. It is always of the form of “master.*.in”. You can find one in master output directory.

· ALL stands for all master_state_files that can be found from MASTER_OUTPUTS_DIR_PREFIX_PATH in config file

· config_file_name is optional - if missing it's name will be loaded from LLIC_CONFIG_FILENAME environment variable.

7 References

[1] Yang Yang, Henri Casanova. UMR: A Multi-Round Algorithm for Scheduling Divisible Workloads. Department of Computer Science, San Diego Supercomputer Center, University of California at San Diego.

8 Appendix A

Time measurement of execution a cluster of Condor jobs:

	Startd
	Schedd
	Time

(sec)

	
	Submit the job.


	00

	
	Sending Schedd’s Ad to collector.


	00

	
	Sending RESCHEDULE command to negotiator.
	00

	
	Receive NEGOTIATE command from negotiator and then send the job’s Ad to negotiator.
	00

	Receive MATCH_INFO command from negotiator
	Receive MATCH_INFO command from negotiator
	00

	Change state from Unclaimed to Matched.
	
	00

	
	Send REQUET_CLAIM command to Startd.
	00

	Receive REQUEST_CLIAM command from Schedd and calculate the match’s rank.
	
	00

	Change state from Matched to Claimed.
	
	00

	
	Create Shadow process.
	02

(*)

	
	Shadow
	
	

	
	Created


	
	03

	
	Send ACTIVATE_CLAIM command to Startd.
	
	06

	Got ACTIVATE_CLAIM request from Shadow. Clarify the matching resource and the job’s requirements. 
	
	
	06

	Create Starter process and change activity from Idle to Busy.
	
	
	06

	
	Starter
	
	
	

	
	
	Start to transfer files to Starter.
	
	06

	
	
	Transfer files to Starter is finished.
	
	07

	
	Start to execute the job’s process
	
	
	08

	
	Job finishes its execution; Sends update to Shadow that the job terminated.
	
	
	16

	
	
	Receive update that the job terminated.
	
	16

	All the processes in the system wait a 3 seconds because of unknown reason.  
	

	
	Does a cleanup and then transfers file to Shadow.
	
	
	19

	
	Starter terminates.
	Send DEACTIVATE_CLAIM command to Startd. 
	
	19

	
	Notify the user on job’s termination status.
	
	19

	Changing activity from Busy to Idle. 
	Update the queue that the job terminated.

Shadow terminates. 
	
	20

	Go to (*). Repeat on this cycle till the queue becomes empty.  
	


9 Appendix B  

Estimation of job’s execution time 

In this section we evaluate the job’s execution time and make a comparison between the original jobs’ submission mechanism and our agent based invocation. We start by detailed explanation of the execution’s latencies notations. We proceed by evaluating the execution time in the two methods. Finally we give estimation of time saved by our mechanism.  

Starting of the job:

The time takes to initiate (start) the job includes the time of submission, matchmaking  and claiming mechanisms: 

startLat = sub + resched + NC(m,r) + match + RC(n) + cShad

· sub is the fixed overhead for submitting the jobs

· resched is the overhead to trigger negotiation cycle.

· NC(numJobs, numResources) is unknown function that depicts the negotiation cycle overhead. This time depends on the number of jobs and resources that are waiting to  be matched in the system. 

· match is the overhead of the matching mechanism. 

· RC(numQueuedJobs) is unknown function that depicts the overhead require for claiming. This time depends on the number of jobs in the queue that have a matched resource.

· cShad is the time to create a Shadow process. 

Invocation of the job:

invokeLat = actClaim + fTrans

· actClaim is the time needed to activate the claim. That is, to change the resource’s state from Matched to Claimed. 

· fTrans is the overhead incured from input and executable files transfer.

Execution of the job:

exe

Terminating the job:

termLat = termJob + deactClaim + termShad

· termJob is the time takes to terminate the job and then update the Shadow that the job has terminated. 

· deactClaim is the time takes to deactivate the claim between the Schedd and the Startd and then terminate the Starter execution. 

· termShad is the time takes to update the queue that the job has terminated and then to terminate the Shadow execution. 

Evaluation of the execution time in regular Condor mechanism:

Due to the system heterogeneity we distinguish between the different resources.   

If we submit a cluster of N jobs by condor_submit command the overall time that is required to complete the jobs' execution is: 

Total execution time = 
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· Ni is the number of jobs that were run on execution machine "i". 

Note that
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· invokeLati, exei, termLati are the times for execution machine "i" to perform three different execution’s stages.

Evaluation of the execution time of Agent based invocation mechanism:

Note that each execution machine (numbered 1<=i<= number of matched machines) can run different number of agents.

We denote by agentij an agent number "j" running on execution machine "i". 

Total execution time = 
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· numAgentsi is the total number of agents running on machine "i" (for one cluster). 

· numJobij is the number of jobs that an agent number "j" running on execution machine "i" is running. If we divide the jobs to fixed size jobs’ chunks we get that numJobij = S – the fixed size chunk.

· invokeLat'ij and termLat'ij are the invocation and termination latencies of agentij (with its chunk).

· Note that 
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· Note that 
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 when invokeLati is invocation of a single job on machine "i". Invocation time of an agent (with a chunk of jobs) is at least an invocation time of a single job. It can be longer because there is a possibility that more input files must be transferred with an agent for execution of a chunk of jobs than for a single job.

· On the other hand, 
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. Invocation time of an agent (with a chunk of jobs) is shorter than an invocation time of a chunk of job one by one. This is, of course, due to a fact that agent based invocation saves creation of unnecessary shadow and starters processes, unnecessary connections, multiple transfer of executable file, additional "activate claiming"s, and etc....

· termLat'ij and termLati are related in the same way. 
In the case that all N jobs run on single resource:

In the trivial case when all N jobs run on single resource we get the following formula for jobs submitted by condor_submit:

Total execution time (condor_submit) = startLat+ N* ( invokeLat + exe + termLat)

and the following formula for executing all the N jobs by one agent:

Total execution time (aggregated_submit) = startLat + invokeLat’ + N* exe + termLat’

Since invokeLat’+ termLat’ < N* ( invokeLat + termLat) as we described earlier, the total time saved by agent based invocation mechanism is: 

Tsave= N* ( invokeLat + termLat) - invokeLat’+ termLat’

This is the maximal time that can be saved by agent based invocation mechanism.
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Figure 3: Chef’s states diagram
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Figure 2: LLIC Master-Agent protocol
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