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Abstract
Large scale distributed networks, as the internet, play a central role in the modern world. Thus,
distributed algorithms become more relevant than ever. This thesis studies distributed algorithms
for fundamental graph problems, from the area of network design.
We start by studying connectivity related problems, where the goal is to build a low-cost
backbone of a distributed network that is resilient to failures, or alternatively augment the
connectivity of a given backbone to increase its reliability. While such problems have been widely
studied in the standard centralized setting, the focus of this work is on designing distributed
algorithms for these tasks. Here the nodes of the communication network themselves should
build the backbone, by communicating with adjacent nodes, and without seeing the whole
network.
We continue by studying distributed algorithms and hardness results for k-spanners. Here
the goal is to build a low-cost backbone of the network that preserves the distances up to a
multiplicative k factor. Our contribution is twofold, presenting both approximation algorithms
and hardness of approximation results for the fundamental k-spanner problem.
Finally, we study the closely related problem of distance computation in distributed networks.
We design fast approximate shortest paths algorithms in the distributed Congested Clique
model, improving significantly upon the state-of-the-art.
On the way of obtaining our results, we develop a rich set of tools, that may have potential
applications in studying various related problems.

1
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Abbreviations and Notations
TAP
k-ECSS
k-spanner
emulator
APSP
MSSP
SSSP
Local
Congest
Congested
Clique
MPC
n
m
D
w.h.p
LCA
MDS
MST
d(u, v)
dt (u, v)
Nk (v)
Nk,t (v)
B(v, δ, G)

:
:
:
:
:
:
:
:
:
:

The tree augmentation problem
k-edge-connected spanning subgraph
a sparse subgraph that preserves the distances up to a multiplicative k factor
a sparse graph that preserves the distances
all-pairs shortest paths
multi-source shortest paths
single-source shortest paths
distributed model with unbounded message size
distributed model with limited message size
distributed model with limited message size, and all-to-all communication

:
:
:
:
:
:
:
:
:
:
:
:
:

massively parallel computation model
the number of vertices in the graph
the number of edges in the graph
the diameter of the graph
with high probability
lowest common ancestor
minimum dominating set
minimum spanning tree
the distance between u and v
the t-hop distance between u and v
the k closest vertices to v
the k closest vertices to v within t hops
the ball of radius δ around v in G.
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Chapter 1

Introduction
Distributed networks are all around us. Starting from the internet, and large-scale communication
networks, and going through social networks, and biological processes. Even our brain is a
distributed network. In all these settings, we have many different entities that communicate with
each other, each one of them only has a local view of the network, and no one sees the whole
picture. The area of distributed graph algorithms gives a theoretical abstraction of distributed
networks. A network is modelled as a graph of vertices, that communicate by sending messages
over edges, and the goal is to solve a joint task, as finding a minimum spanning tree of the
network, while only seeing a local part of the network. In this thesis, we study fundamental
graph problems in the distributed setting, with a focus on network design problems.
Network Design. In the area of network design, the goal is to find low-cost backbones of
the network that satisfy nice properties. A prime example is a minimum spanning tree, which
is the minimum cost connected subgraph. While trees are indeed very useful and well-studied
structures, they also have some limitations. First, a tree is not robust to failures: a failure of
a single edge in the tree disconnects it, and completely destroys its functionality. In addition,
a spanning tree does not preserve the distances in the graph: two vertices that are close by
in the original graph, may be far apart in the tree. Hence, it is crucial to construct more
robust backbones, that are resistant to failures or preserve distances. Such problems have been
extensively studied in the standard centralized setting, where there is one computer that sees
the whole network. But as networks are distributed structures, it is crucial to study network
design problems also from the distributed perspective. This is the focus of this work.

Our Contribution in a Nutshell
Connectivity. In Chapter 2, we study connectivity problems, based on our line of work
published in [CD20, Dor18, DG19]. The goal here is to find low-cost backbones resistant to
edge failures, or increase the reliability of a given backbone. These are central tasks in network
design, due to the error-prone nature of networks. We focus on the minimum k-edge-connected
spanning subgraph (k-ECSS) problem, where the goal is to find the minimum cost subgraph
resistant to up to k − 1 edge failures. This is a fundamental problem in network design, and a
5
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natural generalization of the minimum spanning tree (MST) problem. While the MST problem
has been extensively studied in the distributed setting, for k-ECSS less is known. We address
this fundamental topic, by providing fast approximation algorithms for k-ECSS. Our results
include a near-optimal algorithm for the special case k = 2, and a general framework for general
k, both improving significantly the state-of-the-art.
In terms of techniques, one common ingredient used in many of our algorithms, is a connection
to the set cover problem. Intuitively, to make our network resistant to failures, our goal is to
cover small cuts, that may cause a failure. Indeed, several distributed and parallel algorithms
for set cover form the basis of our algorithms. A main challenge in our setting is to simulate
such algorithms efficiently. The issue is that even set cover algorithms designed for a distributed
setting, assume that sets (in our case, edges) can directly communicate with elements they cover
(in our case, cuts). But in our case, edges may be far from the cuts they cover, and cannot
communicate with them directly. To overcome this, we develop various tools, that may find
potential applications in studying additional related problems.
Spanner Approximation. In Chapter 3, we study distributed approximation of spanners,
following our work in [CD18]. k-spanners, introduced by Peleg and Schäffer [PS89], are sparse
subgraphs of the network that preserve the distances up to a multiplicative k factor. Intuitively,
communicating over a spanner, allows to reduce the communication in a network, at a price of a
small stretch of the distances. Spanners have been widely studied both in the centralized and
distributed settings, and found numerous applications, ranging from distance approximation to
synchronization in distributed networks.
In our work, we focus on the minimum k-spanner problem, where the goal is find the
minimum size k-spanner of a given graph. We study both algorithms and hardness results for
minimum k-spanners in the distributed setting. In particular, we provide the first hardness of
approximation results for spanners in the distributed setting, showing that even approximating
the minimum k-spanner is a difficult task in directed or weighted graphs. Interestingly, our
results demonstrate a strict separation between two classical models of distributed computing,
the Local and Congest models. We show that in the Local model, a (1 + )-approximation
for spanner problems can be obtained in just poly-logarithmic time, while in the Congest model,
even obtaining only a polynomial approximation requires a polynomial number of rounds. To the
best of our knowledge, this is the first separation between these models for a local approximation
problem.
Our hardness of approximation results are based on reductions from problems in communication complexity, which is a widely used framework for proving distributed lower bounds.
The high-level idea is to construct a lower bound graph based on a communication complexity
problem, such that the size of the minimum k-spanner in the graph is determined by the output
of the communication complexity problem. The main challenge in our case is that we want to
show that even obtaining a polynomial approximation is difficult. To show such results, we should
create gaps, in the following sense. We need that according to the output of the communication
complexity problem, the lower bound graph either has a very sparse spanner of size O(n), or any
6
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spanner has at least Ω(αn) edges, where α is the approximation ratio that may be polynomial.
We present several different techniques to create such gaps.
In our algorithms, one of the techniques is again a connection to distributed set cover
algorithms. Intuitively, when constructing a spanner, our goal is to cover every edge that is
not taken to the spanner by a path of length at most k. While this is not exactly a set cover
problem, we still show that ideas developed for set cover algorithms are useful in our context.

Distance Computation. Finally, in Chapter 4, we study the closely related problem of
computing distances in a distributed network, following our two recent works published in
[CDKL19, DP20]. Computing distances in a graph is one of the most central problems in graph
theory, and has wide range of applications, for example, for routing in distributed networks. We
focus on approximate shortest paths in the Congested Clique model. This model attracts an
increasing amount of attention over the last decade, partially due to its relation to practical
parallel models such as MapReduce [HP15a] and k-machines [KNPR14].
Our first main contribution is designing poly-logarithmic algorithms for approximate shortest
paths in weighted undirected graphs. In particular, we compute a (3 + )-approximation for allpairs shortest paths (APSP) and a (1 + )-approximation for multi-source shortest paths (MSSP)
2
√
from up to O( n) sources, in O( log n ) rounds. Our second main contribution is obtaining even
faster poly(log log n)-round algorithms for the same problems in unweighted undirected graphs.
For the case of APSP we get an improved approximation of (2 + ), and for MSSP we get again
√
a (1 + )-approximation from O( n) sources. Both algorithms require only poly(log log n) time.
All previous algorithms for these problems require at least a polynomial number of rounds.
The main techniques for obtaining our first results are new distance tools we develop based
on fast algorithms for sparse matrix multiplication. For our second set of results, we combine
this toolkit with a new fast construction of a near-additive emulator, a sparse graph that
preserves the distances up to near-additive stretch. We believe that these tools may be useful
for studying various additional distance problems in the Congested Clique and related models.

Another link between our various results is the connection to approximation algorithms. Many
network design problems, such as finding minimum cost k-edge-connected subgraphs or minimum
k-spanners, are NP-hard problems. Hence, fast algorithms for them are approximation algorithms.
We show that also in the distributed setting, solving these problems exactly is difficult, and we
study the trade-offs between the approximation and time complexity of distributed algorithms
for them. Additionally, in our shortest paths results, we show that using approximations allows
to obtain much faster algorithms compared to the best known results for exact shortest paths.
We next formally define the distributed models, and then provide a detailed overview of our
results and techniques, combined with a detailed discussion of related work.
7
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1.1

The Distributed Models

We next formally define the distributed models, we start by discussing the Congest and Local
models [Pel00, Lin92], which are two classical models of distributed networks. In these models,
the network is modeled as an undirected connected graph G = (V, E), with n vertices that have
unique ids. Communication takes place in synchronous rounds. In each round, each vertex can
send a message to each of its neighbours, receive messages from its neighbours and perform
a local computation. The local computation of vertices in not bounded, and the main focus
is on minimizing the time complexity of an algorithm, which is measured by the number of
communication rounds. The input and output for a problem are local, in the following sense.
At the beginning, each vertex knows only the ids of its neighbours, and the part of the input
adjacent to it. For example, if each edge of the input graph has a weight, it knows the weights of
the edges adjacent to it. At the end, each vertex should know the part of the output adjacent to
it. For example, the adjacent edges taken to the sparse backbone we construct, or its distances to
other vertices. Both models have all the above properties, but they differ in the size of messages
sent.
The Local model. In the Local model, the size of messages is not bounded, hence vertices
can send arbitrary messages to their neighbours. This is motivated by the focus on the locality
property of networks. In this model, a vertex can learn in d rounds its complete d-neighborhood,
and the goal here is to explore which problems can be solved by learning only a small local
neighbourhood around vertices. In particular, if D is the diameter of the graph, in D rounds,
all vertices can learn the complete graph and solve any graph problem. Hence, the focus is on
distinguishing between local problems that can be solved in o(D) rounds, and global problems
that require at least Ω(D) rounds.
The Congest model. While all graph problems can be solved in O(D) rounds in the Local
model, this may require collecting the complete graph, which is not desired when we have a
large communication network. The Congest model is a more realistic model that restricts
the messages sent to Θ(log n) bits. This allows for example to send a constant number of
ids. The motivation here is to focus on congestion in distributed networks, and explore how
much time is needed to solve a graph problem under a limited bandwidth. In this model, all
graph problems can be solved in O(m) rounds, where m is the number of edges, by collecting
all the edges of the graph into one vertex, hence the goal is to design significantly faster algorithms.
The Local and Congest models abstract away several properties of networks, in order to
focus on the challenges that arise from locality or congestion. For example, they do not restrict
the computation power of vertices, in order to focus on communication between vertices as the
main bottleneck. In addition, they assume synchronous rounds. We remark that most of the
algorithms we study here require only polynomial local computations. In addition, there are
standard techniques to simulate synchronous algorithms in an asynchronous environment (see
for example [Pel00]).
8

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

The Congested Clique model. In the Congested Clique model, there is a fully-connected
network of n vertices that communicate by sending O(log n)-bit messages in synchronous rounds.
While all vertices can communicate with each other, the input graph to the problem is a subgraph of this network, and again each vertex only knows the part of the input (and output)
adjacent to it. In this model, O(n) rounds suffice to learn the complete input graph, and the
goal usually is to design significantly faster algorithms.
The Congested Clique model is closely related both to distributed models such as the
Congest model, and to modern parallel settings. First, the Congested Clique model can be
seen as a simplified version of the Congest model where we allow all-to-all communication. This
abstracts away the distances between vertices we have in the Congest model, and focuses on
congestion alone as the main bottleneck. This connection is helpful also in the following direction.
In some cases, algorithms designed for the Congested Clique model, can be converted to fast
algorithms in the Congest model. For example, recent works [CS19, CPZ19, EFF+ 19] show how
to obtain fast algorithms for subgraph listing problems in Congest by simulating algorithms
from the Congested Clique model.
In addition, the Congested Clique model is closely related to practical settings for
massively parallel computation (MPC) [KSV10]. In this setting, we have a large input graph
that is split between several machines with limited memory. Each one of the machines only sees
a small part of the input, and their goal is to solve a graph problem by communicating as little
as possible. While the machines have all-to-all communication, the goal is usually to minimize
the number of communication rounds as much as possible, and get significantly faster algorithms
compared to traditional parallel algorithms. While in the Congested Clique model we do
not have a restriction on the memory of vertices, there are similarities between the models, and
sometimes the same ideas or techniques can be applied to the Congested Clique and MPC.
See for example [BDH18, HP15a, GGK+ 18].

1.2

Connectivity

Finding low-cost backbones that are resistant to failures is a fundamental problem in the area
of network design. A central problem in this area is the minimum weight k-edge-connected1
spanning subgraph (k-ECSS) problem, where the goal is to find the minimum cost subgraph
resistant to k − 1 edge failures. There is a rich litreture of sequential algorithms for the minimum
k-ECSS problem (see, e.g., [Jai01, KV94, CT00, GGTW09, GG12, GGP+ 94]). The unweighted
1
version of the problem admits an 1+ 2k
+O( k12 ) approximation [GG12], and the weighted problem
admits 2-approximations [Jai01, KV94]. A closely related problem is the tree augmentation
problem (TAP), where the goal is to augment the connectivity of a given spanning tree to 2 by
adding to it a minimum cost set of edges from the graph. TAP is closely related to 2-ECSS,
as a natural way to solve 2-ECSS is to start by building a spanning tree and then augment its
connectivity to 2. TAP is extensively studied in the sequential setting, with several classical
2-approximation algorithms [FJ81, KT93, GGP+ 94, Jai01], as well as recent works achieving
1

An undirected graph G is k-edge-connected if it remains connected after the removal of any k − 1 edges.
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better approximation factors for special cases, such as unweighted graphs or graphs with bounded
weights [KN16, FGKS18, Adj17, CG15, GKZ18]. Many additional related connectivity problems
are studied in the sequential setting, see [Khu96, KN10] for surveys. As the motivation for TAP
and k-ECSS is to build reliable backbones for distributed networks, a natural question is whether
we can build such backbones efficiently using a distributed algorithm.
Question 1. Can we get efficient distributed algorithms for TAP and k-ECSS?
This question is addressed in several works, that mostly discuss special cases of k-ECSS, as
we review next.
Minimum Spanning Tree. One prominenet example is the 1-ECSS problem. This is just
the minimum spanning tree (MST) problem, which is a central and well-studied problem
in the distributed setting (see, e.g., [GHS83, GKP98, KP98b, Elk06, Elk17b, PRS17]). In the
√
Congest model, there is an O(D + n log∗ n)-round algorithm for the problemq[KP98b] for
a graph with n vertices and diameter D, which is almost tight due to an Ω(D + logn n ) lower
bound [PR00, Elk06, SHK+ 12]. Although an MST is a sparse low-cost backbone of a graph,
even a single edge failure disconnects it and completely destroys its functionality. Hence, it is
crucial to find low-cost backbones with higher connectivity. Yet, for k > 1 less is known in the
distributed setting.
Unweighted k-ECSS. There are a few algorithms that address the unweighted variant
of k-ECSS. For unweighted 2-ECSS there is an O(n)-round 32 -approximation [KMNR07]. For
√
unweighted k-ECSS, there is a classical O(k(D+ n log∗ n))-round 2-approximation of Thurimella
[Thu95]. This algorithm is based on repeatedly finding maximal spanning forests in the graph,
and removing their edges from the graph, which results in a k-ECSS with at most k(n − 1) edges
(this framework is also described in sequential algorithms [Khu96, NI92]). This guarantees a
2-approximation for the unweighted case, since any k-ECSS has at least kn
2 edges. A recent work
of Parter [Par19] shows that replacing the MST constructions with spanner constructions allows
to obtain much faster distributed algorithms, in a price of a slight increase in the approximation
ratio. Concretely, this approach leads to O(1)-approximation for unweighted k-ECSS completing
in O(k log1+o(1) n) rounds, based on building k ultra-sparse spanners iteratively. Since any
ultra-sparse spanner has O(n) edges, the total number of edges in the subgraph obtained is
O(kn), which gives a constant approximation for unweighted k-ECSS. However, this approach
cannot extend to the weighted case, since in the weighted case even adding one redundant edge
may be too expensive. This leaves open the question of designing efficient approximations also
for weighted k-ECSS.
Weighted k-ECSS. To the best of our knowledge, there are only a few algorithms that address
this question. For weighted 2-ECSS there is an O(n log n)-round 3-approximation [KMNR07].
The only distributed algorithm for weighted k-ECSS for k > 2 is an O(knD)-round O(log k)approximation algorithm [Sha09] based on a primal-dual algorithm of Goemans et al. [GGP+ 94],
10
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that solves even the more general Steiner Network problem. If k is constant and D is small, the
time complexity of [Sha09] is close to linear, but in the worst case the time complexity is Ω(n2 ),
which is trivial in the Congest model.
In Chapter 2, we address this fundamental topic, and present efficient distributed approximation algorithms for TAP and k-ECSS. Our main results include the following:
1. An O(h)-round 2-approximation algorithm for weighted TAP for a tree of height h,
matching the best approximation known in the sequential setting.
2. O(1)-approximations for weighted TAP and 2-ECSS, with a near-optimal time complexity
√
of Õ(D + n) rounds.2
3. A general framework for solving k-ECSS, leading to a near-linear algorithm for weighted
k-ECSS for any constant k.
In our way to obtaining our results, we develop a toolkit that may have potential applications
for additional global problems. In particular, we recently used some of these tools in a nearoptimal algorithm for the min cut problem [DEMN20]. We next describe our results in detail,
see also Table 1.1.

1.2.1

Our Contributions

(I). 2-approximation for TAP and applications
Our first contribution is the first distributed approximation algorithm for TAP. In particular, our
algorithm provides a 2-approximation for weighted TAP in the Congest model, summarized as
follows.
Theorem 1.1. There is a distributed 2-approximation algorithm for weighted TAP in the
Congest model that runs in O(h) rounds, where h is the height of the tree T .
The approximation ratio of our algorithm matches the best approximation ratio for weighted
TAP in the sequential setting. Its round complexity of O(h) is tight if h = O(D), where D
is the diameter of G. This happens, for example, when T is a BFS tree, and follows from a
lower bound of Ω(D) rounds which we show in Section 2.5. The key application of our TAP
approximation algorithm is an O(D)-round 2-approximation algorithm for the minimum size
2-edge-connected spanning subgraph problem (2-ECSS), which is obtained by building a BFS
tree and augmenting it to a 2-edge-connected subgraph using our algorithm.
Theorem 1.2. There is a distributed 2-approximation algorithm for unweighted 2-ECSS in the
Congest model that completes in O(D) rounds.
The time complexity of our algorithm improves significantly upon the time complexity of
previous approximation algorithms for 2-ECSS, which are O(n) rounds for a 32 -approximation
2

The term Õ(x) hides factors that are poly-logarithmic in x.
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√
[KMNR07] and O(D + n log∗ n) rounds for a 2-approximation [Thu95]. We remark that the
recent work of Parter [Par19] gives an O(1)-approximation for unweighted 2-ECSS completing
in O(log1+o(1) n) rounds. While this improves the time complexity for D = ω(log1+o(1) n), this
comes at a price of larger approximation ratio than the one we show here. It is an interesting
question whether there is an inherent trade-off between the time complexity of an algorithm and
the approximation it obtains.
In addition, our weighted TAP algorithm implies a 3-approximation for weighted 2-ECSS in
√
O(hM ST + n log∗ n) rounds, where hM ST is the height of the minimum spanning tree. Other
applications of our algorithms are an O(D)-round algorithm for verifying 2-edge-connectivity,
and an algorithm for augmenting the connectivity of any connected spanning subgraph H of G
from 1 to 2.
(II). Faster algorithms for TAP and 2-ECSS
Our first algorithm gives a 2-approximation for TAP which matches the best known approximation
in sequential algorithms. However, the algorithm requires Ω(h) rounds for a tree of height h. The
height h may be large, even if the diameter of G is small, which raises the question of whether
the dependence on h is necessary. We address this question by providing faster algorithms with
√
Õ(D + n) round complexity, which is nearly optimal and almost matches the time complexity
of the MST problem. As a first step, we provide an O(log n)-approximation for weighted TAP
√
and 2-ECSS, that take Õ(D + n) time w.h.p.3
Theorem 1.3. There are distributed algorithms for weighted TAP and weighted 2-ECSS in the
√
Congest model that guarantee an approximation ratio of O(log n), and take O((D + n) log2 n)
rounds w.h.p.
These algorithm have the advantage that they are relatively simple and set a framework
that can be extended also for general k-ECSS. However, the approximation obtained in only
logarithmic. A natural question is whatever we can get the best of these two worlds, namely
near-optimal time and constant approximation. We address this by designing a near-optimal
algorithm, that provides a (4 + )-approximation for weighted TAP and a (5 + )-approximation
for weighted 2-ECSS in near-optimal time.
Theorem 1.4. There is a deterministic (4 + )-approximation algorithm for weighted TAP in
2
√
the Congest model that takes O((D + n) log n ) rounds.
Theorem 1.5. There is a deterministic (5 + )-approximation algorithm for weighted 2-ECSS
2
√
in the Congest model that takes O((D + n) log n ) rounds.
Another advantage of this approach is that is gives deterministic algorithms, while the
O(log n)-approximation algorithms are randomized.
3

As standard in this setting, a high probability refers to a probability that is at least 1 −
c ≥ 1.
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1
nc

for a constant

(III). Lower bounds for TAP and 2-ECSS
We complement our algorithms by presenting lower bounds for TAP and 2-ECSS. We first show
that approximating TAP is a global problem which requires Ω(D) rounds even in the Local
model [Lin92], where the size of messages is not bounded.
Theorem 1.6. Any distributed α-approximation algorithm for weighted TAP takes Ω(D) rounds
in the Local model, where α ≥ 1 can be any polynomial function of n. This holds also for
unweighted TAP, if 1 ≤ α < n−1
2c for a constant c > 1.
Theorem 1.6 implies that if h = O(D) then our TAP 2-approximation algorithms have
an optimal round complexity. We also consider the case of h = ω(D) and show a family of
+ 12], for which Ω(h) rounds are needed in order to
graphs, based on the construction in [SHK
√
approximate weighted TAP, were h = Θ( lognn ).
Theorem 1.7. For any polynomial function α(n), there is a Θ(n)-vertex graph of diameter
Θ(log n) for which any (even randomized) distributed√α(n)-approximation algorithm for weighted
TAP with an instance tree T ⊆ G of height h = Θ( lognn ) requires Ω(h) rounds in the Congest
model.
Theorem 1.7 implies that our O(h)-round algorithm for weighted TAP is optimal on these
graphs. In particular, there cannot be an algorithm with a complexity of O(f (h)) for a sublinear
√
e
function f . This lower bound can also be √seen as an Ω(D
+ n) lower bound. Our lower
bounds for weighted TAP imply an Ω(D + lognn ) lower bound for weighted 2-ECSS, since an αapproximation algorithm for weighted 2-ECSS gives an α-approximation algorithm for weighted
TAP where we give to the edges of the input tree T weight 0.
Exact computation. While our main focus here is providing algorithms and lower bounds for
approximation algorithms, a natural question is what happens if we try to solve TAP or 2-ECSS
exactly. In the sequential setting these problems are known to be NP-hard. However, this does
not translate directly to any lower bound in the Congest model, as the computation power
of the vertices is not bounded. We address this question in [BCD+ 19], showing that solving
2-ECSS exactly requires Ω̃(n2 ) rounds, even if the graph is unweighted. This is nearly tight, as
the problem can be solved in O(n2 ) rounds by letting all vertices learn the complete structure of
the graph.
(IV). Distributed approximation for k-ECSS
We next consider general k > 2, and show the following.
Theorem 1.8. There is a distributed algorithm for weighted k-ECSS in the Congest model
with an expected approximation ratio of O(k log n), and time complexity of O(k(D log3 n + n))
rounds.
13
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This gives the first nearly-linear time algorithm for any constant k, and improves upon the
previous O(knD)-round algorithm [Sha09]. We also show that in the special case of unweighted
3-ECSS we can improve the time complexity of the algorithm to O(D log3 n) rounds, which
√
improves upon the previous O(D + n log∗ n)-round algorithm [Thu95].
Theorem 1.9. There is a distributed algorithm for unweighted 3-ECSS in the Congest model
with an expected approximation ratio of O(log n), and time complexity of O(D log3 n) rounds.

We remark that the recent follow-up work of Parter [Par19] improves this result, by giving
an O(1)-approximation for unweighted 3-ECSS in O(log1+o(1) n) rounds. For a summary and
comparison of our results see Table 1.1.
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[CD20]
[CD20]
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[KMNR07]
[CD20]
[Dor18]
[DG19]
[CD20]
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[CD20]
[Dor18]
[Par19]
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[Sha09]
[Dor18]

Algorithms and
Section Variant
2.4.2
weighted
2.4.4
weighted
2.4.5
weighted
2.5.1
unweighted
2.5.2
weighted

lower bounds for TAP
Approximation
Time complexity
2
O(h)
√
O(log n)
O((D + n) log2 n)
2
√
4+
O((D + n) log n )
α = O(n)
Ω(D)
√
e
any polynomial α Ω(D
+ n), Ω(h)

Algorithms and lower bounds for weighted
Section Variant
Approximation
3
2.4.3
3
2.4.4
O(log n)
2.4.5
5+
2.5.3
any polynomial α
weighted,
1
unweighted
Algorithms for unweighted k-ECSS
Section Variant
Approximation
k=2
3/2
general k
2
2.4.3
k=2
2
2.7
k=3
O(log n)
general k
O(1)

Section
2.6

Algorithms for weighted k-ECSS
Variant
Approximation
general k
O(log k)
general k
O(k log n)

2-ECSS
Time complexity
O(n log n)
√
O(hM ST + n log∗ n)
√
O((D + n) log2 n)
2
√
O((D + n) log n )
√
e
Ω(D
+ n)
2
Ω̃(n )

Time complexity
O(n)
√
O(k(D + n log∗ n))
O(D)
O(D log3 n)
O(k log1+o(1) n)

Time complexity
O(knD)
O(k(D log3 n + n))

Table 1.1: Summary and comparison of our connectivity results
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1.2.2

Our Techniques

We next review the main techniques in our algorithms. We start by discussing our TAP and
2-ECSS algorithms, and then discuss a general framework for k-ECSS.
General approach: Solving 2-ECSS via Tree Augmentation. Let T be the MST of
G = (V, E). To obtain the minimum weight 2-ECSS, we would like to compute a minimum
weight set of non-tree edges A ⊆ E that covers all the tree edges of T , according to the following
definition: We say that a non-tree edge e ∈ E covers a tree edge t ∈ T if (T ∪ {e}) \ {t} is
connected. We say that a set of non-tree edges A covers the tree edge t ∈ T if A contains an
edge that covers t. Note that A covers all the tree edges iff T ∪ A is 2-edge-connected. The
problem of computing the minimum cost set of edges A such that T ∪ A is 2-edge-connected is
known as the tree augmentation problem (TAP) and it can be seen that any α-approximation
for it, along with the MST, T , gives an α + 1 approximation of 2-ECSS (See Section 2.2 for a
formal statement). The reason is as follows. First, the MST is no more costly than the optimal
2-ECSS, as the latter contains a spanning tree in it. Second, the optimal 2-ECSS also covers
all the edges of the MST and thus its size is an upper bound on the size of the optimal tree
augmentation. Therefore, our objective boils down to providing an approximation for TAP.
Tree Augmentation Can be Seen as a Set Cover Problem. TAP is a special case of
the well-studied minimum-cost set cover problem, where we want to choose a minimum-cost
collection of sets which cover all the elements [Vaz13]; in our case, this is choosing a minimum-cost
collection of non-tree edges A ⊆ E which cover all the tree edges. Of course, in the distributed
setting, this special case comes with its own difficulties, because the sets (in our case, non-tree
edges) are not directly connected to their elements (in our case, tree edges), which means we
cannot resort to standard distributed set cover algorithms in a naive way. However, distributed
and parallel algorithms for set cover can still form a basis for a distributed algorithm for TAP.
Solving TAP. To solve TAP we have two main approaches: one is to design a specific
algorithm that exploits the special structure of TAP, this approach leads to better approximation
factors. Another approach is to simulate a general algorithm for set cover. The advantage of this
approach is that the algorithm is simpler and can be implemented faster, this however comes at
a price of a worse approximation factor. Our O(h)-round 2-approximations for TAP follow the
√
first approach, while our Õ(D + n)-round O(log n)-approximation follows the second approach.
√
Our final Õ(D + n)-round (4 + )-approximation combines in some sense these two approaches,
allowing to get a near-optimal algorithm. We next elaborate more on each one of the algorithms.
(I). Designing Specific Algorithms for TAP: 2-approximations in O(h) Rounds
A natural approach to solve TAP is to simulate a sequential algorithm for the problem. From
the rich literature on the topic, we follow the approach of a simple and elegant 2-approximation
algorithm of Khuller and Thurimella [KT93]. In their algorithm, the input graph G is first
15
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converted into a related virtual graph G0 . Then, the algorithm finds a directed MST4 in G0 ,
which induces a corresponding augmentation in G.
When considered in the distributed setting, this approach imposes two difficulties. The first
is that we cannot simply modify the input graph, because it is the graph that represents the
underlying distributed network, whose topology is given and not under our control. The second
is in the directed MST procedure, as finding a directed MST in the virtual graph G0 seems to be
difficult in a distributed setting.5
We overcome the above using two key ingredients. First, we bring into our construction the
tool of computing lowest common ancestors (LCAs). We show that building G0 and simulating
a distributed computation over it can be done by an efficient computation of LCAs, and we
achieve the latter by leveraging the labeling scheme for LCAs presented in [AGKR04].
Second, we diverge from the Khuller-Thurimella framework by replacing the expensive
directed MST construction by a different procedure. Basically, we show that the simple structure
of the virtual graph G0 actually allows to find an optimal augmentation in G0 efficiently. Moreover,
we prove that an optimal augmentation in G0 gives a 2-approximation augmentation for G.
Hence, our problem boils down to finding an optimal augmentation in G0 . To obtain this in
unweighted graphs, we show a very simple greedy algorithm. The algorithm scans the input tree
T from the leaves to the root, and every time it gets to a tree edge t that is still not covered by
edges added to the augmentation, it adds an edge e to cover it that covers maximal number
of tree edges above t. Scanning the tree results in a complexity of O(h) rounds for a tree of
height h, and leads to a 2-approximation for unweighted TAP. We next explain how to solve the
weighted case.
Weighted TAP. Our algorithm for the unweighted case relies heavily on the fact that we can
compare edges and decide which one is the best for the augmentation according to the number
of edges they cover in the tree. However, once the edges have weights, it is not clear how to
compare edges. This is because of the tension between light edges that cover only few edges and
heavier edges that cover many edges. Therefore, Theorem 1.1, which applies for the weighted
case, cannot be directly obtained according to the above description.
Nevertheless, we show how to overcome this by introducing a technique of having each vertex
send to its parent edges with altered weights. The trick here is that we modify the weight that
is sent for an edge in a way that captures the cost for covering each edge of the tree. This
successfully addresses the competing needs of covering as many tree edges as possible, while
using the lightest possible edges, and allows focusing on a smaller number of edges that may be
useful for the augmentation. Finally, using standard pipelining, this gives a time complexity of
O(h) rounds for the weighted case as well.
4

A directed spanning tree of G rooted at r, is a subgraph T of G such that the undirected version of T is a
tree and T contains a directed path from r to any other vertex in V . A directed MST is a directed spanning tree
of minimum weight.
5
Until very recently the only distributed algorithm for the directed MST problem [Hum83] required Ω(n2 )
time in the Congest model. A very recent algorithm can solve the task in sub-linear time [FO19]. However, the
algorithm is quite involved, and it is not clear how to simulate it efficiently on a virtual graph. Such a simulation
can lead to a faster 2-approximation for TAP.
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Applications for 2-ECSS. As explained above, a 2-approximation for TAP leads to a
3-approximation for 2-ECSS. In the unweighted case we can show that we actually get a 2approximation in only O(D) rounds, as we augment a BFS tree. In the weighted case, we get
√
a 3-approximation in O(hM ST + n log∗ n) rounds where hM ST is the height of the MST we
√
augment. The O( n log∗ n) term comes from the construction time of the MST.
√
(II). Simulating a Set Cover Algorithm: O(log n)-approximation in Õ(D+ n) Rounds
Our 2-approximation algorithms require Ω(h) rounds for scanning the tree T . However, in
the worst case, h can be linear. Here we discuss a different simple approach that leads to a
√
fast algorithm with near-optimal complexity of Õ(D + n) rounds, at the price of a worse
approximation factor of O(log n). This approach also forms the basis of our general k-ECSS
algorithm.
Cost-effectiveness. As explained above, in order to augment the connectivity of T to 2, our
goal is to cover all the tree edges, which is a special case of set cover. During our algorithm, we
maintain an augmentation A, which is initiated to be empty, and we gradually add to it edges.
To decide which edges to add to the augmentation, first, we define the cost-effectiveness of an
edge e, which is defined to be the number of new tree edges covered by e divided by its weight.
We count here only tree edges that are not already covered by the augmentation A. Intuitively,
adding an edge with maximum value of cost-effectiveness to A allows to cover many tree edges,
while paying minimal cost. This suggests the following sequential greedy algorithm. At each
step, we add to A the edge with maximum cost-effectiveness, and we continue until all the tree
edges are covered. This approach that is based on the classic greedy algorithm for set cover
achieves an O(log n)-approximation.
Symmetry breaking. Adding only one edge in each step gives an algorithm that is inherently
sequential, and in order to obtain an efficient distributed algorithm we would like to add many
edges to A in parallel. A naive approach could be to add all the edges with maximum costeffectiveness to A simultaneously. However, then we may add too many edges to A and the
approximation ratio is no longer guaranteed. To overcome this, we consider all the edges with
maximum rounded cost-effectiveness as candidates, and then we break the symmetry between
the candidates. After that, some of the candidates are added to A, and we proceed in iterations
until all the tree edges are covered.
In order to break the symmetry between the candidates, we suggest the following approach,
inspired by a parallel algorithm for set cover [RV98]. We also used it recently in designing
distributed algorithms for the 2-spanner and minimum dominating set (MDS) problems [CD18]
(see Chapter 3). Each candidate chooses a random number, and each tree edge chooses the first
candidate that covers it according to the random values. A candidate edge e that receives at
least 18 fraction of votes from tree edges it covers is added to A. Since we add to A only edges
receiving many votes, this approach allows us to add small number of edges to A while covering
many tree edges, and results in an O(log n)-approximation.
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Efficient implementation using Segment Decomposition. A major difference between
TAP and local covering problems like 2-spanner and MDS is that in the 2-spanner and MDS
algorithms all the computations depend on a small local neighborhood around vertices, where TAP
is a global problem, and the algorithm requires to do many global computations simultaneously.
For example, during the algorithm each one of the non-tree edges needs to compute its costeffectiveness and learn how many tree edges vote for it, and each one of the tree edges should vote
for the first candidate that covers it. However, there may be Θ(n2 ) non-tree edges, and n − 1 tree
edges, and in order to get an efficient algorithm we should be able to do these computations in
parallel. To achieve this, we decompose the tree into segments with a relatively simple structure,
following a decomposition used for solving the FT-MST problem [GP16b]. We show that using
this decomposition we can route efficiently information from tree edges to non-tree edges that
√
e
cover them and vice verse. This results in an O(D
+ n)-round O(log n)-approximation for
weighted TAP and for weighted 2-ECSS.

(III). The Best of Both Worlds: O(1)-approximation in Õ(D +

√

n) Rounds

Our final algorithm combines the two approaches described above. To solve TAP, we simulate a
parallel algorithm for set cover. However, as simulating a general algorithm for set cover results
in an Ω(log n) approximation, we simulate an algorithm that exploits the specific structure of
the set cover problem we solve, which allows to get a constant approximation in near-optimal
time.

Set cover with small neighborhood covers. In more detail, our algorithm is inspired by
a parallel algorithm for set cover instances with small neighbourhood covers [ACC+ 18], and
we next give the high-level intuition of this property in our case. As a first step, we start by
replacing the input graph G by a related virtual graph G0 (as was done in (I)), having the
additional property that all the non-tree edges in G0 are between ancestors to descendants. This
is useful, because now the set cover problem we solve has an additional structure. Consider a
path P with a root r. From all the non-tree edges that cover a tree edge t ∈ P we can choose
only two non-tree edges that cover exactly the same tree edges in P . This is done by taking
the edges that cover t and go to the highest ancestor, or to the lowest descendant. If our tree
is not a path, we can decompose it in a certain way to O(log n) layers, each one is composed
of disjoint paths, and a similar property now holds for all the tree edges with respect to these
paths. A generalization of this property called the small neighbourhood cover property is studied
in [ACC+ 18], where the authors show an efficient parallel algorithm that obtains a constant
approximation for set cover instances having this property. Our general approach is to simulate
the algorithm from [ACC+ 18] on the virtual graph G0 . A major difference in our setting is that
the set cover graph is not given as an input, and in particular tree edges cannot communicate
directly with non-tree edges that cover them. We next give more details about the algorithm,
and explain how we simulate it.
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The parallel set cover algorithm. The algorithm from [ACC+ 18] is a primal-dual algorithm
that is composed of two main phases, the forward phase and the reverse-delete phase. In the
forward phase, the goal is to choose a set of edges A that covers all tree edges, and satisfies good
properties: in some sense, the edges in A are not too expensive, and we can afford adding any
single edge from A to the augmentation. However, taking all edges of A to the augmentation
together may be too expensive. The goal of the reverse-delete phase is to choose a subset B ⊆ A
of edges that covers all tree edges, such that certain tree edges are only covered at most 4
times. This additional restriction together with duality of linear programming allows to get a
(4 + )-approximation for TAP in the virtual graph G0 (see Lemma 2.43).
Distributed Implementation. For implementing the forward phase, we show that the only
communication pattern between tree edges and non-tree edges in the algorithm is computation
of aggregate functions. To implement such computations, we bring to our construction the
segment decomposition used in our O(log n)-approximation algorithm. The reverse-delete phase
creates new obstacles, as it requires computation of a maximal independent set (MIS) in a
completely virtual graph Gi . In Gi , the vertices are some of the tree edges, and two tree edges
are connected by an edge if there is a non-tree edge that covers them. We present a specific
algorithm to solve this task, which relies heavily on the structure of the decomposition and
the layering. The high-level idea is first to compute an MIS of an induced subgraph of Gi
√
that has only a carefully chosen set of O( n) tree edges. We show that it is enough to let
vertices learn about these edges and a constant number of non-tree edges that cover each of
them, to simulate an MIS computation on the induced subgraph. Then, we let all the vertices
simulate a local algorithm inside each segment, to add additional uncovered tree edges to the
MIS. Finally, we prove that although we work on different segments at the same time, all the
edges added to the MIS by different segments really form an MIS in the virtual graph Gi . Based
√
e
on these ideas, we show that we can implement the whole algorithm in O(D
+ n) rounds.
This algorithm obtains a (4 + )-approximation for weighted TAP in the virtual graph G0 . This
translates to a (8 + )-approximation for weighted TAP in the original graph G, which results in
a (9 + )-approximation for weighted 2-ECSS.
Improved Approximation. To obtain an improved approximation of (4 + ) for weighted
TAP and (5 + ) for weighted 2-ECSS, we change some elements in the algorithm. At a high-level,
the analysis that gives a (4 + )-approximation for weighted TAP in the virtual graph G0 is
based on showing that we cover certain edges in the tree at most 4 times, by changing several
elements in the algorithm and using a careful case analysis we can get an algorithm that covers
these edges only 2 times, which improves the approximation of the whole algorithm.
(IV). General Framework for k-ECSS
The basic approach we use for solving k-ECSS is the set cover approach described in our
O(log n)-approximation for TAP and 2-ECSS. At a high-level, we start with an empty subgraph,
and in iteration i augment its connectivity from i − 1 to i, we call this augmentation problem
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Augi . This problem can also be seen as a special case of set cover where our goal is to cover
cuts of size i − 1 by a minimum cost set of edges. We again want to add small number of edges
with maximum cost-effectiveness to cover the cuts, where now cost-effectiveness is defined with
respect to the number of cuts covered by an edge. The main difference here is the structure of
the problem. In the simple case of TAP, the cuts we wanted to cover were represented by the
tree edges, and we exploited this simple structure to obtain an efficient communication between
edges to tree edges they cover. For general k, cuts contain several edges that may be far away
from each other, and the algorithm needs to work with many cuts in parallel. Hence, it is not
clear how to compute the cost-effectiveness of edges and to simulate a distributed set cover
algorithm.
Computing cost-effectiveness. To compute the cost-effectiveness of edges, we use the
following observation. The minimum k-ECSS has O(kn) edges which is O(n) for a constant k.
If we guarantee that the subgraph H constructed in our algorithm has O(kn) edges, all the
vertices can learn the complete structure of H in O(kn) time during the algorithm, and then
each one of the (possibly Θ(n2 )) edges can compute its cost-effectiveness locally.
Symmetry breaking. After computing cost-effectiveness, we get a set of candidate edges the ones with maximum cost-effectiveness, and we again want to break the symmetry between the
candidates and add only small number of candidates that cover many cuts. This is challenging,
as edges cannot communicate with cuts they cover and vice verse, as in the TAP algorithm. Let
deg(C) be the number of candidates that cover a cut C. To cover C, it is enough to add only
1
one of these candidates to A, and if each of them is added to A with probability deg(C)
, then we
add one candidate to cover C in expectation. Ideally, we would like that each edge would be
added to A with probability that depends on the numbers deg(C) of the cuts that it covers. A
similar idea is used in the MDS algorithm of Jia et al. [JRS02]. However, in our case, it is not
clear how to compute these values efficiently.
In order to overcome this, we suggest the following “guessing” approach. Each candidate edge
1
is added to A with probability p. At the beginning p = m
where m is the number of edges, after
O(log n) iterations we increase p by a factor of 2 and we continue until p = 1. However, after
each iteration, each candidate edge that was not added to A, computes its cost-effectiveness and
remains a candidate only if its rounded cost-effectiveness is still maximal. The intuition is that
the maximum degree of a cut decreases during the process. At the beginning deg(C) ≤ m for all
cuts, however if there are cuts with degree close to m they would probably be covered in the first
1
O(log n) iterations where p = m
. Similarly, when we reach the phase that p = 21i , the maximum
degree of a cut is at most 2i w.h.p, and since each candidate is added to A with probability
p = 21i then we do not add too many candidates to cover the same cuts. This allows us to prove
an approximation ratio of O(log n) in expectation. The number of iterations is O(log3 n), since
for each value of the O(log n) possible values for rounded cost-effectiveness we have O(log2 n)
iterations. Based on these ingredients we get an O(D log3 n + n)-round O(log n)-approximation
for Augk , which gives an O(k(D log3 n + n))-round O(k log n)-approximation for k-ECSS.
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3-ECSS. The bottleneck of our k-ECSS algorithm is the cost-effectiveness computation. In
the special case of unweighted 3-ECSS we show how to compute the cost-effectiveness in O(D)
rounds for a graph with diameter D. The main tool in our algorithm it the beautiful cycle space
sampling technique introduced by Pritchard and Thurimella [PT11].
In a nutshell, this technique assigns to the edges of a 2-edge-connected graph labels φ(e),
such that two edges e and f define a cut of size 2 in the graph if and only if φ(e) = φ(f ). We
show that using the labels we can understand the structure of cuts of size 2 in a graph, and
compute how many cuts are covered by an edge in O(D) rounds. This gives an O(D log3 n)-round
O(log n)-approximation algorithm for unweighted 3-ECSS.

1.3

Spanner Approximation

A k-spanner of a graph G is a sparse subgraph of G that preserves distances up to a multiplicative
factor of k. First introduced in the late ’80s [PU89a, PS89], spanners have been central for
numerous applications, such as synchronization [PU89a, APSPS92, AP90], compact routing
tables [AP92, PU89b, TZ01, Che13], distance oracles [TZ05, BS06, RTZ05], approximate shortest
paths [Elk05, EZ04], and more.
Due to the prominence of spanners for many distributed applications, it is vital to have
distributed algorithms for constructing them. Indeed, there are many efficient distributed
algorithms for finding sparse spanners in undirected graphs, which give a global guarantee on
the size of the spanner. A prime example are algorithms that construct (2k − 1)-spanners with
O(n1+1/k ) edges, for a graph with n vertices [DGPV08, BS07, EN18, DMZ10, GP17], which is
optimal in the worst case assuming Erdős’s girth conjecture [Erd64].
As opposed to finding spanners with the best worst-case sparsity, this work focuses on the
network design problem of approximating the minimum k-spanner, which is a fundamental optimization problem. This is particularly crucial for cases in which the worst-case sparsity is Θ(n2 )
such as 2-spanners (complete bipartite graphs) or directed spanners. Spanner approximation is
at the heart of a rich line of recent work in the sequential setting, presenting approximation
algorithms [BBM+ 13, DZ16, CDKL17, DK11b, CDK12], as well as hardness of approximation
results [Kor01, DKR16, EP07].
There are only few distributed spanner approximation algorithms known to date. A distributed algorithm with an expected approximation ratio of O(log n) for the minimum 2-spanner
problem is given in [DK11b]. This was recently extended to k > 2, achieving an approximation
e √n) for directed k-spanners [DN17], which matches the best approximation known
ratio of O(
in the sequential setting [BBM+ 13]. Yet, in the distributed setting, it is possible to obtain
better approximations if local computation is not polynomially bounded. A constant time
O(n )-approximation algorithm for directed or undirected minimum k-spanner, which takes
exp(O(1/)) + O(k) rounds for any constant  > 0 and a positive integer k, is given in [BEG16].
In addition, we show a polylogarithmic time (1 + )-approximation algorithm for these problems,
following the framework of a recent algorithm for covering problems [GKM17] (see Section 3.7).
This approximation is much better than the best approximation that can be acheived in the
21

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

sequential setting, due to the hardness results of [DKR16, EP07]. All these algorithms work in
the classic Local model of distributed computing [Lin92], where vertices exchange messages of
unbounded size in synchronous rounds.
A natural question is whether we can obtain good approximations efficiently also in the
Congest model [Pel00], where the messages exchanged are bounded by O(log n) bits. In
the undirected case, efficient constructions of (2k − 1)-spanners with O(n1+1/k ) edges in the
Congest model [EN18, BS07] imply O(n1/k )-approximations, since any spanner of a connected
graph has at least n − 1 edges. However, for directed graphs there are no efficient algorithms in
the Congest model.
Our contribution in this work is twofold. We provide the first hardness of approximation
results for minimum k-spanners in the distributed setting. Our main hardness result shows that
there are no efficient approximation algorithms for the directed k-spanner problem for k ≥ 5
in the Congest model. This explains why all the current approximation algorithms for the
problem require large messages, and also creates a strict separation between the directed and
undirected variants of the problem, as the latter admits efficient approximations in the Congest
model. In addition, we provide new distributed algorithms for approximating the minimum
k-spanner problem and several variants in the Local model. Our main algorithmic contributaion
is an algorithm for minimum 2-spanners that uses only polynomial local computations and
guarantees an approximation ratio of O(log m
n ), which matches the best known approximation
for polynomial sequential algorithms [KP94]. On the way to obtaining our results, we develop
new techniques, both algorithmically and for obtaining our lower bounds, which can potentially
find use in studying various related problems.

1.3.1

Our Contributions

Hardness of approximation
We show several negative results implying hardness of approximating various spanner problems in
both the Local and Congest models. While there are many recent hardness of approximation
results for spanner problems in the sequential setting [Kor01, DKR16, EP07, CDKL17], to the
best of our knowledge ours are the first for the distributed setting.
(I). Directed k-spanner for k ≥ 5 in the Congest model: Perhaps our main negative
result is a proof for the hardness of approximating the directed k-spanner problem for k ≥ 5 in
the Congest model.
Theorem 1.10. Any (perhaps randomized) distributed α-approximation
algorithm in the Con√
n
√
gest model for the directed k-spanner problem for k ≥ 5 takes Ω( α·log n ) rounds, for 1 ≤ α ≤
n
100 .
When restricting attention to deterministic algorithms, we prove a stronger lower bound of
e √n ), for any α ≤ n for a constant c > 1.
Ω(
c
α
For example, this gives that a constant or a polylogarithmic approximation ratio for the
e √n) rounds using randomized
directed k-spanner problem in the Congest model requires Ω(
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e
algorithms or Ω(n)
rounds using deterministic algorithms. Even an approximation ratio of only

e 1/2−/2 ) rounds using randomized algorithms or Ω(n
e 1−/2 ) rounds
n is hard and requires Ω(n
using deterministic ones, for any 0 <  < 1. Moreover, in the deterministic case, even an
e √n) rounds. This is to be
approximation ratio of nc , for appropriate values of c, requires Ω(
contrasted with an approximation of n, which can be obtained without any communication by
taking the entire graph, since any k-spanner has at least n − 1 edges.
Local vs. Congest. The major implication of the above is a strict separation between the
Local and Congest models, since the former admits a constant-round O(n )-approximation
algorithm [BEG16]6 and a polylogarithmic (1 + )-approximation algorithm (see Section 3.7) for
directed k-spanners. Such a separation was previously known only for global problems (problems
that are subject to an Ω(D) lower bound, where D is the diameter of the graph), and for local
decision problems (such as determining whether the graph contains a k-cycle). To the best of
our knowledge, ours is the first separation for a local approximation problem.
Directed vs. undirected. Our lower bound also separates the undirected and directed
k-spanner problems, since there are efficient algorithms in the Congest model for constructing
(2k − 1)-spanners with Õ(n1+1/k ) edges [EN18, GP17, GP19, GK18] which imply an Õ(n1/k )approximation. The best randomized algorithm for the task takes k rounds [EN18]. The best
deterministic algorithm is a recent algorithm which takes poly(log n) rounds [GP19,GK18,RG20].
e 1/2−1/2k ) rounds using
Achieving the same approximation for directed graphs necessitates Ω(n
e 1−1/2k ) rounds using deterministic algorithms.
randomization, or Ω(n
(II). Weighted k-spanner for k ≥ 4 in the Congest model: In addition to the above
main result, we consider weighted k-spanners,7 and show that any α-approximation for the
e n ) rounds, and that Ω(n)
e
weighted undirected k-spanner problem for k ≥ 4 requires Ω(
rounds
k
are needed for the weighted directed k-spanner problem.
Weighted vs. unweighted. As these lower bounds hold also for randomized algorithms,
we obtain yet another separation, between the weighted and the unweighted variants of the
problem, since the aforementioned k-round (2k − 1)-spanner constructions imply an O(n1/k )
approximation for the unweighted case.
Local vs. Congest. Since both the constant-round algorithm for approximating k-spanners
within a factor of O(n ) [BEG16] and the (1 + )-approximation algorithm that we give in Section
3.7 are suitable for the weighted case, our hardness result for the weighted case implies the
separation between the Local and Congest models also when having weights. This holds also
for the undirected weighted case.
(III). Unweighted undirected k-spanner for k ≥ 4 in the Congest model: We also
provide hardness results for unweighed undirected k-spanners in the deterministic Congest
6

In [BEG16], a constant time randomized algorithm for directed k-spanner is presented. However, the
deterministic network decomposition presented in [BEG16] gives a polylogarithmic deterministic approximation
for directed k-spanner as well, which shows the separation also for the deterministic case.
7
In this problem, the goal is to find a k-spanner of minimum cost. There is another variant of the weighted
k-spanner problem, in which the weight of an edge represents a length. We emphasize that in our case all the
edges have length 1.
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model. The exact statement depends on the size of high-girth graphs and appears in Section
3.3.4. Our results show that any deterministic Congest algorithm for spanner approximation
requires polynomial number of rounds, as long as the approximation ratio α is not too large (but
can still be polynomial). In particular, assuming Erdős’s girth conjecture, we have a polynomial
1/k

−

lower bound for approximating (2k − 1)-spanners as long as α = Θ(n 1+1/k ) for some small
constant  > 0. This is to be contrasted with an approximation ratio of Õ(n1/k ) that can be
obtained in poly-logarithmic time in the deterministic Congest model [GP19, GK18, RG20]. In
addition, these results show the separation between the Local and Congest model also for
undirected unweighed graphs.
(IV). Weighted 2-spanner in the Local and Congest models: Finally, we show lower
bounds for the weighted 2-spanner problem, which, in a nutshell, are obtained by a reduction
that captures the intuition that approximating the minimum weight 2-spanner is at least as
hard as approximating the minimum vertex cover (MVC). We emphasize that the reduction
from the set cover problem to the unweighted 2-spanner problem given in [Kor01] is inherently
sequential, by requiring the addition of a vertex that is connected to all other vertices in the
graph, and hence is unsuitable for the distributed
q setting.
Our reduction implies that Ω( logloglog∆∆ ) or Ω( logloglogn n ) rounds are required for a logarithmic
approximation ratio for weighted 2-spanner in the Local model, by plugging in the lower bounds
e 2 ) lower bound for an
for MVC given in [KMW16]. In addition, our reduction implies an Ω(n
exact solution for weighted 2-spanner in the Congest model, by using the near-quadratic lower
bound for exact MVC given recently in [CKP17]. This is tight up to logarithmic factors since
O(n2 ) rounds allow learning the entire graph topology and solving essentially all natural graph
problems.
Distributed approximation algorithms
We show new distributed algorithms for approximating minimum k-spanners. Our main algorithmic contribution is a new algorithm for the minimum 2-spanner problem that uses only
polynomial local computations (see Section 3.5). In addition, we show that if local computation is
not polynomially bounded it is possible to achieve (1 + )-approximation for minimum k-spanners
(see Section 3.7).
(I). Distributed (1 + )-approximation of minimum k-spanners: In Section 3.7, we
present (1 + )-approximation algorithms for spanner problems,8 following the framework of a
recent algorithm for covering problems [GKM17]. We show the following.
Theorem 1.11. There is a randomized algorithm with complexity O(poly(log n/)) in the Local
model that computes a (1 + )-approximation of the minimum k-spanner w.h.p, where k is a
constant.
8

We present a randomized algorithm based on network decomosition, this algorithm can also be converted to a
polylogarithmic deterministic algorithm using the recent network decomposition of Rozhon and Ghaffari [RG20].
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The algorithm is quite general and can be adapted similarly to additional variants. Theorem
1.11 shows that although spanner problems are hard to approximate in the sequential setting, it
is possible to achieve extremely strong approximations for them efficiently in the Local model.
This demonstrates the power of the Local model. However, the algorithm is based on learning
neighborhoods of polylogarithmic size and solving NP-complete problems (finding optimal
spanners). It is desirable to design also algorithms that work with more realistic assumptions.
We next focus on the 2-spanner problem and show a new algorithm that uses only polynomial
local computations and uses the power of the Local model only for learning neighborhoods of
diameter 2.
(II). Distributed approximation of minimum 2-spanners: If we restrict ourselves to
polynomial local computations, the best algorithm for the minimum 2-spanner problem is the
O(log n)-round O(log n)-approximation in expectation of Dinitz and Krauthgamer [DK11b],9
which solves even the more general problem of finding fault-tolerant spanners.
However, this still leaves several open questions regarding minimum 2-spanners. First, the
best approximation to the problem in the sequential setting is O(log m
n ) where m is the number
of edges in the graph. Can we achieve such approximation also in the distributed setting? Second,
the approximation ratio holds only in expectation. Can we design an algorithm that guarantees
the approximation ratio? Third, this algorithm requires learning neighborhoods of logarithmic
radius, and hence a direct implementation of it in the Congest model is not efficient. Can we
design a more efficient algorithm in the Congest model?
We design a new algorithm for the minimum 2-spanner problem, answering some of these questions. Our algorithm obtains an approximation ratio of O(log m
n ) always, within O(log n log ∆)
rounds w.h.p, where ∆ is the maximum vertex degree, summarized as follows.
Theorem 1.12. There is a distributed algorithm for the minimum 2-spanner problem in the
Local model that guarantees an approximation ratio of O(log m
n ), and takes O(log n log ∆)
rounds w.h.p.
Our approximation ratio of O(log m
n ) matches that of the best approximation in the sequential
setting up to a constant factor [KP94], and is tight if we restrict ourselves to polynomial local
computations [Kor01]. In addition, the approximation ratio of our algorithm is guaranteed,
rather than only holding in expectation. This is crucial for the distributed setting since, as
opposed to the sequential setting, running the algorithm several times and choosing the best
solution completely blows up the complexity because learning the cost of the solution requires
collecting global information. Note that although our algorithm can be converted into an
algorithm with a guaranteed polylogarithmic time complexity and an approximation ratio that
holds only in expectation, the opposite does not hold. Another feature of our algorithm is that
it uses the power of the Local model only for learning the 2-neighborhood of vertices. A direct
9

In [DK11b], a time complexity of O(log2 n) rounds is claimed. However, the algorithm is based on sampling a
certain decomposition O(log n) times independently, which takes O(log n) rounds each time. From the independence
of the decompositions, the computations can be parallelized in the Local model, achieving a time complexity of
O(log n) rounds. See also [DN17].
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implementation of our algorithm in the Congest model yields an overhead of O(∆) rounds,
which is efficient for small values of ∆.
(III). Distributed approximation of additional 2-spanners: The techniques we develop
for constructing and analyzing our spanner have the advantage of allowing us to easily extend our
construction to the directed, weighted and client-server variants of the problem. We obtain the
same approximation ratio for the directed case as in the undirected case, and for the weighted case
we give an approximation ratio of O(log ∆), both improving upon the O(log n) approximation in
expectation of [DK11b]. For the client-server 2-spanner case, which to the best of our knowledge
ours is the first distributed approximation, we obtain an approximation ratio that matches that
of the sequential algorithm [EP01].
(IV). Distributed approximation of MDS: Finally, our technique also gives an efficient
algorithm for the minimum dominating set (MDS) problem, which obtains an approximation
ratio of O(log ∆) always. Our algorithm for MDS works even in the Congest model and takes
O(log n log ∆) rounds w.h.p. The MDS problem has been studied extensively by the distributed
computing community, with several efficient algorithms for MDS in the Congest obtaining an
approximation ratio of O(log ∆) in expectation [KW03, KMW16, JRS02]. To the best of our
knowledge, our algorithm is the first that guarantees this approximation ratio always.
For a summary of our main results, with comparison to previous work see Tables 1.2 and 1.3.
Note that Table 1.2 provides only examples of our hardness results for undirected unweighted
spanners, the exact statements appear in Section 3.3.4. Additionally, in Table 1.4, we discuss
related results for polynomial sequential algorithms, a more detailed discussion appears in Section
3.1.

1.3.2

Our Techniques

Hardness of approximation
We prove Theorem 1.10 by a reduction from 2-party communication problems, as has been proven
fruitful for various lower bounds for the Congest model [CKP17, ACHK16, SHK+ 12, DKO14,
FHW12, HW12]. In principle, a family of graphs is constructed depending on the input strings
of the two players, such that the solution to the required Congest problem uniquely determines
whether the input strings of the players satisfy a certain Boolean predicate. The most common
usage is of set-disjointness, although other 2-party communication problems have been used as
well [PR00, Elk06, FGO17, CHKPY16]. The two players can simulate a distributed algorithm for
solving the Congest problem, and deduce their output for the 2-party communication problem
accordingly. This yields a lower bound for the Congest problem, based on known lower bounds
for the communication complexity of the 2-party problem, by incorporating the cost of the
simulation itself.
The prime caveat in using this framework for approximation problems is that in the above
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Reference
[DN17]
[BEG16]
[BEG16]
[CD18]

Approximation Algorithms for directed k-spanners in Local
Randomization Approximation
Time complexity
√
randomized
Õ( n)
O(k log n)
randomized
O(n )
O(1)

deterministic
O(n )
poly(log n)
deterministic
(1 + )
poly(log n/)

Approximation Algorithms for undirected (2k − 1)-spanners in Congest
Reference
Randomization Approximation
Time complexity
[EN18]
randomized
O(n1/k )
k
1/k
[RG20]
deterministic
poly(log n)
Õ(n )
Our Hardness of Approximation results for k-spanners in Congest [CD18]
(see Section 3.3)
Variant
Randomization Approximation
Time
p complexity
directed, k ≥ 5
randomized
α = O(n)
Ω̃( n/α)
√
Ω̃(n/ α)
directed, k ≥ 5
deterministic
α = O(n)
weighted, k ≥ 4
randomized
Any α
Ω̃(n/k)
weighted directed, k ≥ 4
randomized
Any α
Ω̃(n)
Our Hardness of Approximation results for undirected unweighted (2k − 1)-spanners
in Congest [CD18] (see Section 3.3.4)
Variant
Randomization Approximation
Time complexity
2k − 1 ≥ 5
deterministic
α = poly(log n)
Ω̃(n1/k )
1/k

2k − 1 ≥ 5

deterministic

α = Θ(n 1+1/k

−

)

Ω̃(nδ ), for δ = O(1)

Table 1.2: Results for k-spanners

Algorithms for minimum 2-spanners
Reference
Model
Approximation
[DK11b]
Local
O(log n)
[CD18]
Local
O(log m
n)
m
[CD18]
Congest
O(log n )

(see Section 3.5)
Time complexity
O(log n)
O(log n log ∆)
O(∆ log n log ∆)

Lower Bounds for weighted 2-spanners (see Section 3.4)
Reference
Model
Approximation
Time complexity
q
[CD18]

Local

α = poly(log n)

Ω( logloglog∆∆ ),Ω(

[CD18]

Congest

α=1

Ω̃(n2 )

log n
log log n )

Table 1.3: Results for 2-spanners

examples a modification of a single input bit has a slight influence on the graph. For example,
when showing a lower bound for computing the diameter, any bit of the input affects the distance
between one pair of vertices [ACHK16, FHW12, HW12]. This is sufficient when computing some
global property of the graph. Indeed, the distance between a single pair of vertices can change the
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Algorithms and Hardness results for Polynomial Sequential Algorithms
Reference
Variant
Approximation
[KP94]
minimum 2-spanner
O(log m
n)
[Kor01]
minimum 2-spanner
Ω(log n)
√
[BBM+ 13] directed k-spanner
O( n log n)
1−
[EP07]
directed k-spanner, k ≥ 3
Ω(2(log n) )
[EN18]
undirected (2k − 1)-spanner
O(n1/k )
1−
[DKR16]
undirected k-spanner, k ≥ 3
Ω(2(log n)/k )
Table 1.4: Spanner approximation in the sequential setting

diameter of the graph. The challenge in designing a construction for approximating k-spanners
is that now any single bit needs to affect drastically the size of the minimum k-spanner. In more
detail, any k-spanner has at least n − 1 edges and, hence, for a meaningful lower bound for an
α-approximation, any input bit must affect at least Ω(αn) edges.
We manage to overcome the above challenge by constructing a graph that captures this
requirement and allows a reduction from set-disjointness. The main technical ingredient is a
dense component in which many edges are affected by single input bits. This component resides
in its entirety within the set of vertices that is simulated by a single player of the two, thus
resulting in a non-symmetric graph construction. This is crucial for our proof, as otherwise the
density of this component would imply a dense cut between the two sets of vertices simulated by
the players, which in turn would nullify the achievable lower bound. For having this property, we
believe that our construction may give rise to follow-up lower bound constructions for additional
local approximation problems.
Our graph construction is designed using several parameters, which allows us to show tradeoffs between the time complexity of an algorithm and its approximation ratio, and gives lower
bounds even for large values of α.
Our stronger lower bounds for the deterministic case are obtained using the 2-party
gap-disjointness problem rather than the more common set-disjointness problem. Since gapdisjointness allows more slack, we obtain stronger lower bounds, at the price of them holding
only for deterministic algorithms. We believe that the flexibility of the gap-disjointness problem
may be useful in showing additional strong lower bounds for approximation problems. Our
stronger lower bounds for the weighted case are obtained by assigning weights to the edges of
the graph in a manner which allows us to shave off certain edges that affect the bound.
Showing results for undirected unweighted graphs adds additional challenges. One of the
ingredients of our construction for directed and for weighted graphs is a dense subgraph D.
When edges have directions or weights we can use them to make sure that we want to avoid
taking edges of D to the spanner (for example, by giving them a large weight). However, in the
unweighted undirected case, we may be able to add only small number of edges from D to the
spanner such that many other edges in D are spanned. To overcome this, one of the ingredients
in our construction is to replace the original dense graph by a high-girth graph D. In addition,
we need to connect D carefully to the rest of the graph, to make sure that we cannot use edges
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of D combined with edges outside D, to span other edges in D.

Distributed approximation of minimum 2-spanners
Our algorithm for approximating minimum 2-spanners is inspired by the sequential greedy
algorithm of Kortsarz and Peleg [KP94], in which dense stars are added to the spanner one by
one, obtaining an approximation ratio of O(log m
n ). A star is a subset of edges between a vertex
v and some of its neighbors. The density of a star is the ratio between the number of edges
2-spanned by the star and the size of the star, where an edge e = {u, v} is 2-spanned by a star S
if S includes a path of length two between u and v. A rough intuition for the greedy algorithm
is that if S is a dense star then adding its edges to the spanner allows 2-spanning many edges by
adding only a small number of edges to the spanner.
A direct implementation of this greedy approach in the distributed setting is highly expensive,
since deciding upon the densest star inherently requires collecting global information. Moreover,
one would like to leverage the ability of the distributed setting to add multiple stars to the
spanner simultaneously. To address both sources of inefficiency, rather than computing the star
that is the densest in the entire graph, we compute all the stars that are the densest in their
local 2-neighborhood. While greatly speeding up the running time, adding all of these locally
densest stars to the spanner is too extreme, and results in a poor approximation ratio. Instead,
we consider these stars as candidates for being added to the spanner.
The key challenge is then to break symmetry among the candidates, while balancing the need
to choose many stars in parallel (for a fast running time) with the need to bound the overlap in
spanned edges among the candidates (for a small approximation ratio). We tackle this conflict
by constructing a voting scheme for breaking symmetry by choosing among the stars based on
a random permutation. Interestingly, our approach is inspired by a parallel algorithm for set
cover [RV98]. We let each edge vote for the first candidate that 2-spans it according to the
random permutation. A candidate that receives a number of votes which is at least 18 of the
edges it 2-spans is added to the spanner, and we continue this process iteratively.
Since we add to the spanner only stars receiving many votes, this approach guarantees
that there is not too much overlap in the edges 2-spanned by different stars, which eventually
culminates in a proof of an approximation ratio of O(log m
n ), which matches the one obtained by
the greedy approach.
A tricky obstacle lies in showing that our algorithm completes in O(log n log ∆) rounds w.h.p.
This is because, as opposed to the set cover case, there may be as many as 2∆ different stars
centered at each vertex, and a vertex may be required to add candidate stars multiple times
during the execution of the algorithm. It turns out that an arbitrary choice for a candidate
among all densest stars centered at a vertex is incapable of providing an efficient time complexity.
To overcome this issue, we design a subtle mechanism for proposing a candidate star, and pair it
with a proof that our algorithm indeed completes in the claimed number of rounds.
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1.4

Distance Computation

Computing distances in a graph is a fundamental task widely studied in many computational
settings. Notable examples are computation of all-pairs shortest paths (APSP), single-source
shortest paths (SSSP), and computing specific parameters such as the diameter of a graph. In
this work, we study distance computations in the Congested Clique model of distributed
computing.
In the Congested Clique model, as defined in Section 1.1, we have a fully-connected
communication network of n vertices, where vertices communicate by sending O(log n)-bit
messages to each other vertex in synchronous rounds. The Congested Clique model has been
receiving much attention during the past decade or so, due to both its theoretical interest in
focusing on congestion alone as a communication resource, and its relation to practical settings
that use fully connected overlays [CHKK+ 19, LG16, CHLT19, GN18, LPSPP05, DKO14, GP16a,
GGK+ 18, Gha17, Par18, PS18, PY18, HP15b, HP15a, JN18, Len13, KS18]. In particular, there
have been many recent papers studying distance problems in Congested Clique [CHKK+ 19,
LG16, CHLT19, Nan14, HP15b, PY18, BKKL17, EN17].

Distance Computation in the Congested Clique
Many state-of-the art results for distance computations in the Congested Clique model
exploit the well-known connection between computing distances and matrix multiplication
[CHKK+ 19, LG16, CHLT19]. Specifically, the nth power of the adjacency matrix A of a graph
G = (V, E), taken over the min-plus semiring (see e.g. [CHKK+ 19] for details), correspond to
shortest-path distances. Hence, iteratively squaring a matrix log n times allows computing all
the distances in the graph. This approach gives the best known algorithms for APSP in the
e 1/3 ) round algorithm for exact APSP in weighted
Congested Clique, including (1) an O(n
directed graphs [CHKK+ 19], (2) O(n0.158 ) round algorithms for exact APSP in unweighted
undirected graphs and (1 + o(1))-approximate APSP in weighted directed graphs [CHKK+ 19],
as well as (3) an O(n0.2096 ) round algorithm for exact APSP in directed graphs with constant
weights [LG16]. Additionally, in [CHLT19], this connection is used to show an improved APSP
algorithm for sparse graphs.
For approximating the distances, faster approximations for larger constants can be obtained by
computing a k-spanner, and having all vertices learn the entire spanner. Using the Congested
Clique spanner constructions of [PY18, BS07], this approach gives a (2k − 1)-approximation for
e 1/k ) rounds, which is still polynomial for any constant k. This raises the following
APSP in O(n
fundamental question:
Question 2. Can we obtain constant-factor approximations for APSP in sub-polynomial time?
If we restrict our attention to SSSP, sub-polynomial (1 + )-approximation is indeed possible [BKKL17, HKN16]; in particular, the state of the art is a gradient-descent-based algorithm
that obtains a (1 + )-approximation in O(−3 polylog n) rounds even in the more restricted
30

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

broadcast version of the Congested Clique model [BKKL17]. However, these algorithms from
prior work provide distances only from a single source.

1.4.1

Our Contributions

(I). Fast approximate shortest paths in weighted graphs
All-pairs shortest paths. As our first main result, we address the above fundamental question
by providing the first polylogarithmic constant approximations for APSP in the Congested
Clique model. Specifically, we show the following.
Theorem 1.13. There is a deterministic (3 + )-approximation algorithm for weighted undi2
rected APSP in the Congested Clique model that takes O( log n ) rounds.
A closer analysis shows that we actually obtain a (2 + , (1 + )W )-approximation. Here, we
use the notation of a (2 + , (1 + )W )-approximation for an algorithm that for any pair of vertices
u, v provides an estimate of the distance between u and v which is at most (2+)d(u, v)+(1+)W ,
where W is the weight of the heaviest edge in a shortest path between u and v. Note that W
is always at most d(u, v), and hence a (2 + , (1 + )W )-approximation is always better than a
(3 + 0 )-approximation (where 0 = 2). In addition, we can extend the algorithm to obtain a
(2 + )-approximation for APSP in unweighted graphs.
Our approximation is almost tight for sub-polynomial algorithms in the following sense.
As noted by [DHZ00, KS18], a (2 − )-approximate APSP in unweighted undirected graphs
is essentially equivalent to fast matrix multiplication, so obtaining a better approximation in
complexity below O(n0.158 ) would result in a faster algorithm for matrix multiplication in the
Congested Clique. Likewise, a sub-polynomial-time algorithm with any approximation ratio
for directed APSP would give a faster matrix multiplication algorithm [DHZ00], so our approach
will likely not extend to directed graphs.
Multi-source shortest paths. As our second main result, we show a fast (1+)-approximation
algorithm for the multi-source shortest paths problem (MSSP), which is polylogarithmic as long
e √n). Specifically, we show the following.
as the number of sources is O(
Theorem 1.14. There is a deterministic (1 + )-approximation algorithm for the weighted
undirected MSSP that takes
 2/3


|S|
log n
O
+
log
n
·

n1/3
rounds in the Congested Clique model, where S is the set of sources. In particular, the
2
√
complexity is O( log n ) as long as |S| ≤ O( n · (log n)3/2 ).
This is the first sub-polynomial algorithm that obtains such approximations for a set S
of polynomial size. Other advantages of our approach, compared to the previous (1 + )approximation SSSP algorithm [BKKL17], is that it is based on simple combinatorial techniques.
In addition, our complexity improves upon the complexity of [BKKL17].
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e 1/6 )-round
Exact SSSP. In addition to the above, our techniques allow us to obtain an O(n
e 1/3 )-round algorithm [CHKK+ 19].
algorithm for exact weighted SSSP, improving the previous O(n
All our algorithms are deterministic.
The challenge in obtaining faster algorithms. The poly-logarithmic time complexity
appears to be a natural barrier in the matrix multiplication-based algorithms, for the following
reason. Basically these algorithms work in iterations, where in iteration i, vertices learn about
paths that have at most 2i edges, hence Ω(log n) iterations seem to be required in order to
capture shortest paths with a polynomial number of hops. We next ask if this barrier is indeed
fundamental.
Question 3. Is it possible to provide (1 + )-approximation for SSSP and (2 + )-approximation
for APSP in o(log n) rounds?
Another plausible explanation for viewing the logarithmic time complexity as a natural barrier
comes from the following observation. The current state-of-the-art bound of many graph problems
in the Congested Clique model is bounded from below by the logarithm of their respective
Local time complexities.10 Since the locality of the shortest path problem is linear, we reach
again to the barrier of O(log n) rounds.
(II). Faster approximate shortest paths in unweighted graphs
Our second contribution is to break the natural logarithmic barrier for distance computation in
the Congested Clique model. We present poly(log log n) round approximation algorithms for
the fundamental problems of MSSP and APSP, in unweighted graphs.
(1 + ) MSSP. Our first result is the first sub-logarithmic algorithm for computing distances
√
from up to O( n) sources.11
√
Theorem 1.15. For every n-vertex unweighted undirected graph G = (V, E), a subset of O( n)
sources S ⊂ V and a constant  ∈ (0, 1), there is a randomized algorithm in the Congested
Clique model that computes (1 + )-approximation for the S × V distances with high probability
e
within O((log
log n)2 ) rounds.
We remark that even for computing (1 + )-approximate distances from a single source,
the fastest previous algorithms require poly-logarithmic time [CDKL19, BKKL17]. Similarly
√
to [CDKL19], the barrier of handling at most O( n) sources is rooted at the sparse matrix
multiplication algorithm of [CDKL19,CHLT19]. The latter takes O(1) time as long as the density
√
of the matrices is O( n), for higher values the complexity is polynomial.
10

In the more restrictive, yet quite related model of MPC, this limitation was conditionally proven by Ghaffari,
Kuhn and Uitto [GKU19].
11
The statements in this section are slightly simplified and assume that  is constant just to simplify the
presentation. The exact statements appear in Section 4.6.
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(2 + )-APSP. Our next result is providing a (2 + )-approximation for unweighted APSP in
poly(log log n) time, improving upon the previous poly(log n) algorithm [CDKL19].
Theorem 1.16. For every n-vertex unweighted undirected graph G = (V, E), and constant
 ∈ (0, 1), there is a randomized algorithm in the Congested Clique model that computes
e
(2 + )-approximation for APSP w.h.p within O((log
log n)2 ) rounds.
As explained above, a (2 + )-approximation is essentially the best we can hope for without
improving the complexity of matrix multiplication in the Congested Clique model.
(1 + , β)-APSP. Finally, we provide poly(log log n)-round algorithms for near-additive approximation of APSP. Here, the goal is to get an estimate δ(u, v) for the distance between u and
v such that δ(u, v) ≤ (1 + )d(u, v) + β for some small β. Note that such guarantee is closer to
a (1 + )-approximation for long enough paths (i.e., of distance Ω(β/)), which is much better
than a multiplicative (2 + )-approximation. We show a poly(log log n)-round algorithm for
n log log n
(1 + , β)-APSP for β = O( log log
)
.

Theorem 1.17. For any constant  ∈ (0, 1), there exists a randomized algorithm in the Congested Clique model that w.h.p. computes a (1 + , β)-approximation for the APSP problem
n log log n
e
in undirected unweighted graphs in O((log
log n)2 ) rounds, for β = O( log log
)
.

To the best of our knowledge, this is the first sub-polynomial algorithm to the problem. A
polynomial algorithm can be obtained either by the exact algorithm for unweighted APSP that
takes O(n0.158 ) time [CHKK+ 19], or by building a sparse near-additive spanner or emulator and
letting the vertices learn it. This takes O(nρ ) rounds where ρ is an arbitrary small constant,
using the constructions in [EM19, EN18]. We remark that [EM19, EN18] work also in the more
general Congest model, where vertices can only send Θ(log n) bit messages to their neighbours.
Derandomization. We also show deterministic variants for all our algorithms, which are based
on a new derandomization of the soft hitting set problem, a variant of the hitting set problem that
captures the probabilistic arguments in our algorithms. We note that using a derandomization of
the standard hitting set problem, as done in previous deterministic constructions of spanners and
hopsets [CPS17, GK18, PY18] would add a logarithmic term to the complexity of our algorithms,
which is too expensive as we aim for a sub-logarithmic complexity.
Lemma 1.18. The soft hitting set problem can be solved in O((log log n)3 ) rounds. This leads
e
to O((log
log n)4 ) deterministic solutions for Thm. 1.15, 1.16 and 1.17.
For summary and comparison of our results with prior work see Table 1.5.

1.4.2

Our Techniques

As we mentioned above, APSP is closely related to matrix multiplication. The fastest algorithms
for exact APSP in the Congested Clique are based on matrix multiplication. On the
33

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

Reference
[CHKK+ 19]
[CHKK+ 19]
[CHKK+ 19]
[LG16]
[CHLT19]
[BS07]

[BKKL17]

Previous Results for
Variant
unweighted, undirected
weighted, directed
weighted, directed
constant weights, directed
unweighted, undirected
weighted, undirected

APSP
Approximation
exact
1 + o(1)
exact
exact
exact
2k − 1

Previous Results for SSSP
weighted, undirected
(1 + )

Our Results for weighted
Problem
Variant
APSP
weighted,
APSP
weighted,
MSSP
weighted,
√
MSSP, |S| = O( n) weighted,
SSSP
weighted,

Time complexity
O(n0.158 )
O(n0.158 )
Õ(n1/3 )
O(n0.2096 )
O(D · (m/n)1/3 )
Õ(n1/k )

O(−3 polylog n)

undirected graphs [CDKL19] (see Section 4.4)
Approximation Time complexity
undirected
3+
O(log2 n/)
undirected
(2 + , (1 + )W ) O(log2 n/) 
undirected
1+
Õ |S|2/3 /n1/3
undirected
1+
O(log2 n/)
undirected
exact
Õ(n1/6 )

Our Results for unweighted undirected graphs [DP20] (see Section 4.6)
Problem
Variant
Approximation Time complexity
e
O((log
log n)2 )
APSP
unweighted, undirected
2+
e
log n)2 )
APSP
unweighted, undirected
(1 + , β),β = O((log
n log log n
O( log log
)

√
e
MSSP, |S| = O( n) unweighted, undirected
1+
O((log
log n)2 )
Table 1.5: Summary and comparison of our shortest paths results

other hand, obtaining a (2 − )-approximation for APSP leads to an algorithm for matrix
multiplication. In our work, we add another link between the problems, by showing that sparse
matrix multiplication is useful for obtaining efficient algorithms for approximate APSP. In more
detail, we use sparse matrix multiplication to build a rich toolkit for distance computation,
which is the main ingredient in obtaining our poly-logarithmic algorithms for weighted graphs.
To obtain faster solutions for unweighted graphs, we combine this toolkit with a new fast
construction of a near-additive emulator, a sparse graph that preserves the distances up to a
near-additive stretch. We next elaborate on our approach.
(I). Poly-logarithmic algorithms via sparse matrix multiplication
Distance products. We start from the basic idea of using matrix multiplication to compute
distances in graphs. Specifically, if A is the weighted adjacency matrix of a graph G, it is well
known that distances in G can be computed by iterating the distance product A ? A, defined as

(A ? A)[i, j] = min A[i, k] + A[k, j] ,
k
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that is, the matrix multiplication over the min-plus semiring.
A simple idea is to apply the recent sparse matrix multiplication algorithm of [CHLT19],
with running time that depends on the density of the input matrices. In particular, this allows us
to multiply two sparse matrices with O(n3/2 ) non-zero entries in O(1) rounds; note that for the
distance product, the zero element is ∞. However, using this algorithm for computing distances
directly is inefficient, as A ? A can be dense even if A is sparse (e.g. a star graph), and hence
iterative squaring is not guaranteed to be efficient. Moreover, our goal is to compute distances
in general graphs, not only in sparse graphs. Nevertheless, we show that while using [CHLT19]
directly may not be efficient, we can use sparse matrix multiplication as a basic building block
for distance computation in the Congested Clique.
Our distance tools. The key observation is that many building blocks for distance computation are actually based on computations in sparse graphs or only consider a limited number of
vertices. Concrete examples of such tasks include:
• The k-nearest problem: Compute distances from each vertex to the k closest vertices in
the graph.
• The (S, d, k)-source detection problem: Given a set of sources S, compute the distances
for each vertex to the k nearest sources using paths of at most d hops.
For all of these problems, there is a degree of sparsity we can hope to exploit if k or |S| are small
enough. For example, the (S, d, k)-source detection problem, requires the multiplication of a
dense adjacency matrix and a possibly sparse matrix, depending on the size of S. However, for
any S of polynomial size the algorithm in [CHLT19] is polynomial. An interesting property in this
problem, though, is that the output matrix is also sparse. If we look at the k-nearest problem,
both input matrices are sparse, hence we can use the previous sparse matrix multiplication
algorithm. However, this does not exploit the sparsity of this problem to the end: in this problem
we are interested only in computing the k nearest vertices to each vertex, hence there is no need
to compute the full output matrix. The challenge in this case is that we do not know the identity
of the k closest vertices before the computation.
Sparse matrix multiplication. To exploit this sparsity we design new matrix multiplication
algorithms, which extend the work in [CHLT19] by taking into account also the sparsity of
the output matrix. One variant of of our algorithms have the ability to sparsify the matrix
throughout the computation, and get a complexity that depends only on the size of the output
we are interested in. This allows us to obtain faster distance tools:



k
• We can solve the k-nearest problem in O n2/3
+ log n log k rounds.
 1/3 2/3
 
• We can solve the (S, d, k)-source detection problem in O m n|S| + 1 d rounds,
where m is the number of edges in the input graph; note that dependence on d becomes
linear in order to exploit the sparsity.
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In concrete terms, with these output-sensitive distance tools we still get subpolynomial running
times even when the parameters are polynomial. For example, we can get the distances to
e 2/3 ) closest vertices in O(1)
e
the O(n
rounds. Note that though our final results are only for
undirected graphs, these distance tools work for directed weighted graphs.
Hopsets. An issue with our (S, d, k)-source detection algorithm is that in order to exploit
the sparsity of the matrices, we must perform d multiplications to learn the distances of all the
vertices at hop-distance at most d from S. Hence, to learn the distances of all the vertices from
S, we need to do n multiplications, which is no longer efficient. To overcome this challenge, we
use hopsets, which are a central building block in many distance computations in the distributed
setting [HKN16, Nan14, EN17, Elk17a, EN19]. A (β, )-hopset H is a sparse graph such that the
β-hop distances in G ∪ H give (1 + )-approximations of the distances in G. Since it is enough
to look only at β-hop distances in G ∪ H, using our source detection algorithm together with a
hopset allows getting an efficient algorithm for approximating distances, as long as β is small
enough.
However, the time complexity of all current hopset constructions depends on the size of the
hopset [EN17, EN19, HKN16], in the following way. The complexity of building a hopset of size
nρ is at least Ω(ρ). This is a major obstacle for efficient shortest paths algorithms, since based on
recent existential results there are no hopsets where both β and ρ are polylogarithmic [ABP18]
(see Section 4.1.) Nevertheless, we show that our new distance tools allow to build hopsets in
a time that does not depend on the hopset size. In particular, we show how to implement a
2
variant of the recent hopset construction of Elkin and Neiman [EN17] in O( log n ) rounds. The
e 3/2 ), hence constructing it using previous algorithms requires at least
size of our hopset is O(n
√
e n) rounds.
Ω(
Applying the distance tools. As a direct application of our source detection and hopset
algorithms, we obtain a multi-source shortest paths (MSSP) algorithm, allowing to compute
e √n) sources in polylogarithmic time. Our exact SSSP
(1 + )-approximate distances to O(
algorithm uses our algorithm for finding distances to the k-nearest vertices, which allows
constructing efficiently the k-shortcut graph described in [Nan14, Elk17a]. We next explain how
we obtain a (3 + )-approximation for weighted APSP using our k-nearest and (1 + )-MSSP
algorithms. For simplicity of presentation, we discuss a randomized variant of the algorithm,
although our final results are deterministic. First, each vertex computes the exact distances to
√
the k-nearest vertices, for k = n log n, which takes O(log2 n) time. In addition, we construct a
√
hitting set A of size O( n) by adding each vertex to A with probability √1n . For each vertex v,
the closest vertex from A is within the k-nearest vertices to v, w.h.p. We denote this vertex
√
by p(v). As |A| = O( n), we can use our (1 + )-MSSP algorithm to compute approximate
distances between all vertices to vertices in A in poly-logarithmic time. Now given two vertices
v and u, we approximate the distance between them as follows. One case is that v is among
the k-nearest vertices to u, in which case u already computed d(u, v) exactly. Otherwise,
p(u) (which is among the k-nearest to u) is closer to u than v. In addition, both u and v
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computed a distance estimate to p(u) ∈ A. We have that d(u, p(u)) ≤ d(u, v), and by the triangle
inequality d(p(u), v) ≤ d(u, p(u)) + d(u, v) ≤ 2d(u, v). Hence, estimating the distance between
u and v with the shortest path through p(u) gives a 3-approximation. As we only computed
(1 + )-approximation to the distances, we get a (3 + )-approximation. A more careful analysis
leads to a (2 + , (1 + )W )-approximation.
(II). Faster algorithms via near-additive emulators
One of the main ingredients in our poly(log log n) algorithms for unweighted graphs is a new
fast algorithm for constructing a near-additive emulator with O(n log log n) edges. Roughly
speaking, the near-additive emulator is a sparse graph12 that preserves the distances up to a
nearly-additive stretch. Collecting all the edges of this emulator at each vertex, already gives
near-additive approximation for APSP. We start by explaining our emulator results and then
explain how to use them for obtaining the approximate distances.
Nearly Additive Emulators. For an n-vertex unweighted graph G = (V, E), a (1 + , β)
emulator H = (V, E 0 , w) is a sparse graph that preserves the distances of G up to a (1 + , β)stretch.
Nearly-additive emulators have been studied thoroughly mainly from the pure graph theoretic
perspective [TZ06, EN18] . Our emulator algorithm is inspired by the two state-of-the-art
constructions of Elkin and Neiman [EN18] and Thorup and Zwick [TZ06]. The main benefit of
our algorithm is its efficient implementation in the Congested Clique model, which takes
2
n log log n
O( log β ) rounds w.h.p, for β = O( log log
)
. For a constant  this gives a complexity of

2
e
O((log log n) ) rounds.
Lemma 1.19 (Near-Additive Sparse Emulators). For any n-vertex unweighted undirected graph
G = (V, E) and 0 <  < 1, there is a randomized algorithm in the Congested Clique model
2
that computes (1 + , β) emulator H = (V, E 0 , w) with O(n log log n) edges within O( log β ) rounds
n log log n
w.h.p, where β = O( log log
)
.

We next explain how an emulator leads to fast algorithms for approximate shortest paths.
Approximating shortest paths via near-additive emulators. Assume we have a graph of
n log log n
size O(n log log n) that preserves all the distances up to a (1+, β)-stretch for β = O( log log
)
.

Since this graph is sparse enough, all vertices can learn it in O(log log n) rounds, which already
gives a (1 + , β)-approximation for APSP. For paths of length at least t = Ω( β ), this actually
gives a (1 + Θ())-approximation. It therefore remains to provide a near-exact approximation for
all vertex pairs at distance at most t = O( β ). The key observation is that since t is small, one can
get considerably faster algorithms for this task. Concretely, we reconstruct the tool-kit described
above, and turn the tools into distance-sensitive primitives, i.e., with a running time that depends
on the given distance threshold t. For example, we discussed above poly(log n) algorithms for
12

Unlike spanners, the emulator is not necessarily a subgraph of the input graph. It might contain edges that
are not in G, and it is allowed to be weighted, even when the graph G is unweighted.
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computing the k-nearest vertices and for constructing hopsets. We show how to implement
t-bounded variants of these tools in just poly(log t) time. Intuitively, if we only want to compute
the k-nearest vertices at distance at most t, we need to employ only poly(log t) = poly(log log n)
steps of matrix multiplication, rather than poly(log n).
Using these tools together with the emulator leads to a poly(log log n) round algorithm for
(1 + )-approximation for multi-source shortest paths. Using the approach described above,
we can easily convert the (1 + )-MSSP algorithm into a (3 + )-APSP algorithm. To obtain
a (2 + )-approximation for APSP, the high-level idea is to deal separately with paths that
contain a high-degree vertex and paths with only low-degree vertices. A crucial ingredient in the
algorithm is showing that in sparser graphs, we can actually compute distances to a larger set of
sources S efficiently, which is useful for obtaining a better approximation.
Constructing near-additive emulators. We next give a high-level overview of our emulator
1
construction. We build a (1 + , O( r )r−1 )-emulator with O(rn1+ 2r ) edges. For the choice
r = log log n, we get a near-linear size emulator.
The construction is based on sampling sets ∅ = Sr+1 ⊂ Sr ⊂ Sr−1 . . . ⊂ . . . S1 ⊂ S0 = V such
that for 1 ≤ i ≤ r, the set Si is constructed by adding each vertex of Si−1 to Si with probability
1
pi . The probabilities pi are chosen such that the final emulator would have O(rn1+ 2r ) edges.
We add edges to the emulator as follows. For 0 ≤ i ≤ r, each vertex v ∈ Si \ Si+1 , looks at a
ball B(v, δi , G) of radius δi = Θ( 1i ) around it. If this ball contains a vertex from Si+1 , it adds
an edge to it, and otherwise it adds edges to all vertices in B(v, δi , G) ∩ Si . Intuitively if there
are not too many vertices in Si at distance δi from v it adds edges to them, otherwise there
would be a vertex from Si+1 there and it adds an edge to it.
The intuition for the stretch analysis is as follows. We define a notion of i-clustered vertices,
that in some sense captures the density of neighbourhoods around vertices. A vertex is i-clustered
if there is a vertex from Si close-by. For example, all vertices are 0-clustered, all high-degree
vertices are 1-clustered, all high-degree vertices that also have a vertex from S2 close-by are
2-clustered and so on. For a formal definition see Section 4.5. Now, if we take u, v ∈ V such that
all vertices in the shortest path between them, π(u, v), are at most i-clustered we work as follows.
We break π(u, v) into segments of length 1i , in each such segment we show that there is an
1
additive stretch of Θ( i−1
) between the first and last i-clustered vertices in the segment w1 , w2 .
Summing up over all d(u, v)i such segments leads to an additive +Θ(d(u, v)) term. To handle
the parts of the segments not between w1 and w2 we use an inductive argument. Each one of
the iterations of the algorithm adds +Θ(d(u, v)) term, which eventually leads to a stretch of
1
(1 + Θ(r), O( r−1
)). By rescaling, we get a stretch of (1 + , O( r )r−1 ). To get a sparse emulator
n log log n
of size O(n log log n), we choose r = log log n, which gives a stretch of (1 + , O( log log
)
).

Implementation in the Congested Clique model. The intuition for the implementation
is as follows. During the algorithm vertices inspect their local balls of radius at most δr =
n log log n
O( log log
)
, and add edges to some of the vertices in these balls. Ideally, we would like to

exploit the small radius of the balls to get a complexity of poly(log δr ) = poly(log log n). The
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key challenge is that it is not clear how vertices can learn their t-hop neighborhood in log t
rounds. This sets a major barrier in the case where the t-hop ball of a vertex is dense (i.e.,
√
containing ω( n) vertices). Our key idea to overcome this barrier is based on separating vertices
to heavy and light based on the sparsity level of their t-hop ball. For sparse vertices, whose
t-hop ball has O(n2/3 ) vertices, the algorithm collects the balls in poly(log t) rounds using our
distance sensitive tool-kit. For the remaining dense vertices, we will be using the fact that a
√
random collection of O( n) vertices S hit their balls. These ideas allow to implement all the
iterations of the algorithm, except the last one. In the last iteration vertices from the last set
of the emulator Sr should add edges to all vertices of Sr at distance at most t = δr . Here we
exploit the fact that the set Sr is small and use it together with our bounded hopset to get an
efficient implementation.
Comparison to existing nearly-additive emulator constructions. The most related
constructions to ours are the centralized emulator constructions of Elkin and Neiman (EN) [EN18]
and Thorup and Zwick (TZ) [TZ06]. The first construction also has distributed implementations
in the Congest model in O(nρ ) time where ρ is an arbitrary small constant [EM19, EN18].
For the sake of the discussion, we say that an algorithm is local if its exploration radius is
sub-polynomial (i.e., every vertex explores a sub-polynomial ball around it in order to define its
output), and otherwise it is global. Also, we say that an algorithm is cluster-centric if in the
clustering procedure of the algorithm, all vertices in the cluster make a collective decision, on
behalf of the cluster. An algorithm is vertex-centric, if each vertex makes its own individual
decisions.
With this rough characterization in hand, the EN algorithm is local and cluster-centric. The
TZ algorithm, on the other hand, is global and vertex-centric. Our algorithm appears to be an
hybrid of the two: it is local and vertex-centric. Both of these properties are important for its
efficient implementation. The vertex-centric approach allows to give a very short and simple
algorithm. This led to a very fast implementation in the Congested Clique model. The
local approach is crucial to obtaining a sub-logarithmic complexity. Implementing the global
approach of TZ in the Congested Clique model seems to require at least poly-logarithmic
time. We remark that while the description of our algorithm is different from the description of
EN, they seem to be two different ways of viewing a similar process. This connection is useful
for the analysis, and indeed some elements in our stretch analysis are inspired by [EM19, EN18].
For a more detailed comparison between the algorithms, see Section 4.1. For a recent survey on
near-additive spanners and emulators see [EN20b].
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Chapter 2

Connectivity
In this chapter, we present our connectivity results discussed in Section 1.2. This chapter is
organized as follows. In Section 2.1, we discuss additional related work. In Section 2.2, we
discuss basic definitions and claims, and present formally our framework for solving TAP, 2-ECSS
and k-ECSS. In Section 2.3, we discuss some of the main tools in our algorithms: segment
decomposition, LCA labels and layering. Our O(h)-round 2-approximation algorithms for TAP
√
appear in Sections 2.4.1 and 2.4.2. Our Õ(D + n)-round O(log n)-approximation algorithms
√
for TAP and 2-ECSS appear in Section 2.4.4. Our Õ(D + n)-round O(1)-approximation
algorithms for TAP and 2-ECSS appear in Section 2.4.5. Lower bounds for TAP and 2-ECSS
appear in Section 2.5. Finally, our k-ECSS and 3-ECSS algorithms appear in Sections 2.6 and
2.7, respectively.

2.1

Additional Related Work

Sequential algorithms for TAP
TAP is intensively studied in the sequential setting. Since TAP is NP-hard, approximation
algorithms for it have been studied. The first 2-approximation algorithm for weighted TAP was
given by Frederickson and JáJá [FJ81], and was later simplified by Khuller and Thurimella [KT93].
Other 2-approximation algorithms for weighted TAP are the primal-dual algorithm of Goemans
et al. [GGP+ 94], and the iterative rounding algorithm of Jain [Jai01].
Recently, a new algorithm achieved an approximation of 1.5 for unweighted TAP [KN16], and
recent breakthroughs give 1.458-approximation for unweighted TAP [GKZ18], and approximations
better than 2 for bounded weights [FGKS18, Adj17]. Achieving approximation better than 2
for the general weighted case is a central open question. See [Khu96, KN10] for surveys about
approximation algorithms for connectivity problems. Also, the related work in [GKZ18] gives an
overview of many recent sequential algorithms for TAP.
Related work in the distributed setting
We next discuss several related problems studied in the distributed setting.
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FT-MST: In the fault-tolerant MST problem the goal is to find a sparse subgraph of the
input graph G that contains an MST of G \ {e} for each edge e. This problem can be solved in
√
O(D + n log n) rounds using the distributed algorithm of Ghaffari and Parter [GP16b]. One
of the ingredients in [GP16b] is a decomposition of the tree into segments that turns out to
be useful also for our 2-ECSS algorithms. While a FT-MST and a minimum 2-ECSS are both
low-cost 2-edge-connected spanning subgraphs, the main difference between the problems is that
in the latter the goal is to minimize the sum of costs of edges in the solution. Hence, the total
cost of a solution for minimum 2-ECSS may be much cheaper.
Cycle space sampling: The cycle space sampling technique introduced by Pritchard and
Thurimella [PT11] allows to detect small cuts in a graph using connections between the cycles
and cuts in a graph. They show an O(D)-round algorithm that assigns the edges of a graph
short labels that allow to detect cuts of size 1 or 2 in O(D) rounds. In particular, this gives an
O(D)-round algorithm for verifying if a graph is 2-edge-connected or 3-edge-connected (for more
details, see Section 2.7). We use this technique to show an efficient algorithm for the minimum
size 3-ECSS.
Minimum Cut: Another related problem is that, given a network G, we wish to compute
or approximate the edge-connectivity of G or, in the more general case of edge-weighted graphs,
the minimum cut size of the graph. Ghaffari and Kuhn [GK13a] gave a 2 +  approximation
√
e
algorithm that runs in O(D
+ n) rounds, for any constant  > 0. Nanongkai and Su [NS14]
e + √n) rounds, and an exact algorithm
gave a 1 +  approximation algorithm that runs in O(D
√
e
for edge connectivity with round complexity of O((D
+ n)λ4 ), in graphs with edge-connectivity
λ. Recently, Daga et al. [DHNS19] have shown the first sublinear time algorithm for edgeconnectivity for general k, which takes Õ(n1−1/353 D1/353 + n1−1/706 ) rounds, the complexity of
the problem was later improved to Õ(n0.8 D0.2 + n0.9 ) by Ghaffari et al. [GNT20], both algorithms
solve min cut in unweighted graphs. Finally, in a very recent work we showed an algorithm for
√
exact weighted min cut in Õ(D + n) time [DEMN20], which nearly matches the lower bound
of Das Sarma et al. [SHK+ 12].
pn
For the unweighted case, there is a lower bound of Ω(D + log1 n αλ
) rounds for an αpn
1
approximation in a graph with diameter D = O(log n + λ log n αλ ) [GK13b]. Note that if
λ = O(1) this lower bound becomes Ω(D). Indeed, a recent work of Parter [Par19] shows that
when λ = O(1), the unweighted min cut problem can be solved in poly(D) time.
Additional related problems: Another connectivity augmentation problem studied in the
distributed setting is the Steiner Forest problem [LPS14, KKM+ 12]. There are also distributed
algorithms that decompose a graph with large connectivity into many disjoint trees, while almost
preserving the total connectivity through the trees [CHGK14].
Covering problems
We show that the minimum k-ECSS problem is closely related to the set cover problem. Some
elements in our O(log n)-approximation algorithms are inspired by the parallel set cover algorithm
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of Rajagopalan and Vazirani [RV98], and the minimum dominating set (MDS) algorithm of
Jia et al. [JRS02]. It is worth noting that our 2-ECSS algorithm guarantees the approximation
ratio, where other distributed O(log n)-approximations for set cover obtain approximations that
hold in expectation or w.h.p [JRS02, KMW16]. For this reason, we believe that our approach
can be useful for additional local or global covering problems, particularly in scenarios where
it is important to guarantee the approximation. We also used it in a recent algorithm for the
minimum 2-spanner problem [CD18].
Small Neighborhood Covers: Our O(1)-approximation algorithms are inspired by a parallel
algorithm for set cover problems with the small neighborhood cover property (SNC) [ACC+ 18].
This class includes central problems such as vertex cover, interval cover and bag cover. The
approximation obtained depends on a parameter τ that is related to the size of the neighborhood
cover, and the time complexity depends on a certain layering of the problem.
The SNC property. We next give an intuition for the SNC property, for a formal definition
see [ACC+ 18]. In a set cover problem, the goal is to cover a universe of elements by a minimum
cost collection of sets. Two elements in the universe are neighbors if there is a set that covers
both of them, and the neigborhood of an element includes all its neighbors. The τ -SNC property
says that each collection of sets that cover some element u can be replaced by only τ sets that
cover u and all its neighbors from certain layers. In our case, where we want to solve weighted
TAP on the virtual graph G0 , the parameter τ = 2, the elements are tree edges, and the sets
correpond to non-tree edges. Two tree edges are neighbors if there is a non-tree edge that covers
both of them. The SNC property is related to the following: if you look at a tree edge t and a
set of non-tree edges that cover it, you can replace them by only τ = 2 edges that cover t and
all its neighbours that are at the layer of t or above it.
The approximation obtained. In [ACC+ 18], they show general sequential and parallel
algorithms that obtain τ and (2 + )τ 2 approximations respectively for set cover problems with
the τ -SNC property, and leave as an open question whether an efficient parallel algorithm
can obtain a τ -approximation as the sequential one. Following the algorithm from [ACC+ 18],
allows obtaining a (2 + )τ 2 = (2 + )4-approximation for weighted TAP in the virtual graph
G0 . Changing slightly the forward phase leads to a (1 + )4-approximation. Our improved
approximation algorithm gives an approximation of (τ + ) = (2 + ) for the same problem,
almost matching the approximation obtained by the sequential algorithm in [ACC+ 18]. Also,
as we explain in Section 2.4.5, for unweighted problems it seems that a simple variant of the
algorithm from [ACC+ 18] can actually give a τ -approximation.

2.2

Preliminaries

For completeness, we first formally define the notion of edge connectivity.
Definition 2.1. An undirected graph G is k-edge-connected if it remains connected after the
removal of any k − 1 edges.
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The Tree Augmentation Problem (TAP). In TAP, the input is an undirected 2-edgeconnected graph G with n vertices, and a spanning tree T of G. The goal is to add to T a
minimum size (or a minimum weight) set of edges Aug from G, such that T ∪ Aug is 2-edgeconnected. In the weighted version, each edge has a non-negative weight, and we assume that
the weights of the edges can be represented in O(log n) bits.
In the distributed setting, the input to TAP is a rooted spanning tree T of G with root r,
whose height is denoted by h. The tree T is given to the vertices locally, that is, each vertex
knows which of its adjacent edges is in T and which of those leads to its parent in T .1 For each
vertex v 6= r, we denote by p(v) the parent of v in T . The output is a set of edges Aug, such
that T ∪ Aug is 2-edge-connected. In the distributed setting it is enough that at the end of the
algorithm each vertex knows which of the edges incident to it are added to Aug.
k-ECSS. In the minimum weight k-edge-connected spanning subgraph problem (k-ECSS)
the input is an undirected k-edge-connected graph G with n vertices and non-negative weights
w(e) on the edges. The goal is to find the minimum weight k-ECSS of G. We assume that the
weights of the edges are integers and are polynomial in n. This guarantees that a weight can
be represented in O(log n) bits. In unweighted k-ECSS the goal is to find the minimum size
k-ECSS of G. It is equivalent to weighted k-ECSS where all the edges have unit-weight. In the
distributed setting, by the end of the computation, each vertex should know which of the edges
adjacent to it are taken to the k-ECSS constructed.
During our algorithms it is useful to communicate over a BFS tree. We construct a BFS tree
with root r in O(D) rounds [Pel00], where r is the vertex with minimum id. Using the BFS tree
we can distribute ` different messages from vertices in the tree to all the vertices in the tree in
O(D + `) rounds using standard techniques [Pel00]. We assume that vertices know the number
of vertices n and the number of edges m in the algorithm, they can learn this information in
O(D) rounds by communication over the BFS tree. For a rooted tree T , we denote by Pu,v the
unique tree path between u and v, and we denote by LCA(u, v) the lowest common ancestor of
u and v.

TAP and 2-ECSS
We next discuss the connection between TAP and 2-ECSS, we need the following definitions.
Definition 2.2. An edge e in a connected graph G is a bridge in G if G \ {e} is disconnected.
Definition 2.3. A non-tree edge e = {u, v} covers the tree edge e0 if e0 is on the unique path in
T between u and v, i.e., if e0 is not a bridge in T ∪ {e}.
A graph G is 2-edge-connected if and only if it does not contain bridges. Hence, augmenting
the connectivity of T requires covering all the tree edges. As explained in Section 1.2.2, a natural
1

If a root and orientation are not given, we can find a root r and orient all the edges towards r in O(h) rounds
using standard techniques.
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approach for solving 2-ECSS is to start by computing a minimum spanning tree (MST), and
then add to it a minimum weight set of edges that augments its connectivity to 2. The following
claim shows the connection between TAP and 2-ECSS.
Claim 2.1. An α-approximation algorithm Alg for TAP gives an (α + 1)-approximation algo√
rithm for 2-ECSS, with complexity O(Tn + D + n log∗ n) rounds, where Tn is the complexity of
Alg.
Proof. Computing an MST, T , and then augmenting its connectivity using the approximation
algorithm for TAP results in a solution of weight w(T ) + α · w(A∗ ), where w(T ) is the weight
of the MST, and w(A∗ ) is the weight of an optimal augmentation for T . An optimal solution
OP T for 2-ECSS is clearly of weight at least w(T ) and at least w(A∗ ), since OP T is a valid
augmentation. Hence, the approximation obtained for 2-ECSS is at most (α + 1). Computing
√
an MST takes O(D + n log∗ n) rounds using the algorithm of Kutten and Peleg [KP98b], and
computing the augmentation takes O(Tn ) rounds, which completes the proof.

k-ECSS
We next extend the approach described above to general k, and discuss a general framework for
solving k-ECSS which is useful in our O(log n)-approximation algorithms for 2-ECSS, 3-ECSS
and k-ECSS. To find a minimum k-ECSS we start with an empty subgraph H, and in iteration
i for 1 ≤ i ≤ k augment its connectivity from i − 1 to i. We define the problem Augk as follows.
Given a k-edge-connected graph G and a (k − 1)-edge-connected spanning subgraph H of G, the
goal is to find a minimum weight set of edges A from G, such that H ∪ A is k-edge-connected.
P
For a set of edges H, we define w(H) = e∈H w(e). We next show the following.
Claim 2.2. Assume that for 1 ≤ i ≤ k, the algorithm Ai is an αi -approximation algorithm for
P
Augi that takes Ti rounds, then there is an ( ki=1 αi )-approximation algorithm for k-ECSS that
P
takes ki=1 Ti rounds.
Proof. The algorithm for k-ECSS starts with an empty subgraph, and in iteration i uses the
algorithm Ai to augment the connectivity from i − 1 to i. Let Hi be the set of edges added to
S
the augmentation in iteration i, and let H = ki=1 Hi be the solution constructed. H is clearly
k-edge-connected. The correctness follows from the fact that an optimal solution H ∗ for k-ECSS
is a set of edges that augments the connectivity of any subgraph produced in the algorithm to
k (and in particular to any i ≤ k). Since the algorithm Ai is an αi -approximation algorithm,
P
P
this gives w(Hi ) ≤ αi w(H ∗ ). This shows that w(H) = ki=1 w(Hi ) ≤ ki=1 αi w(H ∗ ), as needed.
P
The time complexity of the algorithm is ki=1 Ti rounds.
A set of edges C is a cut in a connected graph G if G \ C is disconnected. Let H be a
subgraph of a graph G = (V, E), and let C be a cut in H.
Definition 2.4. An edge e ∈ E covers the cut C if (H \ C) ∪ {e} is connected.
45

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

Note that in a (k − 1)-edge-connected graph H, the minimum cut is of size at least k − 1.
To solve Augk our goal is to find a minimum cost set of edges A that covers all the cuts of size
k − 1 in H. This is a special case of the set cover problem.
General framework for k-ECSS
In order to solve k 0 -ECSS, we present an algorithm for Augk for any constant k ≤ k 0 . In the
algorithm we maintain a set of edges A that contains all the edges added to the augmentation.
For an edge e 6∈ H, we denote by Se the set of cuts of size k − 1 of H that e covers. During the
algorithm and analysis, we denote by Ce all the cuts in Se that are still not covered by edges
added to A.
|Ce |
. The rounded
Cost-effectiveness. The cost-effectiveness of an edge e 6∈ H is ρ(e) = w(e)
cost-effectiveness of an edge e, denoted by ρ̃(e), is obtained by rounding ρ(e) to the closest power
of 2 that is greater than ρ(e). If w(e) = 0, the values ρ(e) and ρ̃(e) are defined to be ∞. Adding
an edge with maximum value of cost-effectiveness to A allows to cover many cuts, while paying
minimal cost. This suggests the following sequential greedy algorithm. At each step, we add to
A the edge with maximum cost-effectiveness, and we continue until all the cuts of size k − 1 are
covered. This approach that is based on the classic greedy algorithm for set cover achieves an
O(log n)-approximation.

Symmetry breaking. Adding only one edge in each step gives an algorithm that is inherently sequential, and in order to obtain an efficient distributed algorithm we would like to add
many edges to A in parallel. A naive approach could be to add all the edges with maximum
cost-effectiveness to A simultaneously. However, then we may add too many edges to A and the
approximation ratio is no longer guaranteed. To overcome this, we consider all the edges with
maximum rounded cost-effectiveness as candidates, and then we break the symmetry between
the candidates. After that, some of the candidates are added to A, and we proceed in iterations until all the cuts of size k−1 are covered. This gives us the general structure of the algorithm.
Our O(log n)-approximation algorithms for 2-ECSS, 3-ECSS and k-ECSS have this structure,
but they differ in the symmetry breaking mechanism and by the implementation of the costeffectiveness computation and other computations required.

2.3

Toolkit

In this section we discuss several tools that would be useful for our algorithms: segment
decomposition, LCA labels, and layering. At a high-level, the segment decomposition allows
to break a tree into smaller parts with nice structure that can then be processed in parallel.
LCA labels allow to compute lowest common ancestors efficiently, which turns out to be useful
also for solving other tasks in our algorithms. Finally, the layering decomposes the edges of a
tree into layers, such that the edges of each layer are composed of a set of paths in different
root to leaf paths. Intuitively, this is useful for the following reason. For many problems, it is
46

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

easier to design an algorithm that solves them on a path, rather than on a general tree. The
layering in some sense allows us to simulate an algorithm designed for a path on a general tree,
by processing the graph according to the layers.

2.3.1

Segment Decomposition

We next show how to decompose a tree into segments satisfying nice properties. We follow the
decomposition of Ghaffari and Parter [GP16b] with slight changes. We start by describing the
decomposition, and later show how to construct it. In the decomposition, the tree is decomposed
√
√
into O( n) edge-disjoint segments with diameter O( n). Each segment S has a root rS , which
is an ancestor of all the vertices in the segment. The segment contains a main path between the
vertex rS and a descendant of it dS and additional subtrees attached to this path that are not
connected by an edge to other segments in the tree. We call the main path of S the highway of
S, and we call dS the unique descendant of the segment S. The vertices rS and dS can be a
part of other segments (If rS 6= r it is a unique descendant of another segment, and both rS and
dS can be roots of additional segments), but other vertices in the segment are not connected by
an edge to any other vertex outside the segment. The id of the segment is the pair (rS , dS ). See
Figure 2.1 for an illustration.

The decomposition

The skeleton tree

Figure 2.1: An illustration of the segment decomposition. The blue vertices are ancestors or
unique descendants of segments, and the bold edges are highway edges. Note that the blue
vertices can be a part of several segments, but other vertices are not connected by an edge to
any vertex outside their segment. The edges of the skeleton tree correspond to highways in the
original graph.
The relatively simple structure of the segments, and in particular the fact that rS and dS are
the only vertices in S that are connected to other segments, will be very useful in our algorithms.
The skeleton tree TS is a virtual tree that its vertices are all the vertices that are either rS or dS
for at least one segment S. The edges in TS correspond to the highways of the segments, as
follows. A vertex v is a parent of the vertex u 6= v in the skeleton tree if and only if v = rS and
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u = dS for some segment S. Let Pu,v be the unique tree path between u and v. We show the
following.
√
Claim 2.3. Constructing the segment decomposition takes O(D + n log∗ n) rounds. By the
end, the vertices learn the following information. All the vertices learn the id of their segment,
and the complete structure of the skeleton tree. In addition, each vertex v in the segment S
learns all the edges of the paths Pv,rS and Pv,dS .
Claim 2.4. Assume that each tree edge t and each segment S, have some information of O(log n)
√
bits, denote them by mt and mS , respectively. In O(D + n) rounds, the vertices learn the
following information. Each vertex v in the segment S learns the values (t, mt ) for all the tree
edges in the highway of S, and in the paths Pv,rS , Pv,dS . In addition, all the vertices learn all the
values (S, mS ).
Routing Information. A useful property of the segment decomposition is that it allows
efficient routing of information between tree edges and non-tree edges that cover them. Specifically,
we implement the following building blocks. First, all the non-tree edges simultaneously can
learn an aggregate function of the tree edges they cover. Second, all the tree edges simultaneously
can learn an aggregate function of the non-tree edges that cover them. The aggregate functions
we consider are commutative functions with inputs and outputs of O(log n) bits, for example:
minimum, sum, etc. The important property we exploit is that we can apply these functions
on different parts of the inputs separately and then combine the results. For example, when
computing a sum of inputs, we can divide the inputs arbitrarily to several sets, compute the
sum in each set and then sum the results. Recall that for a non-tree edge e, we denote by Se the
set of tree edges covered by e. We prove the following.
Claim 2.5. Assume that each tree edge t has some information mt of O(log n) bits, and let f
√
be a commutative function with output of O(log n) bits. In O(D + n) rounds, each non-tree
edge e, learns the output of f on the inputs {mt }t∈Se .
Claim 2.6. Assume that each non-tree edge e has some information me of O(log n) bits, and
√
let f be a commutative function with output of O(log n) bits. In O(D + n) rounds, each tree
edge t, learns the output of f on the inputs {me }t∈Se .

The Construction
We next explain how to decompose the tree into segments with the desired properties. The
decomposition is a deterministic varaint of the randomized decomposition of Ghaffari and
Parter [GP16b] (see Section 4.3). The main difference is that in [GP16b], the first step of the
decomposition is to choose random edges, and we instead choose edges deterministically using
the MST algorithm of Kutten and Peleg [KP98b] which gives a deterministic algorithm. The
√
√
time complexity of our algorithm is O(D + n log∗ n) rounds compared to the O(D + n log n)round algorithm in [GP16b]. Using this decomposition combined with the FT-MST algorithm
48

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

√
in [GP16b] gives a deterministic algorithm for the FT-MST problem in O(D + n log∗ n) rounds,
which matches the time complexity of computing an MST.
(I). Preliminary step: defining fragments and virtual tree
Before defining the segments and skeleton tree, we start by decomposing the tree into fragments,
that do not necessarily satisfy the desired properties. We later decompose the fragments further,
to define the segments and skeleton tree. At the beginning of the algorithm, we compute an MST,
√
T , using the algorithm of Kutten and Peleg [KP98b], which takes O(D + n log∗ n) rounds. This
√
√
algorithm decomposes the tree into O( n) fragments of diameter O( n), where each vertex
knows the id of its fragment. We can assume that T is a rooted tree with root r and each vertex
knows its parent in T . This can be achieved as follows. We say that a tree edge is a global edge
√
√
if it connects two different fragments. Since there are O( n) fragments, there are O( n) global
√
edges and all the vertices learn them in O(D + n) rounds by communicating over the BFS
tree. If we contract each fragment to one vertex, the global edges define a temporary virtual
tree between the fragments. The virtual tree is a rooted tree where the root is the fragment of
r, and all the vertices know the complete structure of the virtual tree since they know all the
global edges. In each fragment, we define the root of the fragment to be the vertex closest to r
(which can be deduced from the structure of the virtual tree). All the roots of the fragments
know their parents in T from the virtual tree. By communication on each fragment separately,
each internal vertex in the fragment learns its parent in the fragment, which is its parent in T .
√
The time complexity is proportional to the diameter of the fragment which is O( n).
(II). Marking vertices
To define segments, we start by marking vertices. Our algorithm follows the decomposition
in [GP16b] (see Section 4.3, steps 2 and 3) where the global edges play the role of the sampled
edges R in [GP16b]. We mark all the vertices that are endpoints of some global edge, and we
√
mark the root r. Next, we mark also all the LCAs of marked vertices in O( n) rounds, as
follows. We scan each fragment from the leaves to the root. A leaf v sends to its parent the id
of v if v is marked, or ∅ otherwise. An internal vertex v that receives from its children at most
one id, passes this id to its parent (or ∅ if it did not receive any id), and if it receives more than
one id, it marks itself, and passes one of these ids to its parent. We next show the following
Lemma (equivalent to Lemma 4.4 in [GP16b]). The proof is similar to the proof in [GP16b],
and is included here for completeness.
Lemma 2.7. The set of marked vertices satisfies the following properties:
1. The root r is marked, and for each vertex v 6= r, there is a marked ancestor of v at distance
√
at most O( n) from v.
2. For each two marked vertices u and v, their LCA is also a marked vertex.
√
3. The number of marked vertices is O( n).
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Proof. The root is marked by definition, and for each vertex v 6= r, the root of v’s fragment is
√
an ancestor of v at distance at most O( n) from v. This proves (1).
Let u and v be two marked vertices, if u and v are in the same fragment, their LCA is also
in this fragment and it received at least two different ids in the algorithm, hence it is a marked
vertex. If they are in different fragments, let F be the fragment that includes their LCA. If
one of u and v is in F , assume without loss of generality that u ∈ F , and let vF be the first
vertex in F in the tree path Pv,LCA(u,v) . Note that vF is a marked vertex since it is adjacent to a
global edge. Now LCA(u, v) = LCA(u, vF ) is a marked vertex since it is an LCA of two marked
vertices in the fragment F . If neither of u and v is in F , let uF and vF be the first vertices in
F in the paths Pu,LCA(u,v) , Pv,LCA(u,v) . Both uF and vF are marked vertices in F since they
are adjacent to global edges. Hence, LCA(u, v) = LCA(uF , vF ) is also a marked vertex. This
completes the proof of (2).
√
√
We now prove (3). Since there are O( n) global edges, there are O( n) marked vertices at
the beginning, we call them the original marked vertices. Let v be a non-original marked vertex.
Then, v receives more than one id from its children, and passes to its parent one of these ids.
Note that all the ids sent in the algorithm are ids of original marked vertices. We give v a label
lv that includes an id of an original marked vertex it receives and does not send to its parent.
Note that the id lv does not reach any other marked vertex above v and vertices below v sent
this id forward. Hence, different marked vertices receive different labels. Since all the labels
√
are ids of original marked vertices, there are at most O( n) non-original marked vertices. This
completes the proof of (3).
(III). Defining the segments and the skeleton tree
We next define the segments according to the marked vertices. For each marked vertex dS 6= r,
the tree path between dS to its closest marked ancestor rS 6= dS defines a highway of a segment
S. Note that all the internal vertices in the highway of S are not marked by definition. They also
do not have any marked descendants. Otherwise, there is an internal vertex v in the highway
that is the LCA of dS and another marked vertex d, which contradicts the fact that v is not
marked. The segment S includes the highway between rS and dS (that are the ancestor and
unique descendant of the segment), as well as all the descendants of internal vertices in the
highway. Note that dS and rS can be a part of other highways. Let v be a marked vertex, then
some of its children may be included in highways and are already included in a segment. If v
has children that are not included in any highway, it means that they do not have any marked
descendant. All these children and the subtrees rooted at them are added to a segment with
root v, as follows. If v is already a root of at least one segment S, all these vertices are added to
S. Otherwise, we define a new segment with an empty highway that has all these vertices, the id
√
√
of the segment is (v, v). Since there are O( n) marked vertices, this decomposes T into O( n)
√
edge-disjoint segments. The diameter of a segment is O( n) because each vertex has a marked
√
ancestor at distance at most O( n), and rS is an ancestor of all the vertices in S by definition.
The skeleton tree TS is a virtual tree that its vertices are all the marked vertices. The edges
in TS correspond to the highways of the segments, as follows. A vertex v is a parent of the
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vertex u 6= v in the skeleton tree if and only if v = rS and u = dS for some segment S. We next
explain how vertices learn information about their segments and the skeleton tree.
(IV). Learning information about the segments and skeleton tree
We next prove Claims 2.3 and 2.4.
√
Claim 2.3. Constructing the segment decomposition takes O(D + n log∗ n) rounds. By the
end, the vertices learn the following information. All the vertices learn the id of their segment,
and the complete structure of the skeleton tree. In addition, each vertex v in the segment S
learns all the edges of the paths Pv,rS and Pv,dS .
Proof. As explained above, the computation of the segment decomposition in steps (I),(II),(III)
√
takes at most O(D + n log∗ n) time. We next explain how the vertices learn the relevant
information. At the beginning, each root of a segment learns the id of the segment, as follows.
Each marked vertex v 6= r sends to its parent its id, and each non-marked leaf sends to its parent
∅. Internal vertices that receive one id from their children send it to their parent, otherwise
they send ∅. We continue until the messages reach a marked vertex. Note that an internal
non-marked vertex receives at most one id from its children, otherwise it is the LCA of two
marked vertices, and it is marked. At the end, each root rS of a segment S knows dS . The
vertex rS broadcasts the id (rS , dS ) to all the vertices of the segment. The time complexity
√
is O( n) rounds, since this is the diameter of the segments. All the vertices learn all the ids
√
(rS , dS ) in O(D + n) rounds by communication over the BFS tree. Hence, all the vertices know
the id of their segment and the complete structure of the skeleton tree.
Now each vertex v in the segment S, learns all the edges in Pv,rS , as follows. At the beginning,
each parent sends to its children its id. Then, it sends the id it gets in the previous round.
√
We continue in the same manner for O( n) rounds, which allows each vertex to learn all its
ancestors in its segment. If we perform the exact same computation in the reverse order (where
vertices send ids to their parent) only over the highway edges, the root rS learns all the edges
√
of the highway of S. Then, it broadcasts this path of length O( n) to all the vertices in the
segment. This gives to all the vertices in S full information about the highway of S. Note that
Pv,dS is composed of Pv,LCA(v,dS ) and PdS ,LCA(v,dS ) . The first is contained in Pv,rS , the second is
contained in the highway of S. Since v knows all the information about Pv,rS and the highway of
its segment, it learns LCA(v, dS ) and learns the path Pv,dS . This completes the proof of Claim
2.3.
Assume now that each tree edge t has some information mt of O(log n) bits and each segment
has some information mS of O(log n) bits. Then each vertex v ∈ S learns the values (t, mt ) for
all the tree edges in the highway of S, and in the paths Pv,rS , Pv,dS exactly in the same manner.
To learn all the values (S, mS ) we communicate over the BFS tree. The whole time complexity
√
for learning the information is O(D + n) rounds. This shows the following.
Claim 2.4. Assume that each tree edge t and each segment S, have some information of O(log n)
√
bits, denote them by mt and mS , respectively. In O(D + n) rounds, the vertices learn the
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following information. Each vertex v in the segment S learns the values (t, mt ) for all the tree
edges in the highway of S, and in the paths Pv,rS , Pv,dS . In addition, all the vertices learn all the
values (S, mS ).

Routing Information
In this section, we prove Claims 2.5 and 2.6.
Computing aggregate functions of tree edges. We next explain how all the non-tree
edges simultaneously learn an aggregate function of tree edges they cover: an edge e learns an
aggregate function of the edges Se . We prove the following.
Claim 2.5. Assume that each tree edge t has some information mt of O(log n) bits, and let f
√
be a commutative function with output of O(log n) bits. In O(D + n) rounds, each non-tree
edge e, learns the output of f on the inputs {mt }t∈Se .
Proof. Let hS be all the edges in the highway of the segment S, and let mS be the O(log n)-bit
output of f on the inputs {mt }t∈hS . The value mS can be computed locally in the segment
√
√
S in O( n) rounds by scanning hS . Using Claims 2.3 and 2.4, in O(D + n) rounds, all the
vertices learn the id of their segment, the complete structure of the skeleton tree and all the
values (S, mS ). In addition, each vertex v in the segment S learns the values (t, mt ) for all the
tree edges in the highway of S, and in the paths Pv,rS , Pv,dS .
Let e = {u, v} be a non-tree edge, and let LCA(u, v) be the lowest common ancestor of u
and v. The path that e covers in the tree consists of the two paths from u to LCA(u, v) and
from v to LCA(u, v). There are three cases:
Case 1: u and v are in the same segment S. In this case u sends to v all the information
about the path Pu,rS : all the edges in the path and their values mt . Similarly, v sends to u all
the information about the path Pv,rS . From this information, both u and v can compute their
LCA, determine which edges are in Pu,v , and evaluate f on the path Pu,v . The LCA is the vertex
√
where the paths PrS ,u , PrS ,v diverge. The time complexity is O( n) rounds for sending the paths.
Case 2: u and v are in different segments, and LCA(u, v) is in another segment.
In this case, the path that e covers consists of the 3 paths Pu,ru , Pv,rv , Prv ,ru , where rv and
ru are the ancestors in the segments of v and u, respectively. Vertex u knows the values
mt for edges in Pu,ru and can evaluate f on all these inputs. Similarly, v knows the values
mt for edges in Pv,rv , and can evaluate f on these inputs. The path Pru ,rv is composed of
highways, as follows. The vertices ru and rv are vertices in the skeleton tree and have a path
between them in the skeleton tree. This path is the unique path between ru and rv in the
tree, where we replace each edge of the skeleton tree by the corresponding highway. Since
v and u know the structure of the skeleton tree, as well as the values mS for each highway,
they can evaluate f on the whole path Pru ,rv , by applying f on the inputs mS for highways S
in the path. By exchanging one message between them, they both learn the output of f on
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the paths Pu,ru , Pv,rv , Prv ,ru . Applying f on these 3 values, gives the output of f on the path Pu,v .
Case 3: u and v are in different segments, and LCA(u, v) is in the same segment
of one of them. Assume without loss of generality that LCA(u, v) is in the same segment as
u. Let du be the unique descendant in the segment of u. From the structure of the segments,
the only two vertices in this segment that are connected directly to other segments are ru and
du . If du is not an ancestor of v it follows that LCA(u, v) = ru . This case can be solved the
same as case 2, since the path Pu,v now consists of the 3 paths Pu,ru , Pv,rv , Prv ,ru .
Otherwise, du is an ancestor of v, and the path Pu,v consists of the 3 paths Pv,rv , Prv ,du , Pdu ,u .
v knows all the information about Pv,rv and can evaluate f on this path. Similarly, u knows all
the information about Pu,du and can evaluate f on this path. The path Prv ,du is composed of
highways, since both rv and du are vertices in the skeleton tree. Since v and u know the structure
of the skeleton tree and the values mS for each highway, they can compute the output of f on the
path Prv ,du . By exchanging one message between them, u and v learn the output of f on the paths
Pv,rv , Prv ,du , Pdu ,u . They can now apply f on the outputs to learn the output of f on the path Pu,v .
Note that since u and v know the ids of their segments, as well as the structure of the
skeleton tree, they can distinguish between the different cases. The whole computation takes
√
O(D + n) rounds.
Computing aggregate functions of non-tree edges. We next explain how all the tree
edges simultaneously compute an aggregate function of all the non-tree edges that cover them,
proving the following.
Claim 2.6. Assume that each non-tree edge e has some information me of O(log n) bits, and
√
let f be a commutative function with output of O(log n) bits. In O(D + n) rounds, each tree
edge t, learns the output of f on the inputs {me }t∈Se .
Proof. For the proof, we follow the terminology in [GP16b], and classify the non-tree edges that
cover a tree edge t to 3 types: short-range, mid-range and long-range, indicating if the non-tree
edge e has 2,1 or 0 endpoints in the segment of t, respectively. To learn the output of f , we
compute f separately on the short-range, mid-range and long-range edges that cover t, and then
apply f again on the results to obtain the final output. We next explain how we compute f on
each one of the parts.
Computing f on short-range edges. Let t = {v, p(v)} be a tree edge, where p(v) is the
parent of v in the tree. Note that each non-tree edge e that covers t has exactly one vertex at
the subtree rooted at v, which means that there is a descendant u of v that knows about the
edge e. If e is a short range edge, u is in the same segment of t. The vertex u knows that e
covers t. This holds since if e = {u, w} is a non-tree edge where both u and w are in the same
segment S, u and w can learn which tree edges of the segment are covered by e by exchanging
between them the paths Pu,rS , Pw,rS (as explained also in Case 1 in the proof of Claim 2.5).
The algorithm for applying f on short-range edge works as follows. Each vertex u applies f
on the short-range edges adjacent to it that cover the tree edge t = {v, p(v)} for each v where v
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is an ancestor of u, and t is in the same segment as u. Each leaf of the segment sends the values
computed to its parent. To compute the output of f on all the short-range edges in the segment
we use convergecast. When a vertex receives from its children O(log n)-bit messages for t, first
it applies f on the messages received and its message for t if exists, and then sends the result to
its parent. In general, each vertex u may send a message to each one of the tree edges in the
path Pu,ru where ru is the ancestor in the segment of u. In order that all the vertices in the
segment would send such messages to all the tree edges above them in the segment we pipeline
√
the computations. The complexity is O( n) rounds, since this is the diameter of the segments.
Computing f on long-range edges. Note that if a tree edge t = {v, p(v)} has a long-range
edge that covers it, then t must be on a highway of a segment. As otherwise, all the descendants
of v are in the segment of v. Also, if e is a long-range edge for the tree edge t in the highway
hS , then e must be a long-range edge for all the tree edges in hS . This follows since the only
vertices in a certain segment S that are connected to other segments are rS and dS . Therefore,
any long-range edge e that covers a tree edge on S has one vertex u that is a descendant of dS ,
and additional vertex w 6∈ S where LCA(u, w) is an ancestor of rS (that could be rS ), which
means that e covers all the edges on the highway hS . Hence, in order that all the tree edges
√
would learn the value of f on all non-tree edges that cover them, it is enough to compute O( n)
√
values: the output of f on the non-tree edges that cover each one of the O( n) highways.
Since all the vertices know the complete structure of the skeleton tree, the vertices of each
non-tree edge e = {u, w} learn which highways of other segments they cover. For each non-tree
√
edge e one of its endpoints simulates it. Each vertex u can compute for each one of the O( n)
highways hS the value of f computed on all the inputs me where e is an edge that u simulates
and is a long-range edge that covers the highway hS . To learn the value of f computed on all
the inputs me where e is a long-range edge that covers the highway hS we use convergecast over
√
the BFS tree. To learn these values for all the O( n) highways we use pipelining. The overall
√
complexity is O(D + n) rounds, and at the end all the vertices know the output of f computed
on long-range edges that cover hS for each one of the highways.
Computing f on mid-range edges. Let t = {v, p(v)} be a tree edge covered by a midrange edge e. One of the vertices of e is a descendant of v (it could be v itself), denote it by u.
There are two cases.
Case 1: u is in the same segment as t. In this case u knows that the edge e covers t, and
can send the value me to t. In general, all the tree edges can learn the output of f on mid-range
edges that cover them with a descendant in their segment exactly as they learn the output of f
on short-range edges.
Case 2: u is in another segment. Since e = {u, w} is a mid-range edge, it follows that w is in
the same segment of t. In addition, since the segment of t has a unique descendant d, it follows
that u is a descendant of d. The path that e covers is composed of Pu,d , Pd,LCA(w,d) , PLCA(w,d),w .
The tree edges in Pu,d are not in the segment of t, for the tree edges of PLCA(w,d),w , the edge e is
in case 1, since w is a descendant of them in the same segment. Hence, e is in case 2 only for the
highway edges on the path Pd,LCA(w,d) . Note that LCA(w, d) is a vertex on the highway since
54

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

all the ancestors of d in its segment are on the highway, and w and d are in the same segment.
To compute the output of f on mid-range edges in case 2 that cover all the tree edges on a
highway of a certain segment, we work as follows. For a vertex on the highway x, we denote by
Tx the subtree rooted at x of vertices in the segment excluding the highway. This is a subtree
that is contained only on the segment, where x is the only highway vertex in this subtree. First,
the vertex x learns the output of f on mid-range edges e adjacent to a vertex in Tx that cover
the highway path Px,d . Since each such mid-range edge is adjacent to some vertex in Tx , x learns
it by convergecast over Tx . Note that these subtrees are disjoint for different highway vertices,
hence these computations are done in parallel for all the subtrees Tx . In order to compute the
output of f on all mid-range edges (from case 2) that cover the tree edges on the highway, we
scan the highway from rS towards dS , letting all the vertices on the highway learn the relevant
output, one by one. For the edge {v, p(v)} where p(v) = rS is the root of the segment, this is the
output of f on mid-range edges adjacent to a vertex in TrS , and rS learns it. If p(v) = x 6= rS
this is the output of f on two types of mid-range edges: edges adjacent to a vertex in Tx and
edges that cover the path Pp(x),d . Vertex x knows the output of f on edges from the first
category, and it receives from its parent the output of f on edges of the second category: this
value is computed by its parent in the previous round. Applying f on both, results in the desired
output. The time complexity is proportional to the diameter of the segment, and we do these
√
computations in different segments in parallel which results in a time complexity of O( n) rounds.
At the end, each tree edge knows the value of f computed on short-range, mid-range and
long-range edges that cover it. Computing f on the outputs, results in the final output of f .
√
The whole computation takes O(D + n) rounds.

2.3.2

LCA labels

We next explain how to give the vertices of a tree T short labels of O(log n) bits, such that
given the labels of two vertices u and v we can infer their LCA. We start by observing that
the sequential labeling scheme for LCAs of Alstrup et al. [AGKR04] can be implemented in
the Congest model in O(h) rounds, where h is the depth of the tree T . Next, we show that
combining this with the segment decomposition from section 2.3.1 we can compute LCA labels
√
in O(D + n log∗ n) rounds, which is faster if h is large.
LCA labels in O(h) rounds. We use the labeling scheme for LCAs of Alstrup et al. [AGKR04].
This labeling scheme assigns labels of size O(log n) bits to the vertices of a rooted tree with n
vertices, such that given the labels of u and v it is possible to infer the label of their LCA. The
algorithm for computing the labels takes O(n) rounds in a centralized setting, and we observe
that it can be implemented in O(h) rounds in the distributed setting, where h is the depth of
the tree, as was also observed by [PT11]. This is because the algorithm consists of a constant
number of traversals of the tree, from the root to the leaves or vice versa. Thus, we have:
Lemma 2.8. Constructing the labeling scheme for LCAs of Alstrup et al. [AGKR04] takes O(h)
rounds.
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√
√
LCA labels in O(D + n log∗ n) rounds. The basic idea to get an O(D + n log∗ n)-round
√
√
complexity is to decompose the tree into O( n) segments of diameter O( n), and apply Lemma
√
2.8 on each one of the segments separately. As each segment has O( n) diameter, this only
√
takes O( n) time. Then, we use the labels computed together with the structure of the skeleton
tree to compute LCA labels in the tree T . We next describe this in detail.
√
Lemma 2.9. In O(D + n log∗ n) rounds, we can assign the vertices of a tree T labels of size
O(log n), such that given the labels of two vertices u and v, we can infer the label of their LCA.
√
√
Proof. We start by decomposing the tree into O( n) segments of diameter O( n) using Claim
√
2.3. This takes O(D + n log∗ n) rounds, and by the end all the vertices know the complete
structure of the skeleton tree TS . Next, we apply Lemma 2.8 on each one of the segments
separately, to obtain local labels. We next broadcast the following global information to all
√
vertices: for each segment (rS , dS ), the local labels of rS and dS . This takes O(D + n) time
using Claim 2.4.
We next define the LCA labels per vertex v. For a vertex v in the segment S, the label of v
is (S, `v ), where S = (rS , dS ) is the id of the segment S (that contains the root and descendant
of the segment), and `v is the local label of v computed in the segment S. If v is included in
more than one segment (which can only happen for vertices of the form rS , dS ), we can choose
S to be one of the segments that contain v. This label clearly has size O(log n).
To complete the proof, we need to show that given labels of two vertices u, v, we can infer
the label of their LCA. First, we look at the segments Su , Sv in the labels of u and v. If Su = Sv ,
u and v are in the same segment, and their LCA is in this segment. Its local label can be
computed from the local labels `u , `v . Hence, they can deduce the complete label of their LCA.
Otherwise, we divide into cases based on the connection between Su , Sv . As all vertices know
the complete structure of the skeleton tree, they can distinguish between the cases. One case is
that one of Su , Sv , say Su , is above Sv in the skeleton tree. Hence, the unique descendant du of
the segment Su is an ancestor of v. In this case, the LCA of u and v, is the LCA of u and du ,
which is in the segment Su (as the ancestor ru of the segment is an ancestor of both u, du ). Its
local label can be computed from the local labels `u , `du of u and du in the segment Su . The
local label of u is part of its label, and the local label of du is a global information known to all
vertices, hence u and v can infer the label of their LCA from their labels.
The last case is that Su and Sv are in different root to leaf paths in the tree, in this case, the
LCA of u and v is a vertex above their segments. Specifically, this is the LCA of the roots ru , rv
of the segments Su , Sv . ru and rv are vertices in the skeleton tree, and their LCA is their LCA
in the skeleton tree. As u, v know the complete stricture of the skeleton tree, they can compute
this vertex and its label (they know exactly in which segments it is included and its local labels
in all of them, and can choose one of them).

2.3.3

Layering

We next discuss a decomposition of a tree into layers, that is described also in [ACC+ 18]. We
show how to compute the decomposition and work with it in the Congest model. Intuitively,
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this layering is useful to extend an algorithm that works for a path to work on a general tree.
Following the terminology in [ACC+ 18], we say that a vertex is a junction if it has more
than one child in the tree. Each layer is composed of disjoint paths in the tree, as follows. The
first layer is composed of all the tree edges in the tree paths between a leaf to its lowest ancestor
that is a junction, or to the root if there is no junction in the tree. To define the second layer,
we first contract all the paths of the first layer, and get a new tree T2 . Note that several paths
with the same ancestor can be contracted to the same vertex. The second layer is composed
of all the tree paths between leaves in T2 to their first ancestors that are junctions in T2 . We
repeat in the same manner until the whole graph is contracted to one vertex. See Figure 2.2 for
an illustration. We next discuss a simple observation about the layering.

3

2
1
1

2

1

2

1
1

1

1

Figure 2.2: An illustration of the layering.
Claim 2.10. There are O(log n) layers in the decomposition.
Proof. Each time we contract the graph, the number of leaves decreases by a factor of 2. This
happens since any leaf in the contracted graph is an ancestor of at least two leaves in the previous
graph. Hence, after at most O(log n) iterations we are left with a single path, in one additional
iteration the process terminates.
Let layer(t) be the layer number of the tree edge t. Let P be a path in layer i. We call the
lowest vertex in this path, the leaf of the path, and denote it by leaf (P ). Each tree edge is part
of a path P is some layer i, we denote by leaf (t) the leaf of P where t ∈ P . We denote by L the
number of layers.
√
e
Computing the layers. We next describe how we compute the layers in O(D
+ n) time.
All the tree edges t would learn layer(t) and leaf (t), and all the vertices would learn if they are
the highest or lowest vertices in a path P in some layer, we call these vertices the root or leaf
vertices of P .
√
Claim 2.11. In O((D + n) log n) rounds, all the tree edges t know layer(t) and leaf (t), and
for each 1 ≤ i ≤ L, all the vertices know if they are the leaf or root vertices of a path P in layer
i.
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Proof. Our algorithm proceeds in O(log n) iterations, according to the layers. We start by
describing the first iteration. First, all the vertices learn if there is a junction in the subtree
rooted at them. For this, we use the decomposition described in Section 2.3.1. First, in each
segment locally we use a simple convergecast to solve the task: basically we scan the segment
from its leaves to the root, where each vertex informs its parent if in the subtree rooted at it
√
there is a junction. This takes O( n) rounds since this is the diameter of segments. Now, all
the vertices in the virtual tree, which are ancestors or descendants in a segment, let all the
vertices in the graph know if there is a junction in the subtree rooted at them in the segment,
or if they are junctions (this is relevant for the case that there is a vertex which is the root of
√
several segments). This takes O(D + n) rounds using Claim 2.4. Also, all the vertices know the
√
complete structure of the skeleton tree in O(D + n) rounds using Claim 2.3. A vertex v learns
if in the subtree Tv rooted at it there is a junction based on the local and global information.
If in the local part it learns that there is a junction in the subtree rooted at v in its segment,
it already has an answer. Otherwise, from the structure of the skeleton tree v knows which
segments are descendants of it (it has such descendants only if it is a vertex on the highway of
the segment), and if one of them has a junction in the subtree rooted at it in the segment or is
a junction in the skeleton tree. This allows v to learn if there is a junction in Tv . In a similar
way, all the vertices learn what is the id of the minimum leaf in the subtree rooted at them.
This again requires computing an aggregate function from the leaves to the root, that can be
computed similarly.

Given this information, we compute the first layer, as follows. A tree edge t = {v, p(v)} is in
the first layer iff in the subtree rooted at v there is no junction. In such case there is only one
leaf in the subtree rooted at v which is the leaf v learns about, and this is leaf (t). The leaves of
the first layer are exactly the leaves of the tree, and the roots of a path are all the junctions
p(v), where the tree edge {v, p(v)} is in the first layer. The leaves of the second layer are all the
junctions where all the tree edges from them to their children are in the first layer. Since all the
edges know if they are in the first layer, we can contract all the edges of the first layer to obtain
a new tree, and then run the same algorithm on this tree to compute the second layer. The new
leaves in this tree are the leaves of the second layer and junctions are vertices that at least two
of the edges from them to their children are not in the first layer. The vertices and edges that
were contracted do not participate in the algorithm. As for the skeleton tree, it may be the
case that complete segments are contracted, in this case the root of the segment knows about it
and can pass the information to the rest of the graph. However, if a segment is not completely
contracted, from the definition of the layers, all the segments above it are not fully contracted
as well. Hence, the algorithm works with a contracted version of the original skeleton tree that
is known to all the vertices. We run on the contracted graph exactly the same algorithm we run
for computing the first layer, which allows us computing the second layer. We continue in the
√
same manner to compute all the O(log n) layers, since each iteration takes O(D + n) rounds,
√
the complexity is O((D + n) log n) rounds.
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2.4
2.4.1

Algorithms for TAP and 2-ECSS
A 2-approximation for Unweighted TAP in O(h) rounds

We start by describing an O(h)-round 2-approximation algorithm, AT AP , for unweighted TAP.
Recall that in TAP, we are given a graph G and a spanning tree T of height h, and our goal is
to add to T a minimum cost augmentation A, such that T ∪ A is 2-edge-connected. The general
structure of AT AP is as follows.
1. It builds a related virtual graph G0 .
2. It finds an optimal augmentation A0 in G0 .
3. It converts it to a 2-approximation augmentation A in G.
The graph G0 is defined as in the sequential algorithm of Khuller and Thurimella [KT93].
After building G0 , we diverge from the approach of [KT93] since we cannot simulate it efficiently
in the distributed setting. Instead, AT AP finds an optimal augmentation in G0 , and converts
it to a 2-approximation augmentation in G. All the communication in the algorithm is on the
edges of the graph G, since G0 is a virtual graph. In order to simulate the algorithm on G we
use labels that represent the edges of G0 .
We next describe the algorithm. First, we describe how we build the virtual graph G0 , and
show that an optimal augmentation in G0 gives a 2-approximation augmentation in G. Later,
we describe the algorithm for finding an optimal augmentation in G0 .
Building G0 from G
AT AP starts by building a related undirected virtual graph G0 . Building G0 requires efficient
computation of lowest common ancestors (LCAs), which can be obtained using Lemma 2.8. This
allows to give the vertices of the graph short labels of size O(log n), such that given the labels of
u and v we can infer their LCA. The time for constructing the labels is O(h) rounds for a tree
of height h. AT AP starts by applying the labeling scheme, which takes O(h) rounds. We next
explain how we use it in order to build G0 .
The Graph G0 . We next describe the graph G0 . To simplify the presentation of the algorithm
it is convenient to give an orientation to the edges of G0 . However, we emphasize that G0 is an
undirected graph, that is, we do not address the notion of directed connectivity. The graph G0
is defined as follows (as in [KT93]). The graph G0 includes all the edges of T , and they are all
oriented towards the root r of T . For every non-tree edge e = {u, v} in G there are two cases
(see Figure 2.3):
1. If u is an ancestor of v in T , we add the edge {u, v} to G0 , oriented from u to v.
2. Otherwise, denote t = LCA(u, v). In this case we add to G0 the edges {t, u} and {t, v},
oriented from t to u and to v, respectively.
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Figure 2.3: There are two cases for every non-tree edge in G. The left graph shows the first
case, where the edge {u, v} is between an ancestor and a descendant in T . The right graph
shows the second case, where t = LCA(u, v).

Note that in the second case, the edges {t, u} and {t, v} added to G0 are not necessarily in
G, and therefore we cannot use them for communication. Hence, the rest of the communication
in the algorithm is only over the tree edges. In order to simulate the algorithm over G0 , it is
enough that each vertex knows only the tree edges incident to it (which is its input), and the
labels of the non-tree edges incoming to it in G0 .
In order to achieve this, each vertex v sends its label to all of its neighbors in G, and receives
their labels. From them, each vertex v computes the edges incoming to it in G0 using the labeling
scheme: for each edge e = {u, v} that is not a tree edge, v uses the labels of v and u in order to
compute t = LCA(u, v). If t = u, i.e., u is an ancestor of v in T , the edge {u, v} is incoming to
v in G0 . Otherwise t 6= u, and if t 6= v, the edge {t, v} is incoming to v in G0 . Since v knows the
labels of u and t, using LCA computations it learns the labels of all the edges incoming to it in
G0 .
The construction of G0 takes O(h) time, for constructing the labeling scheme by Lemma 2.8.
The rest of the computations take one round. This gives the following.
Lemma 2.12. Building G0 from G takes O(h) rounds.
The Correspondence between G and G0
We next show that an optimal augmentation in G0 corresponds to an augmentation in G with
size at most twice the size of an optimal augmentation.
To build G0 from G, for each edge e ∈ G that is not a tree edge, we added one or two
edges to G0 . These edges are the edges corresponding to e in G0 . Equivalently, for each such
edge ee ∈ G0 , the edge e is an edge corresponding to ee in G. An edge ee ∈ G0 may have several
corresponding edges in G. A non-tree edge e = {u, v} in G covers all the edges in the unique
path in T between u in v. We next show that the corresponding edges to e in G0 cover together
exactly the same tree edges as e. This allows us to show that an optimal augmentation in G0
gives a 2-approximation augmentation in G, when we replace each edge of the augmentation in
G0 by a corresponding edge in G.
Claim 2.13. If the non-tree edge e = {u, v} covers the tree edge e0 in G, then one of the edges
corresponding to e in G0 covers e0 in G0 .
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Proof. If e is in G0 the claim is immediate. Otherwise, the edges {t, u} and {t, v}, where
t = LCA(u, v), are the edges corresponding to e in G0 . The path from u to v in T is the union
of a simple path between u and t and another simple path from t to v, so the edge e0 must be
on one of these paths, hence one of the edges {t, u} or {t, v} covers it.
Claim 2.14. If the non-tree edge ee in G0 covers the tree edge e0 , and e is an edge corresponding
to ee in G, then e covers e0 in G.
Proof. If e = ee then the claim is immediate. Otherwise, ee = {t, u} for some t, u, and e = {u, v}
where t = LCA(u, v). The edge ee covers e0 in G0 , so e0 is on the unique path in T between t and
u. The unique path in T between u and v is the union of a simple path between u and t and
another simple path from t to v. In particular, the edge e = {u, v} covers the edge e0 in G, as
needed.
Assume that A0 is an augmentation in G0 , and A is the set of corresponding edges in G,
where each edge in A0 is replaced by a corresponding edge in G.
Corollary 2.15. A is an augmentation in G.
Proof. A0 is an augmentation so it covers all tree edges and hence from Claim 2.14, A covers all
tree edges, i.e., A is an augmentation in G.
Lemma 2.16. Assume that A0 is an α-approximation to the optimal augmentation in G0 , then
A is a 2α-approximation to the optimal augmentation in G.
Proof. Note that |A| ≤ |A0 | because each edge in A0 is replaced by one edge in A. Assume
that OP T is an optimal augmentation in G and OP T 0 is the set of corresponding edges in G0 ,
where each edge in G is replaced by the corresponding one or two edges in G0 . OP T covers
all tree edges, so OP T 0 covers all tree edges by Claim 2.13, i.e, it is an augmentation in G0 . It
holds that |OP T 0 | ≤ 2|OP T | because each edge is replaced by at most two edges. Moreover,
|A0 | ≤ α|OP T 0 | because A0 is an α-approximation to the optimal augmentation in G0 . We
conclude that
|A| ≤ |A0 | ≤ α|OP T 0 | ≤ 2α|OP T |.

Finding an Optimal Augmentation in G0
The goal of AT AP now is to find an optimal augmentation in G0 . In G0 all the edges that are
not tree edges are between an ancestor and a descendant of it in T . This allows us to compare
edges and define the notion of maximal edges. Intuitively, the notion of maximal edges would
capture our goal that during the algorithm, when we cover a tree edge, we would like to cover
it by an edge that reaches the highest ancestor possible, allowing us to cover many tree edges
simultaneously. This motivates the following definition. Let v be a vertex in the tree, and let
e = {u, w} and e0 = {u0 , w0 } be two edges between ancestors u, u0 of v and descendants w, w0
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of v. We say that e is the maximal edge among e and e0 if and only if u is an ancestor of u0 .
If u = u0 we can choose arbitrarily one of them to be the maximal edge. Among the edges
incoming to v, the maximal edge is the edge {u, v} from the ancestor u of v that is closest to
the root. Note that using the LCA labels of such edges e, e0 , a vertex v can learn which is the
maximal by computing LCA(u, u0 ). Moreover, using the labels of the edge e, a vertex v can
check if e covers the tree edge {v, p(v)} using LCA computations: it checks if v is an ancestor of
w and if u is an ancestor of p(v). In our algorithm, each time a vertex sends an edge e, it sends
the labels of e which allow these computations.
In order to cover all tree edges of G0 , we assign each vertex v 6= r in G0 with the responsibility
of covering the tree edge {v, p(v)}. The idea behind the algorithm is to scan the tree T from the
leaves to the root, and whenever a tree edge that is still not covered is reached, it is covered by
the vertex responsible for it, using the maximal edge possible.
The algorithm AAug for finding an optimal augmentation in G0 starts at the leaves of T and
works as follows:
• Each leaf v covers the tree edge {v, p(v)} by the maximal edge e incoming to v, it adds e
to the augmentation and sends e to its parent. We call this a necessary edge.
• Each internal vertex v receives from each of its children at most 2 edges: one is necessary
and one is optional. Denote by necv the maximal necessary edge received from v’s children,
and denote by optv the maximal edge among all the optional edges v receives from its
children and the edges incoming to v. There are two cases:
1. The tree edge {v, p(v)} is already covered by necv . In this case necv is the necessary
edge v sends to its parent. In addition, v sends to its parent optv as an optional edge.
2. The tree edge {v, p(v)} is not covered by necv . In this case v adds to the augmentation
the edge optv . From the definition of optv , it follows that it is the maximal edge that
covers {v, p(v)}. In this case optv is the edge v sends to its parent as a necessary
edge, and it does not send an optional edge. If optv is an optional edge received from
one of v’s children, v updates the relevant child that this edge is necessary and has
been added to the augmentation. It also updates its other children that their edges
are not necessary.
• When an internal vertex receives from its parent indication if the optional edge it sent is
necessary, it forwards the answer to the relevant child, if such exists.
• At the end, each vertex knows if the maximal edge incoming to it is necessary or not. The
augmentation consists of all the necessary edges.
Correctness Proof
Denote by A0 the solution obtained by AAug , and by A∗ an optimal augmentation in G0 .
Lemma 2.17. The algorithm AAug finds an optimal augmentation in G0 .
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Proof. First, A0 is an augmentation in G0 . Consider a tree edge e = {v, p(v)}. There are edges
in G that cover e because G is 2-edge-connected, hence from Claim 2.13 there are edges in G0
that cover e. Therefore, v adds such an edge in order to cover e, if it is not already covered by
necv .
Now we show that |A0 | ≤ |A∗ |, by showing a one-to-one mapping from A0 to A∗ . Since A0 is
an augmentation in G0 , it follows that A0 is an optimal augmentation.
When an edge e ∈ A0 is added to A0 in AAug , it is in order to cover some tree edge that is
still not covered, denote this edge by t(e). Let t(A0 ) be all such tree edges. We map e ∈ A0 to
an edge e∗ ∈ A∗ that covers t(e).
This mapping is one-to-one: assume to the contrary that there are two edges e1 , e2 ∈ A0 that
are mapped to the same edge e∗ ∈ A∗ . Note that e∗ is an edge between an ancestor and its
descendant in T that covers both t(e1 ) = {v1 , p(v1 )} and t(e2 ) = {v2 , p(v2 )}. Hence, t(e1 ) and
t(e2 ) are on the same path in the tree between an ancestor and its descendant. Assume that
t(e2 ) is closer to the root r on this path. Note that the tree edge t(e1 ) is not covered by necv1
since t(e1 ) ∈ t(A0 ). Hence, v1 adds the edge e1 in order to cover it, which is the maximal edge
possible. Since the edge e∗ covers both t(e1 ) and t(e2 ), it follows that e1 covers t(e2 ) as well,
contradicting the fact that t(e2 ) ∈ t(A0 ). This completes the proof that |A0 | ≤ |A∗ |.
We complete AT AP by replacing each edge in A0 by a corresponding edge in G.
Lemma 2.18. The time complexity of AT AP is O(h) rounds.
Proof. Building G0 from G takes O(h) rounds by Lemma 2.12. Finding an optimal augmentation
in G0 takes O(h) rounds as well: the algorithm AAug consists of two traversals of the tree,
from the leaves to the root, and vice versa. Hence, the total time complexity of AT AP is O(h)
rounds.
Theorem 2.19. There is a distributed 2-approximation algorithm for unweighted TAP in the
Congest model that runs in O(h) rounds, where h is the height of the tree T .
Proof. The algorithm AAug finds an optimal augmentation in G0 , as proven in Lemma 2.17. By
Lemma 2.16, this corresponds to an augmentation in G with size at most twice the optimal
augmentation of G. The time complexity follows from Lemma 2.18.

2.4.2

A 2-approximation for Weighted TAP in O(h) rounds

In this section, we prove Theorem 1.1.
Theorem 1.1. There is a distributed 2-approximation algorithm for weighted TAP in the
Congest model that runs in O(h) rounds, where h is the height of the tree T .
Our algorithm for weighted TAP, AwT AP , has the same structure of AT AP . It starts by
building the same virtual graph G0 , and then it finds an optimal augmentation in G0 . The only
difference in building G0 is that now each edge e is replaced by one or two edges in G0 with
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the same weight that e has. The proof that an optimal augmentation in G0 corresponds to an
augmentation in G with at most twice the cost of an optimal augmentation in G is the same as
in the unweighted case.
The difference is in finding an optimal augmentation in G0 . In the unweighted case, for each
vertex v, the only edge incoming to v in G0 that was useful for the algorithm was the maximal
edge. However, when edges have weights, potentially all the edges incoming to v may be useful
for the algorithm, and we can no longer use the notion of maximal edges in order to compare
edges. This is because of the tension between heavy edges that cover many edges of the tree,
and light edges that cover less edges of the tree. To overcome this obstacle, we introduce a new
technique of altering the weights of the edges we send in the algorithm.
Let minv be the weight of the minimum weight edge that covers {v, p(v)}. The intuition
behind our approach is that in order to cover the tree edge {v, p(v)} we must pay at least minv .
Thus, minv captures the cost of covering this tree edge. Therefore, before sending to its parent
information about relevant edges, v alters their weights by reducing from them the weight minv .
We show that altering the weights is crucial for selecting which edges to add to the augmentation,
and allows to divide the weight of an edge in a way that captures the cost for covering each tree
edge. In addition, we show that using this approach, sending information about at most h edges
from each vertex to its parent suffices for selecting the best edges for the augmentation.
We next describe our algorithm for finding an optimal augmentation in G0 . Later, we prove
the correctness of the algorithm and analyze its time complexity.
Finding an Optimal Augmentation in G0
Our algorithm consists of two traversals of the tree: from the leaves to the root and vice versa.
As in AAug , each vertex v is responsible for covering the tree edge {v, p(v)}.
In the first traversal, each vertex v computes the weight minv of the minimum weight edge
that covers the tree edge {v, p(v)} according to the weights of the edges it receives from its
children, and the weights of the edges incoming to it. It also computes the weights of the
minimum weight edges that cover the path from v to each of its ancestors u, according to the
weights v receives in the algorithm. Then, v subtracts minv from the weights of these edges,
and sends them to its parent with the altered weights.
In the second traversal, we scan the tree from the root to the leaves. Each child v of r adds
to the augmentation the edge having weight minv . It informs the relevant child who sent it, if
exists, and informs its other children it did not add their edges. Each internal vertex v receives
from its parent a message that indicates whether one of the edges it sent was added to the
augmentation by one of its ancestors or not. In the former case, v learns that this edge was
added to the augmentation and forwards the message to the relevant child who sent it, if such
exists. Otherwise, the tree edge {v, p(v)} is still not covered, and v adds to the augmentation
the edge having weight minv . It informs the relevant child who sent it, if exists, and informs its
other children that their edges were not added to the augmentation.
A description of the algorithm is given in Algorithm 2.1. For simplicity of presentation, we
start by describing an algorithm which takes O(h2 ) rounds. Later, in Section 2.4.2, we explain
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how using pipelining we improve the time complexity to O(h) rounds.
Algorithm 2.1 Finding an Optimal Augmentation in G0
The code is for every vertex v 6= r
Initialization:
ev,u ← the minimum weight edge incoming to v that covers the path between v and its
ancestor u or ⊥ if there is no such edge.
3: wv (u) ← w(ev,u ) for each ancestor u of v such that ev,u 6= ⊥, and wv (u) ← ∞ otherwise.
4: Av ← the union of v and its children in T .
5: Augv ← ∅
1:
2:

6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:

First Traversal:
if v is a leaf then
for each ancestor u of v: senderv (u) ← v
else
wait for receiving wv0 (u) for all ancestors u of v, from each child v 0 of v
for each ancestor u of v: wv (u) ← minv0 ∈Av wv0 (u), senderv (u) ← argminv0 ∈Av wv0 (u)
end if
minv ← wv (p(v))
for each ancestor u of v: wv (u) ← wv (u) − minv
for each ancestor u 6= p(v) of v send (u, wv (u)) to p(v)
Second Traversal:
u ← p(v)
if v is not a child of r then
wait for a message m from p(v)
if m 6= ⊥ then u ← m
end if
end if
s ← senderv (u)
if s = v then
Augv ← Augv ∪ {ev,u }
else
send u to s
end if
for each child v 0 6= s of v send ⊥ to v 0

Technical Details: We assume in the algorithm that each vertex knows all the ids of its
ancestors in T . We justify it in the next claim. Note that when we construct G0 , if {u, v} is an
edge between an ancestor u and its descendant v in T , v learns the label of u according to the
LCA labeling scheme and not the id of u. However, once v learns about the ids and labels of all
its ancestors, it knows the id of u as well, and can use it in the algorithm.
Claim 2.20. All the vertices can learn the ids and labels of all their ancestors in O(h) rounds.
Proof. In order to do this, at the first round each vertex sends to its children its id and label.
In the next round, each vertex sends to its children the id and label it received in the previous
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round, and we continue in the same way until each vertex learns about all its ancestors. Clearly,
after h rounds each vertex learns all the ids and labels of all its ancestors.
Claim 2.21. If a vertex v adds ev,u to Augv in line 25 of its algorithm, then ev,u 6= ⊥.
Proof. Since G0 is 2-edge-connected, we can cover all tree edges by edges from G0 . Hence, the
minimum weight of an edge that covers some tree edge is never infinite. It follows that if a
vertex v adds ev,u to Augv , then ev,u 6= ⊥.
Correctness Proof
The challenge in establishing the correctness of our algorithm lies in the fact that the vertices use
altered weights rather than the original ones. Nevertheless, we show that our intuition behind
choosing these altered weights faithfully captures the essence of finding an augmentation in the
weighted case.
Lemma 2.22. Algorithm 2.1 finds an optimal augmentation in G0 .
Proof. Note that the solution obtained by the algorithm is an augmentation of G0 because each
vertex v adds an edge in order to cover the tree edge {v, p(v)} if it is not already covered by an
edge which one of its ancestors decides to add to the augmentation.
We next show that the augmentation is optimal. The key ingredient we use in our proof is
giving costs to the edges of T such that the sum of the costs is equal to both the cost of the
solution obtained by the algorithm and the cost of an optimal augmentation of G0 . Hence, we
conclude that the cost of the solution obtained by the algorithm is optimal.
Giving costs to the edges of T : Fix a vertex v 6= r and let t = {v, p(v)}. We define
c(t) = minv (the value of wv (p(v)) in line 13 of the algorithm).
For an edge e = {u, x} that covers t, such that u is an ancestor of x in T , let P be the path
of tree edges between x and p(v) in T . Note that the path P is defined with respect to t and
e. For a vertex v 0 such that {v 0 , p(v 0 )} ∈ P , let Pv0 be the path of tree edges between x and v 0 .
Note that minv is the weight of the minimum weight edge covering the tree edge t = {v, p(v)}
according to the weights v receives in the algorithm. Denote this edge by ev .
P
Claim 2.23. w(ev ) = t0 ∈P c(t0 ), where P is the path defined by t = {v, p(v)} and ev .
Proof. Let ev = {u, x}, where u is an ancestor of x in T . For each vertex v 0 on the path between
x and v, ev is the minimum weight edge covering the path between v 0 and its ancestor p(v),
according to the weights v 0 receives in the algorithm, as otherwise we get a contradiction to the
definition of ev . Each vertex on this path reduces minv0 from the weight of ev it receives before
sending it to its parent. Denote by V 0 all the vertices on the path between x and v, excluding v.
It follows that
X
X
minv0 = w(ev ) −
c(t0 ),
c(t) = minv = w(ev ) −
v 0 ∈V 0

which gives w(ev ) =

P

t0 ∈P

c(t0 ).
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t0 ∈Pv

Claim 2.24. For each edge e that covers t, it holds that w(e) ≥
defined by t and e.

P

t0 ∈P

c(t0 ), where P is the path

Proof. Let e = {u, x} be an edge that covers t = {v, p(v)} where u is an ancestor of x in T .
Denote by Pv = {x = v1 , ..., vk = v} the path of tree edges between x and v in T . We prove by
induction that
X
wvi (p(v)) ≤ w(e) −
c(t0 ),
t0 ∈Pvi

where wvi (p(v)) is the value obtained in line 11 of the algorithm of vi (or at the initialization if
vi is a leaf).
For i = 1, let ev1 ,p(v) be the minimum weight edge incoming to v1 that covers the path
between v1 and p(v) in T . Note that w(ev1 ,p(v) ) ≤ w(e) because e is an edge incoming to v1
that covers the path between v1 and p(v). The value of wv1 (p(v)) is the weight of the minimum
weight edge covering the path between v1 and p(v), according to the weights v1 receives. In
particular, wv1 (p(v)) ≤ w(ev1 ,p(v) ), and therefore wv1 (p(v)) ≤ w(e). Since Pv1 is an empty path,
P
we have t0 ∈Pv c(t0 ) = 0, which gives
1

wv1 (p(v)) ≤ w(e) −

X

c(t0 ).

t0 ∈Pv1

Assume the claim holds for i, and we prove it holds for i + 1. Denote by ti the tree edge
{vi , vi+1 }. Note that vi sends to vi+1 the message (p(v), wvi (p(v)) − minvi ) since it reduces
minvi from the value of wvi (p(v)) before sending it to its parent. The value of wvi+1 (p(v)) is
the weight of the minimum weight edge covering the path between vi+1 and p(v), according
to the weights vi+1 receives. In particular, wvi+1 (p(v)) ≤ wvi (p(v)) − minvi . By the induction
P
hypothesis wvi (p(v)) ≤ w(e) − t0 ∈Pv c(t0 ), which gives
i

wvi+1 (p(v)) ≤ w(e) −

X

c(t0 ) − minvi = w(e) −

t0 ∈Pvi

X

c(t0 ).

t0 ∈Pvi+1

For i = k we get
c(t) = wv (p(v)) ≤ w(e) −

X

c(t0 ),

t0 ∈Pv

which implies that w(e) ≥

P

t0 ∈P

c(t0 ), as claimed.

Claim 2.25. The sum of the costs of the edges of T is equal to the cost of the solution obtained
by the algorithm.
Proof. We map each edge e added to the augmentation to a path Pe of tree edges, such that:
(I) The paths that correspond to different augmentation edges are disjoint, and their union is
the entire tree T . That is, Pe ∩ Pe0 = ∅ for e 6= e0 , and ∪Pe = T .
(II) The weight of e is equal to the sum of costs of tree edges in the corresponding path, i.e.,
P
w(e) = t0 ∈Pe c(t0 ).
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Let e = {u, x} be an edge added to the augmentation, such that u is an ancestor of x in T . Let
v be the vertex that decides to add e to the augmentation. Note that v decides to add e to the
augmentation because it covers the tree edge {v, p(v)}, which is not covered yet by an edge that
one of v’s ancestors decides to add to the augmentation. We map e to the tree path Pe that
consists of all the tree edges on the path between x and p(v). Note that e covers all the edges
on this path (and it may also cover other tree edges, on the path between p(v) and u in T ).
This divides the tree edges to disjoint paths because the vertices on the path between x and
p(v) do not decide to add other edges to the augmentation, since all the relevant tree edges are
already covered by e. In addition, these paths include all tree edges because the edges added to
the augmentation cover all tree edges. This proves (I).
Note that v adds e to the augmentation because the tree edge {v, p(v)} is not covered yet.
So v chooses e because it is the minimum weight edge ev that covers {v, p(v)}. By Claim 2.23,
P
it holds that w(ev ) = t0 ∈P c(t0 ) where P = Pe is the path of tree edges between x and p(v).
This proves (II). (I) and (II) complete the proof that the cost of all the edges added to the
augmentation is equal to the sum of costs of the edges in T .
Claim 2.26. The cost of any augmentation of G0 is at least the sum of costs of the edges of T .
Proof. Let A be an augmentation in G0 . We map a subset of edges E 0 ⊆ A to paths {Pe0 }e∈E 0 in
T such that:
(I) The paths that correspond to different edges are disjoint, and their union is the entire
tree T .
(II) The weight of an edge e ∈ E 0 is at least the sum of costs of tree edges on the path Pe0 .
We cover tree edges by edges from A as follows. While there is a tree edge that is still not
covered, we choose a tree edge {v, p(v)} that is still not covered and is closest to the root r,
where initially p(v) = r. Since A is an augmentation, there is an edge e = {u, x} in A such that
u is an ancestor of x in T and e covers {v, p(v)}. We map e to the tree path Pe0 between x and
p(v). The edge e covers all the tree edges on this path, and may cover additional edges closer to
the root that are already covered by other edges from A. We continue in the same manner until
all the tree edges are covered. From the construction, the paths are disjoint and include all tree
edges, proving (I).
P
From Claim 2.24, it holds that w(e) ≥ t0 ∈P c(t0 ) where P = Pe0 is the path of tree edges
between x and p(v), proving (II).
To conclude, the cost of all the edges in A is at least the sum of costs of all the edges of
T . Note that there might be edges from A that are not mapped to paths in T , which can only
increase the cost of A.
From Claims 2.25 and 2.26 we have that the cost of the augmentation obtained by the
algorithm is smaller or equal to the cost of any augmentation of G0 , hence the solution obtained
by the algorithm is optimal. This completes the proof of Lemma 2.22.
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Time analysis
We next analyze the time complexity of the algorithm. In the second traversal of the tree, each
parent sends to each of its children one message, which takes O(h) rounds. In the first traversal
of the tree, each vertex sends to its parent at most h edges. If each vertex waits to receive all
the messages from its children, before sending messages to its parent, it would result in a time
complexity of O(h2 ) rounds. However, using pipelining we get a time complexity of O(h) rounds.
To show this, we carefully design each vertex v to send the messages (u, wv (u)) in increasing
order of heights of its ancestors.
The main intuition is that although each vertex v may receive h different messages from
each of its children during the algorithm, in order for v to send to its parent p(v) the message
concerning an ancestor u, the vertex v only needs to receive one message from each of its children
concerning the ancestor u. Hence, if all the vertices send the messages according to increasing
order of heights of their ancestors, we can pipeline the messages and get a time complexity of
O(h) rounds. We formalize this intuition in the next lemma.
Lemma 2.27. If all the vertices send the messages according to increasing order of heights of
their ancestors, the following holds. A vertex v at height i sends to its parent until round i + j
the message (u, wv (u)) such that u is an ancestor of v at height j.
Proof. We prove the lemma by induction. For a vertex at height 0 (a leaf) the claim holds since
v sends the messages according to increasing order of heights. We assume that the claim holds
for each vertex at height at most i − 1, and show that it also holds for each vertex v at height i.
If j ≤ i the claim holds trivially, since v does not have ancestors at height j. We assume
that the claim holds for i and j − 1 and we show that it also holds for i and j. Let v be a vertex
at height i, and let u be an ancestor of v at height j. Note that by the induction hypothesis, by
round i − 1 + j all the children v 0 of v already sent to v the messages (u, wv0 (u)). Therefore,
v can compute wv (u) ← minv0 ∈Av wv0 (u). Note that by round i + j − 1, v already sent all the
messages concerning ancestors at height at most j − 1 and sends the message concerning u
to its parent until round i + j as needed (in the case that u = p(v) no message is sent in the
algorithm). Note that v also knows and sends the new weight wv (u): denote by i0 the height of
the parent of v (i < i0 ), then each other ancestor of v is at height greater than i0 . Until round
i + i0 , v knows minv = wv (p(v)), so for all the relevant values of j (i0 ≤ j) it can compute the
new weight wv (u) ← wv (u) − minv until round i + j.
From the lemma we get that by round 2h all the children of r learn about the minimum
weight edge that covers the tree edge between them and r, so the first traversal is completed
after O(h) rounds. It follows that the overall time complexity of the algorithm is O(h) rounds
as needed, giving the following.
Lemma 2.28. Algorithm 2.1 completes in O(h) rounds.
Theorem 1.1. There is a distributed 2-approximation algorithm for weighted TAP in the
Congest model that runs in O(h) rounds, where h is the height of the tree T .
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Proof. By Lemma 2.22, Algorithm 2.1 finds an optimal augmentation in G0 . Its time complexity
is O(h) rounds by Lemma 2.28. This augmentation corresponds to an augmentation in G with
cost at most twice the cost of an optimal augmentation of G by Lemma 2.16 (the proof is for
the unweighted case, but the same proof shows it holds for the weighted case as well). Building
G0 is the same as in the unweighted case and takes O(h) rounds by Lemma 2.12.

2.4.3

Applications for 2-ECSS and more

In this section, we discuss applications of our algorithms, and show they provide efficient algorithms for additional related problems.
Minimum Weight 2-Edge-Connected Spanning Subgraph: Recall that in the minimum weight 2-edge-connected spanning subgraph problem (2-ECSS), the input is a 2-edgeconnected graph G, and the goal is to find the minimum weight 2-edge-connected spanning
subgraph of G. Using AT AP we have the following.
Theorem 1.2. There is a distributed 2-approximation algorithm for unweighted 2-ECSS in the
Congest model that completes in O(D) rounds.
Proof. We apply AT AP on G and a BFS tree T of G. Finding a BFS tree takes O(D) rounds
[Pel00], and AT AP takes O(D) rounds since T is a BFS tree. The size of the augmentation Aug
is at most n − 1 because in the worst case we add a different edge in order to cover each tree
edge. Hence, T ∪ Aug is a 2-edge-connected subgraph with at most 2(n − 1) edges. Note that
any 2-edge-connected graph has at least n edges, which implies a 2-approximation, as claimed.
The above algorithm has a better time complexity compared to the algorithm of [KMNR07],
which finds a 32 -approximation to 2-ECSS in O(n) rounds. In the algorithm of [KMNR07], the
augmented tree T is a DFS tree rather then a BFS tree. The same proof of [KMNR07, KV94]
gives that if we apply AT AP on G and a DFS tree we also obtain a 32 -approximation to 2-ECSS
in O(n) rounds. For weighted 2-ECSS, using AwT AP gives the following.
Theorem 2.29. There is a distributed 3-approximation algorithm for weighted 2-ECSS in the
√
Congest model that completes in O(hM ST + n log∗ n) rounds, where hM ST is the height of
the MST.
Proof. We follow the same approach of [KMNR07]. We start by constructing an MST, which
√
takes O(D + n log∗ n) rounds [KP98b], and then we augment it using AwT AP in O(hM ST )
rounds.2 Let w(A) be the weight of an optimal solution A to weighted 2-ECSS. Since both
the MST and an optimal augmentation have weights at most w(A), and since our algorithm
for weighted TAP gives a 2-approximation, this approach gives a 3-approximation for weighted
2-ECSS.
2

We assume that the MST is unique. Otherwise, hM ST is the height of the MST we construct.
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This algorithm has a better time complexity compared to the algorithm of [KMNR07], which
takes O(n log n) rounds, with the same approximation ratio.
Increasing the Edge-Connectivity from 1 to 2: AwT AP is a 2-approximation algorithm
for TAP, but can also be used to increase the connectivity of any spanning subgraph H of G
from 1 to 2. In order to do so, we start by finding a spanning tree T of H. Note that it is not
enough to apply AT AP on T and take the augmentation obtained, since edges from H can be
added to the augmentation with no cost. Hence, we apply AwT AP on G and T , where we set
the weights of all the edges of H to be 0. The augmentation Aug we obtain is a set of edges
such that T ∪ Aug is 2-edge-connected, which also implies that H ∪ Aug is 2-edge-connected.
In addition, its cost is at most twice the cost of an optimal augmentation of H, because any
augmentation of H corresponds to an augmentation of T with the same cost, and Aug is a
2-approximation to the optimal augmentation of T . The time complexity is O(DH ) rounds
where DH is the diameter of H, since finding a spanning tree T of H takes O(DH ) rounds and
applying AwT AP takes O(DH ) rounds because it is the height of T .
Verifying 2-Edge-Connectivity: The algorithm AT AP can be used in order to verify if a
connected graph G is 2-edge-connected in O(D) rounds, where at the end of the algorithm all
the vertices know if G is 2-edge-connected.3 We start by building a BFS tree T of G and then
apply AT AP to G and T . Note that when we find an optimal augmentation in G0 by AAug , each
vertex v is responsible to cover the tree edge {v, p(v)}. If the graph G is 2-edge-connected, all the
edges can be covered. If the graph G is not 2-edge-connected, then there is a tree edge {v, p(v)}
that is a bridge in the graph, and hence cannot be covered by any edge in G. In such a case, v
identifies that it cannot cover the edge and hence the graph is not 2-edge-connected. Therefore,
after scanning the tree from the leaves to the root in AAug , we can distinguish between these two
cases, which takes O(D) rounds. The root r can distribute the information to all the vertices in
O(D) rounds as well.

2.4.4

√
e
O(D+
n)-round O(log n)-approximation for Weighted TAP and 2-ECSS

√
e
In this section, we describe our O(D+
n)-round O(log n)-approximation algorithms for weighted
TAP and 2-ECSS, showing the following.
Theorem 1.3. There are distributed algorithms for weighted TAP and weighted 2-ECSS in the
√
Congest model that guarantee an approximation ratio of O(log n), and take O((D + n) log2 n)
rounds w.h.p.
Our algorithm for 2-ECSS starts by building an MST, T , and then augments its connectivity
to 2 using a new algorithm for weighted TAP. We start by describing the general structure of
the weighted TAP algorithm. Next, we explain how to implement it efficiently based on the
3

A verification algorithm with the same complexity can also be deduced from the edge-biconnectivity algorithm
of Pritchard [Pri05].
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decomposition of the graph into segments from Section 2.3.1. Then, we give the approximation
ratio analysis, and analyze the number of iterations in the algorithm.
Our weighted TAP algorithm follows the framework described in Section 2.2. In the algorithm
we maintain a set of edges A that contains all the edges added to the augmentation. Recall that
for a non-tree edge e = {u, v}, we denote by Se the set of tree edges covered by e, which are
exactly all the tree edges in the unique tree path between u and v. In addition, Ce is the set of
tree edges in Se that are still not covered by edges added to A, and the cost-effectiveness of a
|Ce |
non-tree edge is ρ(e) = w(e)
. If w(e) = 0, ρ(e) is defined to be ∞. However, at the beginning
of the algorithm we add to A all the edges with weight 0, so in the rest of the algorithm we
compute cost-effectiveness only for edges where w(e) 6= 0.
Our algorithm proceeds in iterations, where in each iteration the following is computed:

1. Each non-tree edge e 6∈ A computes its rounded cost-effectiveness ρ̃(e).
2. Each non-tree edge e 6∈ A with maximum rounded cost-effectiveness is a candidate.
3. Each candidate e chooses a random number re ∈ {1, ..., n8 }.
4. Each uncovered tree-edge that is in the set Ce for at least one of the candidates e,
votes for the first of these candidates, according to the order of the values re . If there
is more than one candidate with the same minimum value, it votes for the one with
minimum ID.
5. Each candidate e which receives at least

|Ce |
8

votes from edges in Ce is added to A.

6. Each tree edge learns if it is covered by edges added to A. If all the tree edges are
covered, the algorithm terminates, and the output is all the edges added to A during
the algorithm.
√
We next describe how to implement each iteration in O(D + n) rounds. Later, we show
that the algorithm guarantees an O(log n)-approximation, and that the number of iterations
is O(log2 n) w.h.p. In our algorithm there are two main types of computation: Each tree edge
learns information related to all the edges that cover it (which is the first candidate that covers
it, is it covered), and each non-tree edge learns information related to the edges it covers in
the tree (how many edges in Se are not covered, how many edges vote for it). To compute it
efficiently, we use the segment decomposition from Section 2.3.1, that allows efficient routing of
information from tree edges to non-tree edges that cover them and vice verse. We first construct
√
the decomposition which takes O(D + n log∗ n) rounds by Claim 2.3. Given the decomposition,
√
we show how to implement each iteration in O(D + n) time.
Lemma 2.30. Each iteration takes O(D +

√

n) rounds.
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Proof. We start by discussing a few simple parts of the algorithm. First, note that after each
edge knows its cost-effectiveness, computing the maximum rounded cost-effectiveness takes
O(D) rounds using the BFS tree, which allows all edges know if they are candidates in Line 2.
Computing the values re in Line 3 is a completely local task. In addition, after each tree edge
knows if it is covered in Line 6, learning if all the edges are covered takes O(D) rounds. We
next explain how to implement the rest of the algorithm.
Computing cost-effectiveness. In Line 1 of the algorithm, each non-tree edge computes
its rounded cost-effectiveness. We next explain how all the non-tree edges compute simultaneously their cost-effectiveness. Rounding the values is a completely local task. To compute
cost-effectiveness, each non-tree edge e should learn how many tree edges in Se are still not
covered. Before this computation, each tree edge knows if it is covered or not. This holds
during the algorithm, since tree edges learn it at the end of the previous iteration (see Line
6). At the beginning of the algorithm we add to the augmentation all the edges of weight 0
and each tree edge should learn if it is covered by an edge of weight 0. To learn it we apply
the computation of Line 6 also before the first iteration. Given that each tree edge knows if it
is covered, computing how many tree edges in Se are still not covered is clearly an aggregate
function: a sum of uncovered edges in Se . Hence, all non-tree edges e simultaneously can
√
compute their cost-effectiveness in O(D + n) rounds using Claim 2.5.
Learning the optimal edge that covers a tree edge. We next explain how all the tree
edges learn simultaneously information related to all the non-tree edges that cover them. We
need this twice in the algorithm. First, in Line 4, when each tree edge needs to learn which
is the first candidate that covers it (all the non-tree edges know if they are candidates, and
what is their number after Line 3). Second, in Line 6, when a tree edge needs to learn if it is
covered by an edge added to the augmentation (the non-tree edges know if they were added
to the augmentation after Line 5). This can be seen as learning which is the first edge that
covers it from those added to the augmentation, if such exists. (When edges are represented
as ordered pairs, and we compare them according to the ids of their vertices in lexicographic
order). Note the in both cases, tree edges need to learn an aggregate function of the non-tree
edges that cover them: the first candidate (in Line 4) - which is a minimum computation, or the
first from the edges added to the augmentation (in Line 6) - which is a minimum over edges in
√
A. Hence, both can be computed in O(D + n) rounds using Claim 2.6.
Computing the number of votes. In Line 5 of the algorithm, each candidate computes
the number of votes it receives from edges in Ce , note that |Ce | was computed in the costeffectiveness computation. After Line 4, each tree edge t knows which is the first candidate that
covers it, if such exists, denote it by mt . Computing the number of votes is similar to computing
the cost-effectiveness. When computing cost-effectiveness, each non-tree edge computed how
many tree edges in Se are still not covered. Now each of the candidates computes how many
of these edges vote for it. This is not exactly an aggregate function of the tree edges in Se
(because each non-tree edge e wants to compute the votes for e, which is different between
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different non-tree edges), however a similar argument works for this case as well. We follow the
ideas described in the proof of Claim 2.5, and refer the reader to this proof for more details. As
explained in the proof of Claim 2.5, the non-tree edge e = {v, u} covers paths in the segments of
v and of u as well as highway edges in different segments. We use the terminology long-range
edge, for a non-tree e = {u, v} that covers a tree edge t and both u and v are outside the segment
of t. The edge t votes for the long-range edge e only if e is the first long-range edge that covers
the highway of the segment of t, and if the long-range edge is the first edge that covers t. Hence,
in order to compute how many highway edges of different segments vote for e it is enough that
all the vertices learn which is the first long-range edge that covers the highway of each segment,
and for how many edges of the highway of each segment the long-range edge is the first edge that
covers them, denote this number by mS for a segment S. During the computation in Line 4, all
the vertices learn which is the first long-range edge that covers each segment, this follows from
the proof of Claim 2.6. Then, on each segment, the root of the segment learns mS by a simple
scan of the highway (since all the tree edges know which is the first edge that covers them).
Now all the vertices learn all the values (S, mS ). In addition, each vertex v in the segment S
learns the values (t, mt ) for all the tree edges in the highway of S, and in the paths Pv,rS , Pv,dS .
√
All the vertices learn this information in O(D + n) rounds using Claim 2.4. Now all the
non-tree edges can learn how many tree edges vote for them following the same case analysis as
√
in the proof of Claim 2.5. The overall time complexity is O(D + n) rounds.
Approximation ratio analysis
In this section, we show that our algorithm for weighted TAP guarantees an O(log n)-approximation.
Some elements of our analysis have similar analogues in the classic analysis of the greedy set
cover algorithm [Joh74, Chv79, Lov75]. We also used similar ideas in a recent algorithm for the
minimum 2-spanner problem [CD18] (see Section 3.5).
Let A be the set of edges added to the augmentation by the algorithm. When the algorithm
ends, all the tree edges are covered, hence T ∪ A is 2-edge-connected. We show that w(A) ≤
O(log n)w(A∗ ), where A∗ is an optimal augmentation.
To show the approximation ratio, we assign each edge t ∈ T a value cost(t) such that the
sum of the costs of all edges is closely related both to w(A) and w(A∗ ), by satisfying
w(A) ≤ 8

X

cost(t) ≤ O(log n)w(A∗ ),

t∈T

which implies our claimed approximation ratio.
For a tree edge t, let i be the iteration in which t is first covered in the algorithm. The edge
t may be covered by a candidate edge e that it votes for and is added to A at iteration i. In
1
this case, we set cost(t) = ρ(e)
, where ρ(e) is the cost-effectiveness of the edge e at iteration i.
Another option is that t is covered by other edges added to A at iteration i, or at the beginning
of the algorithm since it is covered by an edge of weight 0. In these cases, we set cost(t) = 0.
We first show the left inequality above.
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Lemma 2.31. w(A) ≤ 8 ·

P

t∈T

cost(t).

Proof. Let e be an edge with non-zero weight that is added to A at iteration i, and let ρ(e) be
the cost-effectiveness of e at iteration i. Recall that we add e to A since it gets at least |C8e |
votes from the tree edges it covers. Denote by V otes(e) the set of tree edges that vote for e at
1
iteration i. For each t ∈ V otes(e), we defined cost(t) = ρ(e)
, which gives,
X

1
|Ce |
w(e) |Ce |
w(e)
·
=
·
=
.
ρ(e)
8
|Ce |
8
8

cost(t) ≥

t∈V otes(e)

P
Hence, for each e ∈ A, w(e) ≤ 8 · t∈V otes(e) cost(t) (for an edge with weight 0, this holds
trivially). For each tree edge t, there is at most one edge e ∈ A such that t ∈ V otes(e), since t
votes for at most one edge at the iteration in which it is covered. Hence, we get
w(A) =

X

w(e) ≤ 8 ·

e∈A

X

X

cost(t) ≤ 8 ·

e∈A t∈V otes(e)

X

cost(t).

t∈T

This completes the proof of Lemma 2.31.
P
∗
Lemma 2.32.
t∈T cost(t) ≤ O(log n)w(A ).
Proof. Consider an edge e ∈ A∗ and let (t1 , ..., t` ) be the sequence of tree edges covered by e
according to the order in which they are covered in the algorithm. Assume first that w(e) 6= 0.
`
The cost-effectiveness of e at the beginning of the iteration in which t1 is covered is w(e)
. All
the candidates that cover t1 have maximum rounded cost-effectiveness. In particular, the
`
cost-effectiveness of the edge that covers t1 is at least 2w(e)
. Hence, cost(t1 ) ≤ 2w(e)
` . Similarly,
the cost-effectiveness of e at the beginning of the iteration in which tj is covered is at least
which gives cost(tj ) ≤
`
X

2w(e)
`−j+1 .

`−j+1
w(e) ,

This gives,

cost(tj ) ≤ 2w(e) ·

j=1

`
X
j=1

1
= O(log `)w(e) = O(log n)w(e).
`−j+1

The last equality is because the number of tree edges ` covered by e is at most n.
For an edge e ∈ A∗ such that w(e) = 0, note that cost(t) = 0 for all the edges covered by e,
since they are all covered at the beginning of the algorithm without voting for any candidate.
P
Hence, we get in this case `j=1 cost(tj ) = 0 = O(log n)w(e).
Recall that Se is the set of tree edges covered by the edge e. Since A∗ is an augmentation,
every edge t ∈ T is covered by at least one edge e ∈ A∗ . Summing over all the edges in A∗ we
get,
X
X X
X
cost(t) ≤
cost(t) ≤ O(log n)
w(e) = O(log n)w(A∗ ).
t∈T

e∈A∗ t∈Se

e∈A∗

This completes the proof.
P
In conclusion, we get w(A) ≤ 8 t∈T cost(t) ≤ O(log n)w(A∗ ), which completes the proof of
the O(log n)-approximation ratio for weighted TAP, giving the following lemma.
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Lemma 2.33. The approximation ratio of the weighted TAP algorithm is O(log n).
Analyzing the number of iterations
We next show that the number of iterations of our weighted TAP algorithm is O(log2 n) w.h.p.
The analysis is based on a potential function argument which is described in [JRS02, RV98] for
the set cover and minimum dominating set problems.
Let ρ̃ be the maximum rounded cost-effectiveness at the beginning of iteration i. We define
P
the potential function φ = e:ρ̃(e)=ρ̃ |Ce |, where Ce are the edges in Se that are still not covered
by A at the beginning of iteration i. We say that an iteration is legal if the random numbers re
chosen by the candidates in this iteration are different. The following lemma shows that if the
value of ρ̃ does not change between iterations, and the iterations are legal, the potential function
φ decreases by a multiplicative factor between iterations in expectation. The proof follows the
lines of the proofs in [JRS02, RV98], and is included here for completeness.
Lemma 2.34. If φ and φ0 are the potentials at the beginning and end of a legal iteration, then
E[φ0 ] ≤ c · φ for some positive constant c < 1.
In order to prove Lemma 2.34 we need the following definitions. Let s(t) be the number of
candidates that cover the tree edge t. For a candidate e, we sort the tree edges in Ce according
to s(t) in non-increasing order. Let T (e) and B(e) be the sets of the first d|Ce |/2e edges, and
the last d|Ce |/2e edges in the sorted order, respectively. Indeed, if |Ce | is odd, the sets T (e) and
B(e) share an edge. For a pair (e, t), where e is a candidate that covers t, we say that (e, t) is
good if t ∈ T (e). We next show that if t ∈ T (e) chooses e in a legal iteration, then the edge e is
added to A with constant probability.
Claim 2.35. Let i be a legal iteration. If t, t0 are both covered by e in iteration i, and s(t) ≥ s(t0 ),
then P r[t0 chooses e|t chooses e] ≥ 21 .
Proof. Let Nt , Nt0 , Nb be the number of candidates that cover t but not t0 , t0 but not t, and both
t and t0 , respectively.
P r[t and t0 choose e]
=
P r[t chooses e|t chooses e] =
P r[t chooses e]
0

1
Nt +Nt0 +Nb
1
Nt +Nb

=

|Nt | + |Nb |
.
|Nt | + |Nt0 | + |Nb |

It holds that Nt ≥ Nt0 since s(t) ≥ s(t0 ). This gives,
P r[t0 chooses e|t chooses e] =

|Nt | + |Nb |
1
|Nt | + |Nb |
≥
≥ .
|Nt | + |Nt0 | + |Nb |
2|Nt | + |Nb |
2

Claim 2.36. If (e, t) is a good pair in a legal iteration i, then P r[e is chosen|t chooses e] ≥ 13 .
Proof. Assume that t chooses e. Denote by X the number of edges in B(e) that choose e, and
let X 0 = |B(e)| − X. Note that t ∈ T (e) since (e, t) is good, therefore s(t) ≥ s(t0 ) for any edge
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t0 ∈ B(e). By Claim 2.35, any edge t0 ∈ B(e) chooses e with probability at least
|B(e)|
0
E[X] ≥ |B(e)|
2 . Equivalently, E[X ] ≤
2 . Using Markov’s inequality we get
P r[X <

1
2.

Hence,

3
3
2
|B(e)|
] = P r[X 0 > |B(e)|] ≤ P r[X 0 ≥ E[X 0 ]] ≤ .
4
4
2
3

|Ce |
|Ce |
1
Hence, we get P r[X ≥ |B(e)|
4 ] ≥ 3 . Since |B(e)| ≥ 2 , it holds that X ≥ 8 with probability
at least 13 . In this case, at least |C8e | edges choose e, and it is added to A. This completes the
proof.

We can now bound the value of the potential function, by proving Lemma 2.34.
Proof of Lemma 2.34.. Let φ and φ0 be the values of the potential function at the beginning
P
P
P
and end of a legal iteration i. It holds that φ = e:ρ̃(e)=ρ̃ |Ce | = (e,t) 1 = t s(t), where we
sum over all the tree edges that are in Ce for at least one candidate e, and over all the pairs (e, t)
where e is a candidate and t ∈ Ce . Note that the rounded cost-effectiveness of all the candidates
is ρ̃. If the edge t chooses e, and e is added to A, φ decreases by s(t). We ascribe this decrease
to the pair (e, t). Since t chooses only one candidate, any decrease in φ is ascribed only to one
pair. Hence, we get
E[φ − φ0 ] ≥

X

P r[t chooses e, e is chosen] · s(t)

(e,t)

≥

X

P r[t chooses e] · P r[e is chosen|t chooses e] · s(t)

(e,t) is good

≥

X
(e,t) is good

1 1
1
· · s(t) =
s(t) 3
3

X

1.

(e,t) is good

Since at least half of the pairs are good, we get E[φ − φ0 ] ≥ 16 φ, or equivalently E[φ0 ] ≤ 56 φ,
which completes the proof.
In conclusion, we get the following.
Lemma 2.37. The time complexity of the weighted TAP algorithm is O(log2 n) rounds w.h.p.
|Ce |
Proof. Recall that ρ(e) = w(e)
. While T ∪ A is not 2-edge-connected, the maximum cost1
n
effectiveness of an edge e 6∈ A is between wmax
and wmin
where wmin , wmax are the minimum and
maximum positive weights of an edge. Since the cost-effectiveness values are rounded to powers
max
of 2, and since the weights are polynomial, ρ̃ may obtain at most O(log (n · w
wmin )) = O(log n)
values. In addition, by Lemma 2.34, if ρ̃ has the same value at iterations j and j + 1, and j is
a legal iteration, then the value of φ decreases between these iterations by a factor of at least
1/c in expectation. Since the random numbers re are chosen from {1, ..., n8 }, they are different
w.h.p, giving that if ρ̃ has the same value in any two consecutive iterations then the value of
φ decreases between these iterations by a constant factor in expectation. Since φ ≤ n3 , after
O(log (n3 )) = O(log n) iterations in expectation, the value of ρ̃ must decrease. This shows that
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the time complexity is O(log2 n) rounds in expectation. A Chernoff bound then gives that this
also holds w.h.p.
Remark: Our algorithm can work also for arbitrary weights, but then the number of
max
iterations would be O(log n log (n · w
wmin )), according to the proof of Lemma 2.37. Also, if the
weights are arbitrarily large we can no longer send a weight in a round, hence the time complexity
depends on the number of rounds needed to send a weight.
By Lemma 2.37, the number of iterations in the algorithm is O(log2 n) w.h.p. Since each
√
√
iteration takes O(D+ n) rounds by Lemma 2.30, we get a time complexity of O((D+ n) log2 n)
rounds w.h.p. The approximation ratio of the algorithm is O(log n) by Lemma 2.33, which gives
the following.
Theorem 2.38. There is a distributed algorithm for weighted TAP in the Congest model that
√
guarantees an approximation ratio of O(log n), and takes O((D + n) log2 n) rounds w.h.p.
√
Since our algorithm for 2-ECSS starts by building an MST in O(D + n log∗ n) rounds, and
then augments it using our weighted TAP algorithm, Claim 2.1 shows the following.
Theorem 2.39. There is a distributed algorithm for weighted 2-ECSS in the Congest model
√
that guarantees an approximation ratio of O(log n), and takes O((D + n) log2 n) rounds w.h.p.

2.4.5

e + √n)-round O(1)-approximation for Weighted TAP and 2-ECSS
O(D

As explained in Section 1.2.2, our approach is to simulate a parallel algorithm for set cover to
approximate weighted TAP on a related virtual graph G0 , which translates to an approximate
solution for weighted 2-ECSS in the input graph G. We next provide a high-level overview of
the algorithm. Full details and proofs appear later.
Working with virtual edges
As a first step, we replace our input graph G by a virtual graph G0 described in [CD20, KT93],
such that all the non-tree edges in the graph are between ancestors and descendants. This graph
G0 is identical to the virtual graph used in our 2-approximations for TAP in Sections 2.4.1 and
2.4.2. We next briefly recall its main properties, for full details see Sections 2.4.1 and 2.4.2. The
graph G0 is contructed by replacing any non-tree edge e = {u, v} that is not between an ancestor
to its descendant, by the two virtual edges {u, w}, {v, w} where w is the lowest common ancestor
(LCA) of u and v in the tree. As the tree path Pu,v is composed of the two paths Pu,w , Pw,v , the
new virtual edges cover together exactly the same edges covered by e. As shown in Sections
2.4.1 and 2.4.2, finding an α-approximation for weighted TAP in the virtual graph G0 , gives a
2α-approximation for weighted TAP in G, where the extra 2 factor comes from the duplication
of edges (see Lemma 2.16).
To construct G0 , we need to compute all the virtual edges in G0 . The main ingredient that
allows us to build the virtual graph and work with the virtual edges is LCA labels. As shown in
√
Section 2.3.2 (see Lemma 2.9), in O(D + n log∗ n) rounds, we can assign the vertices of the
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graph short labels of O(log n) bits, such that given the labels, any two vertices u, v can infer the
label of their LCA from their labels. Hence, if {u, v} is an edge in G, both the vertices u and v
know their own labels and would learn the label of w = LCA(u, v), and use it to simulate the
virtual edges {u, w}, {v, w}. This is summarized in the next Lemma.
√
Lemma 2.40. Building the virtual graph G0 takes O(D + n log∗ n) rounds. At the end, for
each virtual edge e = {u, w} where w is an ancestor of u, the vertex u knows that e is in G0 and
knows the LCA labels of u, w.
During our algorithm we use the LCA labels to replace the original ids of vertices. This
is useful for computing some tasks. For example, given the labels of a tree edge t = {v, p(v)}
where p(v) is the parent of v, and given the labels of a virtual edge e = {anc, dec} where anc
is an ancestor of dec, it is easy to check if e covers t. We simply check if anc is an ancestor of
p(v) and v is an ancestor of dec, which can be deduced from the LCA labels: a vertex v is an
ancestor of u iff LCA(u, v) = v. This is summarized in the following observation.
Observation 1. Given the labels of a tree edge t and a non-tree edge e between an ancestor to
its descendant, we can determine whether e covers t.
To simulate a distributed algorithm in G0 , for each virtual edge we have a vertex, which is
the descendant of the virtual edge, that simulates it during the algorithm. For simplicity of
presentation, in the description of the algorithm we say that edges do some computations. When
we say this, we mean that the vertices that simulate the edges do the computations.
Decomposing the tree into layers
Our algorithm works in a graph where all the non-tree edges are between ancestors to descendants.
We next explain how we exploit this structure. Intuitively, this allows us to replace all the
non-tree edges that cover a tree edge by only two edges that cover roughly the same tree edges.
This property is called in [ACC+ 18] the small neighbourhood cover property. A key component
in the algorithm is a certain layering of the tree we described in Section 2.3.3. We next briefly
recall its main properties, see Section 2.3.3 for full details. We say that a vertex is a junction if
it has more than one child in the tree. Each layer is composed of disjoint paths in the tree, as
follows. The first layer consists of all the tree paths between a leaf to its first ancestor that is a
junction. To define the second layer, we first contract all the paths of the first layer, and get
a new tree T2 . Note that several paths with the same ancestor can be contracted to the same
vertex. The second layer is composed of all the tree paths between leaves in T2 to their first
ancestors that are junctions in T2 . We continue in the same manner, to define all the layers. See
Figure 2.4 for an illustration. Since a leaf in layer i is a junction in layer i − 1, which has at
least two leaves in the subtree rooted at it in Ti−1 , it follows that the number of layers is O(log n).

The petals of a tree edge. We say that two tree edges t1 , t2 are neighbours with respect to
a subset of non-tree edges X, if there is an edge e ∈ X that covers both t1 and t2 . The layering
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Figure 2.4: An illustration of the layering and petals of tree edges. On the left, there is a tree
decomposed into layers. On the right, there is a tree (the path with bold edges) and non-tree
edges that cover it, with an example of a tree edge t and its two petals e1 , e2 .

is useful in our algorithm for the following reason. If we look at a tree edge t in layer i and a
subset of non-tree edges X, we can choose only two non-tree edges from X that cover t and all
its neighbours in layers j for j ≥ i. These edges are called the petals of t with respect to X. If
t is an edge in the first layer, its petals are the two non-tree edges from X that cover e and
get to the highest ancestor or the lowest descendant possible. See Figure 2.4 for an illustration.
For a tree edge t in layer i > 1, the definition is slightly more involved. The first petal is again
the non-tree edge that covers t and gets to the highest ancestor, but the second petal cannot
be defined just as the non-tree edge that covers t and gets to the lowest descendant, because t
may be in different leaf to root paths, and we cannot compare edges that cover different paths
directly. To define the second petal, we denote by P the tree path in layer i that t belongs to,
and compare edges with respect to P . The second petal is defined to be a non-tree edge that
covers t and maximum number of edges in P below t.

Computing the layers. In Section 2.3.3 (see Claim 2.11), we showed how to construct the
√
layering in O((D + n) log n) rounds, such that at the end all the tree edges know their layer
√
number and some additional information about the layering. Later, we show that in O(D + n)
rounds all the tree edges in layer i can learn their petals with respect to a subset of non-tree
edges X. To compute the higher petal we need to compute the edge that gets to the highest
ancestor from the edges that cover a tree edge. This is an aggregate function of the non-tree
edges that cover a tree edge, and we show how to compute such functions efficiently. Computing
the lower petal is more involved, and we show how certain information about the layers and
the LCA labels allow to compute it as well. Full details and proofs about these computations
appear later.
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The parallel set cover algorithm
We follow a parallel algorithm for set cover instances with the small neighbourhood cover
property [ACC+ 18]. It is easy to implement the algorithm in a setting where the complete set
cover graph is known: where sets can communicate directly with the elements they cover, and
vice verse. In our case, the main obstacle is to show how to simulate an algorithm in our setting,
where tree edges cannot communicate directly with non-tree edges that cover them and vice
verse (these edges may be far from them in the graph, and they do not even know the identity of
these edges). To overcome this, the main ingredient is the segment decomposition from Section
2.3.1. We showed in Section 2.3.1, how all the non-tree edges can compute aggregate functions
of the tree edges they cover, and how tree edges can compute aggregate functions of the non-tree
edges that cover them efficiently using the decomposition (see Claims 2.5 and 2.6). We show that
many of the computations in the algorithm are based on such aggregate functions. A difference
in the algorithm here is that we work with virtual edges, and we show that the computation of
aggregate functions extends to this setting. As the general proof idea is similar to the proofs of
Claims 2.5 and 2.6, we omit the details. Full details appear in [DG19]. We show the following.
Claim 2.41. Assume that each tree edge t has some information mt of O(log n) bits, and let f
√
be a commutative function with output of O(log n) bits. In O(D + n) rounds, for each (perhaps
virtual) non-tree edge e, the vertex that simulates e learns the output of f on the inputs {mt }t∈Se .
Claim 2.42. Assume that each (perhaps virtual) non-tree edge e has some information me of
O(log n) bits known to the vertex that simulates e, and let f be a commutative function with
√
output of O(log n) bits. In O(D + n) rounds, each tree edge t, learns the output of f on the
inputs {me }t∈Se .
We mention that in [ACC+ 18], the authors describe also a distributed algorithm, but it is
only for the setting that the set cover graph is known and also requires very large messages, and
hence is not suitable for the Congest model.
The algorithm. The algorithm is a primal-dual algorithm that processes the graph according
to the layers. The primal LP has a variable x(e) for each non-tree edge, which indicates whether
e is added to the augmentation A, and its goal is to add a minimum weight set of edges to A
while covering all tree edges. For a non-tree edge e, we denote by Se all the tree edges covered
by e. The primal and dual LPs are formulated as follows.
Primal LP
X
min
x(e) · w(e)

Dual LP
max

e∈E\T

∀t ∈ T,

X

X

y(t)

t∈T

x(e) ≥ 1

∀e ∈ E \ T,

X

y(t) ≤ w(e)

t∈Se

e:t∈Se

y(t) ≥ 0

x(e) ≥ 0
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The algorithm is composed of two parts, a forward phase and a reverse-delete phase. The
goal of the forward phase is to cover all the tree edges while making sure that all the dual
constraints hold up to (1 + 0 ) factor, and for all the edges added to the augmentation A it holds
P
that t∈Se y(t) ≥ w(e). Intuitively, y(t) can be seen as a price an edge t can pay for the non-tree
edges that cover it, and we add a non-tree edge e to the augmentation only if the tree edges
in Se pay at least w(e) in total. In some sense, this guarantees that we do not add edges that
are too expensive to A, if there is an alternative option to cover the same tree edges. However,
there is no bound on the number of edges we add to A in this phase. In the reverse-delete phase
the goal is to remove some of the edges from A, such that all the tree edges are covered and
any tree edge t where y(t) > 0 is covered at most c times for a constant c. This guarantees a
(c + )-approximation, as follows.
Lemma 2.43. If each tree edge with y(t) > 0 is covered at most c times, the algorithm guarantees
a (c + )-approximation.
Proof. Let B ⊆ A be the final cover obtained by the end of the reverse-delete phase. Since all
P
the edges added to A satisfy w(e) ≤ t∈Se y(t) and all the edges with y(t) > 0 are covered at
most c times by B, we get
w(B) =

X

w(e) ≤

e∈B

XX
e∈B t∈Se

y(t) ≤ c

X

y(t) = c(1 + 0 )

t∈T

X
t∈T

y(t)
≤ c(1 + 0 )OP T,
(1 + 0 )

The last inequality follows from the fact that all the dual constraints hold up to a (1 + 0 ) factor,
which shows that dividing the values of y by (1 + 0 ) give a feasible dual solution, and from the
weak duality theorem, as follows. By the weak duality theorem any feasible solution to the dual
problem has value smaller or equal to the value of a feasible primal solution. Since the optimal
augmentation is a set of edges that cover all the tree edges it is a feasible primal solution, and
the inequality follows. Choosing 0 = c gives a (c + )-approximation.
We start by showing an algorithm where c = 4, and then show an improved algorithm with
c = 2. We next explain the two phases of the algorithm.
The forward phase
The goal of the forward phase is to cover all the tree edges while making sure that all the
dual constraints hold up to (1 + ) factor, and for all the edges added to the augmentation A
P
it holds that t∈Se y(t) ≥ w(e). We process the layers one by one according to their order,
where in epoch k we make sure that all the tree edges of layer k are covered. Epoch k works
as follows. Let Rk be all the tree edges of layer k that are still not covered, they are the only
P
edges which increase their dual variables in epoch k. For a non-tree edge e, let s(e) = t∈Se y(t)
be the current value of the dual constraint, and let Sek be the tree edges in Rk ∩ Se , if each
one of these tree edges t sets y(t) = w(e)−s(e)
, then the dual constraint becomes tight. Since
|Sek |
we want to maintain feasibility of the dual, each tree edge t ∈ Rk sets its dual variable to be
mint∈Se w(e)−s(e)
. After this, we add to A edges e if their dual constraint becomes tight. In the
|S k |
e
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next iteration, each tree edge in Rk that is still not covered by A, increases its dual variable by
a multiplicative factor of (1 + ), and again we add edges to A if their dual constraint becomes
tight, we continue in the same manner until all the edges in Rk are covered. This concludes the
description of the forward phase.
Our algorithm differs slightly from the algorithm in [ACC+ 18], where they maintained the
feasibility of the dual solution. Our approach allows us to get an improved approximation of
(1 + )c, compared to the (2 + )c-approximation obtained by the approach in [ACC+ 18].
Correctness. From the above description, it follows that at the end all the tree edges are
covered by A, and for each e ∈ A, its dual constraint becomes tight. For all the dual constraints
P
P
it holds that t∈Se y(t) ≤ (1 + )w(e), since we increase the value of t∈Se y(t) at most by
P
(1 + ) factor at each iteration, and e is added to A once t∈Se y(t) ≥ w(e). At this point, all
the edges in Se are covered and do not increase their dual variables anymore.
√
Implementation details. We can implement each iteration of the forward phase in O(D+ n)
rounds. As already mentioned, the main building blocks we use are algorithms for computing
aggregate functions of tree edges or non-tree edges. We show that all the computations in the
forward phase are based on such functions. For example, non-tree edges should compute the
P
value t∈Se y(t) which is an aggregate function of the tree edges they cover. Tree edges should
learn if they are covered by A, which happens iff there is at least one edge that covers them that
is added to A, this is an aggregate function of the tree edges that cover them, etc. Since there
are O(log n) layers, there are O(log n) epochs. We show that each of them consists of O( log n )
iterations, based on the fact that uncovered tree edges increase their dual variable by a (1 + )
2
√
factor in each iteration. This results in a time complexity of O((D + n) log n ) rounds for the
whole phase. Full details and proofs appear later.
The reverse-delete phase
In the reverse-delete phase we choose a subset B ⊆ A with the following properties.
1. B covers all the tree edges.
2. Any t ∈ T with y(t) > 0 is covered at most 4 times by B.
The dual variables are not changed during the process. Recall that Rk are all the tree edges
in layer k that are not covered before epoch k. From the description of the forward phase, the
only tree edges with y(t) > 0 are in Rk for some k. We need the following additional definitions.
We denote by Ak the non-tree edges added to A in epoch k, and by Fk the tree edges that are
first covered in epoch k. Note that Fk contains Rk and perhaps additional edges from higher
layers. By the definition of Rk , edges in Rk are not covered by Ai for any i < k. This motivates
going over the layers in the reverse direction. In the reverse-delete phase we go over the layers
in the reverse direction, building B. Initially B = ∅ and we add to it edges from A during the
algorithm. Our algorithm proceeds in epochs k = L, ..., 1, where L is the index of the last layer.
We next describe epoch k.
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Epoch k.

In epoch k we make sure that the following holds.

1. All the tree edges in Fi for i ≥ k are covered by B.
2. All the edges in Ri for i ≥ k are covered at most 4 times.
Hence, at the end of epoch 1, B satisfies all the requirements. We next explain how we
guarantee the above properties. At the beginning of epoch k, B already covers all the edges in
Fi for i > k, and our goal is to add to it edges from Ak to cover Fk . We need to make sure that
all the edges in Ri for i ≥ k are covered at most 4 times. Note that B already satisfies this for
i > k, and by definition edges in Ak do not cover edges in Ri for i > k, so we need to take care
only of edges in Rk . However, edges in Rk may already be covered by B, so we may need to
remove edges from B, while making sure that all the edges in Fi for i ≥ k are covered. For doing
so, we go over the layers i = k, ..., L where L is the last layer. We need the following notation.
Let X = B ∪ Ak , let F = ∪L
i=k Fi , and let Hi be all the tree edges in F in layer i (note that
Fi may contain also edges from layers higher than i). Notice that B covers Fi for i > k, and
Ak covers Fk , hence X covers F . Let t be a tree edge in Hi , and let p(t) be the set of non-tree
edges in X that cover t. As explained before, we can replace p(t) by two non-tree edges in p(t)
that cover all the tree edges covered by p(t) in layers i, ..., L, which are called the petals of t in
X. We next build a set Y ⊆ X that covers F . We go over the layers in iterations i = k, ..., L, as
follows.
e i be all the
Iteration i. In iteration i we make sure that the edges in Hi are covered. Let H
tree edges in Hi that are not covered by Y at the beginning of iteration i. We build a virtual
e i , and two vertices t1 , t2 in Gi are connected if
graph Gi that its vertices are the tree edges in H
there is a non-tree edge in X that covers t1 , t2 . We find a maximal independent set (MIS), Mi ,
in the graph Gi . We call the elements in Mi anchors and add all their petals (with respect to
X) to Y . Intuitively, the computation of the MIS, Mi , allows us to cover simultaneously all the
e i , while making sure that we do not cover edges too many times.
edges in H
After going over all the layers i = k, ..., L, we set B = Y . This completes the description of
epoch k.
Correctness proof.

The correctness proof follows [ACC+ 18], we include it for completeness.

Lemma 2.44. At the end of epoch k:
1. All the tree edges in F = ∪L
i=k Fi are covered by B.
2. All the edges in Ri for i ≥ k are covered at most 4 times.
Proof. The proof is by induction on k. In the base case, k = L + 1 and B = ∅, hence the claim
clearly holds. We start by proving 1. From the description of iteration i, at the end of iteration
e i are already covered at the beginning of the iteration.
i, Y covers Hi : All the edges in Hi \ H
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e i are either anchors or have a neighbouring anchor t ∈ Mi , and then they are
All the edges in H
covered by the petals of t. Hence, after all the iterations, B = Y covers ∪L
i=k Hi = F .
We next prove 2. We start with a simple observation: all the anchors in all the layers,
are independent in the following sense. If we take any two anchors t1 , t2 , there is no
edge in X that covers both of them. In the same layer, it follows from computing an MIS. In
different layers i < j, it follows since the graph Gj contains only tree edges that are not yet
covered, and we add the petals of all the anchors in Mi at the end of iteration i.
∪L
i=k Mi ,

We next show that any tree edge t ∈ Ri for i ≥ k is covered at most 4 times by Y . As
explained earlier, for i > k this already follows from previous epochs. This holds since Y ⊆ X,
and X = B ∪ Ak (with the set B at the end of the previous epoch). Now, at the end of epoch
k +1, all the edges in Ri for i > k are covered at most 4 times by B from the induction hypothesis.
Also, from the definition of the sets, Ak does not cover any edge in Ri for i > k. Hence, any set
Y ⊆ X we choose covers all the edges in Ri for i > k at most 4 times.
We now show that any tree edge t ∈ Rk is covered at most 4 times by Y . If t is an anchor,
it is covered only by its petals, since the anchors are independent, and hence it is covered at
most twice. Otherwise, we show that t has at most two neighbouring anchors. Since t is in layer
k, and all the anchors are at layers at least k, the 2 petals of t cover all its anchors. Hence, if
there are more than two anchors, at least two of them are covered by the same petal, which
contradicts the fact that the anchors are independent. Hence, t is covered at most twice by the
petals of each of its neighbouring anchors, and at most 4 times in total. This completes the
proof.
From Lemma 2.44 with respect to k = 1, we get that at the end of the reverse-delete phase
B covers all tree edges, and for each 1 ≤ i ≤ L, all the tree edges in Ri are covered at most 4
times, as needed. The algorithm has L epochs, each of them consists of at most L iterations,
which sums up to O(L2 ) = O(log2 n) iterations. We show how to implement each iteration in
√
√
O(D+ n) rounds, which results in a complexity of O((D+ n) log2 n) rounds for the whole phase.

Implementation details. To implement the algorithm, the main task we need to solve is
to build an MIS in the virtual graph Gi in each iteration. This is a completely virtual graph,
and we design a specific algorithm to solve this task. The MIS, Mi , is a set of tree edges in
e i such that for any two tree edges t, t0 ∈ Mi , there is no edge in X that covers both of them.
H
Our algorithm is composed of a global part where all the vertices locally compute a global MIS
that includes some of the tree edges. Then, it has a local part, where we work on each segment
separately, and add additional edges to the MIS by scanning the segment. To implement the
global part, first, all the vertices in the graph learn O(log n) information about each segment:
two of its tree edges and their petals. Let T 0 be all the tree edges learned. We show that based
on this information, all the vertices can compute locally an MIS, M 0 , of the tree edges T 0 . In
the local part, we work in different segments in parallel and the main challenge is to show that
all the edges added to the MIS are indeed independent. Full details and proofs appear later.
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Conclusion. Based on these ingredients we get a (4 + )-approximation for weighted TAP
in the virtual graph G0 , which translates to a (8 + )-approximation for weighted TAP in the
input graph G, and a (9 + )-approximation for weighted 2-ECSS in G. The complexity of the
2
√
whole algorithm is O((D + n) log n ) rounds. We next give the high-level idea for improving
the approximation.
Improved approximation
In the reverse-delete phase we make sure that all the edges in Rk are covered at most 4 times. We
design a variant of the algorithm where all these tree edges are covered at most 2 times, which
results in an improved approximation for the whole algorithm. The first change we do in the
algorithm is that we replace the MIS, Mi , by a set of tree edges Mi0 that are no longer guaranteed
to be independent, however for each one of the tree edges in Mi0 we add only its higher petal to
Y and not both of them. Then, we are able to analyze the structure of dependencies in Mi0 and
show that all the tree edges in Rk are covered at most 3 times by the edges of Y . To improve
the approximation further we show that the only cases where tree edges are covered 3 times have
a certain structure, and in this case we can remove one of the edges that cover them from Y
without affecting the covering of all the other tree edges. We also show that we can detect these
cases efficiently. This results in an algorithm where all the tree edges in Rk are covered at most
2 times. Based on this we get a (2 + )-approximation for weighted TAP in the virtual graph
G0 , which translates to a (4 + )-approximation for weighted TAP in the input graph G, and a
2
√
(5 + )-approximation for weighted 2-ECSS in G. The complexity remains O((D + n) log n )
rounds. Full details and proofs appear later.
A note on the unweighted case
While obtaining a (2 + )-approximation for weighted TAP on the virtual graph G0 requires an
involved analysis, obtaining a 2-approximation for the unweighted variant of the same problem
is easy: we start by computing an MIS of the tree edges (with respect to all the non-tree edges).
Then, for each one of the tree edges we add its 2 petals to the augmentation. Computing an
MIS of the tree edges can be done as explained in the reverse-delete phase, where we proceed
according to the layers. At the end, all the tree edges are covered: consider a tree edge t in layer
i, if it is already covered at the beginning of iteration i it is clear. Otherwise, it has a neighbor t0
in the MIS in layer i, and the petals of t0 cover t. The algorithm guarantees a 2-approximation
for unweighted TAP since we must add at least one edge to the augmentation to cover each
one of the edges in the MIS (since they are independent, there is no edge that covers two such
edges), and the algorithm adds exactly 2 edges to the augmentation for each edge of the MIS,
which guarantees a 2-approximation.
e + √n)
This allows to give a 4-approximation for unweighted TAP in the input graph G in O(D
rounds. While the same result already appears in [CD20], the approximation analysis in [CD20]
is quite involved, where the analysis here is very simple. Also, it seems that the same approach
can be used to show a τ -approximation for unweighted problems with the τ -SNC property, which
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is better than the approximation shown in [ACC+ 18] (this algorithm already computes an MIS of
the elements we need to cover, but the approximation ratio analysis is for the weighted case which
gives a worse approximation). This can be seen as an extension of the simple approximation
algorithm for minimum vertex cover that starts by computing a maximal matching and then
adds all the endpoints of the edges of the matching to the cover. In this setting, the elements we
need to cover are the edges of the graph, an MIS of them is a matching, and the petals of an
edge are its endpoints.
Full details and proofs
Computing the petals of tree edges
We next describe in detail how tree edges compute their petals. We first need the following
Claim about the layers.
Claim 2.45. Let e be an edge between an ancestor to its descendant in the tree. Then, the edges
that e covers intersect at most one path in each layer.
Proof. Let layer(t) be the layer number of the tree edge t. If t1 and t2 are in the same leaf to
root path in the tree where t2 is closer to the root, it follows that layer(t2 ) ≥ layer(t1 ). Hence,
each leaf to root path in the tree is grouped into consecutive tree edges in the same layer, all of
them are part of the same path in this layer. Since a non-tree edge between an ancestor to its
descendant covers a part of a leaf to root path in the tree, the claim follows.
Let X be a subset of non-tree edges, we say that the two tree edges t and t0 are neighbours
with respect to X if there is a non-tree edge in X that covers both t and t0 . In our algorithm,
all the non-tree edges are between ancestors and descendants, which is crucial for the following
section.
The petals of a tree edge. The layering is useful in our algorithm for the following reason.
For each tree edge t, if we look at a subset of non-tree edges that cover it, we can replace all of
them by only two non-tree edges that cover all the neighbours t0 of t with layer(t0 ) ≥ layer(t).
These non-tree edges are the petals of t. We next formalize this notion and explain how the
petals are defined.
Let X be a set of non-tree edges, and let t be a tree edge in layer i covered by X, where
p(t) ⊆ X is the set of non-tree edges that cover t. We next show that we can replace p(t) by two
non-tree edges in p(t) that cover all the tree edges covered by p(t) in layers i, ..., L. We call these
two non-tree edges the petals of t in p(t). The petals of t are defined as follows. For simplicity,
we start by describing the petals of tree edges t in the first layer. Each layer is composed of
disjoint paths. Let t = {v, p(v)} be an edge in the first layer in the path P . Any non-tree edge
that covers t is of the form {anc, dec} where anc is an ancestor of p(v), and dec is a descendant
of v. The edge that gets to the highest ancestor is the first petal of t, and the edge that gets
to the lowest descendant is the second petal. Note that since t is in the first layer, the subtree
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rooted at v is just a path, and all the edges that cover t have a vertex which is a descendant of
v in this path, hence we can compare them. See Figure 2.2 for an illustration.
For a tree edge t in layer i, we define the first petal accordingly, this is just the non-tree edge
that gets to the highest ancestor. For the second petal, we cannot just define it as the non-tree
edge that gets to the lowest descendant, since not all the non-tree edges that cover t cover the
same leaf to root path, as happens in the first layer. To overcome this, we define the second
petal as follows. Let P be the tree path in layer i where t ∈ P . We call the lowest vertex in
this path, the leaf of the path, and denote it by leaf (P ). Also, each tree edge is part of a path
P is some layer i, we denote by leaf (t) the leaf of P where t ∈ P . Let e = {anc, dec} be an
edge between an ancestor anc to its descendant dec that covers t = {v, p(v)}. Then, dec is a
descendant of v ∈ P , let ue = LCA(leaf (t), dec). Note that since dec has an ancestor in P , and
leaf (t) is the lowest vertex in P , the vertex ue is in P . For all the non-tree edges e that cover t
we can compute the value ue . The second petal is defined to be the non-tree edge e where ue is
the lowest vertex in P among the vertices ue computed (since all the vertices ue are in P we can
compare them). We next prove that the petals defined really satisfy the required properties.
Claim 2.46. Let X be a set of non-tree edges, and let t be a tree edge in layer i covered by X,
where p(t) ⊆ X is the set of non-tree edges that cover t. Then, the petals of t cover all the tree
edges covered by p(t) in layers i, ..., L.
Proof. Let t0 be a neighbour of t with respect to X with layer(t0 ) ≥ i, and let e = {anc, dec} ∈ X
be a non-tree edge that covers t and t0 . Since e is between an ancestor to its descendant, t and
t0 are in the same leaf to root path in the tree. If t0 is closer to the root in this path, the higher
petal of t covers t0 , because e is a tree edge that covers t and t0 , and the higher petal is the edge
that covers t and gets to the highest ancestor possible, which is at least anc. We are left with the
case that t is closer to the root. Hence, layer(t0 ) ≤ layer(t) = i. Since layer(t0 ) ≥ i, t and t0 are
in the same layer and are in the same root to leaf path, which means that t0 = {v 0 , p(v 0 )} ∈ P ,
where P is the path in layer i where t ∈ P . Since e covers t0 and t, there is an edge that covers
the subpath between v 0 to t. From the definition of the lower petal, it must cover this subpath,
and maybe additional edges in P below it, which completes the proof.
Computing the petals. We next show how all the tree edges can compute their petals with
respect to a subset of non-tree edges X.
√
Claim 2.47. For each 1 ≤ i ≤ L, in O(D + n) rounds all the tree edges in layer i learn their
petals with respect to a subset of non-tree edges X.
Proof. The first petal that covers a tree edge t is the non-tree edge e ∈ X that covers t that
gets to the highest ancestor. This is simply an aggregate function of the non-tree edges that
√
cover t, which can be computed in O(D + n) rounds using Claim 2.42. Note that since we
work with the LCA labels of edges, it is easy to compare two non-tree edges that cover t, with
ancestors u1 , u2 . To check which is the highest ancestor we just compute LCA(u1 , u2 ).
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To compute the second petal, we work as follows. Using Claim 2.11, all the tree edges t
know layer(t) and leaf (t). Let t be a tree edge in layer i. For a non-tree edge e that covers
t, we would like e to learn leaf (t). Notice that by Claim 2.45, e covers a part of at most one
path in layer i. Hence, it needs to learn only one value leaf (t) for layer i. This is an aggregate
function of the tree edges that e covers: it needs to learn about the minimum value leaf (t) for
√
all the tree edges it covers in layer i. This takes O(D + n) rounds using Claim 2.41. Now, if
e = {anc, dec}, it computes ue = LCA(dec, leaf (t)), which can be computed easily from the
labels of dec and leaf (t). The lower petal is the edge e with the lowest descendant ue . This is an
aggregate function of the values (e, ue ) where e are the non-tree edges in X that cover t. Again,
using the LCA labels we can compute which is the lower descendant between ue1 , ue2 where e1 , e2
are two non-tree edges that cover t. All the values ue that are relevant for t are comparable from
√
the definition of the lower petal. Computing an aggregate function takes O(D + n) rounds,
which completes the proof.
The forward phase
√
From Claim 2.41, in O(D + n) rounds, all the non-tree edges simultaneously can learn an
√
aggregate function of the tree edges they cover. In addition, from Claim 2.42, in O(D + n)
rounds, all the tree edges simultaneously can learn an aggregate function of the non-tree edges
that cover them. We now show that using these building blocks we can implement the forward
2
√
phase in O((D + n) log n ) rounds.
2
√
Lemma 2.48. The forward phase takes O((D + n) log n ) rounds.
Proof. In each iteration of the forward phase we work with tree edges from a certain layer k. All
the vertices would know which layer we process in the current iteration, at the beginning k = 1.
In addition, all the tree edges know their layer and during the algorithm they would know if they
are already covered or not. At the beginning, all the tree edges are not covered. We next explain
how to implement one iteration, assuming that at the beginning all the tree edges know if they
are covered or not (they would learn this information at the end of the previous iteration).
At the beginning of the first iteration in epoch k, all the non-tree edges e compute the
P
current value of the dual variable s(e) = t∈Se y(t). This is clearly an aggregate function of the
√
tree edges they cover, and hence takes O(D + n) rounds by Claim 2.41. Next, the non-tree
edges learn the value |Sek | = |Rk ∩ Se |, which is the number of tree edges they cover that are
in layer k and are still not covered. Since all the tree edges know if they are covered and if
P
they are in layer k, this is the sum of indicator variables t∈Se zt , where zt = 1 if t ∈ Rk and
zt = 0 otherwise, which is clearly an aggregate function of Se . Next, each tree edge in Rk , sets
y(t) = mint∈Se w(e)−s(e)
. Note that all the non-tree edges e, know w(e) and computed s(e), |Sek |.
|Sek |
Hence, the tree edges need to learn an aggregate function of the non-tree edges that cover them,
the minimum value mint∈Se w(e)−s(e)
. Then, we add to the augmentation A edges e if their dual
|Sek |
P
constraint becomes tight, which is done by computing again s(e) = t∈Se y(t), and checking
whether s(e) ≥ w(e). Now, all the tree edges should learn if they are covered or not. This is
again an aggregate function of the non-tree edges that cover them: they need to learn if at least
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one of these edges is in the set A, which can be done for example by summing the number of
edges in A from the edges that cover each tree edge. After each edge knows if it is covered or not,
all the vertices can learn in O(D) rounds if there is at least one edge in layer k that is still not
covered by communicating over a BFS tree. If all the edges in layer k are covered, we move to
the next layer, and otherwise we continue epoch k. In this case, in the next iteration, all the tree
edges in layer k that are still not covered increase their dual variable by a multiplicative factor
of (1 + ), which is a completely local task. Again, we check which dual constraints become tight
to know which non-tree edges are added to A, then each tree edge learns if it is covered, and all
vertices learn if there is still an edge in layer k that is not covered. We continue in the same
manner until all the edges in layer k are covered.
Since each iteration is based on computing a constant number of aggregate functions, each
√
iteration takes O(D + n) rounds using Claims 2.41 and 2.42. The number of layers is O(log n),
and in each layer there are at most O( log n ) iterations, as follows. Let t ∈ Rk , we show
that after at most O( log n ) iterations t is covered. At the first iteration in epoch k, we set
y(t) = mint∈Se w(e)−s(e)
, and in each iteration we increase y(t) by a multiplicative factor of
|Sek |
(1 + ). Let y0 be the initial value of y(t). Note that if we reach a stage where y(t) = y0 · |Sek |,
the dual constraint of the edge e becomes tight, since y(t) contributes w(e) − s(e), where s(e)
was the value of the dual constraint before epoch k. Now, since |Sek | ≤ n, and in the i’th
iteration of epoch k, y(t) = (1 + )i y0 (unless t is already covered), after O( log n ) iterations the
dual constraint of e becomes tight, and it is added to A, unless t is already covered before. To
2
√
conclude, the complexity of the forward phase is O((D + n) log n ) rounds.
The reverse-delete phase
We showed that the number of iterations in the reverse-delete phase is O(log2 n). We next show
√
how to implement each iteration in O(D + n) rounds. First, note that from the forward phase
tree edges know in which epoch they are covered, and non-tree edges in A know when they were
added to A. Also, all the tree edges know their layer number. From the above all the edges can
compute if they are in Rk , Ak , and Fk . Rk are edges in layer k that are first covered in epoch k,
Ak are non-tree edges that are added to A in epoch k, and Fk are the tree edges that are first
covered in epoch k. Also, in each iteration edges know if they are in the sets X, Y, B, Hi and
e i . At the beginning B = ∅ and X = B ∪ AL . Later on, we add edges to B, and all the edges
H
added to B or Y learn about it in the algorithm, which allows computing X = B ∪ Ak in the
next iterations. In epoch k, the set Hi are all the edges in layer i in F = ∪L
i=k Fi , which can be
computed since edges know their layer number and whether they are in F . During the algorithm,
ei,
tree edges learn if they are already covered by edges added to Y , which allows computing H
√
the tree edges that are still not covered in Hi . Also, from Claim 2.47, in O(D + n) rounds all
the tree edges in layer i can compute their petals with respect to a subset of non-tree edges X.
Hence, to compute one iteration we need to explain how to build an MIS in the virtual graph
Gi , how all the non-tree edges learn if they are added to Y , and how non-tree edges learn if they
are already covered by Y . At the first iteration in epoch k, Y = ∅, hence all the tree edges are
not covered by Y .
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Computing an MIS in the graph Gi . We next explain how to implement one iteration. At
e i , and we would like to find an MIS in Gi . I.e.,
this point, all the tree edges know if they are in H
e i such that for any two edges t, t0 ∈ Mi ,
we would like to find a maximal set of tree edges Mi in H
there is no edge in X that covers both of them. We design a specific algorithm to solve this
task. For this, we use the decomposition of the tree into segments presented in Section 2.3.1,
and exploit the structure of the layers. As explained in Section 2.3.1, we can decompose the tree
√
√
into O( n) segments of diameter O( n), that each of them has a main path called the highway
of the path, and additional subtrees attached to it that are not connected to the rest of the tree.
Also, all the vertices know the structure of the decomposition, captured by the skeleton tree.
As explained in Section 2.3.3, each layer is composed of disjoint paths, that are not in the
same root to leaf path in the tree. In particular, each highway intersects at most one path in
each layer. A path P in layer i is between a descendant to its ancestor in the tree, where the
descendant is denoted by leaf (P ). The path P starts with a subpath in the segment of leaf (P ),
and possibly parts of highways above this segment, since the only ancestors of leaf (P ) in other
segments are highway vertices. For each highway that participates in such path in the layer i,
let th , t` be the highest and lowest edges of P in the highway that are still not covered at the
beginning of the iteration (if such exist). For each segment, we let all the vertices in the graph
learn these edges and their petals with respect to X, as follows. First, by Claim 2.47, all the tree
√
edges in layer i can learn their petals in O(D + n) rounds. Then, by scanning the highway,
√
each segment can learn the edges th , t` and their petals in O( n) rounds. Now all the vertices
√
can learn all the information in O(D + n) rounds using Claim 2.4, since they need to learn
O(log n) information per segment.
Let T 0 be all the edges th , t` of all the segments. Our MIS algorithm consists of a global part
where we compute an MIS of the edges T 0 , and a local part where we scan all the local subpaths
in layer i in each segment, and compute an MIS for them. We next describe the algorithm in
detail and prove its correctness.
Computing a global MIS. Since all the vertices know the edges in T 0 and their petals, each
vertex can compute locally the virtual graph G0 that its vertices are T 0 and two tree edge t, t0 are
connected iff there is an edge in X that covers both t, t0 . Knowing the petals of each tree edge is
enough for this task, and vertices do not need to know the whole set X. This holds since the petals
cover all the neighbours of t in the same layer or above, and in iteration i we consider only the
tree edges in layer i. Also, from the labels of the petals, vertices know which of the tree edges are
covered by them, as explained in Observation 1 (our whole algorithm works with the LCA labels,
instead of ids, as mentioned earlier). Given the graph G0 , all the vertices can compute an MIS,
M 0 , in this graph by applying the same algorithm. For example, the sequential greedy algorithm
for MIS. Then, all the petals of edges in M 0 are added to the cover Y . All the vertices compute
this information locally, without communication. At the end, all the non-tree edges know if they
were added to Y , which happens only if they are among the petals added. Also, all the tree
edges know if they are covered or not, since they know which edges were added to Y , and given
the LCA labels of a non-tree edge, we can compute easily if it covers a tree edge by Observation 1.
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Computing local MISs. Then, in each segment locally, we compute an MIS for all the tree
e i that are still not covered, this is done as follows. Let P be a path in layer i, in each
edges in H
segment we look only at the part of P in the segment if exist (there may be several such paths
in the segment). In each one of them, we simulate a greedy MIS algorithm, as follows. We start
with the lower vertex in the path v, that may be either leaf (P ), or the unique descendant of a
segment. Note that all the vertices know if they are the leaf or root of a path in layer i by Claim
2.11. The vertex v checks if the edge to its parent e = {v, p(v)} is already covered by Y , if not it
is added to the MIS. Also, the vertex v knows the higher petal of e, denote it by {anc, dec} where
anc is an ancestor of dec, and it sends anc to its parent, for the following reason. Since e is added
to the MIS, its petals would be added later to Y . In particular, all the path between v to anc is
going to be covered by the edge {anc, dec}, and hence we do not add other tree edges in this path
to the MIS. The reason it is enough to focus on the higher petal is since we scan the paths from
a descendant to its ancestor, and the lower petal only covers additional tree edges below e, which
are not relevant. We continue in the same manner, now the vertex v 0 = p(v) checks if the edge
t0 = {v 0 , p(v 0 )} is already covered either by the original set Y or by edges added to Y by vertices
below it in the segment. For the latter task, it just checks if the vertex anc it receives from v is
an ancestor of p(v 0 ) or not, which can be deduced from the LCA labels. If t0 is already covered,
v 0 sends to its parent the label of the highest ancestor in an edge that covers t0 , from edges
added to Y by vertices below it. Otherwise, the edge t0 = {v 0 , p(v 0 )} is added to the MIS and v 0
adds its higher petal to cover t0 , and sends to its parent the ancestor of its higher petal (which
is again the highest ancestor in an edge that covers t0 from the edges added to Y ). We continue
until we reach either the highest vertex in the path P or the ancestor of the segment. At the
end, we add all the petals of tree edges in all the MISs computed in all the segments to the cover Y .
At the end of the process, all the tree edges in Hi are covered. If they were covered already
by Y from previous iterations or after computing the global MIS, it is clear. Otherwise, we reach
each tree edge t ∈ Hi during the local computations, and if it is not covered when we reach it,
we add it to the MIS and add its petals to Y , which cover it.
Let Mi be all the edges added to the MIS, either when computing a global MIS, or in one
of the local computations in the segments. We next show that although we work in different
segments in parallel, the set Mi really forms an MIS in the graph Gi .
Claim 2.49. The set Mi is an MIS in the graph Gi .
Proof. Let t1 , t2 ∈ Mi be two tree edges added to the MIS. Both of them must be added in
the local parts, since the edges added in the global part form an MIS, M 0 , by their definition.
Also, after the global part we add all the petals of edges in M 0 to the set Y , which cover all
the neighbours of edges in M 0 . Hence, all the tree edges in Hi that are still not covered, do not
have a neighbour in M 0 . In addition, t1 and t2 cannot be in the same segment, as follows. First,
note that t1 and t2 can only be neighbours in Gi if they are in the same leaf to root path in the
tree, since all the non-tree edges are between ancestors to descendants. Assume that t1 , t2 are
neighbours in the same segment, and assume w.l.o.g that t1 is below t2 in the tree. Then, when
we reach t1 , since it is added to the MIS, we add its higher petal to the MIS which must cover
92

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

t2 if they are neighbours where t2 is above t1 . Then, when we reach t2 it is already covered and
is not added to the MIS.
We are left with the case that t1 , t2 are added in the local computations of different segments.
Let P 0 be the tree path between t1 to t2 , assume that t2 is closer to the root in this path, and
let t be the lowest edge in the highway of t2 that is not covered at the beginning of iteration i.
Note that from the structure of the segments, t2 must be part of the highway of its segment.
Hence, there must exist such an edge t, because t2 is an highway edge that is not covered at the
beginning of the iteration. Also, since t1 and t2 are neighbours there is a non-tree edge e ∈ X
that covers both of them. Since t is in the path P 0 , is follows that e covers t as well, which shows
that t is a neighbour of t1 and t2 . Hence, the petals of t cover t1 and t2 . If t is added to the
global MIS, t1 , t2 are already covered by these petals, which gives a contradiction. Otherwise, t
has a neighbour added to the global MIS. If this neighbour is above t, its petals (that cover t)
must cover also t2 , otherwise its petals must cover t1 , either way gives a contradiction.

The computation of the global MIS required learning the petals of the tree edges in layer
√
i and learning O(log n) information per segment, which takes O(D + n) rounds, and the
√
computation of the local MISs requires scanning each segment which takes O( n) rounds.
Completing the iteration. At the end of each iteration, all the non-tree edges should
learn if they were added to Y , and all the tree edges should learn if they are currently covered
by the set Y . In the global MIS part this is easy since all the vertices simulate the algorithm
locally and know which edges are added to Y , as explained above. We next explain how this is
done for the local part. First, after each non-tree edge knows if it is in Y , each tree edge can
learn if it is covered by Y , since this is an aggregate function of edges that cover it, this takes
√
O(D + n) rounds as explained also in the forward phase.
In order that non-tree edges would learn if they were added to Y , we work as follows. The
edges added to Y are all the petals (with respect to X) of the edges in Mi , all these petals are in
X. Hence, if a non-tree edge e ∈ X is added to Y , it is one of the petals of a tree edge t ∈ Mi .
All the tree edges know their petals and know if they are in Mi from the algorithm. From the
independence of Mi , there are no two tree edges t1 , t2 ∈ Mi that are covered by the same edge
from X. Hence, for each non-tree edge e ∈ X, there is at most one edge t ∈ Mi ∩ Se . Therefore,
it is enough that all the non-tree edges would learn which is the first edge t ∈ Mi ∩ Se (according
to some order), and what are its petals (information of O(log n) bits), since this is an aggregate
√
function, by Claim 2.41, all the non-tree edges can learn it in O(D + n) rounds, and learn if
they are in Y .
√
To conclude, we can implement an iteration in O(D + n) rounds. Since the reverse-delete
√
phase has O(log2 n) iterations, the time complexity of the whole phase is O((D + n) log2 n)
rounds.

Lemma 2.50. The reverse-delete phase takes O((D +

√

n) log2 n) rounds.
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An improved approximation
We next present a variant of our 2-ECSS algorithm that obtains an improved approximation of
(5 + ) instead of (9 + ). The approximation for weighted TAP is (4 + ), which almost matches
√
e
an O(D
+ n)-round 4-approximation for the unweighed case [CD20]. The difference is in the
reverse-delete phase. In the (9 + )-approximation algorithm, we make sure that each tree edge t
with y(t) > 0 is covered at most 4 times by B. We now construct the set B slightly differently
in a way that guarantees that each tree edge t with y(t) > 0 is covered at most 2 times by B,
which results in an improved approximation for the whole algorithm.
All the definitions and the general structure of the algorithm follows the (9+)-approximation
algorithm. The only difference is that in epoch k we make sure that the edges in Rk are covered
at most 2 times instead of 4 times, which affects the computation in iteration i. We next describe
the difference in the reverse-delete phase. We start by describing a variant of the algorithm that
guarantees that tree edges in Rk are covered at most 3 times, and then show how to improve
this to 2.
Covering Rk at most 3 times
We again build a set B ⊆ A, where initially B = ∅, and we proceed in epochs k = L, ..., 1, where
in epoch k we make sure that all the edges in Fi for i ≥ k are covered by B, and now all the
edges in Ri for i ≥ k are covered at most 3 times. In epoch k, we again define X = B ∪ Ak (with
B at the end of epoch k + 1) and F = ∪L
i=k Fi , and build a set Y ⊆ X that covers F , where
at the end of epoch k we set B = Y . We go over the layers in iterations i = k, ..., L, where in
iteration i, we again want to cover all the edges in Hi , which are all the edges in layer i in F .
e i are all the tree edges in Hi that are not covered by Y at the beginning of iteration i.
H
e i , and then add
Iteration i. In the reverse-delete phase, we build an MIS, Mi , of the edges H
0
e i that
their petals to Y . Here, we take a different approach, we choose a subset Mi of edges in H
are not necessarily independent, but have a certain structure that guarantees that there are only
small number of dependencies between them. For each edge in Mi0 we add only its higher petal
e i are covered by Y , and each
to Y , and the edges are chosen in such a way that all edges in H
tree edge in Rk is covered at most 3 times (where k is the epoch number).
The algorithm starts with a global part, in which we compute a global MIS, M 0 , exactly as
described in the reverse-delete phase, but now for each one of the edges in M 0 we just add its
higher petal to Y . Then, we have a local part where we compute local MISs in each segment
separately, with the goal of covering all the tree edges of Hi in the segment that are still not
covered. The computation is identical to the computation of local MISs in previous section, with
the difference that for each edge added to the local MIS we only add its higher petal to Y . We
denote by Mi0 all the edges added either to the global MIS or to one of the local MISs, and call
them anchors as before. We say that an anchor is a global anchor if it is added in the global
part, and a local anchor if it is added in the local part. The difference from before is that the
whole set Mi0 is no longer independent, because in the global part we do not add the two petals
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of each anchor, but only the higher one. However, we can show that the dependencies have a
certain structure, as follows. See Figure 2.5 for an illustration.

𝑒

𝑡2 - global
𝑡1 - local

Figure 2.5: An illustration of the dependencies between anchors. Here, the two anchors t1 and t2 have a
non-tree edge e that covers them.

Claim 2.51. Assume that the two anchors t1 , t2 have a non-tree edge from X that covers them,
and that t2 is closer to the root, then t2 is a global anchor and t1 is a local anchor. In addition,
t1 and t2 are added to Y in the same iteration i.
Proof. If t1 , t2 are covered by an edge e ∈ X, they must be in the same root to leaf path. Since
t2 is closer to the root in this path, layer(t2 ) ≥ layer(t1 ). Note that since e covers t1 and t2 ,
it follows that the higher petal of t1 covers t2 . If t1 , t2 are not in the same layer, then t2 is
already covered at the end of iteration i = layer(t1 ), a contradiction to its definition. Also, all
the anchors added to M 0 in the global part of iteration i are independent. Hence, at least one of
t1 , t2 is added in the local part. If t1 is added in the global part, and t2 is added in the local
part, then since the higher petal of t1 covers t2 , t2 cannot be an anchor, a contradiction. Hence,
t1 is added in the local part. To complete the proof, we need to show that t2 is not added in the
local part. Assume to the contrary that it is added in the local part. First, t1 and t2 cannot be
in the same segment, since all the tree edges added to Mi0 in the local part of the same segment
are independent by the algorithm, as explained also in the proof of Claim 2.49 (we follow exactly
the same algorithm for computing a local MIS in each segment).
We are left with the case that t1 and t2 are added in the local part in different segments. Let
e i for i = layer(t1 ) = layer(t2 ).
t` be the lowest highway edge in the segment of t2 that is in H
e i is an
Note that such an edge must exist and is in the path between t1 and t2 , since t2 ∈ H
highway edge from the structure of the segments. If t` is an anchor, its higher petal covers t2
(since the edge e is an edge that covers t1 and t2 , and t` is in the path between t1 to t2 ), a
e i that its higher petal e0 covers t` . If
contradiction. Otherwise, there is a global anchor tanc ∈ H
tanc is below t1 , then e0 must cover t1 as well. If tanc is above t2 , then e0 must cover t2 as well.
Otherwise, tanc is in the path between t1 and t2 . Since the higher petal of t1 covers t2 , and tanc
is above t1 , it follows that e0 covers t2 . Since e0 is added in the global part, all the cases lead to
a contradiction.
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Claim 2.52. After the end of epoch k, each tree edge t ∈ Rk is covered at most 3 times, and all
the edges in F = ∪L
i=k Hi are covered by Y .
Proof. We say that an anchor covers t if its higher petal covers t. Let t ∈ Rk . First note that
from Claim 2.51, each anchor has at most one neighbouring anchor, as follows. If t is a local
anchor in layer i, it can only have a neighbouring anchor which is a global anchor in layer i and
is above t. Since the higher petal of t covers all its neighbours above it, and global anchors are
independent, there can be at most one such anchor. A similar argument works if t is a global
anchor. This in particular shows that each anchor t is covered at most twice, by the higher petal
of t and of its neighbour if exists.
We now analyze the case that t is not an anchor. First, the lower petal of t ∈ Rk covers all
its neighbours in layer k. Note that all the anchors we add in epoch k are in layer i ≥ k. Hence
there are at most two anchors below t that cover it, they must be in layer k and by Claim 2.51
they must be of the form a1 , a2 where a1 is a local anchor and a2 is a global anchor, and a1 is
below a2 . Second, the higher petal of t covers all the edges above it, again there are at most
two anchors above t that cover it b1 , b2 , where b1 is below b2 , b1 is a local anchor and b2 is a
global anchor, and b1 , b2 are in the same layer. However, if there is a global anchor b2 above t
that covers t, then it covers the whole path from t to b2 . Hence, there are no local anchors in
layer(b2 ) added in this path. This shows that there is at most one anchor above t that covers t,
either a local anchor or a global anchor. In all the cases, there are at most 3 anchors that cover
t, each of them adds only its higher petal to Y , which shows that t is covered at most 3 times.
We now show that all the edges in F = ∪L
i=k Hi are covered by Y by the end of epoch k.
e i they
This holds since after iteration i all the edges in Hi are covered by Y . If they are not in H
are covered before iteration i. Otherwise they either are covered by a global anchor, or by a
local anchor from the description of the algorithm: in the local part we scan the paths of layer i
e i that are still not covered by global
in each segment and make sure that all the tree edges in H
anchors get covered.
Covering Rk at most 2 times
We now would like to add a cleaning phase after the end of epoch k, that guarantees that each
t ∈ Rk is covered only at most twice, and also all the edges in F are still covered. For doing so,
we show that in the cases a tree edge is covered 3 times, we can actually remove one of these
edges without affecting the covering of the rest of tree edges. From the proof of Claim 2.52, it
follows that the only cases that a tree edge t ∈ Rk is covered 3 times have a certain structure,
illustrated in Figure 2.6. First, there are exactly 3 anchors t1 , t2 , t3 that cover t, all of them are
in the same path between a descendant to an ancestor that starts with the path in layer k that t
belongs to, where t1 is the lowest edge and t3 is the highest edge. Now t1 , t2 are in layer k below
t, where t1 is a local anchor and t2 is a global anchor. t3 is either a local or a global anchor
above t.
In the cleaning phase, we remove the higher petal of the global anchor t2 from Y . We do so
for all the tree edges t ∈ Rk that are covered 3 times. After this, all the tree edges t ∈ Rk are
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𝑒3
𝑒2
𝑒1

𝑡3 - local

𝑒3

𝑡

𝑒2

𝑡2 - global

𝑒1

𝑡1 - local

𝑡3 - global
𝑡
𝑡2 - global

𝑡1 - local

Figure 2.6: An illustration of the cases that a tree edge t is covered 3 times.

clearly covered at most twice. We next show the following.
Claim 2.53. After the cleaning phase of epoch k, each tree edge t ∈ Rk is covered at most twice,
and all the edges in F are covered by Y .
Proof. The fact each tree edge t ∈ Rk is covered at most twice is immediate from the description
of the cleaning phase, we now show that all the tree edges in F are still covered. Assume that
t ∈ Rk is a tree edge covered by the 3 anchors t1 , t2 , t3 , sorted from the lowest to the highest in
the tree. Let e1 , e2 , e3 be the higher petals of these anchors. In the cleaning phase, we removed
e2 from Y . First, we show that all the tree edges from F covered by e2 are covered either by e1
or e3 , this clearly holds for t. First, note that all the tree edges from F covered by e2 are in the
tree path P that starts in the path of layer k that t belongs to and goes to the root. Let t0 ∈ F
be a tree edge covered by e2 . If t0 is above t in P , then e3 covers t0 . This follows since e3 covers
t and the higher petal of t covers all the edges above t covered by e2 . Since t3 is above t, its
higher petal e3 , that covers t, also covers all the tree edges above t that are covered by e2 . If t0
is below t in P , then it is covered by e1 as follows. Note that the tree edge t1 is in P and it is
not covered by e2 , since otherwise it would be covered after the global part of iteration k, and
hence cannot be a local anchor. Since e1 covers t, it covers the whole subpath in P between t1
and t, which in particular contains all the tree edges in P below t covered by e2 (which can only
be above t1 ). To complete the proof, we show that e1 and e3 remain in Y after the cleaning
phase. The edge e1 clearly stays in Y since t1 is a local anchor, and we only remove petals of
global anchors in the cleaning phase. However, t3 can be either a local or a global anchor. In
the first case, e3 clearly stays in Y . We next analyze the case that t3 is a global anchor. First,
since e3 covers t, in the whole path between t to t3 there are no local anchors: there are no
local anchors of layer i = layer(t3 ) since they are already covered by e3 after the global part of
iteration i, and there are no local anchors from previous iterations since otherwise t3 is already
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e i . Also, all the tree path between t2 to t is covered by e2 after the
covered and is not part of H
global part of iteration k (which is the first iteration of epoch k), so there are no local anchors
in the whole path between t2 and t3 . Now, if t3 is removed from Y , it means that there is a tree
edge t̃ ∈ Rk with 3 anchors that cover it, and in particular two anchors below it t˜1 , t˜2 where
t˜2 = t3 is a global anchor and t˜1 is a local anchor below t3 . However, as we explained, there are
no local anchors between t2 and t3 . Also, since all the anchors in epoch k are in layer at least k,
it means that the only local anchor below t̃ that covers it must be below t2 . However, in this
case, the lower petal of t̃ covers the global anchors t2 and t3 , in contradiction to the fact that
global anchors are independent. Hence, the edges e1 and e3 stay in Y , which shows that all tree
edges in F are covered by the end of the cleaning phase of epoch k.
Using Claim 2.53, we get the following.
Lemma 2.54. At the end of the cleaning phase of epoch k:
1. All the tree edges in F = ∪L
i=k Fi are covered by B.
2. All the edges in Ri for i ≥ k are covered at most 2 times.
Proof. First, 1 follows directly from Claim 2.53 (B = Y at the end of the epoch). We prove 2 by
induction on k, the proof follows ideas from Lemma 2.44. In the base case, k = L + 1 and B = ∅,
hence the claim clearly holds. We assume that the claim holds for k + 1, and show that it works
for k. We next show that any tree edge t ∈ Ri for i ≥ k is covered at most 2 times by Y . For
i > k this already follows from previous epochs. This holds since Y ⊆ X, and X = B ∪ Ak (with
the set B at the end of the previous epoch). Now, at the end of epoch k + 1, all the edges in
Ri for i > k are covered at most 2 times by B from the induction hypothesis. Also, from the
definition of the sets, Ak does not cover any edge in Ri for i > k. Hence, any set Y ⊆ X we
choose covers all the edges in Ri for i > k at most 2 times. Now all the edges t ∈ Rk are covered
at most twice by the end of the cleaning phase of the epoch by Claim 2.53. This completes the
proof.
From Lemma 2.54 with respect to k = 1, we get that at the end of the reverse-delete phase
B covers all tree edges, and for each 1 ≤ i ≤ L, all the tree edges in Ri are covered at most 2
times, as needed. The algorithm has L epochs, each of them consists of at most L iterations,
which sums up to O(L2 ) = O(log2 n) iterations. We next show how to implement each iteration
√
√
in O(D + n) rounds, which results in a complexity of O((D + n) log2 n) rounds for the whole
phase.
Implementation details
The implementation of the algorithm follows the implementation in the reverse-delete phase
with slight changes, we just highlight the differences. The computation of the global MIS and
local MISs is identical to the computation in the reverse-delete phase. The only difference is
that for each anchor we just add its higher petal and not both its petals (each tree edge knows
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which is its higher petal). At the end of each iteration all the non-tree edges should know if they
are added to Y . In previous section, we explained that all the edges know which are the global
anchors added in the global part and their petals. For the local part we used the independence
of anchors. Now although not all the anchors are necessarily independent, it follows from Claim
2.51 that all the local anchors are independent (two anchors can only be neighbours if one is a
global anchor and the second is a local anchor). This shows that for each non-tree edge e ∈ X
there is at most one local anchor t ∈ Mi0 ∩ Se , hence we can follow the implementation in the
reverse-delete phase.
In the new algorithm, we also have a cleaning phase after each epoch. In the cleaning phase,
all the edges t ∈ Rk that are covered 3 times remove one of these edges from Y . The edge
removed is the higher petal of a global anchor t2 which is below t. Also, from the analysis
there is exactly one global anchor below t in this case. This part can also be implemented in
√
O(D + n) rounds, as follows. First, each tree edge learns how many times it is covered, which
is an aggregate function of the non-tree edges that cover it and hence can be implemented in
√
O(D + n) rounds. If an edge t ∈ Rk learns that it is covered 3 times, it would like to remove
the higher petal of the global anchor t2 below it. Note that all the edges learn all the global
anchors and their petals in the algorithm, and using the LCA labels each edge can learn which
of the higher petals cover it, and which of the anchors are below it which allows identifying the
√
anchor t2 . Since there are O( n) global anchors, all the vertices in the graph can now learn in
√
O(D + n) rounds the identity of all the global anchors that should be removed from Y , which
completes the cleaning phase.
The above gives a (4 + )-approximation for weighted TAP and a (5 + )-approximation for
√
weighted 2-ECSS for any constant  > 0 in O((D + n) log2 n) rounds, as follows.
Theorem 1.4. There is a deterministic (4 + )-approximation algorithm for weighted TAP in
2
√
the Congest model that takes O((D + n) log n ) rounds.
Proof. The proof of Lemma 2.43 shows that if in the reverse-delete phase we cover all the edges
with y(t) > 0 at most 2 times, then we get a (2 + )-approximation for weighted TAP in the
virtual graph G0 . This gives a (4 + )-approximation for weighted TAP in the original graph by
2
√
Lemma 2.16. The time complexity of the forward phase is O((D + n) log n ) rounds, and the
√
reverse-delete phase has O(log2 n) iterations that take O(D + n) rounds. Other computations
in the algorithm such as building a virtual graph, computing the layers and the decomposition
√
also take O((D + n) log n) rounds as discussed in the relevant sections.
As explained in Claim 2.1, a (4 + )-approximation for weighted TAP gives a (5 + )approximation for weighted 2-ECSS, by building an MST and then augmenting it to be 2-edgeconnected, proving the following.
Theorem 1.5. There is a deterministic (5 + )-approximation algorithm for weighted 2-ECSS
2
√
in the Congest model that takes O((D + n) log n ) rounds.
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2.5
2.5.1

Lower Bounds for TAP and 2-ECSS
An Ω(D) Lower Bound for TAP in the Local Model

We show that TAP is a global problem, which admits a lower bound of Ω(D) rounds, even in
the Local model where the size of messages is unbounded. In the Local model, a vertex can
learn in r rounds its r-neighborhood, which consists of all the vertices and edges at distance at
most r from it. In addition, if the r-neighborhood of a vertex is the same in two different graphs
it cannot distinguish between them in any algorithm that takes at most r rounds. Based on this,
we show the following.
Theorem 1.6. Any distributed α-approximation algorithm for weighted TAP takes Ω(D) rounds
in the Local model, where α ≥ 1 can be any polynomial function of n. This holds also for
unweighted TAP, if 1 ≤ α < n−1
2c for a constant c > 1.
Proof. Let k be an even integer, and consider the graph G1 that consists of a path P of n = 2k +1
vertices {v0 , v1 , ..., v2k }, and the additional edges {v2i , v2(i+1) } for 0 ≤ i < k. Consider also the
graph G2 = G1 ∪ {v0 , v2k }. Both graphs have diameter D = Θ(k). Consider an instance for
TAP where T is the path P for both graphs G1 and G2 . It is easy to verify that an optimal
augmentation in G1 includes all the edges {v2i , v2(i+1) } for 0 ≤ i < k, as this is the only way to
cover all the edges. However, in G2 an optimal augmentation includes only the edge {v0 , v2k }.
Note that the ( k2 − 1)-neighborhood of vk is the same in both G1 and G2 , so it cannot
distinguish between them in any algorithm that takes at most k2 − 1 rounds. Hence, vk must
have the same output in both cases. However, in G1 , both of the edges {vk−2 , vk }, {vk , vk+2 }
are included in an optimal augmentation, and in G2 they are not, so any distributed algorithm
that solves TAP exactly must take Ω( k2 − 1) = Ω(D) rounds.
This lower bound holds also for approximation algorithms for the weighted problem: give
the weight 1 to the edge {v0 , v2k } and the weight α + 1 to the edges {v2i , v2(i+1) } for 0 ≤ i < k.
Any algorithm that adds at least one of the edges {v2i , v2(i+1) } to the augmentation has weight
at least α + 1, and hence is not an α-approximation to weighted TAP. Therefore, any distributed
α-approximation algorithm for weighted TAP must take Ω(D) rounds.
A similar proof shows that approximating unweighted TAP takes Ω(D) rounds for appropriate
values of α. In the unweighted case, an algorithm that adds all the edges {v2i , v2(i+1) } for
0 ≤ i < k, gives a k-approximation to the optimal augmentation in G1 . However, if we want
a better approximation we need Ω(D) rounds. Assume that c > 1 is a constant and we want
k
an α-approximation where α < kc = n−1
2c . Consider the c edges {v2i , v2(i+1) } that are closest
to vk . Each of the vertices on these edges is at distance Ω(k) = Ω(D) from the vertices v0 , v2k .
Hence, they cannot distinguish between G1 , G2 in less than Ω(D) rounds. It follows that any
distributed α-approximation algorithm for unweighted TAP must take Ω(D) rounds.

2.5.2

A Lower Bound for Weighted TAP in the Congest Model

By Theorem 1.6, when h = O(D) our algorithms AT AP , AwT AP are optimal up to a constant
factor. But what about the case of h = ω(D) for the Congest model? We next show a family of
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graphs where h = ω(D), in which Ω(h) rounds are needed in order to approximate weighted TAP,
√
where h = O( n). The lower bound is proven using a reduction from the 2-party set-disjointness
problem, in which there are two players, Alice and Bob. Each player gets a binary input string of
length k: a = (a1 , ..., ak ), b = (b1 , ..., bk ), and the players have to decide whether their inputs are
disjoint, i.e., whether there is an index i such that ai = bi = 1 or not. It is known that in order to
solve this problem, Alice and Bob have to exchange at least Ω(k) bits, even when using random
protocols [Raz92]. Our construction is based on a construction presented in [SHK+ 12, Elk06].
In order to use this construction for showing lower bounds for TAP, we add to it additional
parallel edges4 and give weights to the edges in such a way that all the edges of the input tree T
can be covered by parallel edges of weight 0, except for k edges, {ei }ki=1 . The edge ei may be
B
covered either by a corresponding parallel edge eA
i , or by a distant edge ei that closes a cycle
B
that contains ei . However, the weights of the edges eA
i and ei depend on the i’th bit in the
input strings of Alice and Bob, such that there is a light edge that covers ei if and only if this
bit equals 0 at least in one of the input strings. It follows that all the k edges can be covered by
light edges if and only if the input strings of Alice and Bob are disjoint.
We next describe the construction. We start by presenting a construction that includes
parallel edges, and later explain how to change it to a similar construction that does not include
parallel edges.

Construction with Parallel Edges
We follow the constructions presented in [SHK+ 12, Elk06]. Let G1 = G(k, d, p) be a graph that
consists of k paths P1 , ..., Pk of length dp , where the vertices on the path Pi are denoted by vji ,
for 0 ≤ j ≤ dp − 1, and a tree S of depth p, where each internal vertex has degree d, so it has
dp leaves denoted by uj , for 0 ≤ j ≤ dp − 1. In addition, there is an edge between uj to vji for
1 ≤ i ≤ k, 0 ≤ j ≤ dp − 1.
Let G2 be a weighted graph with the same structure as G1 , and with parallel edges on
i , for
the paths and in the tree. That is, there are two parallel edges between vji and vj+1
0 ≤ j < dp − 1, and there are two parallel edges between a parent to each one of its d children
in S. All of the above parallel edges have weight 0. In addition, there are two parallel edges
between u0 to v0i , one of them with weight 0. The edges between uj to vji for 0 < j < dp − 1 have
weight x = αk + 1. Given two binary input strings of length k: a = (a1 , ..., ak ), b = (b1 , ..., bk ),
the second edge between u0 and v0i has weight x if ai = 1 and has weight 1 otherwise. Similarly,
the edge between udp −1 and vdi p −1 has weight x if bi = 1 and has weight 1 otherwise.
The input to the TAP problem is the graph G2 with a spanning tree TG2 rooted at r = u0
(see Figure 2.7). TG2 includes one copy of all the path edges, and one copy of all the edges of S,
and the edges between r = u0 and v0i that have weight 0 for 1 ≤ i ≤ k. Since we can cover all
the path edges and the edges of S by their parallel edges having weight 0, in order to cover all
tree edges in TG2 optimally we need to cover the edges between r and v0i optimally.
4

We also show a construction with no parallel edges.
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Figure 2.7: The structure of the graph G2 . The edges of TG2 are marked with solid lines, other
edges are marked with dashed lines.

Claim 2.55. The cost of an optimal augmentation is k if the input strings a and b are disjoint,
and it is at least x = αk + 1 otherwise.
Proof. In order to cover the tree edge {r, v0i } we can use any other edge between uj to vji . Each
such edge has weight x unless at least one of ai or bi is equal to 0, in which case the second edge
between r = u0 to v0i or the edge between udp −1 and vdi p −1 has weight 1. These are the only
edges that cover the tree edge {r, v0i }. All the other edges in TG2 can be covered with parallel
edges of weight 0. It follows that if a and b are disjoint then we can cover all the edges in TG2
with cost k, otherwise the cost is at least x because we need at least one edge of weight x.
By Claim 2.55, an α-approximation algorithm that computes the weight of an optimal
augmentation on the graph G2 with spanning tree TG2 can be used in order to solve the setdisjointness problem: if the input strings are disjoint the weight of an optimal augmentation is k,
in which case the output of the algorithm is at most αk. Otherwise, the output of the algorithm
is at least x = αk + 1.
Note that if A is a distributed α-approximation algorithm for weighted TAP that takes R
rounds, then there is a distributed α-approximation algorithm A1 for computing the weight of
the optimal augmentation that completes in O(R + D) rounds, where at the end of A1 all the
vertices know the weight of an optimal augmentation. This done by having A1 simulate A and
then collect the weight of the augmentation over a BFS tree and distribute it to all the vertices.
Since R = Ω(D) by Theorem 1.6, it follows that the time complexity of A1 is O(R) rounds, so a
lower bound on the time complexity of A1 gives a lower bound on the time complexity of A.
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Our algorithms work in the Congest model where the maximal message size is bounded by
Θ(log n) bits, however the proof of the lower bound is based on the proof in [SHK+ 12] which
works in a more general model where the maximal message size is bounded by B bits. Hence,
the lower bound we show holds for this generalized model as well.
Claim 2.56. If there is a distributed (even randomized) α-approximation algorithm for computing the weight of an optimal augmentation in G2 that has time complexity of R rounds where
p
R ≤ d 2−1 , then set-disjointness can be solved by exchanging O(dpBR) bits.
Proof. The proof of the claim follows from the proof of Theorem 3.1 in [SHK+ 12], in which it is
shown how Alice and Bob can simulate a distributed algorithm on the graph G1 by exchanging
at most 2dpBR bits, where at the end of the simulation each player knows the output of one of
the vertices r, udp −1 . In the algorithm for computing the weight of an optimal augmentation all
the vertices know the weight at the end, so it is enough that each of Alice and Bob knows the
output of one vertex. Note that the graphs G1 and G2 have the same structure, but in G2 there
may be two parallel edges between vertices v, u that have only one edge between them in G1 . It
follows that v, u can exchange 2B bits between them in a round in each direction, instead of B
bits. Therefore, in order to simulate a distributed algorithm on G2 , Alice and Bob can use the
same simulation but may need to exchange twice as many bits in order to simulate one round,
and 4dpBR bits for the whole simulation, which is still O(dpBR) bits, as claimed. At the end
of the simulation, both Alice and Bob know an α-approximation to the weight of an optimal
augmentation, and can deduce if their input strings are disjoint according to Claim 2.55.
Theorem 2.57. (equivalent to Theorem 7.1 in [SHK+ 12]) For any polynomial function α(n),
integers p > 1, B ≥ 1 and n ∈ {22p+1 pB, 32p+1 pB, ...}, there is a Θ(n)-vertex graph of diameter
2p + 2 for which any (even randomized) distributed α(n)-approximation algorithm for weighted
1
1
−
TAP with an instance tree T ⊆ G of height h requires Ω((n/(pB)) 2 2(2p+1) ) rounds which is
Ω(h).
k
)).
Proof. By Claim 2.56 and the lower bound on set-disjointness [Raz92] we have R = Ω(min(dp , dpB
k
p+1
p
p
+
Choosing k = d pB gives Ω(min(d , dpB )) = Ω(d ). As in [SHK 12, Elk06], G1 and G2 have
n = Θ(kdp ) = Θ(d2p+1 pB) vertices and diameter 2p + 2. In addition, h = dp + 1 since the height
of TG2 is determined by the length of the paths. Hence, we have R = Ω(dp ) = Ω(h) where
1
1
−
h = Θ(dp ) = Θ((n/(pB)) 2 2(2p+1) ).

Choosing B = p = Θ(log n) in Theorem 2.57 gives the following.
Theorem 1.7. For any polynomial function α(n), there is a Θ(n)-vertex graph of diameter
Θ(log n) for which any (even randomized) distributed√α(n)-approximation algorithm for weighted
TAP with an instance tree T ⊆ G of height h = Θ( lognn ) requires Ω(h) rounds in the Congest
model.
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Construction without Parallel Edges
We next explain how to modify the above construction to avoid parallel edges. We define G3 as
follows:
• If there is a single edge between the vertices v and u in G2 , then this edge is in G3 and
has the same weight as it has in G2 .
• For every pair of vertices v, u which have two parallel edges between them in G2 , we add
in G3 a new vertex vu and replace one of the two parallel edges between v and u which
has weight 0 by two edges {v, vu} and {vu, u}, both with weight 0.5
The tree TG3 in the TAP problem in G3 is constructed according to the tree TG2 in G2 , such
that if {v, u} is a tree edge in TG2 , then {v, vu}, {vu, u} are tree edges in TG3 . Note that the
edge {v, u} covers both {v, vu}, {vu, u}. Since all the edges on the paths and in the tree S in G2
have weight 0, all the edges on the corresponding paths and tree SG3 in TG3 can be covered by
edges of weight 0. In order to cover all tree edges in TG3 optimally we need to cover the edges
{r, rv0i }, {rv0i , v0i } optimally. Similarly to the case in G2 , we can cover them by any one of the
edges between uj and vji . All those edges have weight x unless at least one of ai or bi is equal to
0, so Claim 2.55 holds for G3 as well.
If n is the number of vertices in G2 , then in G3 the number of vertices is 2n − 1 = Θ(n)
because we add one vertex for each edge of TG2 (the parallel edges in G2 are only on the tree
TG2 ). Similarly, the height of TG3 is 2h = Θ(h) where h is the height of TG2 , and the diameter
of G3 is Θ(D) where D is the diameter of G2 .
Assume that A is an α-approximation algorithm for weighted TAP that takes R rounds in
G3 , then there is an α-approximation algorithm A1 for weighted TAP that takes R rounds in
G2 . A1 simulates A: all the vertices that are both in G2 and in G3 simulate themselves. For
each vertex vu, one of the vertices v, u simulates vu, and assume w.l.o.g that v simulates vu.
Note that there are two parallel edges between v and u in G2 . One of them is used in order to
simulate the messages sent on the edge {v, u} in A, and the other is used in order to simulate
the messages sent on the edge {vu, u} in A. Note that there is no need for communication in
order to simulate messages sent on the edge {v, vu} because the vertex v simulates both v, vu.
It follows that the simulation of A in G2 takes R rounds. In addition, from the correspondence
between G2 and G3 , any augmentation in G3 is an augmentation in G2 , and vice versa.
The above implies that the lower bound holds for G3 (which has no parallel edges) as well,
and hence Theorem 2.57 holds also for simple graphs.

2.5.3

Application for Weighted 2-ECSS

The lower bounds presented in the previous subsections are for TAP, however an α-approximation
algorithm for weighted 2-ECSS gives an α-approximation algorithm for weighted TAP where we
give to the edges of the input tree T weight 0. Hence, a lower bound for weighted TAP implies
5

Notice that at least one of the two parallel edges indeed has weight 0.
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√

a lower bound for weighted 2-ECSS. In particular, this implies a lower bound of Ω(D + lognn ) for
an α-approximation for weighted 2-ECSS, for any polynomial α, in the Congest model.

2.6

Algorithm for k-ECSS

In this section, we present our algorithm for k-ECSS, proving the following.
Theorem 1.8. There is a distributed algorithm for weighted k-ECSS in the Congest model
with an expected approximation ratio of O(k log n), and time complexity of O(k(D log3 n + n))
rounds.
As explained in Section 2.2, to solve k 0 -ECSS we present an algorithm for Augk for any k ≤ k 0 .
The input for Augk is a k-edge-connected graph G, and a (k − 1)-edge-connected spanning
subgraph H, and the goal is to augment H to be k-edge-connected. We start by describing the
general structure of our algorithm for Augk . Later, we discuss implementation details and the
time and approximation ratio analysis.
Throughout the algorithm we maintain a set A of all the edges added to the augmentation.
Initially, A = ∅. We assume that all the vertices know all the edges in H and in A during the
algorithm, we later explain how maintaining this knowledge affects the time complexity. Our
algorithm follows the framework described in Section 2.2. Recall that for an edge e 6∈ H, we
denote by Se the set of cuts of size k − 1 of H that e covers, and we denote by Ce all the cuts in
Se that are still not covered by edges added to A. The cost-effectiveness of an edge e 6∈ H is
|Ce |
ρ(e) = w(e)
.
The algorithm proceeds in iterations, where in the iteration i the following is computed:
1. Each edge e 6∈ H ∪ A computes its rounded cost-effectiveness ρ̃(e).
2. Each edge e 6∈ H ∪ A with maximum rounded cost-effectiveness is a candidate.
3. Each candidate e becomes an active candidate with probability pi .
4. The vertices compute an MST of the graph G, with the following weights. All the edges
already in A have weight 0, all the active candidates have weight 1, and all other edges
have weight 2. We add to A all the active candidates that are in the MST computed.
5. If all the cuts of size k − 1 in H are covered by A, the algorithm terminates, and the output
is all the edges of A.
We next show that in Line 4 we add to A a maximal set of active candidates without creating
cycles. This guarantees that |A| ≤ n − 1. Then, we describe how to choose the probability pi in
Line 3. We later explain how to implement the algorithm in O(D log3 n + n) rounds, and prove
the approximation ratio.
Claim 2.58. There are no cycles in A.
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Proof. At the beginning, this clearly holds. Assume it holds at the beginning of iteration i. Let
Ti be the MST computed in iteration i, and let A0 be the edges of A at the beginning of iteration
i. Recall that the weight given to all the edges of A0 in Line 4 is 0. This shows that Ti has all
the edges of A0 , as otherwise there is an edge e ∈ A0 \ Ti . However, adding e to Ti creates a
cycle that has an edge e0 6∈ A0 (because there are no cycles in A0 ), but then (Ti \ {e0 }) ∪ {e} is a
spanning tree with a smaller weight than Ti , which gives a contradiction. Hence, all the edges
we added to A in iteration i are in the tree Ti , which shows that there are no cycles in A at the
end of the iteration. This completes the proof.
ei be the set of edges in A at the end of iteration i.
Let A
ei , then adding e to A
ei closes a
Claim 2.59. If e is an active candidate in iteration i, and e 6∈ A
cycle.
ei , then e 6∈ Ti by definition. Then,
Proof. Let Ti be the MST computed in iteration i. If e 6∈ A
ei , we are done. Note
adding e to Ti creates a cycle. If all the edges in the cycle except e are in A
ei according to Line 4 in the algorithm. Hence, an
that all the edges of weight 0 or 1 in Ti are in A
0
ei only if its weight is 2, but then (Ti \ {e0 }) ∪ {e} is a spanning
edge e 6= e in the cycle is not in A
tree with a smaller weight than Ti , which contradicts the definition of Ti . This completes the
proof.
We next show that all the cuts that can be covered by active candidates at iteration i, are
covered by the end of iteration i.
Claim 2.60. If e is an active candidate in iteration i, then all the cuts in Se are covered by the
end of iteration i.
ei , the claim clearly holds.
Proof. Let e be an active candidate in iteration i. If e is added to A
ei closes a cycle by Claim 2.59. For each cut in Se , there is also an edge
Otherwise, adding e to A
ei .
in this cycle that covers the cut, which means that all the cuts in Se are covered by A
Choosing pi
We next describe how to choose the probability pi . We group the iterations according to
the value of the maximum rounded cost-effectiveness. For each value ρ̃ of maximum rounded
cost-effectiveness, we divide the iterations into phases of O(log n) iterations, as follows. At the
first iteration, we define pi = 2dlog1 me , where m is the number of edges in G, and every M log n
iterations we increase pi by a factor of 2. The exact value of the constant M will be determined
during the analysis. We continue until the maximum rounded cost-effectiveness decreases or
until the first iteration where pi = 1. Note that if pi = 1 then all the candidates are active
candidates, hence by Claim 2.60 the maximum rounded cost-effectiveness decreases by the end
of this iteration. Every M log n consecutive iterations with the same value pi are a phase. The
algorithm takes O(log3 n) iterations: each phase takes O(log n) iterations, and we increase pi at
most O(log n) times for each value of rounded cost-effectiveness. In addition, there are O(log n)
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possible values for the rounded cost-effectiveness because the weights are polynomial and there

are at most n2 minimum cuts of size k − 1 in H 6 . All the candidates can compute pi since
they know the value of ρ̃ in each iteration. We next explain how to implement the rest of the
algorithm.

Implementation and time analysis
We next explain how to implement each iteration. We assume during the algorithm that all the
vertices know all the edges of H and A. In our k-ECSS algorithm we build a k-edge-connected
subgraph by applying the algorithm for Augi for i ≤ k. The input H for Augj is the set of edges
added to the augmentation during the j − 1 first times we run the algorithm for Augi . Hence, it
is enough to show that at each run of the algorithm all the vertices learn about all the edges
added to the augmentation.
Given full information about H and A, each edge can compute how many cuts in Se are still
not covered, which allows computing the cost-effectiveness in Line 1. Learning the maximum
rounded cost-effectiveness in Line 2 takes O(D) rounds by a communicating over the BFS tree.
To compute an MST in Line 4 we use the MST algorithm of Kutten and Peleg [KP98b] that
√
takes O(D + n log∗ n) rounds. Let ni be the number of edges added to the augmentation
at iteration i. All the vertices learn these edges in O(D + ni ) rounds by communication over
the BFS tree. Since all the vertices know the edges in H and A they can check if H ∪ A is
k-edge-connected in Line 5, and detect the termination of the algorithm.
√
The time complexity of one iteration is O(D + n log∗ n + ni ). From Claim 2.58, the number
P
of edges added to A during the algorithm is at most n − 1, which gives i ni < n. Since
the number of iterations is O(log3 n), the time complexity of the algorithm is O(D log3 n +
P
√
n log3 n log∗ n + i ni ) = O(D log3 n + n), showing the following.
Lemma 2.61. The time complexity of the algorithm is O(D log3 n + n), if all the vertices know
the complete structure of H at the beginning of the algorithm.

Approximation ratio analysis
We next show that the approximation ratio of the algorithm is O(log n) in expectation. The
general idea is similar to the analysis in our O(log n)-approximation algorithm for 2-ECSS.
We assign a cost to all the cuts of size k − 1 in H, as follows. For each cut C, we define
cost(C) = 1/ρ̃(e) where e is an edge that covers C in the first iteration in which it is covered in
the algorithm, and cost(C) = 0 if ρ̃(e) = ∞. Note that all the edges added to A in a specific
iteration have the same rounded cost-effectiveness, hence cost(C) is well-defined.
P
Our goal is to show that w(A) ≈ C cost(C) ≤ O(log n)w(A∗ ), where A∗ is an optimal
augmentation. The proof of the right inequality follows the proof of Lemma 2.32 with slight
changes, and is based on the fact that we always add edges with maximum rounded costeffectiveness.
6

This follows from the minimum cut algorithm of Karger [Kar93], another proof is in [DKL76].
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P
For the left inequality, we show that E[w(A)] ≤ 6 · E[ C cost(C)]. The proof is based on the
following lemma. We define the degree of a cut C in an iteration to be the number of candidates
that can cover it in this iteration, we denote it by deg(C).
Lemma 2.62. At the beginning of the phase where p =
most 2` with probability at least 1 − n1c for a constant c.

1
,
2`

the maximal degree of a cut is at

Proof. For ` = dlog me, it is clear. Consider the phase where p = 21` , we would like to show
that at the end of the phase the degree decreases to 2`−1 . Consider a specific cut C. Assume
that deg(C) > 2`−1 at the end of the phase (otherwise, we are done). Note that if at least one
of the candidates that covers C becomes an active candidate, then C is covered at the end of
the iteration by Claim 2.60. Therefore, at each iteration where deg(C) > 2`−1 , the probability
`−1
that C does not get covered is (1 − 21` )deg(C) < (1 − 21` )2
≤ √1e . Hence, the probability that
C does not get covered in t iterations of the phase is at most ( √1e )t . If we choose t = 2c0 ln n,
we get ( √1e )t = ( 1e )t/2 = n1c0 . The number of uncovered cuts of size k − 1 is at most n2 , since

there are at most n2 minimum cuts in a graph. Using union bound, the probability that there
2
is an uncovered cut with deg(C) > 2`−1 at the end of the phase it at most nnc0 . If we choose
c0 = c + 2, the probability is n1c . Hence, the probability that the maximal degree decreases to
2`−1 by the end of the phase is at least 1 − n1c . This completes the proof.
P
Our goal now is to show that E[w(A)] ≤ 6 · E[ C cost(C)]. Our proof shows even slightly
P
stronger claim: E[w(A0 )] ≤ 6 · E[ C cost(C)], where A0 are all the active candidates during the
algorithm (note that A ⊆ A0 ). This would be useful in our 3-ECSS algorithm.
P
Lemma 2.63. E[w(A)] ≤ 6 · E[ C cost(C)].
Proof. Let Aj be the active candidates in iteration j, and let CU Tj be the cuts that were first
P
covered in iteration j. We show that E[w(Aj )] ≤ 6 · E[ C∈CU Tj cost(C)]. Let cj be the maximal
rounded cost-effectiveness in iteration j, then for all C ∈ CU Tj it holds that cost(C) = 1/cj .
P
Hence, C∈CU Tj cost(C) = c1j |CU Tj |. On the other hand,
w(Aj ) =

X
e∈Aj

w(e) =

X

|Ce | ·

e∈Aj

w(e)
2 X
|Ce |,
≤
|Ce |
cj
e∈Aj

1
2
2
where the last inequality follows from the fact that w(e)
|Ce | = ρ(e) ≤ ρ̃(e) = cj . Hence, we need
P
to show that |CU Tj | ≈ e∈Aj |Ce |. Note that if each cut is covered exactly by one edge, then
P
|CU Tj | = e∈Aj |Ce |. However, this is not necessarily true since several edges may cover the
P
same cut in iteration j. We will show that |CU Tj | ≈ e∈Aj |Ce | in expectation. To do so,
P
P
we write e∈Aj |Ce | = C t(C) where we sum over all the cuts C that are uncovered at the
beginning of iteration j, and t(C) is the number of active candidates that cover C in iteration j.
P

We next estimate E
C t(C) , the rest of the analysis is similar to the proof of Lemma 3.6
in [JRS02]. The main difference is that in [JRS02], a condition similar to the condition described
in Lemma 2.62 holds always, and in our case it holds w.h.p.
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Let p be the probability that a candidate edge is an active candidate in iteration j. If the
maximal degree of an uncovered cut in iteration j is at most p1 , we say that the iteration is good.
According to Lemma 2.62 it happens w.h.p. It holds that
E[t(C)] = P r[j is good] · E[t(C)| j is good] + P r[j is not good] · E[t(C)| j is not good].
We start by analyzing E[t(C)| j is good]. It holds that
E[t(C)| j is good] = P r[t(C) > 0|j is good] · E[t(C)|t(C) > 0, j is good].
For an uncovered cut C, let W be the set of candidates that can cover C in iteration j. Each of
them is an active candidate in iteration j with probability p. If j is good, then deg(C) = |W | ≤ p1 ,
1
or equivalently p ≤ |W
| . Thus,
E[t(C)|t(C) > 0, j is good] =

X

P r[e is chosen|t(C) > 0, j is good]

e∈W

=

X P r[e is chosen, j is good]
|W | · p · P r[j is good]
=
.
P r[t(C) > 0, j is good]
P r[t(C) > 0|j is good] · P r[j is good]

(2.1)

e∈W

The second equality follows from the fact that if e is chosen then necessarily t(C) > 0. The
third equality follows from the fact that the events “e is chosen” and “j is good” are independent.
We will show that P r[t(C) > 0|j is good] ≥ |W2 |p . It holds that P r[t(C) > 0] = 1 − (1 − p)|W | .

(|W |p)2
| 2
Since (1−p)|W | ≤ 1−|W |p+ |W
, we get P r[t(C) > 0] ≥ |W |p−|W |p· |W2 |p .
2 p ≤ 1−|W |p+
2
If j is good, then |W |p ≤ 1, which gives P r[t(C) > 0|j is good] ≥ |W2 |p . This gives,
E[t(C)|t(C) > 0, j is good] ≤

|W |p
= 2.
|W |p/2

This shows that E[t(C)| j is good] ≤ 2 · P r[t(C) > 0|j is good]. Summing over all the cuts
C that are not covered at the beginning of iteration j, we get
X

E[t(C)| j is good] ≤ 2 ·

C

X

P r[t(C) > 0|j is good] = 2 · E[|CU Tj ||j is good].

C

This gives,
X

P r[j is good] · E[t(C)|j is good] ≤ 2 · P r[j is good] · E[|CU Tj ||j is good] ≤ 2E[|CU Tj |].

C

By Lemma 2.62, j is not good with probability at most
there are at most n2 cuts of size k − 1, which gives
X

1
nc .

Note that t(C) ≤ n2 always and

P r[j is not good] · E[t(C)|j is not good] ≤

C

n4
.
nc

In addition, in each iteration there is at least one candidate e, that can cover at least one
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cut C. The cut C is covered in iteration j with probability at least p ≥
P
E[|CU Tj |] = C P r[t(C) > 0] ≥ n12 . If we choose c > 6, we get
X

P r[j is not good] · E[t(C)|j is not good] ≤

C

To conclude, E[
X

P

C

t(C)] =

P

C

1
m.

This shows

1
≤ E[|CU Tj |].
n2

E[t(C)] is equal to

P r[j is good] · E[t(C)|j is good] +

C

X

P r[j is not good] · E[t(C)|j is not good] ≤ 3E[|CU Tj |].

C

This shows
E[w(Aj )] =

X
2 X
6
E[
t(C)] ≤ E[|CU Tj |] = 6 · E[
cj
cj
C

cost(C)].

C∈CU Tj

Summing over all iterations j completes the proof.
P
To conclude, we get that E[w(A)] ≤ 6 · E[ C cost(C)] ≤ O(log n)w(A∗ ), which shows an
O(log n) approximation in expectation. The time complexity of our algorithm for Augi is
O(D log3 n + n) by Lemma 2.61. To get a solution for k-ECSS we start with an empty subgraph
H, and in iteration i augment its connectivity from i − 1 to i using our algorithm for Augi .
This guarantees that all the vertices learn the complete structure of H. Since we augment the
connectivity k times, by Claim 2.2 we get the following.
Theorem 1.8. There is a distributed algorithm for weighted k-ECSS in the Congest model
with an expected approximation ratio of O(k log n), and time complexity of O(k(D log3 n + n))
rounds.

2.7

Algorithm for 3-ECSS

In this section, we show how to improve the time complexity of our k-ECSS algorithm to
O(D log3 n) rounds for the special case of unweighted 3-ECSS. The bottleneck of our k-ECSS
algorithm is the cost-effectiveness computation. In the special case of unweighted 3-ECSS we
show how to compute it in O(D) rounds. The main tool in our algorithm is the beautiful cycle
space sampling technique introduced by Pritchard and Thurimella [PT11].
We say that {e, f } is a cut pair in a 2-edge-connected graph G if removing e and f from
G disconnects it. In [PT11], it is shown how to assign each edge of a graph G, a short label
φ(e) that allows to detect all the cut pairs of the graph, as follows. Two edges e and f are a cut
pair if and only if φ(e) = φ(f ). The algorithm for computing the labels takes O(D) rounds for a
graph with diameter D.
Our algorithm for unweighted 3-ECSS starts by computing a 2-edge-connected subgraph
H, and then augments its connectivity. To build H, we use an O(D)-round 2-approximation
algorithm for unweighted 2-ECSS [CD20]. This algorithm starts by building a BFS tree T , and
then augments its connectivity to 2. In particular, the diameter of H is O(D). For an edge
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e 6∈ T , we define Se1 to be all the tree edges in the unique tree path covered by e. We say that
e 6∈ H covers a cut pair {f, f 0 } if {f, f 0 } is not a cut pair in H ∪ {e}. For an edge e 6∈ H, we
define Se2 to be all the cut pairs covered by e. During the algorithm, we maintain a set of edges
A that includes all the edges added to the augmentation, initially A = ∅. Ce are all the cut pairs
in Se2 that are not covered by A. The cost-effectiveness of an edge e ∈ H is defined as in Augi .
However, since all the edges have unit-weight, ρ(e) = |Ce |.
We next describe the algorithm for augmenting the connectivity of H from 2 to 3. The
general structure of the algorithm is similar to our algorithm for Augi in Section 2.6, with slight
changes. Now we just add all the active candidates to the augmentation without computing an
MST, as follows.
1. Each edge e 6∈ H ∪ A computes its rounded cost-effectiveness ρ̃(e).
2. Each edge e 6∈ H ∪ A with maximum rounded cost-effectiveness is a candidate.
3. Each candidate e is added to the augmentation with probability pi .
4. If all the cut pairs in H are covered by A, the algorithm terminates, and the output is all
the edges of A.
The choice of the probability pi and the approximation ratio analysis follow our algorithm for
Augi and its analysis. Hence, our goal is to explain how to implement the algorithm efficiently.
The computation in line 2 takes O(D) rounds as before, and the computation in line 3 is
completely local. We next show how to implement lines 1 and 4 efficiently using the cycle space
sampling technique.

Overview of the cycle space sampling technique
The cycle space sampling technique allows to detect small cuts in a graph using connections
between the cycles and cuts in a graph. In this section, we give a high-level overview of technique,
for full details and proofs see [PT11].
We say that a set of edges φ ⊆ E is a binary circulation if all the vertices have even degree
in φ. For example, a cycle is a binary circulation. The cycle space of a graph is the set of all the
binary circulations. A binary circulation can be seen as a binary vector of length |E|, where
each edge has an entry in the vector which is equal to 1 if and only if e ∈ φ. Proposition 2.1.
L
in [PT11] shows that the cycle space is a vector subspace of ZE
operation (where
2 , with the
L
L
stands for addition of vectors modulo 2). Note that φ1 φ2 is the symmetric difference of
the sets φ1 , φ2 . For S ⊆ V , denote by δ(S) the set of edges with exactly one endpoint in S. An
induced edge cut is a set of the form δ(S) for some S. In particular, {e, f } is a cut pair in a
2-edge-connected graph if and only {e, f } is an induced edge cut. The following main lemma is
essential for identifying the cuts in a graph (see Propositions 2.2 and 2.5 in [PT11]).
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Lemma 2.64. Let φ be a uniformly random binary circulation and F ⊆ E. Then
(
P r[|φ ∩ F | is even] =

1, if F is an induced edge cut
1/2, otherwise

Hence, sampling a uniformly random binary circulation allows to detect if a set of edges is
a cut with probability 1/2. We next explain how to sample a binary circulation. Let T be a
spanning tree of a graph G (in our algorithm we choose T to be a BFS tree), and let e be a
non-tree edge, we denote by Cyce the unique cycle in T ∪ {e}. This is the fundamental cycle of
e. Note that Cyce is composed of Se1 ∪ {e} where Se1 are the edges in the unique tree path that
e covers. Proposition 2.3. in [PT11] shows the following.
Claim 2.65. The fundamental cycles of any spanning tree T form a basis of the cycle space.
This gives a simple way to sample a binary circulation (see Proposition 2.6 and Theorem 2.7
in [PT11]). We choose a random subset E 0 of non-tree edges, by adding each non-tree edge to
L
E 0 with independent probability 1/2. Then, we define φ = e∈E 0 Cyce . Since every non-tree e
edge is included only in the fundamental cycle Cyce , φ is composed of all the edges of E 0 and all
the tree edges that are included in odd number of the cycles {Cyce }e∈E 0 .
Lemma 2.64 shows that sampling a random binary circulation allows to detect if a set
of edges is a cut with probability 1/2. To increase the success probability, we can sample
many independent random circulations. A random b-bit circulation is composed of b mutually
independent uniformly random binary circulations. Formally, let Zb2 be the set of b-bit binary
strings. For φ : E → Zb2 , let φi (e) denote the ith bit of φ(e).
Definition 2.5. φ : E → Zb2 is a b-bit circulation if for each 1 ≤ i ≤ b, {e|φi (e) = 1} is a
binary circulation.
Corollary 2.9. in [PT11] follows from Lemma 2.64, and shows the following.
Corollary 2.66. Let φ be a random b-bit circulation and F ⊆ E. Then
(
P r[

M

φ(e) = 0] =

e∈F

1, if F is an induced edge cut
2−b , otherwise

Where 0 is the all-zero vector.
If we take b = O(log n) for a sufficient large constant and focus on cut pairs, Corollary 2.66
shows that the following property holds w.h.p.
Property 2.1. For all the edges, φ(e) = φ(f ) if and only if {e, f } is a cut pair.
Lemma 2.67. Property 2.1 holds w.h.p.
Note that the error probability is only one-sided. If {e, f } is a cut pair, then necessarily
φ(e) = φ(f ). However, there is small probability that φ(e) = φ(f ) and {e, f } is not a cut pair.
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To detect cut pairs, we would like to sample a random O(log n)-bit circulation and let every
edge e learn the O(log n)-bit string φ(e). Since a random O(log n)-bit circulation is composed of
O(log n) independent random binary circulations, the following approach produces a random
O(log n)-bit circulation. Each non-tree edge e chooses a uniformly independent O(log n)-bit
string φ(e). This defines φ for all the non-tree edges, and can be computed locally by the non-tree
L
L
edges. For a tree edge t, the label φ(t) is defined as follows: φ(t) = t∈Cyce φ(e) = t∈Se1 φ(e).
See Figure 2.8 for an example.
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Figure 2.8: Identifying cut pairs using cycle space sampling. On the left there is a
2-edge-connected graph, with 3 non-tree edges with the labels r1 , r2 , r3 . The label of a tree edge
e is the xor of labels of non-tree edges that cover it. The cut pairs are all the pairs of edges with
the same label. On the right, there are 2 additional non-tree edges, and now all the labels of
edges are unique and there are no cut pairs.
In [PT11], it is shown that the following algorithm allows to compute the labels of the tree
edges in O(D) rounds (see Theorem 4.2). We scan the tree from the leaves to the root, and each
vertex v computes the label of {v, p(v)} according to the non-tree edges adjacent to it and the
L
labels it receives from its children, as follows. φ({v, p(v)}) = f ∈δ(v)\{v,p(v)} φ(f ), where δ(v) is
the set of edges adjacent to v. The time complexity is O(D) rounds for scanning the tree since
it is a BFS tree, which gives the following.
Lemma 2.68. There is a distributed O(D)-round algorithm to sample a random O(log n)-bit
circulation, where at the end each edge e knows the value φ(e).

Identifying cut pairs
We next give a simple characterization of all the cut pairs in a graph based on Section 2.7. Let
G be a 2-edge-connected graph G, and let T be a spanning tree of it. Note that since T is
connected, any cut pair has at least one tree edge. We next show the following.
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Claim 2.69. The edges {e, f } are a cut pair in a 2-edge connected graph G where e is a tree
edge, if and only if one of the following holds.
1. e is a tree edge and f is the unique non-tree edge in G that covers it.
2. e and f are tree edges covered by the exact same non-tree edges.
Proof. If e is a tree edge and f is a non-tree edge, then {e, f } is a cut pair if and only if f covers
e and it is the only non-tree edge that covers e, as otherwise there is another non-tree edge that
covers e, and removing e and f from G does not disconnect it.
We next consider the case that e and f are tree edges. Let φ be a random b-bit circulation.
L
Note that from the definition of labels, φ(t) = t∈S 10 φ(e0 ) for any tree edge t. This shows that
e
two tree edges e, f that are covered by the exact same non-tree edges have the same labels in
any circulation φ, which shows that P r[φ(e) = φ(f )] = 1. By Corollary 2.66, it follows that
{e, f } is a cut pair in this case.
If e and f are tree edges that are not covered by the same non-tree edges, then there is
some non-tree edge g that covers exactly one of e and f . Let Cycg be the fundamental cycle
of g, then it has exactly one of e and f , which shows that Cycg is a binary circulation where
|Cycg ∩ {e, f }| = 1. Hence, by Claim 2.64, {e, f } is not a cut pair. This completes the proof.
The next corollary follows from Claim 2.69.
Corollary 2.70. Let H be a 2-edge-connected spanning subgraph of a graph G and let T be a
spanning tree of H, an edge e ∈
6 H covers the cut pair {f, f 0 } if an only if exactly one of f, f 0 is
in Se1 .
Proof. Let {f, f 0 } be a cut pair in H. If f and f 0 are two tree edges, they are covered by the
exact same non-tree edges in H according to Claim 2.69. By the same claim, {f, f 0 } is not a cut
pair in H ∪ {e} if and only if they are not covered by the exact same non-tree edges in H ∪ {e}.
This happens if and only if e covers exactly one of f, f 0 .
If {f, f 0 } has one tree edge, say f , then f 0 is the only non-tree edge that covers it in H
according to Claim 2.69. By the same claim, {f, f 0 } is not a cut pair in H ∪ {e} if and only if f 0
is not the only non-tree edge in H ∪ {e} that covers f . This happens if and only if e covers f .

Implementing the algorithm
We next explain how to use the labels for computing the cost-effectiveness. First, we use the
O(D)-round algorithm from Lemma 2.68 to sample a random O(log n)-bit circulation φ of the
2-edge-connected graph H ∪ A, and assign each edge e ∈ H ∪ A the label φ(e). By Lemma 2.67,
Property 2.1 holds w.h.p. We next assume that this is the case, and show how to compute the
cost-effectiveness. We later address the case that it does not happen, and show how it affects
the algorithm.
For computing cost-effectiveness, we need the following definitions. Let t be a tree edge, we
denote by nφ(t) the number of edges in H ∪ A with the label φ(t). For an edge e 6∈ H ∪ A, we
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denote by nφ(t),e the number of edges in Se1 with label φ(t). Note that if {f, f 0 } is a cut pair,
then φ(f ) = φ(f 0 ), we say that φ(f ) is the label of the cut. We next show the following.
Claim 2.71. For an edge e 6∈ H ∪ A, the number of cut pairs with label φ(t) covered by e is
exactly nφ(t),e (nφ(t) − nφ(t),e ).
Proof. According to Corollary 2.70, the edge e covers a cut pair {f, f 0 } if and only if exactly
one of f, f 0 is in Se1 . Hence, for a tree edge f ∈ Se1 with label φ(t), the edge e covers all the cut
pairs of the form {f, f 0 } where {f, f 0 } is a cut pair and f 0 6∈ Se1 , there are nφ(t) − nφ(t),e cuts of
this form. Since there are nφ(t),e edges in Se1 with label φ(t), the number of cut pairs with label
φ(t) covered by e is exactly nφ(t),e (nφ(t) − nφ(t),e ).
According to Claim 2.71, if we sum the value nφ(t),e (nφ(t) − nφ(t),e ) over all the labels
φ(t) where nφ(t),e ≥ 1 we get the number of cut pairs in H ∪ A covered by e, which is exactly
ρ(e) = |Ce |. Therefore, to compute cost-effectiveness we need to explain how each edge e 6∈ H ∪ A
learns all the relevant values nφ(t) , nφ(t),e . The high-level idea is:
(a). Each non-tree edge e ∈ H learns the values (t, φ(t)) for all the edges in Se1 .
(b). Each tree edge t learns nφ(t) .
(c). Each edge e 6∈ H ∪ A learns all the values (t, φ(t), nφ(t) ) for all the edges in Se1 .
(d). Each edge e 6∈ H ∪ A deduces all the relevant values nφ(t) , nφ(t),e .
Note that after step (c), each edge e 6∈ H ∪ A knows all the labels of edges in Se1 , and all the
relevant values nφ(t) . This allows computing nφ(t) , nφ(t),e . We next explain how to implement
steps (a)-(c) in O(D) rounds. Let mt be a piece of information of O(log n) bits associated with
the tree edge t. Then, all the vertices can learn in O(D) rounds all the values (t, mt ) for the tree
edges in the tree path between them to the root r, as follows. First, each vertex v sends to its
children the message (t, mt ) for the tree edge t = {v, p(v)}. Then, it sends to them the message
it receives from its parent in the previous round. After O(D) rounds each vertex v knows all the
values (t, mt ) for all the tree edges in the path Pr,v .
Let e = {u, v} be a non-tree edge, the vertices v and u can learn all the values (t, mt ) for all
the tree edges in Se1 by exchanging between them full information about the paths Pr,u , Pr,v in
O(D) rounds. This allows them to compute their LCA, learn which edges are in Se1 and learn all
the relevant values (t, mt ). Hence, step (a) can be easily computed in O(D) rounds, and step (c)
can be computed in O(D) rounds after all the tree edges learn the values nφ(t) . We next explain
how the tree edges learn the values nφ(t) in step (b).
Let t be a tree edge with label φ(t). Since H is 2-edge-connected, there is at least one
non-tree edge e ∈ H that covers t. Let nφ(t),e be the number of tree edges in Cyce = Se1 ∪ {e}
with label φ(t). Then, the following holds.
Claim 2.72. If e ∈ H covers t, then nφ(t),e = nφ(t) .
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Proof. According to Property 2.1 (that holds w.h.p by Lemma 2.67), {f, f 0 } is a cut pair in
H ∪ A if and only if φ(f ) = φ(f 0 ). We consider two cases.
If t is covered by only one non-tree edge in H ∪ A, this edge is necessarily e, and φ(t) = φ(e)
by the definition of labels. Note that the edge e is in a cut pair {e, f } if and only if f is a tree
edge that is covered only by e according to Claim 2.69. Since {e, f } is a cut pair if and only if
φ(e) = φ(f ), it follows that all the edges with label φ(t) = φ(e) are in Cyce , which shows that
nφ(t),e = nφ(t) .
If t is covered by at least two edges in H ∪ A, then {t, f } is a cut pair if and only if f is a
tree edge covered by the exact same edges as t, according to Claim 2.69. In particular, e covers
f . This shows that all the edges with label φ(t) are in Se1 ⊆ Cyce , which gives nφ(t),e = nφ(t) .
Hence, to learn nφ(t) , it is enough to learn nφ(t),e for an edge e ∈ H that covers t. In addition,
the edge e learns in step (a) the labels of all the tree edges in Se1 , which allows it computing
nφ(t),e . Note that exactly one of the endpoints of e, say u, is a descendant of t in T , and u can
pass the information nφ(t),e to t. In order that all the tree edges would learn the values nφ(t)
simultaneously we use a pipelined upcast over the BFS tree. Each leaf u sends to its parent
the values nφ(t) for all the tree edges above it in the tree where u knows the value nφ(t) . Each
internal vertex sends to its parent these values based on the messages it receives from its children,
and the values already known to it. We can pipeline the computations to get a time complexity
of O(D) rounds. This completes the description of the cost-effectiveness computation, and shows
how to implement Line 1 of the algorithm in O(D) rounds.
To complete the description of the algorithm, we need to explain how to verify if H ∪ A
is 3-edge-connected in Line 4 of the algorithm in O(D) rounds. To do so, we use again the
algorithm for computing the labels. Now we apply it on the graph H ∪ A in Line 4 (after we
added new edges to A in Line 3). We also compute for each tree edge the value nφ(t) in O(D)
rounds as before.
Claim 2.73. The graph H ∪ A is 3-edge connected if and only if nφ(t) = 1 for all the tree edges.
Proof. According to Property 2.1, {e, f } is a cut pair if and only if φ(e) = φ(f ). Hence, nφ(t) = 1
for all the tree edges, if and only if none of the tree edges is in a cut pair in H ∪ A. Since any
cut pair has at least one tree edge, this happens if and only if H ∪ A is 3-edge-connected.
After each tree edge knows nφ(t) , we can check in O(D) rounds if at least one of these values
is greater than 1 by communication over the BFS tree. This completes the description of Line 4
of the algorithm.
We next show that although our algorithm assumes that Property 2.1 holds, which happens
w.h.p, the algorithm always terminates after O(log3 n) iterations, at the end H ∪ A is guaranteed
to be 3-edge-connected, and the approximation ratio is still O(log n) in expectation.
Lemma 2.74. The algorithm terminates after O(log3 n) iterations, at the end H ∪ A is guaranteed to be 3-edge-connected, and the approximation ratio is O(log n) in expectation.
116

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

Proof. According to Corollary 2.66, if we choose b = O(log n) for a sufficient large constant,
with probability at least n1c for all the edges in the graph, φ(e) = φ(f ) if and only if {e, f } is a
cut pair. In addition, the error probability is one-sided, if {e, f } is a cut pair then necessarily
φ(e) = φ(f ). Hence, if nφ(t) = 1 for all tree edges, then the graph is necessarily 3-edge-connected.
We also show the following.
Claim 2.75. If e 6∈ H ∪ A covers some cut pair {f, f 0 }, the value of cost-effectiveness computed
by e is at least 1.
Proof. If e covers {f, f 0 }, then exactly one of f, f 0 , say f , is in Se1 . The value nφ(f ) that f and e
know is equal to nφ(f ),e0 for some e0 ∈ H that covers f . It holds that f 0 ∈ Cyce0 (as otherwise
{f, f 0 } is not a cut pair in H). Since f 0 6∈ Se1 , it must hold that nφ(f ),e0 > nφ(f ),e . In addition,
nφ(f ),e ≥ 1 since f ∈ Se1 . This shows that nφ(f ),e (nφ(f ),e0 − nφ(f ),e ) is at least 1, and hence the
cost-effectiveness value computed by e is at least 1.
To address the possibility of error, we change the algorithm slightly, as follows. When
computing the maximum cost-effectiveness in the graph we take the minimum value between the
value computed in the current iteration and the last one. In addition, if at the previous iteration
pi = 1 and the maximum rounded cost-effectiveness is ρ, we know that the maximum rounded
cost-effectiveness must decrease, hence we take the minimum between ρ2 and the value computed
in the current iteration. As long as the graph H ∪ A is not 3-edge-connected, the maximum costeffectiveness is at least 1 and at most n2 , which shows that there are at most O(log n) values for
the maximum rounded cost-effectiveness, and guarantees that the number of iterations is O(log3 n)
as before. The algorithm ends if either we find that the graph H ∪ A is 3-edge-connected in Line
4 of the algorithm and then H ∪ A is necessarily 3-edge-connected, or after O(log3 n) iterations.
In the latter case, at the last iteration pi = 1 and the maximum rounded cost-effectiveness is
2. Hence, all the edges that cover some cut pair in H ∪ A are added to the augmentation by
Claim 2.75, which shows that at the end H ∪ A is 3-edge-connected. Since the cost-effectiveness
computations may be wrong with small probability, we may add to the augmentation edges
that are not with maximum rounded cost-effectiveness. However, since the probability of error
is small enough, we can show an approximation ratio of O(log n) in expectation. This affects
the right inequity in the approximation ratio analysis in Section 2.6. Now, instead of showing
P
P
∗
∗
C cost(C) ≤ O(log n)w(A ), we show E[ C cost(C)] ≤ O(log n)w(A ), which still gives an
approximation ratio of O(log n) in expectation. This completes the proof of Lemma 2.74.
Let H ∗ be an optimal solution for 3-ECSS. In our algorithm, we started with a 2-approximation
for the minimum size 2-ECSS, H, and then augmented it to be 3-edge-connected. Since our
algorithm gives an O(log n)-approximation in expectation for Aug3 , we get E[|H ∪ A|] ≤
2|H ∗ | + O(log n)|H ∗ | = O(log n)|H ∗ |. Computing H takes O(D) rounds, and computing the
augmentation A takes O(D log3 n) rounds, which shows the following.
Theorem 1.9. There is a distributed algorithm for unweighted 3-ECSS in the Congest model
with an expected approximation ratio of O(log n), and time complexity of O(D log3 n) rounds.
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Remarks
Our 3-ECSS algorithm works also for weighted 3-ECSS. However, in the weighted case our
algorithm starts by computing an MST and not a BFS tree. Since the time complexity of the
algorithm depends on the height of the tree, each iteration now takes O(hM ST ) rounds instead
of O(D) rounds. Hence, the time complexity of the algorithm in the worst case is O(n log3 n),
which is worse than the algorithm in Section 2.6.
In our O(log n)-approximation algorithm for 2-ECSS, each non-tree edge needed to learn an
O(log n)-bit piece of information: how many tree edges vote for it or how many uncovered tree
edges are in Se . This allowed to parallelize the computations efficiently. Yet, in our 3-ECSS
algorithm, non-tree edges need to learn all the labels of the tree edges in Se1 . For this reason,
achieving a sublinear algorithm for weighted 3-ECSS seems to be more involved.
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Chapter 3

Spanner Approximation
In this chapter, we present our spanner results, discussed in Section 1.3. This chapter is organized
as follows. We next discuss additional related work, and basic definitions. In Section 3.3, we
present our hardness of approximation results for directed, weighted and undirected unweighted
k-spanners in the Congest model. In Section 3.4, we provide hardness of approximation results
for weighted 2-spanners. In Section 3.5, we present our algorithm for the minimum 2-spanner
problem and show its extensions to other variants. In Section 3.6, we describe our MDS algorithm.
Finally, in Section 3.7, we show our (1 + )-approximation for minimum k-spanners.

3.1

Additional Related Work

Spanners have been studied extensively in the distributed setting, producing many efficient
algorithms for finding sparse spanners in undirected graphs [DGPV08, BS07, EN18, DMZ10,
Elk07, GP17]. These algorithms construct (2k − 1)-spanners with O(n1+1/k ) edges for any fixed
k ≥ 2, with the fastest completing in k rounds [DGPV08,EN18], which is tight [DGPV08]. Many
additional works construct various non-multiplicative spanners in the distributed setting, such
as [Pet10] and the excellent overview within.
Many recent studies address spanner approximations in the sequential setting. The greedy
algorithm of [KP94] achieves an approximation ratio of O(log m
n ) for the minimum 2-spanner
problem. This was extended to the weighted, directed and client-server cases [EP01, Kor01].
Approximation algorithms for the directed k-spanner problem for k > 2 are given in [EP05,
√
BRR10, BBM+ 13, DK11a, DZ16], with the best approximation ratio of O( n log n) for k > 4,
e 1/3 ) for k = 3, 4 [BBM+ 13,DZ16]. These approximation ratios
and an approximation ratio of O(n
are matched by a recent distributed O(k log n)-round algorithm, that uses only polynomial local
computations [DN17]. Approximation algorithms are given also for pairwise spanners and distance
preservers [CDKL17], for spanners with lowest maximum degree [KP98a, CDK12, CD14, DN17],
for fault-tolerant spanners [DK11b, DZ16], and more.
Hardness of approximation results in the sequential setting give that for k = 2, no polynomial
algorithm gives an approximation ratio better than Θ(log n) [Kor01], which shows that the
sequential greedy algorithm is optimal. For k > 2, the problem is even harder. For any constant
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 > 0 and k ≥ 3 there are no polynomial-time algorithms that approximate the k-spanner
1−
problem within a factor better than 2(log n)/k [DKR16], or the directed k-spanner problem
1−
within a factor better than 2(log n) [EP07]. Similar results are known for additional variants
[EP07, CDKL17].
Spanner problems are closely related to covering problems such as set cover, minimum
dominating set (MDS), and minimum vertex cover. Indeed, some of the ingredients of our
algorithms borrow ideas from distributed and parallel algorithms for such problems. Our
symmetry breaking scheme is inspired by the parallel algorithm for set cover of Rajagopalan and
Vazirani [RV98], however, the general structure of this algorithm requires global coordination
and hence is not suitable for the distributed setting. There are also several ideas inspired by the
distributed MDS algorithm of Jia et al. [JRS02], such as, rounding the densities and comparing
densesties in 2-neighborhoods. However, [JRS02] breaks the symmetry in a different way which
results in an approximation ratio of O(log ∆) in expectation. The connection between spanners
to set cover is used also in [BRR10] where they show that covering the edges of a graph by
stars is also useful for approximating the directed k-spanner problem for k > 2. In this context,
we also mention the distributed algorithm of [Gha14] for the minimum connected dominating
set problem, which also uses stars as the main component for its construction. Our work is,
however, incomparable, especially since the minimum connected dominating set problem is a
global problem, admitting an Ω(D) lower bound even in the Local model.
Follow-up work: We showed here the first separation between the Local and Congest
models for a local approximation problem. Recently such separations were shown also for the
MaxIS and k-MDS problems [BCD+ 19, EGK20]. While both problems admit polylogarithmic
(1 + )-approximations in the Local model, it is hard to approximate them in the Congest
model. In particular, obtaining a ( 34 + )-approximation for MaxIS requires near-quadratic
number of rounds, and obtaining an O(log n)-approximation for k-MDS requires near-linear
number of rounds.

3.2

Preliminaries

Let G = (V, E) be a connected undirected graph with n vertices and maximum degree ∆. Let
S ⊆ E be a subset of the edges, and let k ≥ 1. We say that an edge e = {u, v} is covered by S if
there is a path of length at most k between u and v in S. A k-spanner of G is a subgraph of
G that covers all the edges of G. A k-spanner of a subgraph G0 ⊆ G is a subgraph of G that
covers all the edges of G0 . For a directed graph, we say that a directed edge e = (u, v) is covered
by a subset of edges S, if S includes a directed path of length at most k from u to v, and define
a k-spanner for a directed graph accordingly.
In the minimum k-spanner problem the input is a connected undirected graph G = (V, E)
and the goal is to find the minimum size k-spanner of G. The directed k-spanner problem is
defined accordingly, with respect to directed graphs. In the weighted k-spanner problem each
edge e has a non-negative weight w(e) and the goal is to find the k-spanner of G having minimum
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P
cost, where the cost of a spanner H is w(H) = e∈H w(e). In the client-server k-spanner
problem, introduced in [EP01], the input is a connected undirected graph G = (V, E) that its
edges are divided to two types: clients C and servers S (there may be edges e ∈ C ∩ S), and the
goal it to find the minimum size k-spanner of C that includes only edges of S.
In the distributed setting, the input for the k-spanner problem is the communication graph
G itself. Each vertex initially knows only the identities of its neighbors, and needs to output a
subset of its edges such that the union of all outputs is a k-spanner. The communication in the
network is bidirectional, even when solving the directed k-spanner problem.

3.3

Hardness of Approximation in the Congest Model

In this section, we prove hardness of approximation results for approximating k-spanners in the
Congest model. As explained in Section 1.3.2, we build upon the previous used framework of
reducing 2-party communication problems to distributed problems for the Congest model. The
key technical challenge that we overcome is how to plant a dense subgraph into the construction,
without inducing a large cut between the vertices simulated by the two players, but while still
having the choice of edges taken from the dense subgraph to the spanner depend on both inputs.
We remark that in Chapter 2 we also used reductions from 2-party communication to show lower
bounds for approximating weighted TAP and 2-ECSS. However, since we considered weighted
problems, we could use the weights to show hardness results, following the general approach
in [SHK+ 12, Elk06]. In the spanner case, we show hardness results also for unweighted graphs,
and we provide a new graph construction to obtain this goal.
We describe a graph construction that allows us to provide a reduction from problems of
2-party communication. In the latter setting, two players, Alice and Bob, receive input strings
a = (a1 , ..., aN ) and b = (b1 , ..., bN ), respectively, of size N . Their goal is to solve a problem
related to their inputs, while communicating a minimum number of bits. For example, the
set disjointness problem requires the players to decide if their input strings represent disjoint
subsets of [N ], that is, they need to decide if there is a bit 1 ≤ i ≤ N such that ai = bi = 1.
The communication complexity of set disjointness is known to be linear in the length of the
strings [Raz92, KN97].
Lemma 3.1. Solving the set disjointness problem on input strings of size N , requires exchanging
Ω(N ) bits, even using randomized protocols.
We start by showing that approximating the directed k-spanner problem in the Congest
model is hard for k ≥ 5, and then modify our construction to provide hardness results for the
weighted case.
The general approach is to build a dense graph G, where some of its edges depend on the
inputs of Alice and Bob, such that if the inputs of Alice and Bob are disjoint then there is
a sparse 5-spanner in G (which is also a k-spanner for k ≥ 5), and otherwise any k-spanner
has many edges. By simulating the distributed approximation algorithm for the k-spanner
problem, Alice and Bob solve set disjointness. Hence, depending on the parameters of our graph
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construction, a communication lower bound for the latter would imply a lower bound on the
number of rounds required for the former.
In [FHW12, HW12], a reduction from set disjointness is used in order to show a lower bound
for computing the diameter of a graph. The main idea is that each bit of the inputs affects the
distance between two vertices in the graph, and if the distance between any of these pairs of
vertices is long it affects the diameter of the graph. This idea is useful also for showing lower
bound for spanner problems, and indeed one of the elements in our construction is similar to the
constructions in [FHW12, HW12]. However, the main difference in our case is that the distance
between one pair of vertices in the graph does not affect significantly the size of the minimum
spanner.
In order to overcome it, we suggest the following construction. Our graph consists of two
subgraphs. One of them depends on the inputs, and the other one is a complete bipartite graph
D that each of its sides is divided to blocks of size β. We connect the two subgraphs in such a
way that each bit i of the inputs affects β 2 edges of D, which must be added to the spanner if
and only if ai = bi = 1.
Let `, β be positive integers. We construct a graph G = G(`, β) according to the parameters
` and β. Later we plug-in different values of ` and β in order to obtain several trade-offs. The
graph G(`, β) is a directed graph, with V = X1 ∪ X2 ∪ Y1 ∪ Y2 ∪ Y3 , where X1 = {x1i |1 ≤ i ≤
`} ∪ {x2i |1 ≤ i ≤ `}, Y1 = {yi1 |1 ≤ i ≤ `} ∪ {yi2 |1 ≤ i ≤ `}, X2 = {xij |1 ≤ i ≤ `, 1 ≤ j ≤ β}, Y2 =
{yij |1 ≤ i ≤ `, 1 ≤ j ≤ β}, and Y3 = {yi3 |1 ≤ i ≤ `}. See Figure 3.1 for an illustration.
The set of edges consists of a matching between X1 and Y1 that includes all the directed edges
and (x2i , yi2 ), for 1 ≤ i ≤ `. In addition, there is a complete bipartite graph D between the
vertices of X2 and Y2 that includes all the directed edges (xij , yrs ) for 1 ≤ i, r ≤ `, 1 ≤ j, s ≤ β.
For each vertex xij ∈ X2 there is an edge (xij , x1i ). For each vertex yij ∈ Y2 there is an edge
(yi3 , yij ). In addition, the graph includes the edges (yi2 , yi3 ), for 1 ≤ i ≤ `.
(x1i , yi1 )

In addition, the two input strings a, b of length `2 bits, denoted by aij , bij for 1 ≤ i, j ≤ `,
affect G in the following way. The edge (x1i , x2j ) is in G if and only if aij = 0, and the edge
(yi1 , yj2 ) is in G if and only if bij = 0.
Note that the number of vertices in G is n = Θ(`β), and that D consists of (`β)2 = Θ(n2 )
edges, and recall the goal of constructing a sparse k-spanner for G with k ≥ 5. Since D is a
dense subgraph, taking its edges to the spanner would be expensive. However, in order to avoid
taking the edges of D to the spanner, the spanner must include a directed path of length at
most k between every pair of vertices xij , yrs , which does not include edges of D. The existence
of such a path depends on the input strings in the following way.
Claim 3.2. If one of the edges (x1i , x2r ), (yi1 , yr2 ) is in G, there is a directed path of length 5
between the vertices xij , yrs that does not contain edges of D. Otherwise, the only directed path
from xij to yrs is the path that consists of the edge (xij , yrs ).
Proof. Note that any directed path from xij to yrs that does not include the edges of D must
begin with the edge (xij , x1i ) and must end with the two edges (yr2 , yr3 ), (yr3 , yrs ). Hence, the
existence of such a path depends on whether there is a directed path from x1i to yr2 . We show
122

Technion - Computer Science Department - Ph.D. Thesis PHD-2020-07 - 2020

𝑋2

𝑌2

𝑥11

𝑦11

𝑥12

𝑦12

𝑋1

𝑌1

𝑥11

𝑦11

𝑥21

𝑦21

𝑥ℓ1

𝑦ℓ1

𝑥12

𝑦12

𝑥22

𝑦22

𝑥ℓ2

𝑦ℓ2

𝑌3
𝑥1𝛽

𝑦13

𝑦1𝛽

𝑦23
𝑥ℓ1

𝑦ℓ1

𝑥ℓ2

𝑦ℓ2

𝑥ℓ𝛽

𝑦ℓ𝛽

𝑦ℓ3

Figure 3.1: The graph G, with some of its edges omitted for clarity. The red dashed edges are
examples of optional edges which depend on the input strings a and b.

that there is a directed path of length 2 from x1i to yr2 if at least one of the edges (x1i , x2r ), (yi1 , yr2 )
is in G. Otherwise, there is no directed path of any length from x1i to yr2 .
Let P be a directed path from x1i to yr2 . The path P must cross the cut between X1 to Y1
either by the edge (x1i , yi1 ) or by the edge (x2r , yr2 ), since any path (of any length) from x1i can
only cross the cut through the edge (x1i , yi1 ) or by an edge of the form (x2j , yj2 ). However, if j 6= r,
yr2 is not reachable from yj2 . If P crosses by the edge (x1i , yi1 ) the only way to reach yr2 from yi1 is
by the edge (yi1 , yr2 ). In the second case, the edge (x1i , x2r ) must be the first edge in the path.
In conclusion, if one of the edges (x1i , x2r ), (yi1 , yr2 ) is in G, then there is a directed path of
length 5 between the vertices xij , yrs that does not contain edges of D. Otherwise, there is no
directed path of any length from x1i to yr2 . In this case, the only directed path from xij to yrs is
the path that consists of the edge (xij , yrs ).
Claim 3.2 captures the essence of why our construction is suitable for an approximation
problem. Next, we use our graph construction and this claim in order to show our hardness
results.
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3.3.1

Randomized Directed k-spanner

In this section, we address the √
directed k-spanner problem for k ≥ 5, and show that obtaining an
n
α-approximation requires Ω( √α log
) rounds in the Congest model, even when using randomized
n
algorithms.
Lemma 3.3. Let G = G(`, β) for β ≥ `, let k ≥ 5, and let c = 7. If the input strings a, b are
disjoint, then there is a k-spanner of size at most c`β for G. Otherwise, any k-spanner for G
includes at least β 2 edges of D.
Proof. If the input strings a, b are disjoint, then for every pair of indexes i, r at least one of
the edges (x1i , x2r ), (yi1 , yr2 ) is in G. Hence, by Claim 3.2, there is a directed path of length at
most 5 between every two vertices xij , yrs , which does not contain edges of D. This gives a
5-spanner of size at most c`β edges for G by taking all the edges not in D, since there are at
most 2`β + 2`2 + 3` such edges, which is at most c`β since ` ≤ β and c = 7. This is also a
k-spanner for any k ≥ 5.
If the input strings are not disjoint, then there is a pair of indexes i, r such that neither of
the edges (x1i , x2r ), (yi1 , yr2 ) is in G. Hence, by Claim 3.2, there is no directed path between the
vertices xij , yrs except for the path that includes the edge (xij , yrs ). Therefore, we need to take
all the edges (xij , yrs ) to the spanner for all values of j and s, which means adding β 2 edges of
D to the spanner.
Let k ≥ 5 and let A be a distributed α-approximation algorithm for the minimum k-spanner
problem. Denote by T (n) the time complexity of A on a graph with n vertices. The approximation
ratio α = α(n) of the algorithm A may depend on n, and we assume that it is a monotonic
increasing function of n, and that if n = Θ(n0 ), then α(n) = Θ(α(n0 )).
Our goal is to show that A can be used to solve set disjointness. If α · c`β < β 2 , then by
Lemma 3.3, the algorithm A gives a protocol for set disjointness, in which case we show a lower
bound of Ω( log` n ) on the time complexity of A, as stated in the following lemma.
Lemma 3.4. Let G = G(`, β). If there is a threshold t such that if the input strings a, b are
disjoint, an optimal spanner of G has at most t edges, and otherwise each spanner of G includes
more than α(n) · t edges of D, then T (n) = Ω( log` n ).
Proof. We use A to solve set disjointness on input strings of length N = `2 in the following
way. Let a, b be two input strings of length N , given to Alice and Bob respectively. We take
the graph G = G(`, β) and define VB = Y1 , VA = V \ VB . Since the input strings a and b affect
only edges between vertices within VA and within VB respectively, it holds that Alice knows all
the edges adjacent to vertices in VA and Bob knows all the edges adjacent to vertices in VB .
The cut between VA to VB consists of Θ(`) edges: the 2` edges of the matching between X1 to
Y1 , and the ` edges between Y1 to Y3 . Now Alice and Bob simulate A on G as follows. Alice
simulates the vertices in VA and Bob simulates the vertices in VB . At each round, Alice and Bob
exchange the messages going over the cut between VA and VB in either direction. Messages that
are sent between vertices in VA or between vertices in VB are simulated locally by Alice and Bob,
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without any communication. Since the size of messages is O(log n) bits, and the size of the cut
is Θ(`), they can simulate one round of A by exchanging at most O(` · log n) bits, and therefore
they can simulate the entire execution of A by exchanging at most O(T (n) · ` · log n) bits.
At the end of the simulation, Alice knows which of the edges of D are taken to the spanner.
If there are more than α(n) · t edges of D in the spanner, Alice concludes that the input strings
are not disjoint, and otherwise she concludes that they are disjoint.
To show that this produces the correct output, recall the condition of the lemma that if the
input strings are disjoint then the size of an optimal spanner is at most t and otherwise it is
more than α(n) · t. Therefore, if the input strings are disjoint, since A is an α(n)-approximation
algorithm, it constructs a spanner with at most α(n) · t edges, in which case Alice indeed outputs
that the input strings are disjoint. Otherwise, if the input strings are not disjoint, the size of any
spanner is more than α(n) · t edges, in which case Alice indeed outputs that the input strings
are not disjoint.
Hence, Alice and Bob solve set disjointness by exchanging O(T (n) · ` · log n) bits. However,
any (perhaps randomized) protocol that solves disjointness on inputs of size N = `2 requires
`2
`
exchanging Ω(`2 ) bits by Lemma 3.1. This gives T (n) = Ω( `·log
n ) = Ω( log n ).
Using Lemma 3.3 and Lemma 3.4, we prove our following main theorem.
Theorem 1.10. Any (perhaps randomized) distributed α-approximation
algorithm in the Con√
n
gest model for the directed k-spanner problem for k ≥ 5 takes Ω( √α·log n ) rounds, for 1 ≤ α ≤
n
100 .
Proof. We show that there is a threshold t that distinguishes whether the inputs are disjoint.
Then, using Lemma 3.4, we get a lower bound on the round complexity of A.
0
We define G = G(`, β) with the following choice of the
q parameters β, `. Let n be a positive
0
integer, and let c = 7. Let q = dα(n0 )ce + 1. Let ` = b ncq c, and let β = q`. The requirement
n
α(n) ≤ 100
ensures that cq ≤ n0 , which shows that ` is positive. The number of vertices in G is
0
n = Θ(`β) = Θ(q`2 ) = Θ(q · nq ) = Θ(n0 ). In addition, note that n ≤ c`β, since the number of
0
vertices in G is 2`β + 5`, which gives n ≤ c`β = cq`2 ≤ cq · ncq = n0 .
Let t = c`β. By Lemma 3.3, If the inputs are disjoint, there is a k-spanner for G having at
most t = c`β edges, and otherwise any k-spanner for G includes at least β 2 edges of D. By the
definition of q, it holds that α(n0 ) · c < q, which gives α(n0 ) · c`β < q`β = β 2 . Since n ≤ n0 , it
holds that α(n) ≤ α(n0 ), which gives α(n) · t = α(n) · c`β < β 2 .
Hence, t satisfies the conditions of Lemma 3.4, which gives T (n) = Ω( log` n ). Since ` =
q
√
q
n
).
Θ( nq ) = Θ( α(n)
), it holds that T (n) = Ω( log` n ) = Ω( √ n
α(n)·log n

Theorem 1.10 shows that achieving a constant or a polylogarithmic approximation ratio
e √n) rounds, and even
for the directed k-spanner problem in the Congest model requires Ω(
e 1/2−/2 ) rounds, for any 0 <  < 1.
achieving an approximation ratio of n is hard, requiring Ω(n
This proves a strict separation between the Local and Congest models, since there
is a constant round O(n )-approximation algorithm [BEG16], and a polylogarithmic (1 + )approximation algorithm (see Section 3.7) for directed k-spanner in the Local model.
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It also separates the undirected and directed k-spanner problems, since there are randomized
k-round algorithms in the Congest model for constructing (2k − 1)-spanners with O(n1+1/k )
edges [EN18]. These algorithms obtain an approximation ratio of O(n1/k ) for the undirected
minimum (2k − 1)-spanner problem in k rounds, where achieving the same approximation for
e 1/2−1/2k ) rounds according to Theorem 1.10.
the directed problem requires Ω(n

3.3.2

Deterministic Directed k-spanner

We next show that any deterministic algorithm solving the directed k-spanner problem for
n
k ≥ 5, requires Ω( √α·log
) rounds. The trick that allows a stronger lower bound is that we use
n
a different problem from communication complexity, which we refer to as the gap disjointness
problem. This problem is also mentioned in [FGO17].
In the gap disjointness problem, Alice and Bob receive the input strings a = (a1 , ..., aN )
and b = (b1 , ..., bN ), respectively, and their goal is to distinguish whether their input strings are
disjoint or are far from being disjoint. The inputs are far from being disjoint if there are at least
N
12 indexes i, such that ai = bi = 1. If the inputs are neither disjoint nor far from being disjoint,
any output of Alice and Bob is valid. The gap disjointness problem can be easily solved by
randomized protocols exchanging O(log n) bits. However, solving the problem deterministically
requires exchanging Ω(N ) bits.
Lemma 3.5. Solving the gap disjointness problem deterministically on input strings of size N
requires exchanging Ω(N ) bits.
For a proof of Lemma 3.5, see example 5.5 in [KN97], where it is shown that approximating
the size of the intersection |a ∩ b| requires exchanging Ω(N ) bits. The proof relies only on
showing that distinguishing between disjoint inputs and inputs with intersection of more than
N
N
6 bits is difficult (note that any such inputs have intersection of size at least 12 ). Hence, the
exact same proof shows that solving gap disjointness requires exchanging Ω(N ) bits using a
deterministic protocol.
In order to use set disjointness for the proof of Theorem 1.10, it was necessary to devise a
construction where each bit of the input affects many edges of the spanner, in order to argue
that even if there is only one index i such that ai = bi = 1, then the players can correctly decide
whether the inputs are disjoint by checking the size of the spanner. However, when we use gap
disjointness, the players need to distinguish only between the case that the inputs are disjoint
and the case that they are far from being disjoint, which allows much more flexibility and gives
stronger lower bounds for the deterministic case.
Lemma 3.6. Let G = G(`, β) for 1 ≤ β ≤ `, let k ≥ 5 and let c = 7. If the input strings a, b
are disjoint, then there is a k-spanner of size at most c`2 . If the input strings are far from being
2
disjoint, any k-spanner for G includes at least β12 `2 edges of D.
Proof. If the input strings are disjoint, taking all the edges not in D is a 5-spanner, as shown in
the proof of Lemma 3.3. These are at most 2`β + 2`2 + 3` edges not in D, which is at most c`2
since β ≤ ` and c = 7. This is also a k-spanner for any k ≥ 5.
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2

`
If the input strings are far from being disjoint then there are at least 12
pairs (i, r) such that
`2
1
2
1
2
none of the edges (xi , xr ), (yi , yr ) are in G. Hence, by Claim 3.2, there are at least 12
pairs (i, r)
such that there is no directed path between the vertices xij , yrs except for the path that consists
of the edge (xij , yrs ). For each such pair, we need to take all the directed edges (xij , yrs ) to the
spanner for all the values of j and s, which means adding β 2 edges to the spanner. Summing
2
`2
over all the 12
pairs, we get that any k-spanner must include at least β12 `2 edges of D.

Let k ≥ 5 and let A be a deterministic distributed α-approximation algorithm for the
minimum k-spanner problem. Denote by T (n) the round complexity of A on a graph with n
vertices. The following lemma adapts Lemma 3.4 to the gap disjointness problem. Its proof is
the same as the proof of Lemma 3.4, with the difference that now Alice concludes that the input
strings are far from being disjoint if and only if the constructed spanner has more than α(n) · t
edges of D. Also, now the lower bound holds only for the deterministic case, since it relies on
the communication complexity of gap disjointness.
Lemma 3.7. Let G = G(`, β). If there is a threshold t such that if the input strings a, b are
disjoint then an optimal k-spanner of G has at most t edges, and if the input strings are far
from being disjoint then each k-spanner of G includes more than α(n) · t edges of D. Then,
T (n) = Ω( log` n ).
Using Lemma 3.6 and Lemma 3.7, we show the following.
Theorem 3.8. Any deterministic distributed α-approximation algorithm in the Congest model
n
for the directed k-spanner problem for k ≥ 5 takes Ω( √α·log
) rounds, for 1 ≤ α ≤ cn0 for a
n
constant c0 > 1.
Proof. We construct the graph G = G(`, β) with the following choice for the parameters `, β.
p
n0
c.
Let n0 be a positive integer, and let c = 7. Let β = d 12α(n0 )ce + 1, and let ` = b cβ
n0
0
The number of vertices in G is n = Θ(`β) = Θ( β β) = Θ(n ). In addition, it holds that
n0
n ≤ c`β since the number of vertices in G is 2`β + 5`, which gives n ≤ c`β ≤ cβ
cβ = n0 . In order
to use Lemma 3.6 we need to verify that β ≤ `. Note that n = c1 `β for a constant 2 ≤ c1 ≤ c. It
p
p
follows that β ≤ ` if and only if c1 β 2 ≤ n. Since β = Θ( qα(n)) = c2 α(n) for a constant c2 , if
we choose c0 = c1 c22 , we get that if α(n) ≤ cn0 , then β ≤ cn1 , which gives c1 β 2 ≤ n as needed.
We now define t = c`2 . By Lemma 3.6, if the input strings a, b are disjoint, then there is a
k-spanner of size at most t = c`2 . Otherwise, if the input strings are far from being disjoint,
2
then any k-spanner for G includes at least β12 `2 edges of D. By the choice of β and since n ≤ n0 ,
2
it holds that 12α(n) · c < β 2 , which gives α(n) · t = α(n) · c`2 < β12 `2 , which shows that t satisfies
the conditions of Lemma 3.7. Using Lemma 3.7 we get that T (n) = Ω( log` n ). Note that now
` = Θ( βn ) = Θ( √ n ), which shows that T (n) = Ω( √ n
).
α(n)

α(n)·log n

Theorem 3.8 shows that achieving a constant or a polylogarithmic approximation ratio for the
e
directed k-spanner problem in the Congest model requires Ω(n)
rounds for any deterministic
e 1−/2 ) rounds,
algorithm. In addition, even an approximation ratio of n is hard, requiring Ω(n
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for any 0 <  < 1. Notably, even an approximation ratio of nc for appropriate values of c is hard,
e √n) rounds. This is to be contrasted with the fact that obtaining an approximation
requiring Ω(
ratio of n requires no communication, since any k-spanner has at least n − 1 edges.
Theorem 3.8 separates the Local and the Congest models, since the deterministic network
decomposition described in [BEG16] gives a deterministic O(n )-approximation for directed
k-spanner for a constant k in polylogarithmic time in the Local model. In addition, as we
mention in Section 3.7, the polylogarithmic (1 + )-approximation algorithm we show can be
also converted to a deterministic algorithm for the same problem.
It also separates the undirected and directed k-spanner problems for deterministic algorithms.
The best deterministic algorithm in the Congest model for the undirected k-spanner problem, is
a recent algorithm [GP19,GK18,RG20] which constructs (2k−1)-spanners of size O(kn1+1/k log n)
in poly-logarithmic number of rounds (in the Local nodel there is a k-round deterministic
algorithm for this problem [DGPV08]). This gives an Õ(n1/k )-approximation for undirected
e 1−1/2k )
(2k−1)-spanners. Achieving the same approximation for the directed problem requires Ω(n
rounds according to Theorem 3.8.

3.3.3

Weighted k-spanner

We extend our construction to the weighted case, showing that any approximation for the
e
weighted k-spanner in the Congest model takes Ω(n)
rounds for k ≥ 4, even for randomized
algorithms. A similar result holds for the weighted undirected case. In the weighted case, rather
than guaranteeing that each input bit affects many edges of the spanner, we simply assign weight
0 to all the edges that are not in D and weight 1 to all the edges of D. Hence, taking even
a single edge from D is very expensive if we can avoid it. This allows us to show a simpler
construction, obtaining a stronger lower bound for the weighted case, as follows.
We build a graph Gw (`) = Gw = (Vw , Ew ) which is the same as G, except for the following
differences (see Figure 3.2). We define β = 1, and change the set of vertices to be Vw = V \ Y3 .
Since β = 1, the vertices in X2 and Y2 are only of the form xi1 , yi1 for 1 ≤ i ≤ `. We change
their names from xi1 , yi1 to xi and yi , respectively. For each 1 ≤ i ≤ ` we replace the two edges
(yi2 , yi3 ), (yi3 , yi1 ) ∈ E by the edge (yi2 , yi ) ∈ Ew . Since β = 1, the size of the cut between Y1 and
the rest of the graph is still Θ(`).
The following theorem states our lower bound for the weighted directed case.
Theorem 3.9. Any (perhaps randomized) distributed α-approximation algorithm in the Congest model for the weighted directed k-spanner problem for k ≥ 4 takes Ω( logn n ) rounds.
Proof. Let n = 6` for a positive integer `, and let Gw = Gw (`). Note that the number of vertices
in Gw is exactly n. There is a 4-spanner of cost 0 for Gw if and only if there is a path of length
at most 4 of edges of weight 0 between every pair of vertices xi , yj . A path of length at most 4
between xi and yj that includes only edges of weight 0, must start with the edge (xi , x1i ) and
must end with the edge (yj2 , yj ). Following the proof of Claim 3.2, we argue that there is such a
path if and only if one of the edges (x1i , x2j ), (yi1 , yj2 ) is in Gw . Otherwise, there is no directed
path of weight 0 between xi and yj .
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Figure 3.2: The graph Gw , with some of its edges omitted for clarity. The red dashed edges are
examples of optional edges which depend on the input strings a and b.

It follows that for every k ≥ 4, there is a k-spanner of cost 0 for Gw if and only if the inputs a
and b are disjoint. Hence, a distributed α-approximation algorithm A for the weighted k-spanner
problem can be used to solve set disjointness: we define VB = Y1 , VA = V \ VB and let Alice and
Bob simulate the algorithm on Gw as before. At the end of the simulation, Alice concludes that
the inputs are disjoint if and only if none of the edges of D are taken to the spanner.
If the inputs are disjoint, then there is a spanner of cost 0. Hence, for any α ≥ 1, an
α-approximation must return a spanner of cost 0 if such exists. Otherwise, any spanner must
include at least one of the edges of D which proves that the output of Alice is indeed correct.
As in the proof of Lemma 3.4, we get that T (n) = Ω( log` n ). Since n = 6`, this gives
T (n) = Ω( logn n ).
We prove a similar bound for the weighted undirected k-spanner problem for k ≥ 4. In the
undirected case, we would like to construct a similar graph Gw , with only modifying all of its
edges to be undirected. It would still hold that there is a path of length at most 4 of edges of
weight 0 between the vertices xi , yj if and only if one of the edges {x1i , x2j }, {yi1 , yj2 } is in Gw ,
following the same proof. However, since the edges are undirected, there may be a path of
length longer than 4 of edges of weight 0 between the vertices xi , yj , even if none of the edges
{x1i , x2j }, {yi1 , yj2 } is in Gw , which requires us to modify our construction in order for our bounds
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to apply also for k > 4.
We change the construction of Gw as follows. For each 1 ≤ i ≤ ` we replace the edge {yi2 , yi }
by a path of length k − 3, by adding to the graph k − 4 vertices yi3 , ..., yik−2 and the required
edges for constructing the path {yi2 , yi3 , ..., yik−2 , yi }. All of the edges of the path have weight 0.
Any path of length at most k of edges of weight 0 between xi to yj must start with the edge
{xi , x1i } and must end with the path of length k − 3 that we added between yj2 to yj . Hence,
there is a path of length at most k between xi to yj of edges of weight 0 if and only if there is a
path of length 2 between x1i and yj2 . This can only happen if one of the edges {x1i , x2j }, {yi1 , yj2 }
is in the graph.
The rest of the proof is exactly the same as in the directed case. However, we added Θ(k`)
vertices to the graph. Hence, the number of vertices in the graph is n = Θ(k`) and not Θ(`) as
e n ) to the undirected
before, which gives ` = Θ( nk ). This allows us to prove a lower bound of Ω(
k
e
problem (which is still Ω(n)
for small values of k).
Theorem 3.10. Any (perhaps randomized) distributed α-approximation algorithm in the Conn
gest model for the weighted undirected k-spanner problem for k ≥ 4 takes Ω( k·log
n ) rounds.

3.3.4

Undirected Unweighted k-spanner

We next explain how to extend the construction to the undirected unweighted case. First, as
now edges have no directions or costs, we can potentially use the edges of the complete bipartite
graph D to span other edges of D. To avoid this, we replace D by a high-girth graph. Another
issue is that even if we cannot use paths that are contained entirely in D to span edges in D, it
may be possible to have paths that combine edges in D and outside D to span other edges in D.
To avoid this, we replace edges outside D by long enough paths, and additionally make sure
that 2 vertices in D that are connected by such a path to the same vertex outside D cannot
have the same neighbour in D. We next describe the construction in detail. For simplicity we
focus on the case that k ≥ 4 is even.
We define the sets X1 , X2 , Y1 , Y2 similarly to the original construction of the directed case,
but we replace the complete bipartite graph D between X2 and Y2 by a collection of disjoint
high-girth graphs, as follows. Let Bk = (U ∪ W, Ek ) be a bipartite graph of girth k + 2 on `
vertices with the sides U and W . We denote by ui , wr vertices in U and W , respectively. The
set X2 has |U | blocks of size β, and the set Y2 has |W | blocks of size β. We add edges to the
bipartite graph D between X2 and Y2 as follows, if {ui , wr } ∈ Bk we add a matching between
block i of X2 and block r of Y2 . Specifically, we add the edges {xij , yrj } for all 1 ≤ j ≤ β. Note
that now there are only β edges between these blocks and not β 2 , as adding many edges between
them would create small cycles. Also, we only add edges between blocks that correspond to
edges in Bk . Hence, the total number of edges in D is β|Ek |, where Ek are the edges of Bk .
Another way to look at it is that D is composed of β disjoint copies of Bk , each one corresponds
to one index 1 ≤ j ≤ β.
We next describe other edges in the graph. The sets X1 , Y1 are again composed of two
parts: X1 = {x1i |1 ≤ i ≤ |U |} ∪ {x2r |1 ≤ r ≤ |W |}, Y1 = {yi1 |1 ≤ i ≤ |U |} ∪ {yr2 |1 ≤ r ≤ |W |},
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and we have a matching of size ` = |U | + |W | between X1 , Y1 with all the edges of the form
{x1i , yi1 }, {x2r , yr2 }. We replace the edges between X2 and X1 , and the paths between Y1 and Y2
by paths of length k2 − 1, as follows. For each vertex xij ∈ X2 , there is a path of k2 − 1 edges
between xij to x1i . The different paths are disjoint. Similarly, for each vertex yrj ∈ Y2 , there is a
path of k2 − 1 edges between yr2 to yrj . The set Y3 is removed from the construction. Overall,
the paths add Θ(k`β) vertices to the construction.
As we now only have edges between blocks that correspond to Bk , the input edges change
as well. Instead of having strings of length `2 , we now have strings a, b of length |Ek |, with an
index aij , bij for any {ui , wj } ∈ Ek . Similarly to before, for any {ui , wj } ∈ Ek , the edge {x1i , x2j }
is in G iff aij = 0, and the edge {yi1 , yj2 } is in G iff bij = 0.
This concludes the construction, we next analyse it. We start by proving a claim analogous
to Claim 3.2.
Claim 3.11. If at least one of the edges {x1i , x2r }, {yi1 , yr2 } is in G, there is a path of length k
between the vertices xij , yrj that does not contain edges of D. Otherwise, the only path of length
at most k from xij to yrj is the path that consists of the edge {xij , yrj }.
Proof. Similarly to before, if one of the edges {x1i , x2r }, {yi1 , yr2 } is in G, we have a path of length
2 between x1i and yr2 . This closes a path of length k between xij , yrj that starts with a path of
length k2 − 1 from xij to x1i , goes from x1i to yr2 by a path of length 2, and goes from yr2 to yrj by
a path of length k2 − 1. We next show that if none of the edges {x1i , x2r }, {yi1 , yr2 } is in G, there
are no paths of length at most k from xij to yrj , without using the edge e = {xij , yrj }. Assume
to the contrary that there is such path P , we divide to cases according to the structure of P .
Case 1: P does not contain any edge of the form {xij 0 , yrj 0 }. To analyze this case,
first note that any vertex in G corresponds to some vertex in Bk : the vertices in X2 are divided
to blocks that each one of them corresponds to a vertex in U and similarly for Y2 with respect
to W , the vertices of X1 and Y1 are divided to two parts, the first has one vertex for each vertex
in U and the second has a vertex for each vertex in W . Also, the only edges in the graph either
connect vertices that correspond to the same vertex in Bk or two adjacent vertices in Bk : the
first category includes the paths between X2 and X1 , and between Y1 and Y2 , and the matching
between X1 and Y1 , and the second category includes edges of D and edges that correspond
to the inputs. This means that any path in G can be identified with a path in Bk where we
contract all the consecutive vertices in P that correspond to the same vertex in Bk and leave
only the edges connecting vertices corresponding to different vertices in Bk . We now analyze
P . We are in the case that neither of the edges {x1i , x2r }, {yi1 , yr2 } is in G, and we also assume
that P does not contain any edge of the form {xij 0 , yrj 0 }. These are the only edges in G that
correspond to the edge {ui , wr } ∈ Ek . Hence, if we look at the path that corresponds to P in
Bk it is a path of length at most k between ui and wr that does not contain the edge {ui , wr }.
However, since the girth of Bk is k + 2, no such path exists, which leads to a contradiction.
Case 2: P contains an edge of the form {xij 0 , yrj 0 } for j 0 6= j. From the structure of
the graph, as xij and xij 0 belong to different copies of Bk in D, the shortest path between xij to
xij 0 must use the two k2 − 1 paths that connect xij and xij 0 to x1i . If we want to connect xij to
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yrj 0 not through xij 0 it would require longer paths. Similarly we need to add two k2 − 1 paths to
connect yrj and yrj 0 (again, connecting it to xij 0 is more expensive). To sum up, we need to
add at least 4( k2 − 1) = 2k − 4 ≥ k edges to P , not including the edge {xij 0 , yrj 0 }, where the last
inequality holds since k ≥ 4. Hence, P has more than k edges, a contradiction.
To conclude, there is no path P with at most k edges between xij and yrj without using the
edge between them.
Recall that two input strings of length N are far from being disjoint if there are at least
indexes where both of them are equal to 1.

N
12

Lemma 3.12. Assume that `βk < |Ek |. If the input strings a, b are disjoint, then there is a
k-spanner of size at most 3|Ek |. If the input strings are far from being disjoint, any k-spanner
β
for G includes at least 12
|Ek | edges of D.
Proof. As in the proof of Lemma 3.3 and using Claim 3.11, if the inputs are disjoint, taking all
the edges not in D gives a k-spanner, as all edges in D are spanned by paths of length k outside
D in this case by Claim 3.11. The number of edges outside D is bounded by ` + 2|Ek | + `β( k2 − 1),
counting the edges in the matching between X1 and Y1 , the edges that correspond to the inputs,
and the edges of the `β paths of length k2 − 1. Since we assume that `βk < |Ek |, this number is
bounded by 3|Ek |.
If the inputs are far from being disjoint, we have at least |E12k | pairs (i, r) where both edges
{x1i , x2r }, {yi1 , yr2 } are not in G. For each such pair, according to Claim 3.11, we need to take the
β
edges {xij , yrj } to the spanner for any 1 ≤ j ≤ β. Hence, we need to take at least 12
|Ek | edges
of D to the spanner.
Hence, to get a lower bound for an α-approximation we need to take 3α <
before, we also have the following lemma.

β
12 .

Similarly to

Lemma 3.13. If there is a threshold t such that if the input strings a, b are disjoint then an
optimal k-spanner of G has at most t edges, and if the input strings are far from being disjoint
k|
then each k-spanner of G includes more than α(n) · t edges of D. Then, T (n) = Ω( `β|Elog
n ).
Proof. The proof follows the proof of Lemma 3.4, but the sizes of the input and cut have changed.
Now the inputs have size |Ek |, and the cut has size Θ(`β), as we removed the set Y3 , and now
all the |W |β ≤ `β vertices of Y2 are connected by paths to Y1 (Bob still simulates only vertices
k|
in Y1 as before). Plugging in these parameters, gives a lower bound of Ω( `β|Elog
n ).
We next analyse the lower bound obtained by the construction, the exact lower bound we
get depends on the choice of the high-girth graph Bk . We follow observations from Section 3.2
in [DGPV08]. Bk should be a bipartite graph with ` vertices and girth k + 2. The restriction
that Bk is bipartite is not significant, as it is well-known that any graph with m edges, has
a bipartite subgraph with at least m/2 edges. Assuming Erdős’s girth conjecture, there are
1
graphs with n vertices, girth 2k 0 + 2 and Ω(n1+ k0 ) edges. This would allow to build Bk with `
2
vertices and Ω(`1+ k ) edges, as we have k = 2k 0 . The girth conjecture is proven for several values,
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k 0 ∈ {1, 2, 3, 5} (where the girth is 2k 0 + 2), this translates to k ∈ {4, 6, 10}, as k ≥ 4 in our case.
2
For other values there is a construction of graphs with n vertices, girth 2k 0 + 2 and Ω(n1+ 3k0 )
4
edges [LUW95]. This translates to Bk with ` vertices and Ω(`1+ 3k ) edges.
For an even k ≥ 4, we denote by δ(k), a number such that we have a graph with ` vertices,
girth k + 2 and Θ(`1+δ(k) ) edges. From the above discussion, δ(k) = 2/k if we assume Erdős’s
girth conjecture. Without this assumption, δ(k) = 2/k for k ∈ {4, 6, 10}, and δ(k) = 4/3k for
other values.
Theorem 3.14. Any deterministic distributed α-approximation algorithm in the Congest
model for the undirected unweighted k-spanner problem for an even constant k ≥ 4 takes
δ(k)

n
) rounds. The lower bound holds for α <
Ω( α1+δ(k)
log n

δ(k)

c0 1+δ(k)
kn

for some constant c0 .

Proof. We analyse the lower bound obtained by the construction, assuming |Ek | = Θ(`1+δ ) for
δ = δ(k). Remember that |Ek | is the number of edges in a bipartite graph of girth k + 2, with `
β
vertices. Following Lemmas 3.12 and 3.13, if we take 3α < 12
, such that `βk < |Ek |, we get a
|Ek |
lower bound of Ω( `β log n ). We take β = Θ(α) that satisfies the above. We have |Ek | = Θ(`1+δ ).
Also, since the number of vertices in the graph is now n = Θ(`βk) (as we have added the paths),
n
n
`1+δ
`δ
nδ
k|
we have ` = Θ( βk
) = Θ( αk
). This gives `β|Elog
n = Θ( `α log n ) = Θ( α log n ) = Θ( α1+δ kδ log n ). The
δ
1+δ

restriction `βk < |Ek |, translates by a simple calculation to α < c0 n k for some constant c0 .
δ
δ
To conclude, we have a lower bound of Ω( α1+δ nkδ log n ) = Ω( α1+δn log n ) for constant k. This
completes the proof.
Extension for odd k
While we focused on even k for simplicity of presentation, a similar construction works also for
odd k ≥ 5, and we next sketch the differences in this case. We build the same graph, with the
following changes. Bk now has girth k + 3 (as it is bipartite, the girth is even, and has to be
greater than k + 1 for the analysis). The paths between X2 and X1 now have length b k2 c − 1
and the paths between Y1 and Y2 have length d k2 e − 1. The proof of Claim 3.11 carries on to
this case. One thing to notice it that in the proof of Case 2 in this claim, now we can use two
shorter paths of length b k2 c − 1 to connect xij and xij 0 , however we need two longer paths of
length d k2 e − 1 to connect yrj and yrj 0 , which still sums up to 2(b k2 c + d k2 e − 2) = 2k − 4. The
rest of the proofs carry on with slight change of constants, as we replace k2 with d k2 e. Finally, as
the girth of Ek is now k + 3, we have that |Ek | = Θ(`1+δ(k+1) ) (δ(k) was defined for graphs with
even girth of k + 2), which gives the following.
Theorem 3.15. Any deterministic distributed α-approximation algorithm in the Congest
model for the undirected unweighted k-spanner problem for an odd constant k ≥ 5 takes
δ(k+1)

n
Ω( α1+δ(k+1)
) rounds. The lower bound holds for α <
log n

δ(k+1)

c0 1+δ(k+1)
kn

for some constant c0 .

To conclude, any deterministic Congest algorithm for spanner approximation requires
polynomial number of rounds, as long as the approximation ratio α is not too large (but can
still be polynomial). This is to be contrasted with an approximation ratio of Õ(n1/k ) that can
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be obtained for (2k − 1)-spanners in poly-logarithmic time in the deterministic Congest model,
by building (2k − 1)-spanners with O(kn1+1/k log n) edges [GP19, GK18, RG20].
If we look at approximating k 0 -spanners for k 0 = 2k − 1, we have δ(k 0 + 1) = δ(2k) = 1/k
if we assume Erdős’s girth conjecture, so we have a lower bound of Ω̃(n1/k ) rounds for any
polylogarithmic α-approximation. Moreover, we have a polynomial lower bound as long as
1/k

α = Θ(n 1+1/k

3.4

−

) for some small constant  > 0.

Hardness of Approximation of Weighted 2-spanner

In this section, we show that approximating the weighted 2-spanner problem is at least as hard
as approximating the (unweighted) minimum vertex cover (MVC) problem. Therefore, known
lower bounds for MVC translate directly to lower bounds for the weighted 2-spanner problem.
In the MVC problem the input is a graph G = (V, E) and the goal is to find a minimum set
of vertices C that covers all the edges. That is, it is required that for each edge e = {v, u}, at
least one of v and u is in C.
Let G = (V, E) be an input graph to the MVC problem. We construct a new graph
GS = (VS , ES ) in the following way (see Figure 3.3). For each vertex v ∈ V , there are 3 vertices
in VS : v1 , v2 , v3 . We connect these 3 vertices by a triangle, where the edge {v1 , v2 } has weight 1,
and the edges {v1 , v3 }, {v2 , v3 } have weight 0. In addition, for each edge {v, u} ∈ E, there are
3 edges in ES : {v1 , u1 }, {v2 , u2 }, both having weight 0, and one of the edges {v1 , u2 }, {u1 , v2 },
according to the order of the IDs of v and u, having weight 2.

0

𝑣3

0

𝑣1
1

0

𝑣2

2

0

𝑢1

0

𝑢3

1

𝑢2

0

Figure 3.3: For each vertex v ∈ G, there is a corresponding triangle in GS between the vertices
v1 , v2 , v3 . The edge {v, u} ∈ G has 3 corresponding edges in GS : {v1 , u1 }, {v2 , u2 }, {v1 , u2 }.

We show that a solution for the weighted 2-spanner problem in GS gives a solution for MVC
in G.
Claim 3.16. The cost of the minimum 2-spanner in GS is exactly the size of the minimum
vertex cover in G.
Proof. Let C be a minimum vertex cover in G. We construct a 2-spanner HC for GS as follows.
First, HC includes all the edges having weight 0. In addition, for every v ∈ C, we add to HC the
edge {v1 , v2 }. Note that these edges have weight 1, and all the other edges we add to HC have
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weight 0, hence, the cost of HC is exactly |C|. We now show that HC is a 2-spanner. All the
edges having weight 0 in GS are added to the spanner, and hence they are covered. All the edges
having weight 1 are covered by edges of weight 0, since an edge {v1 , v2 } is covered by the path
{v1 , v3 }, {v3 , v2 }. Let {v1 , u2 } be an edge of weight 2 in GS , and let {v, u} be the corresponding
edge in G. Since C is a vertex cover, at least one of the vertices v, u is in C. In the former case,
we add {v1 , v2 } to HC , hence, the edge {v1 , u2 } is covered by the path {v1 , v2 }, {v2 , u2 } (note
that {v2 , u2 } has weight 0 and is included in HC ). In the latter case, {v1 , u2 } is covered by the
path {v1 , u1 }, {u1 , u2 }. Hence, HC is a 2-spanner having cost |C|.
In the other direction, let H be a minimum cost 2-spanner in GS having cost w(H). We
construct a vertex cover CH in G with size w(H). We start by converting H into a 2-spanner
H 0 with the same cost. First, H 0 contains all the edges having weight 0 in GS and all the edges
having weight 1 in H. In addition, if H includes an edge {v1 , u2 } having weight 2, we replace
it in H 0 by the two edges {v1 , v2 }, {u1 , u2 }, each having weight 1. This transformation clearly
cannot increase the cost. We next show that H 0 is still a 2-spanner. Since H 0 includes all the
edges having weight 0 in GS , it covers all the edges of weight 0 or 1 by edges of weight 0, as
explained above. In addition, any edge of weight 2 that is covered in H by a path of length 2
that includes only edges of weight 0 or 1, is covered in H 0 in the same way. Let e = {x1 , y2 }
be an edge of weight 2, covered in H by a path P of length at most 2 that includes the edge
e0 = {v1 , u2 } ∈ H having weight 2 (e0 may be different than e). It holds that e0 6∈ H 0 , since e0
has weight 2, hence, we added the edges {v1 , v2 } and {u1 , u2 } to H 0 . Since P has length at most
2, it follows that x1 = v1 or y2 = u2 . In the first case, e = {v1 , y2 } and the path {v1 , v2 }, {v2 , y2 }
covers e (we added {v1 , v2 } to H 0 , and since {v1 , y2 } ∈ ES , then {v2 , y2 } is also in ES and has
weight 0). In the second case, e = {x1 , u2 } and {x1 , u1 }, {u1 , u2 } is a path of length 2 that
covers e in H 0 .
Therefore, H 0 is a 2-spanner with the same cost of H. We define CH = {v|{v1 , v2 } ∈ H 0 }.
The size of CH is exactly w(H 0 ) since the edges {v1 , v2 } ∈ H 0 are exactly all the edges of H 0
having weight 1, and H 0 includes only edges of weight 0 or 1. In addition, we claim that CH
is a vertex cover. Let {v, u} ∈ E, then one of the edges {v1 , u2 } or {u1 , v2 } is in ES . Assume
w.l.o.g that e = {v1 , u2 } ∈ ES . Note that e 6∈ H 0 since it has weight 2. Since H 0 is a 2-spanner
it includes a path of the form {v1 , x}, {x, u2 } that covers e. It must hold that x = v2 or x = u1
(if, for example, x = w1 such that w1 =
6 u1 , then the edge {w1 , u2 } has weight 2 and is not in
0
H ). Hence, at least one of the edges {v1 , v2 }, {u1 , u2 } is in H 0 , which means that at least one of
v, u is in CH as needed.
In conclusion, the cost of a minimum 2-spanner in GS is exactly the size of the minimum
vertex cover in G.
We can now relate the above to the number of rounds required for distributed algorithms
that solve or approximate these two problems.
Lemma 3.17. Let A be a distributed α-approximation algorithm for the weighted 2-spanner
problem that takes T (n) rounds on a graph with n vertices. Then there is an α-approximation
algorithm for MVC that takes 3T (3n) rounds on a graph with n vertices.
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Proof. We describe an algorithm AM V C that approximates MVC. Let G be an input graph for
MVC. The algorithm AM V C simulates A on the graph GS , in the following way. Each vertex
v ∈ V simulates AM V C on the vertices v1 , v2 , v3 . Each time a message is sent on one of the 3
edges corresponding to an edge {v, u} ∈ E, we send this message over the edge {v, u} ∈ E. Since
we may need to send 3 different messages on this edge, each round of A can be simulated in three
rounds of AM V C .1 When A finishes, we convert the solution H to a vertex cover CH as described
in the proof of Claim 3.16, without any communication. From Claim 3.16, it follows that if H is
an α-approximation for the weighted 2-spanner problem in GS , then CH is an α-approximation
for MVC in G. Let n be the number of vertices in G. The number of vertices in GS is 3n from
the definition of GS , hence the time complexity of simulating A on GS is 3T (3n).
Lemma 3.17 shows that if A works in the Congest model, then AM V C works in the
Congest model as well. Hence, lower bounds for approximating MVC in both the Local and
the Congest models give lower bounds for the weighted 2-spanner problem. This gives the
following results.
Theorem 3.18. To obtain a constant or a polylogarithmic approximation ratio for the weighted
2-spanner problem, even in the Local model, there
q are graphs on which every distributed
log ∆
algorithm requires at least Ω( log log ∆ ) rounds and Ω( logloglogn n ) rounds.
Theorem 3.18 follows from Theorem 14 in [KMW16] and from Lemma 3.17. Note that the
number of vertices and the maximum degree in GS are equal up to a constant factor to the
number of vertices and maximum degree in G. In addition, Theorem 13 in [KMW16], allows us
to show trade-offs between the time complexity of a distributed algorithm for weighted 2-spanner
to the approximation ratio it gets.
Theorem 3.19. For every integer k > 0, there are graphs G, such that in k communication
rounds in the Local model, every distributed algorithm
for the weighted 2-spanner problem on
!
 1 
1−o(1)
k+1
n 4k2
G has approximation ratios of at least Ω
and Ω ∆ k
.
k
In the Congest model, solving MVC optimally takes Ω
in [CKP17]), which carries over to exact spanners, as follows.



n2
log2 n



rounds (see Theorem 2

Theorem 3.20. Any distributed algorithm
 2 in
 the Congest model that solves the weighted
n
2-spanner problem optimally requires Ω log2 n rounds.
All of these lower bounds hold also for randomized algorithms.
Remarks: Our reduction from MVC can be adapted to obtain additional bounds. First,
by changing the weights of all edges having weight 2 to have weight 1, we obtain that an
α-approximation for the weighted 2-spanner problem gives a 2α-approximation for MVC. This
1

In the Local model we can send these 3 messages in one round. However, we spend three different rounds in
order for the simulation to work also in the Congest model.
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implies the lower bounds of Theorem 3.18 and Theorem 3.19 also for graphs with 0, 1 weights.
This can be viewed as lower bounds for the 2-spanner augmentation problem, in which we are
given an initial set of edges and need to augment it with the minimal number of edges that
induces a 2-spanner.
Further, the same lower bounds hold for the directed weighted case. We modify the construction such that the edges of the triangle for vertex v are (v1 , v2 ), (v1 , v3 ), (v3 , v2 ). For an edge
{v, u} ∈ E, ES includes 5 directed edges: (v1 , u1 ), (u1 , v1 ), (v2 , u2 ), (u2 , v2 ) and one of the edges
(v1 , u2 ), (u1 , v2 ). The weights of all the edges remain as in the undirected case.

3.5

Distributed Approximation for 2-spanner Problems

Here we present our distributed approximation algorithm for the minimum 2-spanner problem.
We need the following terminology and notation.
A v-star is a non-empty subset of edges between v and a subset of its neighbors. The density
S|
of a star S with respect to a subset of edges H, denoted by ρ(S, H), equals |C
|S| , where CS is the
set of edges of H 2-spanned by the star S, where an edge e = {u, w} is 2-spanned by the v-star
S if S includes the edges {v, u}, {v, w}. Note that S covers all the edges 2-spanned by S and
also the edges of S, but it 2-spans only non-star edges. The densest v-star with respect to H is
the v-star having maximal density with respect to H. The density of a vertex v with respect
to H, denoted by ρ(v, H), is the density of the densest v-star. If H is clear from the context,
we refer to ρ(S, H) and ρ(v, H) as the density of S and the density of v, and denote them by
ρ(S) and ρ(v), respectively. The rounded density of a star S with respect to H, denoted by
ρ̃(S, H), is obtained by rounding ρ(S, H) to the closest power of 2 that is greater than ρ(S, H).
Similarly, the rounded density of a vertex v with respect to H, denoted by ρ̃(v, H), is obtained
by rounding ρ(v, H) to the closest power of 2 that is greater than ρ(v, H). The full v-star is the
star that includes all the edges between v and its neighbors. The 2-neighborhood of a vertex v
consists of all the vertices at distance at most 2 from v.
In our algorithm, each vertex v maintains a set Hv that includes all the edges 2-spanned
by the full v-star that are still not covered by the edges added to the spanner. The algorithm
proceeds in iterations, where in each iteration the following is computed:
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1. Each vertex v computes its rounded density ρv = ρ̃(v, Hv ), and sends it to its 2neighborhood.
2. Each vertex v such that ρv ≥ ρu for each u in its 2-neighborhood and ρ(v, Hv ) ≥ 1 is
a candidate. Let Sv be a v-star with density at least ρ4v , chosen according to Section
3.5 (a choice which is central for our analysis to carry through). Vertex v informs its
neighbors about Sv . Let Cv be the edges of Hv 2-spanned by Sv .
3. Each candidate v chooses a random number rv ∈ {1, ..., n4 } and sends it to its
neighbors.2
4. Each uncovered edge that is 2-spanned by at least one of the candidates, votes for the
first candidate that 2-spans it according to the order of the values rv . If there is more
than one candidate with the same minimum value, it votes for the one with minimum
ID.
5. Each star Sv for which v receives at least
the spanner.

|Cv |
8

votes from edges it 2-spans is added to

6. Each vertex v updates the set Hv in its 2-neighborhood by removing from it edges
that are now covered.
7. If the maximal density in the 2-neighborhood of v is at most 1, v adds to the spanner
all the edges adjacent to it that are still not covered, and outputs the edges adjacent
to it that were added to the spanner during the algorithm.

At the end of the algorithm all the edges are covered by spanner edges, since we add to the
spanner edges that are not 2-spanned during the algorithm.
Since all the candidates have maximal rounded density in their 2-neighborhood, it follows
that all the candidates that cover the same edge have the same rounded density, which is crucial
in the analysis. In addition, rounding the densities guarantees that there are only O(log ∆)
possible values for the maximal rounded density, which allows us to show an efficient time
complexity.
Each iteration takes constant number of rounds in the Local model. For example, to calculate
ρ̃(v, Hv ), each vertex v learns all the edges between its neighbors that are still uncovered, by
having each vertex u send to its neighbors a list of its neighbors w such that the edges {u, w} are
still not covered. We next show that the algorithm requires only polynomial local computations.
We can compute the densest v-star in polynomial time as in the sequential algorithm (see
Lemma 2.1 in [KP94]). This is the maximal density problem, that can be solved in polynomial
time using flow techniques [GGT89]. This allows us to compute the rounded density of a vertex.
2

Knowing the exact value of n is unnecessary, and the typical assumption that the vertices know a polynomial
upper bound on n suffices.
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We next explain how we choose the star Sv in polynomial time. Other computations in the
algorithm are clearly polynomial.
Choosing the star Sv
In step 2 of each iteration, a candidate vertex v chooses a v-star with density at least ρ4v . However,
there may be multiple v-stars with such density, and choosing an arbitrary star between them
does not meet our claimed round complexity, and it is crucial to choose the stars in a certain
way. In addition, we have to find such star using only polynomial local computations. We next
describe how to choose the star Sv .
Let Hvi be the subset Hv at the beginning of iteration i. It holds that Hvi+1 ⊆ Hvi for all
i. Let ρ = ρ̃(v, Hvi ). The star Svi that v chooses in iteration i is defined as follows. If i is the
first iteration in which v is a candidate with rounded density ρ, then Svi is chosen as follows.
First, v computes the densest v-star, denote it by S. Now, if there is an edge e such that
ρ(S ∪ {e}, Hvi ) ≥ ρ4 , then v adds such an edge to S. Otherwise, if there is a disjoint v-star S 0
such that ρ(S 0 , Hvi ) ≥ ρ4 , then v adds the edges of S 0 to S. Now v continues in the same manner
until there is no edge or disjoint star it can add to S without decreasing the density below ρ4 .
The resulting star is Svi .
If v is already a candidate with rounded density ρ in iteration i − 1, then if ρ(Svi−1 , Hvi ) ≥ ρ4 ,
we define Svi = Svi−1 . Otherwise, if Svi−1 contains a star with density at least ρ4 with respect to
Hvi , we define Svi as follows. v starts by computing the densest v-star S that is contained in Svi ,
and then adds to it edges or disjoint stars as before, however, it only considers adding edges or
disjoint stars from Svi−1 . This guarantees that Svi ⊆ Svi−1 . If Svi−1 does not contain a star with
density at least ρ4 with respect to Hvi , v chooses an arbitrary v-star with rounded density ρ. (We
later show that this never happens).
The computations are polynomial. v adds edges to S at most n times. Each time it adds
edges it does the following computation: it checks if there is an edge such that ρ(S ∪ {e}, Hvi ) ≥ ρ4 ,
and since there are at most n optional edges, the computation is polynomial. It also checks if
there is a disjoint star with density at least ρ4 . To compute this, it computes the densest star
that is disjoint to S.

3.5.1

Analysis

In this section, we present the analysis of our distributed approximation algorithm for the
minimum 2-spanner problem, and prove the following theorem.
Theorem 1.12. There is a distributed algorithm for the minimum 2-spanner problem in the
Local model that guarantees an approximation ratio of O(log m
n ), and takes O(log n log ∆)
rounds w.h.p.
Let H be the set of edges of the spanner produced by the algorithm. When the algorithm
ends, all the edges are covered, hence H is a 2-spanner. We show that its size it at most
∗
∗
O(log m
n )|H |, where H is the set of edges of a minimum 2-spanner. Afterwards, we show that
the time complexity of the algorithm is O(log n log ∆) rounds, w.h.p.
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Approximation ratio
We start by showing that our algorithm guarantees an approximation ratio of O(log m
n ). The
analysis of the sequential algorithm of [KP94] that obtains the same approximation ratio strongly
depends on the facts that stars are added to the spanner one by one and that the star that is
added at each step has maximal rounded density. These allow dividing the edges to several
subsets according to the order in which they are covered in the algorithm, and bounding the
number of edges in each subset.
Our analysis borrows ideas from the above analysis, but requires a more sophisticated
accounting, since our algorithm adds multiple stars in each iteration, with varying densities. In
addition to overcoming these uncertainties, a compelling aspect of our approach is that it easily
extends to other variants of the problem, such as the client-server 2-spanner problem [EP01].
To show the approximation ratio, we assign each edge e ∈ E a value cost(e) such that the
sum of the costs of all edges is closely related both to |H| and |H ∗ |, by satisfying
|H| ≤ 8

X
e∈E


m ∗
cost(e) ≤ O log
|H |,
n

which implies our claimed approximation ratio.
We write H = H1 ∪ H2 , where H1 are edges added to the spanner during the algorithm, and
H2 are edges added to the spanner at the end of the algorithm, when the maximal density in
the 2-neighborhood of a vertex is at most 1.
For an edge e ∈ H2 , we set cost(e) = 1. For an edge e ∈ H1 , let i be the iteration in which
e is first covered in the algorithm. The edge e may be covered by a candidate star Sv that it
votes for and is added to the spanner at iteration i. In this case, we set cost(e) = ρ1 , where ρ is
the density of the star Sv that e chooses at iteration i. Another option is that e is covered as a
result of adding other stars to the spanner at iteration i: it may be covered either by a different
star than the one it votes for, or by a path of length 2 that is created by edges added to the
spanner at iteration i together with edges added at previous iterations. In each of these cases,
we set cost(e) = 0. We first show the left inequality above.
P
Lemma 3.21. |H| ≤ 8 · e∈E cost(e).
P
P
Proof. To prove that |H| ≤ 8 e∈E cost(e), it is enough to show that |H1 | ≤ 8 e∈E\H2 cost(e)
P
P
P
and |H2 | ≤ 8 e∈H2 cost(e). The second inequality follows since |H2 | = e∈H2 1 = e∈H2 cost(e).
We next prove the first inequality.
P
Let Stars be the set of stars added to H1 in the algorithm. It holds that |H1 | ≤ S∈Stars |S|,
since each edge of H1 is included in at least one star. Let Sv be a star added to H1 at iteration
i, having density ρ at that iteration. Recall that we add Sv to the spanner since it gets at least
|Cv |
8 votes from the edges it 2-spans. Denote by V otes(Sv ) the set of edges that vote for Sv at
iteration i. For each e ∈ V otes(Sv ), we defined cost(e) = ρ1 , which gives,
X
e∈V otes(Sv )

cost(e) ≥

1 |Cv |
|Sv | |Cv |
|Sv |
·
=
·
=
.
ρ
8
|Cv |
8
8
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P
Hence, for each S ∈ Stars, |S| ≤ 8 · e∈V otes(S) cost(e). For each edge e, there is at most one
star S ∈ Stars such that e ∈ V otes(S), since an edge votes for at most one star at the iteration
in which it is covered. In addition, an edge e ∈ V otes(S) is 2-spanned during the algorithm,
which means that e 6∈ H2 . Hence, we get
X

|H1 | ≤

X

|S| ≤ 8 ·

S∈Stars

X

X

cost(e) ≤ 8 ·

S∈Stars e∈V otes(S)

cost(e).

e∈E\H2

This completes the proof of Lemma 3.21.
P
To bound e∈E cost(e) from above, let r = m
n , and f = dlog re. We divide the edges of E
f +1
to f + 2 subsets {Ej }j=0 according to their costs, and show that for each j, the sum of costs
of edges in Ej is at most O(|H ∗ |). Since there are f + 2 = O(log r) subsets, we conclude that
P
∗
e∈E cost(e) ≤ O(log r)|H |.
Let E0 = {e : cost(e) = 0} and Ef +1 = H2 . Note that all the edges not in E0 and Ef +1
are edges that were 2-spanned in the algorithm by the candidate star they vote for. We divide
these edges to f subsets as follows. Let E1 = {e 6∈ H2 : 0 < cost(e) ≤ 2r }, and for 2 ≤ j ≤ f ,
j−1
j
let Ej = {e 6∈ H2 : 2 r < cost(e) ≤ 2r }. For each edge e, it holds that cost(e) ≤ 1, since the
density of stars added to H1 during the algorithm is at least 1, and since we defined cost(e) = 1
f
+1
for edges e ∈ H2 . Hence, for each edge e, we have cost(e) ≤ 2r , which gives E = ∪fj=0
Ef .
Lemma 3.22. For every 0 ≤ j ≤ f + 1,

P

e∈Ej

cost(e) = O(|H ∗ |).

P
Proof. For j = 0, the claim holds trivially. For j = 1, it holds that e∈E1 cost(e) ≤ 2r · |E| ≤
2n = O(|H ∗ |), where the last equality follows from the fact that any 2-spanner for G has at least
n − 1 edges, since G is connected.
For 2 ≤ j ≤ f , let Hj∗ be the set of edges of a minimum 2-spanner for Ej . For each
vertex v, let Sj∗ (v) be the full v-star in Hj∗ . We define Starsj = {Sj∗ (v)}v∈V . We next show that
P
P
P
P
cost(e)+
e∈Ej cost(e) ≤ 9
S∈Starsj |S|. To prove this, we write
e∈Ej cost(e) =
P
P
P e∈Ej ∩Starsj
e∈Ej \Starsj cost(e). Since cost(e) ≤ 1, we get
e∈Ej ∩Starsj cost(e) ≤
S∈Starsj |S|.
P
P
We now show that e∈Ej \Starsj cost(e) ≤ 8 S∈Starsj |S|. Consider a specific star S ∈
Starsj , and let (e1 , ..., e` ) be the edges of Ej 2-spanned by S according to the order in which
they were 2-spanned in the algorithm, breaking ties arbitrarily. Note that all the edges in Ej for
1 ≤ j ≤ f are 2-spanned in the algorithm as explained above. The density of S at the beginning
`
of the iteration in which e1 is 2-spanned is at least |S|
, since S may 2-span additional edges
that are not in Ej . Since all the candidates that 2-span an edge have the same rounded density
because they all have maximal rounded density in their 2-neighborhood, it holds that the density
`
`
of the star Sv that 2-spans e1 is at least 4|S|
, as v chooses a star with density at least ρ4v ≥ 4|S|
.
Hence, cost(e1 ) ≤

4|S|
` .

e1 ∈ Ej . Note that for each edge e ∈
`
X
i=1

4|S|
cost(e1 )

r
4|S|, where the
2j−1
j
Ej , cost(e) ≤ 2r . Therefore,

This gives, ` ≤

cost(ei ) ≤

≤

last inequality follows since

2j
2j
r
`≤
· j−1 4|S| = 8|S|.
r
r 2
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Let CS be the set of edges of Ej 2-spanned by the star S. Since Hj∗ is a 2-spanner for Ej ,
every edge e ∈ Ej \ Starsj is 2-spanned by at least one star S ∈ Starsj . Summing over all the
stars in Starsj gives
X

X

cost(e) ≤

e∈Ej \Starsj

X

cost(e) ≤ 8

S∈Starsj e∈CS

X

|S|.

S∈Starsj

P
Note that S∈Starsj |S| = 2|Hj∗ |, since each edge of Hj∗ is included in exactly two stars in
Starsj . In addition |Hj∗ | ≤ |H ∗ | since H ∗ covers all the edges of E, and in particular all the
P
edges of Ej , and Hj∗ is the minimum 2-spanner of Ej . This gives e∈Ej cost(e) = O(|H ∗ |),
which completes the proof for 2 ≤ j ≤ f .
For j = f + 1, we define Hj∗ and Starsj as before. Let S ∈ Starsj , and let (e1 , ..., e` ) be the
edges of Ej = H2 that are 2-spanned by S according to the order in which they were added
to H2 in the algorithm, breaking ties arbitrarily. It must hold that ` ≤ |S|, as otherwise the
density of S is greater than one at the iteration in which e1 is added to H2 , which contradicts
P
the algorithm. This gives `i=1 cost(ei ) ≤ ` ≤ |S|. Following the same arguments for the case
P
2 ≤ j ≤ f , we get e∈Ej cost(e) = O(|H ∗ |), which completes the proof.
Lemmas 3.21 and 3.22 give |H| ≤ 8
claimed approximation ratio.

P

e∈E

cost(e) ≤ O(log r)|H ∗ |, which proves the following

Lemma 3.23. The approximation ratio of the algorithm is O(log m
n ).
Time complexity
We now show that our algorithm completes in O(log n log ∆) rounds, w.h.p. In [JRS02, RV98],
a potential function argument is given for analyzing the set cover and minimum dominating
set problems that are addressed. We analyze our algorithm along a similar argument, but our
algorithm necessitates a more intricate analysis, mainly due to the fact that each vertex may
be the center of multiple stars that are added during the algorithm, rather than being chosen
only once for a dominating set. The latter may contain at most n vertices, while for the spanner
constructed by our algorithm there are initially n2∆ possible stars which may constitute it.
Nevertheless, we show how to get a time complexity of O(log n log ∆) rounds for our minimum
2-spanner algorithm, which matches the time complexity of the above set cover and dominating
set algorithms.
The crucial component in proving our small time complexity is showing that as long as the
rounded density of v does not change between iterations, v always chooses a star Sv that is equal
to or contained in the star that it chooses in the previous iteration. As explained in Section 3.5,
if the rounded density of v is the same in iterations i and i + 1, v tries to choose a star Svi+1
which is contained in Svi . We show that this is always the case.
The following will be useful in our analysis.
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Observation 2. Let x1 , x2 , ..., xn be non-negative numbers, and let y1 , y2 , ..., yn be positive
numbers, then
  Pn
 
xi
xi
xi
i=1
≤ Pn
.
min
≤ max
i
i
yi
yi
i=1 yi
n o
n o
x
In addition, the inequalities become equalities only if for all j, yjj = mini xyii = maxi xyii .
Observation 2 follows from writing

Pn

i=1 xi

=

Pn

xi
i=1 yi

· yi . We now prove the following.

Claim 3.24. Let v be a candidate star in iteration i. If ρ̃(v, Hvi ) = ρ̃(v, Hvi+1 ) = ρ, then v
chooses a star contained in Svi in iteration i + 1.
Proof. Assume to the contrary that there is an iteration i such that ρ̃(v, Hvi ) = ρ̃(v, Hvi+1 ) = ρ,
and there is no star contained in Svi with density at least ρ4 with respect to Hvi+1 . Let i0 be the
0
first iteration in which ρ̃(v, Hvi0 ) = ρ, and let i0 be the first iteration after i0 where ρ̃(v, Hvi ) = ρ
0
0
and there is no star contained in Svi −1 with density at least ρ4 with respect to Hvi . Let S ∗ be
0
0
0
the densest v-star with respect to Hvi . Then ρ(S ∗ , Hvi ) ≥ ρ2 since ρ̃(v, Hvi ) = ρ. Let S0 be the
full v-star, and let (S1 , S2 , ..., Sk ) be the sequence of stars chosen by v between iteration i0 and
iteration i0 − 1 in the order in which they were chosen. For all 0 ≤ j ≤ k, it holds that Sj ⊆ Sj−1 ,
since i0 is the first iteration in which this does not hold.
We next show by induction that S ∗ ⊆ Sj for all 0 ≤ j ≤ k. In particular this will give
0
S ∗ ⊆ Sk . Hence, at iteration i0 there is a star contained in Svi −1 = Sk with density at least ρ4 , in
contradiction to the definition of i0 .
For j = 0, the claim holds trivially since S0 is the full v-star.
Assume that S ∗ ⊆ Sj−1 , and assume to the contrary that S ∗ * Sj . Note that both Sj and
S ∗ are contained in Sj−1 by the induction hypothesis. Let j 0 be the iteration in which Sj is
chosen. Since S ∗ * Sj , we can write S ∗ = S1 ∪ S2 where S1 = S ∗ ∩ Sj and S2 = S ∗ \ Sj . It
0
0
0
2 |+|C12 |
holds that ρ(S ∗ , Hvj ) ≥ ρ(S ∗ , Hvi ) ≥ ρ2 . We can write ρ(S ∗ , Hvi ) = |C1 |+|C
where C1 are
|S1 |+|S2 |
0
i
edges of Hv 2-spanned by S1 , C2 are edges 2-spanned by S2 , and C12 are edges 2-spanned by
S ∗ with one endpoint in S1 and one endpoint in S2 . Since S ∗ is the densest star with respect to
0
0
12 |
1|
∗
i0
Hvi it follows that |C2 |+|C
≥ ρ(S ∗ , Hvi ) ≥ ρ2 , as otherwise by Observation 2, |C
|S2 |
|S1 | > ρ(S , Hv ),
which shows that S1 is a denser star than S ∗ . This shows that at least one of
least ρ4 .
0

0

In the first case, ρ(S2 , Hvj ) ≥ ρ(S2 , Hvi ) =

|C2 |
|S2 |

|C2 |
|S2 |

and

|C12 |
|S2 |

is at

≥ ρ4 , which shows that S2 is a disjoint star to

ρ
12 |
Sj with density at least ρ4 that is contained in Sj−1 . In the second case, |C
|S2 | ≥ 4 . For an edge
e all the edges of C
e = {v, u} ∈ S2 , denote by C12
12 with endpoint u. It follows that there is an
ρ
e
edge e ∈ S2 such that |C12 | ≥ 4 . By Observation 2 and since the density of Sj is at least ρ4 we
e |
|Cj |+|C12
get ρ(Sj ∪ {e}) ≥ |S
≥ ρ4 , where Cj are the edges 2-spanned by Sj . Either way we get a
j |+1
contradiction to the definition of Sj . This completes the proof.

The rest of the analysis is based on a potential function argument which is described
in [JRS02, RV98] for the set cover and minimum dominating set problems. Let ρ = maxv∈V ρv
P
at the beginning of iteration i. We define the potential function φ = v:ρv =ρ |Cv |, where Cv is
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the set of edges of Hv that are 2-spanned by the star Sv which v chooses at iteration i. Note
that the potential function may increase between iterations if the value of ρ changes. However,
since we round the values ρv to powers of two, there may be only O(log ∆) different values for ρ.
The obstacle is that φ may increase between iterations even if the value of ρ does not change,
because a vertex v might change the stars Sv in different iterations. However, by Claim 3.24, as
long as the rounded density of the vertex remains the same among iterations, it always chooses
a star that is contained in the star that it chooses in the previous iteration. Hence, the size of
the set of edges Cv can only decrease between the end of the last iteration to the beginning
of the next one. It follows that as long as ρ does not change, the value of φ can only decrease
between iterations. Our goal is to show that if the value of ρ does not change between iterations,
the potential function φ decreases by a multiplicative factor between iterations in expectation.
Having this, we get a time complexity of O(log n log ∆) rounds w.h.p.
The following lemma shows that if the value of ρ does not change between iterations, the
potential function φ decreases by a multiplicative factor between iterations in expectation. The
proof follows the lines of the proofs in [JRS02, RV98], and is included here for completeness.
We say that an iteration is legal if the random numbers rv chosen by the candidates in this
iteration are different.
Lemma 3.25. If φ and φ0 are the potentials at the beginning and end of a legal iteration, then
E[φ0 ] ≤ c · φ for some positive constant c < 1.
In order to prove Lemma 3.25 we need the following definitions. Let s(e) be the number of
candidates that 2-span the edge e. For a candidate v, we sort the edges in Cv according to s(e)
in non-increasing order. Let T (v) and B(v) be the sets of the first d|Cv |/2e edges, and the last
d|Cv |/2e edges in the sorted order, respectively. Indeed, if |Cv | is odd, the sets T (v) and B(v)
share an edge.
For a pair (Sv , e), where Sv is a candidate star that 2-spans e, we say that (Sv , e) is good
if e ∈ T (v). We next show that if e ∈ T (v) chooses Sv in a legal iteration, then the star Sv is
added to the spanner with constant probability.
Claim 3.26. Let i be a legal iteration. If e, e0 are both 2-spanned by S in iteration i, and
s(e) ≥ s(e0 ), then P r[e0 chooses S|e chooses S] ≥ 12 .
Proof. Let Ne , Ne0 , Nb be the number of candidates that 2-span e but not e0 , e0 but not e, and
both e and e0 , respectively.
P r[e and e0 choose S]
P r[e chooses S|e chooses S] =
=
P r[e chooses S]
0

1
Ne +Ne0 +Nb
1
Ne +Nb

=

|Ne | + |Nb |
.
|Ne | + |Ne0 | + |Nb |

It holds that Ne ≥ Ne0 since s(e) ≥ s(e0 ). This gives,
P r[e0 chooses S|e chooses S] =

|Ne | + |Nb |
|Ne | + |Nb |
1
≥
≥ .
0
|Ne | + |Ne | + |Nb |
2|Ne | + |Nb |
2
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Claim 3.27. If (Sv , e) is a good pair in a legal iteration i, then P r[Sv is chosen|e chooses Sv ] ≥
1
3.
Proof. Assume that e chooses Sv . Denote by X the number of edges in B(v) that choose Sv ,
and let X 0 = |B(v)| − X. Note that e ∈ T (v) since (Sv , e) is good, therefore s(e) ≥ s(e0 ) for
any edge e0 ∈ B(v). By Claim 3.26, any edge e0 ∈ B(v) chooses Sv with probability at least 12 .
Hence, E[X] ≥ |B2v | . Equivalently, E[X 0 ] ≤ |B2v | . Using Markov’s inequality we get
P r[X <

3
3
2
|Bv |
] = P r[X 0 > |Bv |] ≤ P r[X 0 ≥ E[X 0 ]] ≤ .
4
4
2
3

Hence, we get P r[X ≥ |B4v | ] ≥ 31 . Since |Bv | ≥ |C2v | , it holds that X ≥ |C8v | with probability
at least 13 . In this case, at least |C8v | edges choose Sv , and it is added to the spanner. This
completes the proof.
We can now bound the value of the potential function, by proving Lemma 3.25.
Proof of Lemma 3.25.. Let φ and φ0 be the values of the potential function at the beginning
P
P
P
and end of a legal iteration i. It holds that φ = v:ρv =ρ |Cv | = (Sv ,e) 1 = e s(e), where we
sum over all the edges 2-spanned by candidates having rounded density ρ, and over all the pairs
(Sv , e) where v is a candidate having rounded density ρ that 2-spans e. Note that the rounded
density of all the candidates that 2-span an edge e is the same, since they have maximal rounded
density in their 2-neighborhood. If the edge e chooses the star Sv , and the star Sv is added to
the spanner, φ decreases by s(e). We ascribe this decrease to the pair (Sv , e). Since e chooses
only one candidate, any decrease in φ is ascribed only to one pair. Hence, we get
E[φ − φ0 ] ≥

X

P r[e chooses Sv , Sv is chosen] · s(e)

(Sv ,e)

≥

X

P r[e chooses Sv ] · P r[Sv is chosen|e chooses Sv ] · s(e)

(Sv ,e) is good

≥

X
(Sv ,e) is good

1
1
1
· · s(e) =
s(e) 3
3

X

1.

(Sv ,e) is good

Since at least half of the pairs are good, we get E[φ − φ0 ] ≥ 16 φ, or equivalently E[φ0 ] ≤ 56 φ,
which completes the proof.
In conclusion, we get the following.
Lemma 3.28. The time complexity of the algorithm is O(log n log ∆) rounds w.h.p.
Proof. It holds that the maximum density of a star of size k is at most O(k 2 ) and the algorithm
terminates when the maximum density is at most 1. Since densities are rounded to powers of
2, ρ = maxv∈V ρv may obtain at most O(log ∆) values, where ∆ is the maximum degree. In
addition, by Lemma 3.25, if ρ has the same value at iterations j and j + 1, and j is a legal
iteration, then the value of φ decreases between these iterations by a factor of at least 1/c
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in expectation. Since the random numbers rv are chosen from {1, ..., n4 }, they are different
w.h.p, giving that if ρ has the same value in any two consecutive iterations then the value of
φ decreases between these iterations by a constant factor in expectation. Since φ ≤ n3 , after
O(log (n3 )) = O(log n) iterations in expectation, the value of ρ must decrease. This shows that
the time complexity is O(log n log ∆) rounds in expectation. A Chernoff bound then gives that
this also holds w.h.p.
Lemma 3.23 and Lemma 3.28 complete the proof of Theorem 1.12.

3.5.2

Additional 2-spanner Approximations

Here we show that the algorithm extends easily to the following variants: the directed 2-spanner
problem, the weighted 2-spanner problem and the client-server 2-spanner problem. We describe
the differences in the algorithm and analysis in each of these cases.
Directed 2-spanner approximation
In the directed case we consider directed stars. A v-star 2-spans a directed edge (u, w) if it
includes the directed edges (u, v), (v, w). A v-star may include both ingoing and outgoing edges
of v. The definition of densities follows the definition in the undirected case.
In order to give an algorithm that requires only polynomial local computations for the
directed variant, we show how to approximate the rounded density and the densest star in the
directed case. The rest of the analysis follows the undirected case, and gives the following.
Theorem 3.29. There is a distributed algorithm for the directed 2-spanner problem in the
Local model that guarantees an approximation ratio of O(log m
n ), and takes O(log n log ∆)
rounds w.h.p.
To compute an approximation for the densest (directed) v-star, we look at all the edges
between neighbors of v, and remove all the directed edges (u, w) that cannot be 2-spanned by a
v-star (such an edge can be 2-spanned by a v-star, only if the two directed edges (u, v), (v, w)
exist in the graph). Now we ignore the directions of edges and compute the densest v-star as in
the undirected case. Let Sv be the star computed. Let ρU = ρU (Sv ) be the undirected density of
v (when ignoring edges that cannot be 2-spanned by a directed path), and let ρD be the directed
density of v. We will show that ρ2U ≤ ρD ≤ ρU , and that ρ2U ≤ ρD (Sv ), which shows that Sv
gives a 2-approximation for the densest directed v-star. When computing ρD (Sv ) we replace
each undirected edge {v, u} in Sv by the two directed edges (v, u), (u, v) if both of them exist in
the graph, or by the one that exists otherwise.
Claim 3.30.

ρU
2

≤ ρD (Sv ).

Proof. Let Cv be the edges 2-spanned by Sv in the undirected case. Since Sv is the densest
v|
undirected v-star, ρU = ρU (Sv ) = |C
|Sv | . The directed star Sv 2-spans all the edges in Cv (some
of them may be counted twice in the directed case, which only increases the density), and it
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contains at most twice edges because we replaced each undirected edge by at most two edges,
|Cv |
which gives ρD (Sv ) ≥ 2|S
= ρ2U .
v|
Claim 3.31.

ρU
2

≤ ρD ≤ ρU .

Proof. By Claim 3.30, ρ2U ≤ ρD (Sv ) ≤ ρD . We next show ρD ≤ ρU . Let SD be the densest
directed v-star, and let CD be the directed edges 2-spanned by SD . We write CD = C1 ∪ C2
where an edge (u, w) ∈ CD is in C2 if and only if the edge (w, u) is also in CD . We write
SD = S1 ∪ S2 where an edge (v, u) ∈ SD is in S2 if and only if the edge (u, v) is also in SD . Now
we look at the undirected density of SD (if we have two directed edges (w, u), (u, w) they are
replaced by one undirected edge).
ρU (SD ) =

|C1 | +
|S1 | +

|C2 |
2
|S2 |
2

=

|C1 |
2
|S1 |
2

+
+

|C1 |+|C2 |
2
|S1 |+|S2 |
2


≥ min

|C1 | |C1 | + |C2 |
,
|S1 | |S1 | + |S2 |




= min


|C1 |
, ρD ,
|S1 |

where the second inequality follows from Observation 2, and the last equality follows since SD is
1 |+|C2 |
the densest directed v-star, and its directed density equals |C
|S1 |+|S2 | .
We next show that

|C1 |
|S1 |

≥ ρD . Since ρD =

|C1 |+|C2 |
|S1 |+|S2 | ,

if

|C1 |
|S1 |

< ρD , we get by Observation 2

|C2 |
|S2 |

that
> ρD . Note that the directed star S2 2-spans all the directed edges in C2 (and it may
2-span additional edges), because all the edges in C2 appear in both directions, which means
that the paths that 2-span them also appear in both directions in SD , which means that all
the edges of these paths are in S2 . This shows that S2 is a directed star with density greater
1|
than ρD , in contradiction to the definition of ρD . In conclusion |C
|S1 | ≥ ρD , which shows that
n
o
1|
ρU ≥ ρU (SD ) ≥ min |C
|S1 | , ρD = ρD .
Claims 3.30 and 3.31 show that we can approximate the directed density and the densest
directed star using polynomial local computations. Having this, we can adapt the algorithm
to the directed 2-spanner problem. We approximate the directed density of v with ρD (Sv ),
which gives a 2-approximation. Then, we round the value of it to the closest power of two
that is greater than ρD (Sv ), and denote the rounded value by ρv , this is a 2-approximation to
the rounded density of v.3 While the value of ρv remains the same we choose stars similarly
to the undirected case, the only difference is that when we look for a dense disjoint star, we
do not necessarily find the densest directed disjoint star but a 2-approximation for it. For the
analysis to work, we need to look for disjoint stars with density at least ρ8v and not ρ4v as in
the undirected case, and we add edges or disjoint stars to the star S we choose as long as the
density of S is at least ρ8v . The rest of the analysis is similar, the constants change sightly since
we choose stars that are less dense, and work with an approximation to the density.
3

Since we compute an approximation to the density, the value of ρv may increase between iterations. To avoid
such cases, we always define it to be the minimum between the value in the last iteration and the value computed
in the current iteration. This is always a 2-approximation for the rounded density since the density can only
decrease between iterations.
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Weighted 2-spanner approximation
In the weighted case, the cost of a spanner is w(H), rather than |H| as in the unweighted case.
This requires several changes in the algorithm and the analysis. Let W be the ratio between the
maximum and minimum positive weights of an edge. We show the following.
Theorem 3.32. There is a distributed algorithm for the weighted 2-spanner problem in the
Local model that guarantees an approximation ratio of O(log ∆), and takes O(log n log (∆W ))
rounds w.h.p.
We next describe the differences in the weighted case. For a star S, we define w(S) =
|CS |
e∈S w(e). If w(S) 6= 0, we define ρ(S, H) = w(S) , where CS is the set of edges of H 2-spanned
by the star S. If w(S) = 0, we define ρ(S, H) = 0. We emphasize that we take the number of
potentially 2-spanned edges and not the sum of their weights, since, intuitively, all edges need to
be covered (as opposed to taking the sum of weights of the edges of the star, which is due to the
need to optimize the cost of the spanner).
P

In the beginning of the algorithm we add all the edges of weight 0 to the spanner. By doing
this, all the edges covered by stars S of weight 0 are already covered. Hence, the algorithm
should only consider stars for which w(S) > 0. When we round the densities to the closest power
of two, we include also negative powers of two, since the density of a star may be smaller than 1,
depending on the weights. A slight difference is that now a vertex terminates if the density in
1
its 2-neighborhood is at most wmax
where wmax is the maximal weight of an edge adjacent to a
vertex in its 2-neighborhood. In such case, it adds to the spanner all the edges adjacent to it
that are still not covered. We denote by H2 all these edges. The rest of the algorithm is the
same, according to the new definition of ρ. As was observed in the sequential algorithm for the
weighted case [Kor01], we can find the densest star in the weighted case using flow techniques as
well.
We next describe the differences in the analysis. The cost of the solution obtained by the
algorithm is now w(H), and the cost of an optimal solution is w(H ∗ ). We give to edges e 6∈ H2 a
cost as in the unweighted case, but depending on the new definition of the density ρ. In addition,
for edges e ∈ H2 we define cost(e) = w(e). Our goal is to show that
w(H) ≤ 8

X

cost(e) ≤ O(log ∆)w(H ∗ ).

e∈E

P
The proof that w(H) ≤ 8 e∈E cost(e) is the same as the proof of Lemma 3.21 with minor
P
P
changes. Note that w(H2 ) = e∈H2 cost(e) by definition. Now w(H1 ) ≤ S∈Stars w(S), for
the same reason as in the unweighted case. In addition, the new definition of ρ, gives that
P
w(S) ≤ 8 e∈V otes(S) cost(e), and the rest of the proof follows.
However, the difference from the unweighted case is that we can no longer show an approximation ratio of O(log m
n ). This is because the density of stars added in the algorithm may now
be smaller than 1, and because the weight of an optimal 2-spanner may be smaller than n − 1.
Still, we show an approximation ratio of O(log ∆). Some elements of our analysis have similar
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analogues in the classic analysis of the greedy set cover algorithm [Joh74, Chv79, Lov75]. First,
instead of Lemma 3.22 we show the following.
P
∗
Lemma 3.33.
e∈E cost(e) ≤ O(log ∆)w(H ).
P
Proof. First, we show that e∈E 0 cost(e) ≤ O(log ∆)w(H ∗ ), where E 0 = E \ (H2 ∩ E0 ) and E0
P
are edges with cost 0. Edges in E0 clearly do not affect e∈E cost(e). All the edges not in E0
or H2 are 2-spanned in the algorithm, as in the unweighted case.
For each vertex v, let S ∗ (v) be the full v-star in H ∗ . We define Stars∗ = {S ∗ (v)}v∈V .
Consider a star S ∈ Stars∗ and let (e1 , ..., e` ) be the sequence of edges 2-spanned by S according
to the order in which they are 2-spanned in the algorithm. Assume first that w(S) 6= 0. The
`
density of S at the beginning of the iteration in which e1 is 2-spanned is w(S)
. All the candidates
that 2-span e1 have the same rounded density since they all have maximal rounded density in
`
their 2-neighborhood. In particular, the density of the star that 2-spans e1 is at least 4w(S)
, as v
chooses a star with density at least

ρv
4

≥

`
4w(S) .

Hence, cost(e1 ) ≤

4w(S)
` .

Similarly, the density

of S at the beginning of the iteration in which ej is 2-spanned is at least
cost(ej ) ≤

4w(S)
`−j+1 .
`
X

`−j+1
w(S) ,

which gives

This gives,

cost(ej ) ≤ 4w(S) ·

j=1

`
X
j=1

1
= O(log `)w(S) = O(log ∆)w(S).
`−j+1

The last equality is because the number of edges ` 2-spanned by a star is at most ∆2 .
For a star S ∈ Stars∗ such that w(S) = 0, note that cost(e) = 0 for all the edges 2-spanned by
S, since they are all covered at the beginning of the algorithm without voting for any candidate.
P
Hence, we get in this case `j=1 cost(ej ) = 0 = O(log ∆)w(S).
P
P
P
We now write e∈E 0 cost(e) = e∈E 0 ∩Stars∗ cost(e) + e∈E 0 \Stars∗ cost(e). It holds that
P
P
P
e∈E 0 ∩Stars∗ cost(e) ≤
S∈Stars∗ w(S). We next bound
e∈E 0 \Stars∗ cost(e).
Let CS be the set of edges 2-spanned by the star S. Since H ∗ is a 2-spanner, every edge
e ∈ E 0 \ Stars∗ is 2-spanned by at least one star S ∈ Stars∗ . Summing over all the stars in
Stars∗ we get,
X
e∈E 0 \Stars∗

cost(e) ≤

X

X

cost(e) ≤ O(log ∆)

S∈Stars∗ e∈CS

X

w(S).

S∈Stars∗

P
P
In conclusion, e∈E 0 cost(e) = O(log ∆) S∈Stars∗ w(S).
P
It holds that S∈Stars∗ w(S) = 2w(H ∗ ) since each edge of H ∗ is included in exactly two
P
stars. This gives, e∈E 0 cost(e) = O(log ∆)w(H ∗ ).
P
To complete the proof, we bound e∈H2 cost(e). Let H2∗ be an optimal spanner for H2 . We
define Stars∗ as before, with respect to H2∗ . Let S ∈ Stars∗ and let (e1 , ..., e` ) be the sequence
of edges of H2 2-spanned by S according to the order in which they are added to H2 in the
`
1
algorithm. From the definition of H2 it must hold that w(S)
≤ wmax
where wmax is the maximal
weight in the 2-neighborhood of e1 (which in particular contains the star S and all the edges
P
P
2-spanned by it), as otherwise e1 was not added to H2 . This gives `i=1 cost(e) = `i=1 w(e) ≤
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P
` · wmax ≤ w(S). Following the same arguments as before, this gives e∈H2 cost(e) ≤ O(w(H2∗ )).
P
P
P
Since |H2∗ | ≤ |H ∗ |, we get e∈E cost(e) = e∈E 0 cost(e) + e∈H2 cost(e) = O(log ∆)w(H ∗ ).
This completes the proof.
P
In conclusion, we get w(H) ≤ 8 e∈E cost(e) ≤ O(log ∆)w(H ∗ ), which completes the proof
of the O(log ∆)-approximation ratio, giving the following lemma.
Lemma 3.34. The approximation ratio of the algorithm is O(log ∆).
To prove the round complexity, there are minor changes in the proof of Claim 3.24. First, we
replace the size of a star |S| by its cost w(S) in order to work with the new definition of ρ. Note
that adding edges of weight 0 to a star can only increase its density, which shows that all the v-stars
chosen in the algorithm, and in particular the star Sj , contain all the edges of weight 0 adjacent
to v. This shows that the star S2 = S ∗ \ Sj includes only edges with positive weight. The proof
carries over if w(S1 ) 6= 0. If w(S1 ) = 0, then all the edges 2-spanned by S1 are already 2-spanned
0
|+|C12 |
1 |+|C2 |+|C12 |
at the beginning of the algorithm which shows ρ2 ≤ ρ(S ∗ , Hvi ) = |Cw(S
= |C2w(S
, as
1 )+w(S2 )
2)
needed. In addition, in the second case of the proof instead of showing that there is an edge
e
e | ≥ ρ , we show that |C12 | ≥ ρ .
e ∈ S2 with |C12
4
4
w(e)
The number of possible densities depends on the weights, in the following way. Let
Wmax , Wmin be the maximum and the minimum positive weights of an edge. Recall that
∆2
2
max
W =W
Wmin . The maximum density of a star is at most Wmin since a star 2-spans at most ∆
1
edges. In addition, the algorithm terminates when the maximum density is Wmax
. Since we
round the densities to powers of two, there may at most O(log ∆W ) different non-zero values
for the densities. The rest of the proof is exactly the same as in the unweighted case.
Client-server 2-spanner approximation
Recall that in the Client-Server 2-spanner problem, the edges of the graph are divided to two
types: clients and servers, and the goal is to cover all the client edges with server edges.
Let C be the set of client edges, let V (C) be all the vertices that touch client edges, and let
∆S be the maximum degree in the subgraph of G that includes all the server edges. We show
the following.
Theorem 3.35. There is a distributed algorithm for the client-server 2-spanner problem in the
Local model that guarantees an approximation ratio of O(min{log |V|C|
(C)| , log ∆S }), and takes
O(log n log ∆S ) rounds w.h.p.
There are slight differences in the algorithm. First, throughout the algorithm and analysis,
S|
we consider only stars composed of server edges, and for each such star we define ρ(S, H) = |C
|S| ,
where CS is the set of client edges of H 2-spanned by the star S. The set of edges Hv that
a vertex v maintains consists only of client edges 2-spanned by the star that includes all the
server edges adjacent to v. Now v terminates if the maximal density in its 2-neighborhood is
below 12 and not at most 1 as before (since not all the client edges are server edges, perhaps the
best way to cover a client edge is to take a path of length 2 that covers it, the density of the
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corresponding star is 12 ). Now cost(e) ≤ 2 which changes slightly the constants in the analysis.
When v terminates, it adds an uncovered edge e to the spanner only if e is both a client and a
server edge. These edges are the edges of H2 .
Note that since not all the edges are server edges, there may be client edges that cannot be
covered by server edges, in which case there is no solution to the problem, and our algorithm
covers only all the edges that may be covered by server edges. When we analyze the algorithm,
we assume that there is a solution to the problem, otherwise H ∗ is not defined. For other cases,
we can restrict the client edges to be only edges that can be covered by server edges, and get a
new problem that has an optimal solution H ∗ , and the approximation ratio we get is w.r.t to
H ∗.
For the analysis, there are slight differences as follows. First, we give costs only to client
edges, since these are the only edges we need to cover. We give the costs as in the minimum
2-spanner algorithm. In particular, cost(e) = 1 for e ∈ H2 . Our goal is to show that
|H| ≤ 8

X


cost(e) ≤ O log

e∈C

|C|
|V (C)|



|H ∗ |.

P

The proof that |H| ≤ 8 e∈C cost(e)
is exactly
the same as the proof of Lemma 3.21. We


P
|C|
next show that e∈C cost(e) ≤ O log |V (C)| |H ∗ |. Let r = |V|C|
(C)| , and f = dlog re. We define
the sets Ej according to the new definition of r. Let E1 = {e ∈ C \ H2 : 0 < cost(e) ≤ 2r },
j−1
j
and for 2 ≤ j ≤ f + 1, let Ej = {e ∈ C \ H2 : 2 r < cost(e) ≤ 2r }. We define E0 as before,
and Ef +2 = H2 . Since the stars added to H1 in the algorithm have density at least 12 , then
+2
cost(e) ≤ 2 for each edge e ∈ C. This gives, C = ∪fj=0
Ej . We next show the following.
P
Lemma 3.36. For every 0 ≤ j ≤ f + 2, e∈Ej cost(e) = O(|H ∗ |).
Proof. For j = 0, 2 ≤ j ≤ f + 1, and j = f + 2 the proof follows the cases j = 0, 2 ≤ j ≤ f
P
and j = f + 1 in the proof of Lemma 3.22. For j = 1, it holds that e∈E1 cost(e) ≤ 2r · |C| ≤
2|V (C)| = O(|H ∗ |). In the first inequality, we use the fact that we give costs only to edges of C.
The last equality follows from the fact that H ∗ includes at least |V (C)|
edges, which we prove
4
next.
Let GC = (V (C), C), and let C1 , ..., C` be the connected components of GC . Note that each
connected component of GC includes at least two vertices (since it includes at least one edge of
C), which means that the number ` of connected components is at most |V (C)|
2 . For a connected
P
component Ci , denote by ni the number of vertices in Ci , so that |V (C)| = `i=1 ni . For a
connected component Ci , denote by Hi all the edges of H ∗ that cover the edges in Ci . It holds
that |Hi | ≥ ni − 1 since Ci is connected, and the edges of Hi need to connect all the vertices
in Ci , otherwise there is an edge in Ci which is not covered in H ∗ . In addition, for each edge
e ∈ Hi , at least one of the vertices of e is in Ci , otherwise it cannot cover an edge in Ci . It
follows that an edge e ∈ H ∗ can be in at most two different subsets Hi , Hj . This gives
|H ∗ | ≥

`

`

`

i=1

i=1

i=1

1X
1X
1X
1
|V (C)| |V (C)|
|V (C)|
|Hi | ≥
(ni − 1) =
ni − ` ≥
−
=
,
2
2
2
2
2
4
4
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which completes the proof.
P
P +2 P
∗
By Lemma 3.36, we get e∈C cost(e) = fj=0
e∈Ej cost(e) = O(log r)|H |. Since |H| ≤
P
P
8 · e∈C cost(e), we have |H| ≤ 8 e∈C cost(e) ≤ O(log r)|H ∗ |, which shows an approximation
ratio of O(log |V|C|
(C)| ).
P
In addition, we can show that e∈C cost(e) ≤ O(log ∆S ), following the proof of Lemma 3.33,
by replacing w(S) and w(H) by |S| and |H|. This shows an approximation ratio of O(log ∆S )
to the problem.
Note that in the minimum 2-spanner problem, m
n is half of the average degree in G, and ∆ is
the maximum degree in G, hence an approximation ratio of O(log m
n ) is better than O(log ∆).
|C|
However, in the client-server variant, it may be the case that ∆S ≤ |V (C)| depending on the client
and server edges in G. The time analysis is the same as in the minimum 2-spanner problem.
Note that there may be at most O(log ∆S ) different values for ρ because we consider only stars
composed of server edges. This completes the proof of Theorem 3.35.

3.6

Distributed Approximation for MDS

In this section, we show that our algorithm can be modified to give an efficient algorithm for the
minimum dominating set (MDS) problem, guaranteeing an approximation ratio of O(log ∆). In
the MDS problem the goal is to find a minimum set of vertices D such that each vertex is either
in D or has a neighbor in D. Our algorithm for MDS has the same structure of the algorithm of
Jia et al. [JRS02], but it differs from it in the mechanism for symmetry breaking. Our approach
guarantees an approximation ratio of O(log ∆), where in [JRS02] the O(log ∆)-approximation
ratio holds only in expectation. The following states our results for MDS.
Theorem 3.37. There is a distributed algorithm for the minimum dominating set problem in
the Congest model that guarantees an approximation ratio of O(log ∆), and takes O(log n log ∆)
rounds w.h.p.
For MDS, we define the star Sv centered at the vertex v as the set of vertices that contains v
and all of its neighbors. Note that there is only one star centered at each vertex, which simplifies
both the algorithm and its analysis. The density of a star S with respect to a subset of vertices
U , denoted by ρ(S, U ), is defined as |S ∩ U |. The density of a vertex v with respect to U , denoted
by ρ(v, U ), is defined as |Sv ∩ U |. The definition of the rounded density is the same as for our
algorithm for the minimum 2-spanner problem.
A vertex v maintains a set Uv that contains all the vertices in Sv that are still not covered
by the vertices that have already been added to the dominating set, where a vertex is covered
by a set if it is in that set or has a neighbor in that set. Our algorithm proceeds in iterations,
where in each iteration the following is computed:
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1. Each vertex v computes its rounded density ρv = ρ̃(v, Uv ), and sends it to its 2neighborhood.
2. Each vertex v such that ρv ≥ ρu for each u in its 2-neighborhood is a candidate. Vertex
v informs its neighbors that it is a candidate. Let Cv = Sv ∩ Uv .
3. Each candidate v chooses a random number rv ∈ {1, ..., n4 } and sends it to its neighbors.
4. Each uncovered vertex that is covered by at least one of the candidates, votes for
the first candidate that covers it according to the order of the values rv . If there is
more than one candidate with the same minimum value, it votes for the one with the
minimum ID.
|Cv |
8

5. If v receives at least
set.

votes from vertices it covers then it is added to the dominating

6. Each vertex updates the set Uv by removing from it vertices that are now covered. If
Uv = ∅, v outputs 1 if and only if it was added to the dominating set in the previous
step.

A crucial difference from our spanner approximation algorithm is that the densities are now
based on the number of uncovered neighbors of v, and not the number of uncovered edges that
can be potentially covered by a star. For this reason, all the computations in the algorithm can
be implemented efficiently in the Congest model.
The analysis of our MDS algorithm follows the same lines as the analysis of our minimum
2-spanner algorithm. We denote by D the dominating set produced by the algorithm, and by
D∗ a minimum dominating set. We assign each vertex v with a value cost(v), which equals ρ1 if
v is covered for the first time by a candidate having density ρ that v votes for, and otherwise,
P
cost(v) = 0. We show that |D| ≤ 8 v∈V cost(v) ≤ O(log ∆)|D∗ |, which implies our claimed
approximation ratio.
Lemma 3.38. |D| ≤ 8 ·

P

u∈V

cost(u).

Proof. The proof is similar to the proof of Lemma 3.21. For a vertex v ∈ D we denote by
V otes(v) the vertices that vote for v. If v is added to D then it holds that at least |C8v | vertices
vote for it. The cost of each of these vertices is ρ1 , where ρ is the density of v, which is |Cv |,
P
by definition. Hence, for each vertex v ∈ D, it holds that u∈V otes(v) cost(u) ≥ ρ1 · |C8v | = 18 .
Since each vertex u is in at most one set V otes(v), summing over all the vertices in D gives that
P
P
P
|D| ≤ 8 · v∈D u∈V otes(v) cost(u) ≤ 8 · u∈V cost(u).
P
The proof that v∈V cost(v) ≤ O(log ∆)|D∗ | is similar to the proof of Lemma 3.33, where
Stars∗ is replaced by D∗ , edges are replaced by vertices, and w(S) is replaced by 1 (note that the
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P
P
equality S∈Stars∗ w(S) = 2w(H ∗ ) is replaced by v∈D∗ 1 = |D∗ |). Together with Lemma 3.38,
this proves the approximation ratio of O(log ∆).
For the time analysis, the main difference is that for each vertex v there is only one star
Sv , which simplifies the proof (Claim 3.24 is no longer required). Let ρ = maxv∈V ρv at the
P
beginning of iteration i. We define the potential function φ = v:ρv =ρ |Cv |. If the value of ρ
does not change between iterations, the value of φ can only decrease between iterations. By the
definition of the densities, the density of a vertex v is a at most |Sv | which is at most ∆ + 1.
Since we round the densities there may be at most O(log ∆) different values for ρ. Following the
same analysis as in the analysis of our minimum 2-spanner algorithm (with the difference that
edges are replaced by vertices, and a candidate is a vertex and not a star) we can show that
if the value of ρ does not change between iterations, then the potential function φ decreases
by a multiplicative factor between iterations in expectation. This gives a time complexity of
O(log n log ∆) rounds w.h.p. Together with the approximation ratio, this proves Theorem 3.37.

3.7

Distributed (1 + )-approximation for Spanner Problems

In this section, we show distributed (1 + )-approximation algorithms for spanner problems,
following the framework of a recent algorithm for covering problems [GKM17] (see Section 7).4 We
present a randomized algorithm, but it can also be converted to a polylogarithmic deterministic
algorithm using the recent network decomposition algorithm of Rozhon and Ghaffari [RG20]. In
a nutshell, the vertices invoke a network decomposition algorithm on the graph Gr , for a value
of r = O(log n/) that can be computed by all vertices locally, given  and a polynomial bound
on n. This decomposes the graph into clusters of logarithmic diameter, colored by a logarithmic
number of colors. Finally, by increasing order of colors, the vertices of each color select edges for
the spanner. We show that indeed clusters of the same color can make their choices in parallel,
and that the method of choosing edges to the spanner results in a (1 + ) approximation factor,
giving the following.
Theorem 1.11. There is a randomized algorithm with complexity O(poly(log n/)) in the Local
model that computes a (1 + )-approximation of the minimum k-spanner w.h.p, where k is a
constant.
Proof. We start by describing a sequential (1 + )-approximation algorithm, and then explain
how to implement it in the Local model using network decomposition. In the algorithm, the
vertices start adding edges to the spanner H, which is initialized to be empty, while keeping
track of all the edges covered by edges of H. At the beginning, all the edges are uncovered. To
describe how this is done, we need the following notation. For a given integer d, denote by Bd (v)
the subgraph of all the vertices within distance at most d from v and all the edges between them.
For a vertex v and d ≥ 1, let g(v, d) be the size of an optimal spanner for all of the uncovered
4

The presentation of the framework in [GKM17] is slightly different and goes through an intermediate SLOCAL
model.
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edges in Bd (v) (notice that the spanner can use both covered or uncovered edges of the whole
graph G).
We process the vertices according to a given order v1 , v2 , ..., vn . In step i, we look for the
smallest radius ri such that g(vi , ri + 2k) ≤ (1 + )g(vi , ri ). Since an optimal spanner has size
at most n2 , increasing the radius without the condition being met can only happen at most
ri = O(log n/) times. We add to H an optimal spanner for all the uncovered edges in Bri +2k (vi ),
and mark all the edges covered by the new edges of H as covered. In particular, all the edges of
Bri +2k (vi ) are covered after this step. Note that an optimal spanner for Bri +2k (vi ) is contained
in Bri +3k (vi ), which shows that step i depends only on a polylogarithmic neighborhood around
vi .
We next prove the approximation ratio of the algorithm. Denote by Ei all the edges of
Bri (vi ) that are uncovered before step i. Since all the edges of Bri +2k (vi ) are covered after step i,
it follows that Ei and Ej are at distance at least 2k + 1 for i 6= j. Let H ∗ be an optimal spanner,
and let Hi∗ be the minimum set of edges in H ∗ that covers Ei . By the definition of a k-spanner,
Hi∗ is contained in Bri +k (vi ), which shows that the subsets Hi∗ are disjoint. In step i, we added
to H at most (1 + )g(vi , ri ) ≤ (1 + )|Hi∗ | edges, where the inequality follows since g(vi , ri ) is
the size of an optimal spanner for Ei where Hi∗ is a spanner for Ei . Since ∪ni=1 Hi∗ ⊆ H ∗ and
the subsets Hi∗ are disjoint, summing over all i gives |H| ≤ (1 + )|H ∗ |, which completes the
approximation ratio proof.
We now show how to implement the algorithm in the Local model (see also Proposition 3.2
in [GHK18]). Let r = O(log n/) be such that r > ri + 4k for all i, and consider the graph Gr
on the same set of vertices, where two vertices are connected if they are at distance at most r in
the network graph G. Notice that in the Local model, any algorithm on Gr can be simulated
by the vertices of G with an overhead of r rounds. The vertices invoke the randomized network
decomposition algorithm of Linial and Saks [LS93] on the graph Gr . This algorithm decomposes
a graph into clusters of diameter O(log n) that are colored with O(log n) colors, within O(log2 n)
rounds. Invoked on Gr , this completes in poly(log n/) rounds.
We assign a vertex v the label (qv , IDv ) where qv is the color of the cluster of v and IDv is
the id of v. The lexicographic increasing order of the labels provides the order of the vertices.
The distributed k-spanner algorithm runs in O(log n) phases, where in each phase `, the vertices
of color ` are active, and collect all of the information of their cluster in Gr and its neighbors.
Since the diameter of each cluster is at most O(log n), this completes in poly(log n/) rounds.
Each vertex of the cluster then locally simulates the sequential algorithm for all the vertices in
its cluster, according to their order. It can do so, since the sequential algorithm depends only on
r-neighborhoods of vertices, and every two vertices in the same r-neighborhood are neighbors
in Gr , which means they are either in the same cluster or in two clusters with different colors.
This guarantees that the algorithm can indeed be executed in parallel for vertices of the same
color. This completes the proof.
The correctness of the algorithm relies only on the fact that the definition of k-spanners
is local: an optimal spanner for Bd (v) is contained in Bd+k (v). Hence, the algorithm can be
adapted similarly to the weighted, directed and client-server variants. In the weighted case the
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complexity is O(poly(log (nW )/)), where W is the ratio between the maximum and minimum
positive weights of an edge.
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Chapter 4

Distance Computation
In this chapter, we present our shortest paths results, described in Section 1.4. This chapter is
organized as follows. We start by reviewing additional related work in Section 4.1. In Section
4.2, we discuss basic definitions and tools. In Section 4.3, we discuss our main distance tools,
including the k-nearest, (S, d, k)-source detection and hopset algorithms. In Section
4.4, we present our shortest paths results for weighted graphs. In Section 4.5, we present our
emulator construction. In Section 4.6, we use the emulator to obtain our shortest paths results
for unweighted graphs. Finally, in Section 4.7, we discuss deterministic variants of the algorithms
from Sections 4.5 and 4.6.

4.1

Additional Related Work

Distance computation in the Congested Clique. APSP and SSSP are fundamental
problems that are studied extensively in various computation models. Apart from the matrix
multiplication based algorithms in the Congested Clique [CHKK+ 19,LG16,CHLT19], previous
e √n)-round algorithms for exact SSSP and (2 + o(1))-approximation for
results include also O(
APSP [Nan14]. Other distance problems studied in the Congested Clique are construction of
hopsets [EN17, EN19, HKN16] and spanners [PY18].
Matrix multiplication in the Congested Clique. As shown by [CHKK+ 19], matrix multiplication can be done in Congested Clique in O(n1/3 ) rounds over semirings, and in
O(n1−2/ω ) rounds over rings, where ω < 2.3728639 is the current exponent of the matrix multiplication [Gal14]. For rectangular matrix multiplication, [LG16] gives faster algorithms. The
first sparse matrix multiplication algorithms for Congested Clique were given by [CHLT19],
as discussed above.
Distance computation in the Congest model. Distance computation is extensively studied
in the Congest model. The study of exact APSP in weighted graphs has been the focus
e
of many recent papers [BN19, HNS17, ARKP18, Elk17a], culminating in a near tight O(n)
algorithm [BN19]. Such results were previously known in unweighted graphs [HW12,LP13,PRT12]
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or for approximation algorithms [LPS15,Nan14]. Approximate and exact algorithms for SSSP are
studied in [BKKL17, Nan14, LPS13, FN18, HKN16, GL18, Elk17a]. While near-tight algorithms
exist for approximating SSSP [BKKL17], there is currently a lot of interest in understanding
the complexity of exact SSSP and directed SSSP [FN18, GL18, Elk17a]. The source detection
problem is studied in [LP13], demonstrating the applicability of this tool for many distance
problems such as APSP and diameter approximation in unweighted graphs. An extension for
the weighted case is studied in [LPS15]. Algorithms and lower bounds for approximating the
diameter are studied in [LP13, LG16, PRT12, HW12, ACHK16].
Distance computation in the sequential setting. Among the rich line of research in the
sequential setting, we focus only on the most related to our work. The pioneering work of
Aingworth et al. [ACIM99], inspired much research on approximate APSP [DHZ00,BK10,BGS05,
CZ01, BK07] and approximate diameter [RVW13, CLR+ 14, BRS+ 18, BK07], with the goal of
understanding the tradeoffs between the time complexity and approximation ratio. Many of
these papers use clustering ideas and hitting set arguments as the basis of their algorithms, and
our approximate APSP algorithms are inspired by such ideas.
Hopsets. Hopsets are a central building block in distance computation and are studied
extensively in various computing models [HKN16, Nan14, EN17, Elk17a, EN19, Coh00, Ber09,
HKN18, SS99]. The most related to our work are two recent constructions of Elkin and
Neiman [EN17], and Huang and Pettie [HP19], which are based on the emulators of Thorup and
Zwick [TZ06], and are near optimal due to existential results [ABP18]. Specifically, in [HP19],
1
1+
there is a construction of (β, )-hopsets of size O(n 2k+1 −1 ) with β = O(k/)k , where recent
1+ 1 −δ
existential results show that any construction of (β, )-hopsets with worst case size n 2k −1
must have β = Ωk (( 1 )k ), where k ≥ 1 is an integer and δ > 0. For a detailed discussion of
hopsets see the introduction in [EN17, EN19].

Comparison to Existing Nearly-additive Emulator Constructions
Here we discuss in more detail the connections between our emulator construction and the
centralized emulator constructions of Elkin and Neiman (EN) [EN18] and Thorup and Zwick
(TZ) [TZ06]. The algorithm of Elkin and Neiman [EN18] is based on the superclustering and
interconnection approach that was introduced in [EP04] and appears also in [EN18,EM19,EN19],
in constructions of spanners, emulators and hopsets. At a very high-level the algorithm maintains
clusters, where in each iteration clusters that have many neighbouring clusters are merged to superclusters (superclustering), and unclustered clusters add edges between them (interconnection).
While our algorithm does not build any clusters explicitly, there are similarities between the
processes, in terms of the sampling rates of the hierarchical clustering procedure, and the radii
of these clusters. The key difference is that EN takes a cluster-centric perspective whereas our
algorithm takes a vertex-centric perspective. This might appear somewhat semantic, however,
it appears to be useful for distributed implementation. We note that the description of our
algorithm is very short and, in a sense, it is also simpler.
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The TZ algorithm seems less related, at least at a first glance, to our construction due to its
global nature. More specifically, in the TZ algorithm, every vertex is required to collect informan log log n
tion from its n-radius ball, while in our algorithm the exploration radius is β = O( log log
)
.

A deeper look suggests, however, that our algorithm can be viewed as localized variant of the
TZ algorithm. This view might provide an alternative explanation for the universality of TZ
algorithm [EN20b]. In more detail, the description of the algorithm of TZ seems much closer
to our algorithm: it is based on sampling sets of vertices ∅ = Sr ⊂ Sr−1 . . . ⊂ . . . S1 ⊂ S0 = V ,
and then adding edges in the following way: each vertex in Si adds edges to the closest vertex
from Si+1 (if exists), and to all vertices in Si that are strictly closer. Note that in our algorithm
each vertex in Si has some exploration radius δi that depends on  and it adds edges to the
closest vertex from Si+1 at distance δi if exists, and otherwise it adds edges to all vertices in Si
at distance at most δi . If we look at these two descriptions, we can see that all the edges taken
to our emulator, for any choice of , are contained in the emulator built by TZ. This explains
the fact that the TZ emulator is universal in the sense that the same (1 + , β)-emulator works
for all .
Finally, we note that our emulator algorithm was designed with the purpose of being efficiently
implemented in the Congested Clique model. We did not optimize for the sparsity of the
emulator and its additive term β, indeed, these are somewhat tighter in the constructions
of [EN18, TZ06]. For a more in-depth survey for current emulator constructions, see the recent
survey of Elkin and Neiman [EN20b].

4.2

Preliminaries

Notation. Except when specified otherwise, we assume our graphs are undirected with nonnegative integer edge weights at most O(nc ) for a constant c. Given a graph G = (V, E), we
denote by dG (u, v) the distance between the vertices u and v in G. If G is clear from the context,
we use the notation d(u, v) for dG (u, v). The t-hop distance between u and v in G, denoted by
dtG (u, v), is the distance of the shortest path between u and v that uses at most t edges. We
denote by B(v, δ, G) the ball of radius δ around v in G. We use the notation S 0 ← Sample(S, p)
for a subset S 0 that is sampled from S by adding each vertex to S 0 independently with probability
p.
Near-additive emulator. Given an unweighted graph G = (V, E), a weighted graph H =
(V, E 0 ) on the same set of vertices is a (1 + , β)-emulator for G if for any pair of vertices u, v ∈ V ,
it holds that dG (u, v) ≤ dH (u, v) ≤ (1 + )dG (u, v) + β.
Hitting sets. Let Sv ⊆ V be a set of size at least k. We say that A is a hitting set of the sets
{Sv }v∈V , if in each subset Sv there is a vertex from A. We can construct hitting sets easily by
adding each vertex to A with probability p = O( logk n ), which gives the following.
Lemma 4.1. Let V 0 ⊆ V , and let {Sv ⊆ V }v∈V 0 be a set of subsets of size at least k. There
exists a randomized algorithm in the Congested Clique model that constructs a hitting set of
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size O(n log n/k) w.h.p, without communication.
Proof. To construct the hitting set A, we add each vertex to A independently with probability
c ln n
for a constant c > 2. The expected size of the set is clearly cn ln n/k. From a Chernoff
k
δ 2 cn ln n/k

bound, we get that P r[A > (1 + δ)cn ln n/k] ≤ e− 2+δ
for any δ > 0. Choosing δ = 2 and
using the fact that k ≤ n shows that |A| ≤ 3cn ln n/k = O(n log n/k) w.h.p.
We next show that A is a hitting set w.h.p. As A has each vertex with probability c lnk n , and
the sets Sv are of size at least k, the probability that Sv ∩ A = ∅ is (1 − c lnk n )k ≤ e−c ln n ≤ n1c .
Using union bound, we get that w.h.p for all vertices v ∈ V 0 , there is a vertex in Sv ∩ A.
The same parameters are obtained by a recent deterministic construction of hitting sets in
the Congested Clique [PY18] model, which gives the following (see Corollary 17 in [PY18]).
Lemma 4.2. Let V 0 ⊆ V , and let {Sv ⊆ V }v∈V 0 be a set of subsets of size at least k, such that
Sv is known to v. There exists a deterministic algorithm in the Congested Clique model that
constructs a hitting set of size O(n log n/k) in O((log log n)3 ) rounds.

4.2.1

Matrix Multiplication

Our distance tools are based on algorithms for sparse matrix multiplication. We next discuss
these algorithms, full details appear in [CDKL19].
Semirings and matrices. We assume we are operating over a semiring (R, +, ·, 0, 1), where 0
is the identity element for addition and 1 is the identity element for multiplication. Note that we
do not require the multiplication to be commutative. For the Congested Clique algorithms,
we generally assume that the semiring elements can be encoded in messages of O(log n) bits.
All matrices are assumed to be over the semiring R. For convenience, we identify [n] with
the vertex set V , and use set V to index the matrix entries. For matrix S, we denote the matrix
entry at position (v, u) by S[v, u]. For sets U, W ⊆ V , we denote by S[U, W ] the submatrix
obtained by taking rows and columns restricted to U and W , respectively.
Output-sensitive sparse matrix multiplication
Our first matrix multiplication result is an output-sensitive variant of sparse matrix multiplication.
In the matrix multiplication problem, we are given two n × n matrices S and T over semiring R,
and the task is to compute the product matrix P = ST ,
P [u, v] =

X

S[v, w]T [w, u] .

w∈V

Following [CHKK+ 19,LG16], we assume for concreteness that in the Congested Clique model,
each vertex receives the row S[v, V ] and the column T [V, v] as a local input, and we want to
compute the output so that each vertex locally knows the row P [v, V ] of the output matrix.
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Matrix densities. For matrix S, we denote by nz(S) the number of non-zero entries in S.
Furthermore, we define the density ρS as the smallest positive integer satisfying nz(S) ≤ ρS n.
When discussing the density of a product matrix P = ST , we would like to simply consider
the density ρP ; however, for technical reasons, we want to ignore zero entries that appear due to
cancellations. Formally, let Ŝ be the binary matrix defined as

1 if S[i, j] 6= 0,
Ŝ[i, j] =
0 if S[i, j] = 0,
and define T̂ similarly. Let P̂ = Ŝ T̂ , where the product is taken over the Boolean semiring. We
define the density of the product ST , denoted by ρbST , as the smallest positive integer satisfying
nz(P̂ ) ≤ ρbST n. Note that for most of our applications, we operate over semirings where no
cancellations can occur in additions, in which case ρbST = ρP .
We also note that while we assume that the input matrices are n × n, we can also use this
framework for rectangular matrix multiplications, simply by padding the matrices with zeroes
to make them square.
Sparse matrix multiplication algorithm. Our main result for sparse matrix multiplication
is the following:
Theorem 4.3. Matrix multiplication ST = P can be computed deterministically in
(ρS ρT ρbST )1/3
O
+1
n2/3




rounds in Congested Clique, assuming we know ρbST beforehand.
We note that for all of our applications, the requirement that we know ρbST beforehand
is satisfied. However, the algorithm can be modified to work without knowledge of ρbST with
the additional cost of multiplicative O(log n) factor; we simply start with estimate ρbST = 2,
restarting the algorithm with doubled estimate if the running time for current estimate is
exceeded.
Matrix multiplication with sparsification
Our second matrix multiplication result is a variant of sparse matrix multiplication where we
control the density of the output matrix.
Problem definition. In this section, we assume our semiring (R, +, ·, 0, 1) satisfies the following conditions:
1. there is a total order < on R, and
2. the addition operation + satisfies x + y = min(x, y), where min is taken in terms of order
<.
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Let P be a matrix and let 0 ≤ ρ ≤ n be an integer. We define the ρ-filtered version of P as a
matrix P such that each row of P contains ρ smallest entries of P , that is,
1. either P [v, u] = 0 or P [v, u] = P [v, u],
2. if row v of P has σ non-zero entries, then row v for P has min(σ, ρ) non-zero entries, and
3. if P [v, u] = 0 and P [v, u] 6= 0, then maxw P [v, w] ≤ P [v, u].
When ρ is clear from the context, we call P a filtered version of P .
Let S and T be the input matrices over the semiring R and denote P = ST . In the filtered
matrix multiplication problem, we are given the input matrices S and T along with an output
density parameter ρ, and the task is to compute a ρ-filtered output matrix P .
Filtered matrix multiplication algorithm. We show an analogue of Theorem 4.3 for the
filtered matrix multiplication problem. Our result is the following:
Theorem 4.4. Assume we know beforehand a set R0 ⊆ R of semiring elements that can appear
during the computation of the product ST , and |R0 | = W . Then ρ-filtered matrix multiplication
can be computed in


(ρS ρT ρ)1/3
+
log
W
O
n2/3
rounds in the Congested Clique. In particular, when the underlying semiring is the min-plus
semiring and the matrix entries are integers of absolute value at most O(nc ) for a constant c ≥ 1,
the running time is


(ρS ρT ρ)1/3
O
+ log n
n2/3
rounds.

4.3

Distance Tools

In this section we discuss our distance tools. We start by an overview of the main tools, and
then show how to construct them efficiently.
The k-nearest problem. In the k-nearest problem, we are given an integer k, and the task
is to compute for each vertex v the set of k nearest vertices and distances to those vertices,
breaking ties first by hop distance and then arbitrarily. We denote by Nk (v) the set of k closest
vertices to v. In Section 4.3.2, we show the following.
Theorem 4.5. The k-nearest problem can be solved in weighted graphs in

O

k
n2/3



+ log n log k

rounds in Congested Clique.
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We also study an extension of this problem, that we call the (k, d)-nearest problem. Here
we are given integers k, d, and the goal of each vertex is to learn the distances to the closest
k vertices of hop distance at most d. If there are less than k vertices at hop distance at most
d from v, it learns the distances to all vertices of distance at most d. We call the k closest
vertices of hop distance at most d from v, the (k, d)-nearest vertices to v, and denote them by
Nk,d (v). We show that in unweighted graphs, the (k, d)-nearest problem can be solved in time
poly(log d) as long as k = O(n2/3 ). The proof appears in Section 4.3.3.
Theorem 4.6. The (k, d)-nearest problem can be solved in unweighted graphs in

O

k
n2/3



+ log d log d

rounds in Congested Clique.
The (S, d, k)-source detection problem. In the (S, d, k)-source detection problem, we
are given a set of sources S ⊆ V and integers k and d, and the task is to compute for each vertex
v the set of k nearest sources within d hops, as well as the distances to those sources using paths
of at most d hops. In Section 4.3.4, we show the following.
Theorem 4.7. The (S, d, k)-source detection problem can be solved in weighted graphs in

O

 
m1/3 k 2/3
+ log n d
n


or

O

 
m1/3 |S|2/3
+1 d
n

rounds in Congested Clique, where m is the number of edges in the input graph.
Many times we focus on the special case that k = |S|, we refer to this problem as the
(S, d)-source detection problem.
From Theorem
  4.7, it follows that solving the (S, d)-source

detection problem takes O

m1/3 |S|2/3
n

+1 d

time.

Hopsets. Note that in Theorem 4.7 there is a linear dependence on d. Hopsets would allow
us to solve the same task in time poly(log d) at the price of obtaining (1 + )-approximations
for the distances. Given a graph G, a (β, )-hopset H is a weighted graph on the same vertices,
such that the β-hop distances in G ∪ H give (1 + )-approximation for the distances in G. The
importance of hopsets comes from the fact that they allow to focus only on short paths in G ∪ H
which is crucial for obtaining a fast algorithm. In Section 4.3.6, we show the following.
Theorem 4.8. Let 0 <  < 1. There is a deterministic construction of a (β, )-hopset with


O(n3/2 log n) edges and β = O (log n)/ that takes O (log2 n)/ rounds in the Congested
Clique model.
We also study construction of bounded hopsets, that give good approximation only to paths
of at most t hops, and show that they can be constructed in time which is just poly(log t), in
unweighted graphs. Bounded hopsets are defined as follows. Given a graph G, a (β, , t)-hopset
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H is a weighted graph on the same vertices, such that the β-hop distances in G ∪ H give
(1 + )-approximation for all pairs of vertices in G where dG (u, v) = dtG (u, v). In unweighted
graphs, these are all pairs of vertices at distance at most t from each other. For any such pair,
we have dG (u, v) ≤ dG∪H (u, v) and
dG (u, v) ≤ dβG∪H (u, v) ≤ (1 + )dG (u, v).
We show the following. The proof appears in Section 4.3.7.
Theorem 4.9. Let G be an unweighted undirected graph and let 0 <  < 1.
1. There is a randomized construction of a (β, , t)-hopset with O(n3/2 log n) edges and


β = O (log t)/ that takes O (log2 t)/ rounds w.h.p in the Congested Clique model.
2. There is a deterministic construction of a (β, , t)-hopset with O(n3/2 log n) edges and


β = O (log t)/ that takes O (log2 t)/ + (log log n)3 rounds in the Congested Clique
model.
We next show how we implement our distance tools, first we formally define the notion of
distance products.

4.3.1

Distance Products

Augmented min-plus semiring. The general algorithmic idea for our distance tools is to
apply the matrix multiplication algorithms over the min-plus semiring. However, to ensure that
we get consistent results in terms of hop distances, a property we require for our k-nearest and
(S, d, k)-source detection distance tools, we augment the basic min-plus semiring to keep
track of the number of hops.
We define the augmented min-plus semiring R to encode paths in distance computations as
follows. The elements of R are tuples (w, h), where
1. w is either the weight of an edge or a path, or ∞, and
2. h is a non-negative integer or ∞, representing the number of hops.
Let ≺ be the lexicographical order on tuples (w, h), and define the addition operator min as
the minimum over the total order given by ≺. The multiplication operation + is defined as

(w1 , h1 ) + (w2 , h2 ) = (w1 + w2 , h1 + h2 ). It is easy to verify that R, min, +, (∞, ∞), (0, 0) is
a semiring with idempotent addition, that is, min(r, r) = r for all r. Moreover, the structure
satisfies the conditions of Theorem 4.4.
Distance products. We call the product of S and T over the augmented min-plus semiring
the augmented distance product of S and T , and denote it by S ? T . In particular, for a graph
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G = (V, E), we define the augmented weight matrix W by setting



(0, 0)
if u = v,


W [u, v] = (w(u, v), 1) if there is an edge from u to v, and



(∞, ∞)
otherwise.
As with the regular distance product, the dth augmented distance product power W d gives the
distances for all pairs of vertices u, v ∈ V using paths of at most d hops, as well as the associated
number of hops.
Finally, we observe that the augmented distance product gives a consistent ordering in terms
of distance from v, in the following sense:
Lemma 4.10. Let s, t ∈ V , and let P be the shortest path of at most d hops from s to t. Then
for every vertex v on the path P , we have W d [s, v] ≺ W d [s, t].
Proof. Let W d [s, t] = (w, h). Since we assume that weights are non-negative, the subpath P 0 of
P from s to v has weight at most w and uses at most h − 1 edges. If P 0 is not a shortest path of
at most d hops from s to v, the actual shortest path P ∗ of at most d hops has either weight
w∗ < w, or has weight w and uses h∗ < h − 1 hops. Thus we have
W d [s, v]  (w, h − 1) ≺ (w, h) = W d [s, t] ,
proving the claim.

4.3.2

The k-nearest

In the k-nearest problem, we are given an integer k, and the task is to compute for each vertex
v the set of k nearest vertices and distances to those vertices, breaking ties first by hop distance
and then arbitrarily. More formally, we want each vertex to compute a set Nk (v) of k vertices
and distances d(v, u) for all u ∈ Nk (v), such that the values W n [v, u] for u ∈ Nk (v) are the k
smallest on row v of W n in terms of the order ≺ on the augmented min-plus semiring R.
Note that it follows immediately from Lemma 4.10 that all vertices u ∈ Nk (v) are at most k
hops away from v, and all vertices on the shortest path from v to u are also in Nk (v). We next
prove Theorem 4.5.
Theorem 4.5. The k-nearest problem can be solved in weighted graphs in

O

k
n2/3





+ log n log k

rounds in Congested Clique.
Proof. For matrix M , let M denote the matrix obtained by discarding all but the k smallest
values on each row of M . To solve the k-nearest problem, we compute the filtered version W k
of the kth power of the augmented weight matrix W as follows:
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1. All vertices v discard all but the k smallest values on row v to obtain W .
2. We now observe that
W2 = W ? W,

W 4 = W 2 ? W 2,

...,

k

k

Wk = W 2 ? W 2 .

Thus, by applying
Theorem 4.4with ρ= k iteratively O(log k) times, we can compute the
k
k
matrix W in O n2/3
+ log n log k rounds.
To see that this allows us to recover Nk (v), we first observe that by Lemma 4.10, the hop distance
from v to any vertex in Nk (v) is at most k. Moreover, by a simple induction argument using
Lemma 4.10, we have that for all non-zero entries of W k , we have W k [u, v] = W k [u, v]. Thus,
the non-zero entries on row v give us the set Nk (v) and the distances to those vertices.

4.3.3

The (k, d)-nearest

We next prove Theorem 4.6. The proof basically follows the proof of Theorem 4.5, and we
mainly focus on the differences.
Theorem 4.6. The (k, d)-nearest problem can be solved in unweighted graphs in

O

k
n2/3



+ log d log d

rounds in Congested Clique.
In Theorem 4.5, the log factors are log n and log k. We show that these log factors can be
made log d if we only focus on vertices at distance at most d in unweighted graphs. First, as
we focus on unweighted graphs, we can work with the standard min-plus semiring (breaking
ties according to hop distance is important for weighted graphs, in unweighted graphs this
trivially holds). In this setting, (S · T )[i, j] = mink (S[i, k] + T [k, j]). Similarly to before, given
an adjacency matrix A, Ai [u, v] contains the distance of the shortest path between u and v that
uses at most i edges. Note that in the filtered matrix multiplication algorithm (Theorem 4.4),
the logarithmic term is log W , where W is a bound on the number of possible values for the
semiring elements. Note that in the context of distance products in unweighted graphs, if we
only look at close by vertices at distance at most d, there are only O(d) possible values for the
distances, hence log W = O(log d).
To compute the (k, d)-nearest we would like to use filtered matrix multiplication log d
times. Intuitively, after i multiplications we would get the distances to the k-nearest vertices of
distance at most 2i , hence after log d iterations we solve the (k, d)-nearest problem.
We follow the following iterative algorithm. Let A1 be the adjacency matrix of the graph,
recall that A1 is a matrix obtained from A1 be keeping only the ρ = k smallest non-∞ entries in
each row. Let A2 = A1 · A1 . We use Theorem 4.4 to compute A2 . We continue iteratively, where
in iteration i we compute Ai+1 where Ai+1 = Ai · Ai . We continue for log d iterations.
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Claim 4.11. Let u, v such that d(u, v) ≤ 2i−1 , then the matrix Ai [u, v] either contains d(u, v)
or ∞. In the latter case, the row of u contains distances to k nearest vertices, all of them at
distance at most d(u, v).
Proof. The proof is by induction. For i = 1, it follows from the definition of A1 . Assume it holds
for i and we prove it for i + 1. Let u, v such that d(u, v) ≤ 2i , then there is a vertex w in the
shortest u − v path such that d(u, w) ≤ 2i−1 and d(w, v) ≤ 2i−1 . From the induction hypothesis,
Ai [u, w] either contains d(u, w) or ∞, and the same holds for Ai [w, v] with respect to d(w, v).
Case 1: Ai [u, w] = d(u, v) and Ai [w, v] = d(w, v). In this case, (Ai · Ai )[u, v] = d(u, v) by
definition of min-plus multiplication and since w is on the shortest u − v path. After filtering,
the matrix Ai+1 [u, v] either contains d(u, v) or ∞, but the latter can happen only if the row of
u contains k nearest vertices, all of them at distance at most d(u, v).
Case 2: Ai [u, w] = ∞. In this case, by the induction assumption, the row of u in Ai contains
k-nearest vertices of distance at most d(u, w) from u. All these entries are kept in the matrix
Ai+1 = (Ai · Ai ). After filtering, it follows that Ai+1 contains k-nearest vertices to u of distance
at most d(u, w) ≤ d(u, v).
Case 3: Ai [u, w] = d(u, v) and Ai [w, v] = ∞. In this case, by the induction assumption, the
row of w in Ai contains k-nearest vertices of distance at most d(w, v) from w. Denote these
vertices by v1 , ..., vk . Since we can go from u to w and then to vi , it holds that
Ai+1 [u, vi ] = (Ai · Ai )[u, vi ] ≤ d(u, w) + d(w, vi ) ≤ d(u, w) + d(w, v) = d(u, v).
Hence, Ai+1 includes distances to at least k vertices of distance at most d(u, v) from u. After
filtering, we have that Ai+1 contains k-nearest vertices to u of distance at most d(u, v).
Hence, after log d iterations, we have the matrix Alog d+1 that contains distances to the
k-nearest vertices to each vertex v of distance at most 2log d = d. Note that all the distances
computed in the process are at most d, as we start with the adjacency matrix that has all
distances at most 1, and in each iteration the distances can at most double, hence the number
of elements in the semiring is O(d). We use filtered matrix multiplication log d times with all 3
matrices of density ρ = k, as we keep only filtered version of the matrices. Hence, by Theorem
4.4 we get a complexity of



k
O
+
log
d
log
d
.
n2/3
This concludes the proof of Theorem 4.5.

4.3.4

Source Detection

In the (S, d, k)-source detection problem, we are given a set of sources S ⊆ V and integers k
and d, and the task is to compute for each vertex v the set of k nearest sources within d hops,
as well as the distances to those sources using paths of at most d hops.
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Theorem 4.7. The (S, d, k)-source detection problem can be solved in weighted graphs in

O

 
m1/3 k 2/3
+ log n d
n


or

O

 
m1/3 |S|2/3
+1 d
n

rounds in Congested Clique, where m is the number of edges in the input graph.
Proof. To obtain the first running time, we solve the (S, d, k)-source detection problem as
follows:
1. All vertices, including vertices in S, select the k lightest edges to vertices in S, breaking
ties arbitrarily. Let W1 be the augmented weight matrix restricted to these edges; since a
total of at most nk edges were selected, we have nz(W1 ) ≤ nk.
2. We now apply Theorem 4.4 iteratively d − 1 times to compute the products
W2 = W ? W 1 ,

W3 = W ? W2 ,

...,

Wd = W ? Wd−1 .

We have ρW = m/n and
Wi = k, and use
 ρ1/3
 ρ = k as the output density, so computing all
m k2/3
the products takes O
+ log n d rounds.
n
By a simple induction using Lemma 4.10, we see that the non-zero entries on row v of Wi
correspond to the k nearest sources within i hops of v.
For the second running time, we instead compute the d-hop distances from set S to all other
vertices:
1. Let U1 be the n × |S| matrix obtained by restricting the augmented weight matrix W to
edges with at least one endpoint in S. By padding matrix U1 with zero entries, we can
view it as a square matrix with density |S|.
2. We now apply Theorem 4.3 iteratively d − 1 times to compute the products
U2 = W ? U1 ,

U3 = W ? U2 ,

...,

Ud = W ? Ud−1 ,

where the density 
of W is m/n and
 the density of all matrices Ui is |S|, giving a total
m1/3 |S|2/3
+ 1 d rounds.
running time of O
n
The matrix Ud gives the d-hop distances between vertices in S and all other vertices, so each
vertex can select the k closest sources.

4.3.5

Distance Through Vertex Set

In the distance through sets problem, we assume that each vertex v has a set Wv and
distance estimates δ(v, w) and δ(w, v) for all w ∈ Wv . The task is for all vertices v to compute
distance estimates minw∈Wv ∩Wu {δ(v, w) + δ(w, u)} for all other vertices u ∈ V .
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Theorem 4.12. The distance through sets problem can be solved
ρ2/3
O 1/3 + 1
n


rounds in Congested Clique, where ρ =

P

v∈V

Proof. Define matrices W1 and W2 as

δ(v, w) if w ∈ W , and
v
W1 [v, w] =
∞
if w ∈
/ Wv ,



|Wv | /n.


δ(w, v) if w ∈ W , and
v
W2 [w, v] =
∞
if w ∈
/ Wv .

The distance product W1 ? W2 over the standard min-plus 
semiring 
clearly gives the desired
ρ2/3
estimates, and since ρW1 = ρW2 = ρ, it can be computed in O n1/3 + 1 rounds by Theorem 4.3
(or by [CHLT19]), using n as the density estimate for the output matrix.

4.3.6

Hopsets

In this section, we describe a construction of hopsets in polylogarithmic time in the Congested
Clique model. Given a graph G = (V, E), a (β, )-hopset H = (V, E 0 ) is a graph on the same set
of vertices such that the β-hop distances in G ∪ H give (1 + )-approximations for the distances
in G. Formally, for any pair of vertices u, v ∈ V it holds that dG (u, v) ≤ dG∪H (u, v) and
dG (u, v) ≤ dβG∪H (u, v) ≤ (1 + )dG (u, v).
Usually the goal is to find a sparse hopset with small β. In our case, we are interested in
optimizing both β and the running time for constructing the hopset, but not necessarily the
hopset size.
Our construction is based on the recent construction of hopsets in the Congested Clique
of Elkin and Neiman [EN17]. However, the time complexity in [EN17] depends on β and on the
hopset size, and is super-polylogarithmic for any choice of parameters. We show that using our
new distance tools we can implement the same construction in polylogarithmic time, regardless
of the hopset size, as long as β is polylogarithmic. In particular, we focus on a simple variant
e 3/2 ) edges which is enough for all our applications.1
with O(n

Construction overview
We follow the hopset construction of [EN17], which is based on the emulators of Thorup and
Zwick [TZ06]. A similar construction appears also in [HP19] without a distributed implementation.
We focus only on a simple variant of [EN17, TZ06, HP19], with slightly different parameters.
Given a graph G = (V, E), let V = A0 ⊇ A1 ⊇ A2 = ∅, where A1 is a hitting set of size
√
√
O( n) of all the sets Nk (v) for k = O( n log n). I.e., for any vertex v ∈ V , there is a vertex
from A1 among the closest k vertices to v. We can construct A1 using Lemma 4.2.
1

Using similar ideas, it is possible to implement also the more general hopset from [EN17].
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For a given subset A ⊆ V , we denote by dG (v, A) the distance from v to the closest vertex
in A. For a vertex v ∈ V , let p(v) ∈ A1 be a vertex of distance dG (v, A1 ) from v. In general
there may be many possible vertices of distance dG (v, A1 ) from v. The vertex p(v) would be
determined by v, as follows. During our algorithm, each vertex computes the set Nk (v). Since
A1 is a hitting set there is a vertex from A1 in the set Nk (v) computed, and v defines p(v) to be
the closest such vertex (breaking ties arbitrarily). For a vertex v ∈ A0 \ A1 , we define the bunch
B(v) = {u ∈ A0 : dG (v, u) < dG (v, A1 )} ∪ p(v),
and for a vertex v ∈ A1 , we define the bunch B(v) = A1 .
The hopset is the set of edges H = {{v, u} : v ∈ V, u ∈ B(v)}. We would like to set the
length of an edge {v, u} to be dG (v, u). However, we cannot necessarily compute these values.
During our algorithm we add exactly all the edges in H to the hopset, but their weights are not
necessarily dG (v, u), but rather an approximation for dG (v, u).
Claim 4.13. The number of edges in H is O(n3/2 log n).
√
Proof. For every vertex in A1 we add only edges to vertices in A1 , and the size of A1 is O( n).
In addition, for vertices v ∈ A0 \ A1 we add edges only to vertices closer than p(v). Since A1
is a hitting set, p(v) is among the closest k vertices to v, which means that we add at most
√
k = O( n log n) edges for each vertex, and O(n3/2 log n) edges in total.

Congested Clique implementation
Our goal is to build H efficiently in the Congested Clique model. In [EN17], the authors
suggest an iterative algorithm for computing H, where in iteration 1 ≤ ` ≤ log n they compute
a 2` -bounded hopset, which approximates the distances between all pairs of vertices that have a
shortest path between them with at most 2` edges in G. Given a 2` -bounded hopset H ` , they
show that it is enough to run Bellman-Ford explorations up to hop-distance O(β) in the graph
G ∪ H ` to compute a 2`+1 -hopset H `+1 . For the stretch analysis to carry on, it is also important
to add edges to H `+1 in a certain order. First, the edges that correspond to bunches of vertices
in A0 \ A1 are added, and only then the edges that correspond to bunches of vertices in A1
are added. They show that the total time complexity for implementing all the Bellman-Ford
e 3/2 ), the
explorations is proportional to the hopset size. In particular, for our hopset of size O(n
√
complexity required is at least Ω( n) rounds.
We follow the general approach from [EN17], with two changes. First, we show that using
our distance tools we can compute directly all the bunches of vertices in A0 \ A1 , which allows
simplifying slightly the algorithm and analysis. The second and more significant difference is
that we use our (S, d, k)-algorithm to replace the heavy Bellman-Ford explorations, which results
in a polylogarithmic complexity instead of a polynomial one. We next describe the algorithm in
detail.
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Algorithm description
Computing the bunches. We start by computing the bunches for all the vertices v ∈ A0 \ A1 .
This can be done easily using our algorithm for finding the distances to the k-nearest vertices.
This follows since p(v) is among the k-nearest vertices to v, hence all the vertices in the bunch
of v are among the k-nearest vertices to v. Note that all the vertices v ∈ A0 \ A1 learn the exact
distances to all the vertices in their bunch. However, it is not clear how to compute a bunch for
a vertex v ∈ A1 , since v should learn the distances to all the vertices from A1 . Such vertices
may be at hop-distance d = Ω(n) from v, and our (S, d, k)-algorithm depends linearly on the
hop-distance d. To overcome this, we follow the approach in [EN17], and show how to implement
it efficiently using our distance tools.
Bounded hopsets. We say that H is a (β, , t)-hopset if for all x, y ∈ G it holds that
dG (x, y) ≤ dG∪H (x, y), and for all pairs of vertices x, y ∈ G that have a shortest path between
them with at most t hops, i.e., dG (x, y) = dtG (x, y), it holds that
dG (x, y) ≤ dβG∪H (x, y) ≤ (1 + )dG (x, y).
Note that the empty set is a (1, 0, 1)-hopset, and thus also a (β, , 1)-hopset for any β ≥ 1
and  > 0. The algorithm builds hopsets iteratively, where in iteration ` it builds a (β, ` , 2` )hopset H ` , where ` =  · ` for some 0 <  < 1/ log n. The final hopset H is H log n . Let
H0 = {{u, v} : u ∈ A0 \ A1 , v ∈ B(u)}. We already computed the edges H0 and include them as
part of the hopset for all the hopsets H ` .
Building H ` . We define H 0 = H0 . To construct H ` for 1 ≤ ` ≤ log n we work as follows. Let
G0 = G ∪ H `−1 . All the vertices in A1 compute the distances to all the vertices from A1 at
hop-distance at most 4β in the graph G0 . We implement it using our (S, d, k 0 )-algorithm with
√
S = A1 , d = 4β, k 0 = |A1 | = O( n). Each vertex v ∈ A1 , adds to the hopset H ` all the edges
{v, u} where u ∈ A1 at hop-distance at most 4β from v in G0 . The weight of the edge is the
weight that v learned during the (S, d, k)-algorithm. The hopset H ` includes all these edges, as
well as all the edges of H0 . Note that if v adds an edge {v, u} to the hopset, in the next round
it can let u learn about it, so we can assume that both the endpoints know about the edge.
This completes the description of the algorithm. We next analyze the time complexity and
prove the correctness of the algorithm.
Complexity
Claim 4.14. The complexity of the algorithm is O(β log n + log2 n) rounds.
Proof. From Lemma 4.2, we can construct deterministically in O((log log n)3 ) rounds a hitting set
√
A1 of size O( n) that hits all the sets Nk (v). For the algorithm, each vertex v should learn the set
Nk (v) which is computed using our algorithm for finding the distances to the k-nearest vertices.
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From Theorem 4.5, this takes O
rounds.



k
n2/3



 √


n·log n
+ log n log k = O
+
log
n
log
n
= O(log2 n)
2/3
n

The algorithm for constructing H starts by computing the bunches of vertices v ∈ A0 \ A1 ,
this only requires each vertex v to learn the distances to the vertices Nk (v), which was already
√
computed. Next, for log n iterations, we compute for each vertex the O( n)-nearest vertices from
√
A1 at hop-distance at most 4β. Since A1 is of size O( n), by Theorem 4.7, each iteration takes
 
 2/3 √ 2/3
O n ( n n) + 1 · β = O(β) rounds. Overall, all the iterations take O(β log n) rounds.
Correctness
We next prove that H ` is indeed a (β, ` , 2` )-hopset, the proof follows the proof in [EN17], and
is included here for completeness. There are slight changes to adapt it to the specific variant we
consider. We start with a simple claim regarding the edges H0 .
Claim 4.15. For any x, y ∈ V , either d1G∪H0 (x, y) = dG (x, y) or there exists z ∈ A1 such that
d1G∪H0 (x, z) ≤ dG (x, y).
Proof. If x ∈ A1 , the claim clearly holds by setting z = x. We next focus on x ∈ A0 \ A1 . For
each x ∈ A0 \ A1 , H0 includes the edge {x, p(x)}, as well as all the edges of the form {x, y}
where dG (x, y) < dG (x, p(x)). Hence, if dG (x, y) < dG (x, p(x)), there is an edge {x, y} in H0 of
weight dG (x, y) and we are done. Otherwise, dG (x, p(x)) ≤ dG (x, y) and the edge {x, p(x)} of
weight dG (x, p(x)) is in H0 where p(x) ∈ A1 which completes the proof.
The next lemma shows that H ` is a (β, ` , 2` )-hopset.
Lemma 4.16. Let 0 <  < 1/ log n. Set δ = /4, and β = 3/δ and let x, y ∈ V be such that
`
dG (x, y) = d2G (x, y). Then,
dβG∪H ` (x, y) ≤ (1 + ` )dG (x, y),
where ` =  · `.
Proof. The proof is by induction on `. For ` = 0, the claim holds since the empty set is a
(1, 0, 1)-hopset. Assume it holds for ` − 1, and we prove it for `. Let x, y ∈ V be such that
`
dG (x, y) = d2G (x, y), and let π(x, y) be a shortest path between x and y in G with at most 2`
edges. We partition π(x, y) into J ≤ 1/δ segments {Lj = [uj , vj ]}1≤j≤J , each of length at most
δ · dG (x, y), and additionally at most 1/δ edges {vj , uj+1 }1≤j≤J between these segments. This is
done as follows.
Define u1 = x, and walk from u1 on π(x, y) towards y until the first vertex u2 such that
dG (u1 , u2 ) > δ · dG (x, y), if such exists or until y. The last vertex in π(x, y) before u2 is v1 , and
from the definition of u2 it holds that dG (u1 , v1 ) ≤ δ · dG (x, y). We continue in the same manner
(walk from u2 on π(x, y) towards y to define u3 , and so on) and define the rest of the vertices
uj , vj . If we walk from uj towards y and there is no vertex uj+1 where dG (uj , uj+1 ) > δ · dG (x, y),
we define vj = y, and J = j. Since dG (ui , ui+1 ) > δ · dG (x, y), the number of segments is at most
1/δ.
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Now, we use Claim 4.15 on the pairs {uj , vj }Jj=1 . One case is that for all 1 ≤ j ≤ J, it
holds that d1G∪H0 (uj , vj ) = dG (uj , vj ), which means that the edges {uj , vj } exist in G ∪ H0 with
weights dG (uj , vj ). This means that in the graph G ∪ H0 there is a path of hop-distance at most
2/δ between x and y that includes all the edges of the form {uj , vj }Jj=1 and the edges {vj , uj+1 }
between segments. The total weight of the path is exactly dG (x, y). Since β = 3/δ > 2/δ, and
H0 ⊆ H ` , we get that dβG∪H ` (x, y) = dG (x, y) ≤ (1 + ` )dG (x, y).
We now analyse the case where there is at least one pair {uj , vj } that does not satisfy
1
dG∪H0 (uj , vj ) = dG (uj , vj ). Let i, j be the indexes of the first and last pairs {ui , vi }, {uj , vj }
that do not satisfy the above. From Claim 4.15, there are vertices zi , zj ∈ A1 such that
d1G∪H0 (ui , zi ) ≤ dG (ui , vi ) ≤ δ · dG (x, y),
d1G∪H0 (vj , zj ) ≤ dG (uj , vj ) ≤ δ · dG (x, y).
In our algorithm, when constructing H ` , the vertices zi , zj add edges to all the vertices of A1 at
hop-distance at most 4β in the graph G0 = G ∪ H `−1 . We next show that in G0 there is a path
of hop-distance at most 4β between zi , zj and bound its weight. From the induction hypothesis,
H `−1 is a (β, `−1 , 2`−1 )-hopset. Since ui , vj are in the shortest path between x and y, it holds
`
that dG (ui , vj ) = d2G (ui , vj ). Since any path of hop-distance at most 2` can be partitioned to two
paths of hop-distance at most 2`−1 , it holds that a (β, `−1 , 2`−1 )-hopset is also a (2β, `−1 , 2` )
hopset. Hence, there is a path of hop-distance at most 2β between ui and vj in G ∪ H `−1 of
weight at most (1 + `−1 )dG (ui , vj ). Since the edges {ui , zi }, {vj , zj } of weight at most δ · dG (x, y)
are in H0 , we get that there is a path of hop-distance at most 2β + 2 between zi and zj in G0 of
total weight at most (1 + `−1 )dG (ui , vj ) + 2δ · dG (x, y). Since 2β + 2 ≤ 4β, zi and zj add an
edge between them to H ` , which gives
d1G∪H ` (zi , zj ) ≤ (1 + `−1 )dG (ui , vj ) + 2δ · dG (x, y).
We next bound dβG∪H ` (x, y). From the definition of i, j, for any i0 < i or j < i0 , there is an
edge {ui0 , vi0 } in H0 (and hence in H ` ) of weight dG (ui0 , vi0 ). These edges together with the edges
in π(x, y) before or after these segments sum up to at most 2/δ edges. Between ui and vj we have
a 3-hop path {ui , zi , zj , vj } of total weight at most δ · dG (x, y) + d1G∪H ` (zi , zj ) + δ · dG (x, y) ≤
(1 + `−1 )dG (ui , vj ) + 4δ · dG (x, y). To conclude, G ∪ H ` has a path of hop-distance at most
2/δ + 3 ≤ β of total weight
dG (x, ui ) + (1 + `−1 )dG (ui , vj ) + dG (vj , y) + 4δ · dG (x, y) ≤ (1 + `−1 + 4δ)dG (x, y).
By the choice of parameters 4δ = , which gives dβG∪H ` (x, y) ≤ (1 + ` )dG (x, y). This completes
the proof.
Conclusion
Using Claims 4.13 and 4.14 and Lemma 4.16, we obtain the following:
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Theorem 4.8. Let 0 <  < 1. There is a deterministic construction of a (β, )-hopset with


O(n3/2 log n) edges and β = O (log n)/ that takes O (log2 n)/ rounds in the Congested
Clique model.
Proof. By Lemma 4.16, H log n is a (β, log n , n)-hopset, and hence also a (β, log n )-hopset. From
the choice of parameters log n =  log n, where 0 <  < 1/ log n and β = O(1/). Let 0 = log n =
0
 log n. Then,  = log n . Hence, H log n is a (β, 0 )-hopset where 0 < 0 < 1 and β = O( log0 n ).
By Claim 4.14, the time complexity for constructing the hopset is O(β log n + log2 n). Since
2
β = O( log0 n ), the complexity is O( log0 n ) rounds. The number of edges is O(n3/2 log n) by Claim
4.13.

4.3.7

Bounded Hopsets
2

We next explain how to build (β, , t)-hopsets with β = O( log t ) in ( log t ) time. The construction
mostly follows the construction described above, with some changes to exploit the fact that we
consider only paths of at most t edges.
Faster construction for bounded hopsets
We next discuss the changes needed to get a faster algorithm for (β, , t) hopsets. We focus on
constructing hopsets only for unweighted graphs. The construction from Section 4.3.6 requires
poly-logarithmic number of rounds for two reasons. First, for computing the k-nearest vertices
(in the entire graph), and second for the log n iterations required to build a (β, , n)-hopset.
Since in our case we only need a (β, , t)-hopset, log t iterations would be enough for the second
part. For the first part, we would like to replace computing the k-nearest by computing the
(k, t)-nearest, i.e., the k-nearest of distance at most t. This however, allows to compute
only bounded part of the bunches of vertices, and we next discuss the changes required in the
algorithm and analysis when we work only with bounded bunches.
We define the bounded bunch of a vertex v to be Bt (v) = B(v) ∩ B(v, t, G), i.e., it includes
only the part of the bunch of distance at most t from v. The hopset is the set of edges
H 0 = {{v, u} : v ∈ V, u ∈ Bt (v)}.
The weights of the edges again would include distances or approximations for them computed
in the algorithm. We next explain how to implement the algorithm efficiently, and prove its
correctness.
Fast implementation. First, we need to construct the hitting set A1 , we show two variants,
√
randomized and deterministic. We denote by Nk,t (v) the set of k = n log n closest vertices to v
of distance at most t computed by the (k, t)-nearest algorithm. The set A1 would be a hitting
set for the sets Nk,t (v) for all vertices where |Nk,t (v)| = k, i.e., vertices that have at least k
vertices at distance t. While in Section 4.3.6, the hitting set A1 was a hitting set of sets Nk (v) of
the k nearest vertices to v in the whole graph, in our case, since we look at bounded bunches, it
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is enough to compute a hitting set for the sets Nk,t as described above. We can either construct
A1 randomly using Lemma 4.1 or deterministically using Lemma 4.2, which give the following.
Claim 4.17. We can construct a hitting set A1 of all the sets Nk,t (v) for vertices where
|Nk,t (v)| = k, in the following ways:
√
1. In one round, where at the end A1 is a hitting set of size O( n) w.h.p.
√
2. In O(log2 t + (log log n)3 ) rounds, where at the end A1 is a hitting set of size O( n).
At the end of the computation, all vertices know which vertices are in A1 .
Proof. We can either construct A1 randomly using Lemma 4.1, which requires only one round of
communication to let all vertices learn which vertices are in A1 . Alternatively, we can construct
A1 deterministically using Lemma 4.2. Then, we first need that each vertex v would learn the
set Nk,t (v), which takes O(log2 t) rounds using the (k, d)-nearest algorithm. Afterwards, the
time complexity for constructing the hitting set is O((log log n)3 ) rounds. In both cases we have
√
that the size of A1 is O( n).
√
For the rest of the section, we assume that A1 is indeed a hitting set of size O( n), which
happens w.h.p if we build A1 using a randomized algorithm, or holds always if we construct A1
using a deterministic algorithm. The rest of the claims hold w.h.p in the randomized case, and
hold always in the deterministic case. We first bound the size of the hopset.
Claim 4.18. The number of the edges in the hopset is O(n3/2 log n).
Proof. For a vertex v ∈ A0 \ A1 , we have Bt (v) = B(v) ∩ B(v, t, G). If |B(v, t, G)| ≤ k, then
√
clearly the bunch of v is of size at most k, hence v adds at most k = n log n edges to the hopset.
Otherwise, we have that |Nk,t (v)| = k. Since A1 is a hitting set of the sets Nk,t (v) for vertices
where |Nk,t (v)| = k, we have that there is a vertex u ∈ A1 among the k closest vertices to v.
Since v adds to the hopset only edges to u and vertices that are strictly closer than u, it adds at
most k edges to the hopset as needed. Overall, all vertices in A0 \ A1 add O(nk) = O(n3/2 log n)
√
edges to the hopset. Vertices from A1 only add edges to vertices in A1 , since A1 is of size O( n)
this adds O(n) edges.
We next explain how to compute the bounded bunches. To compute bounded bunches of
vertices in A0 \ A1 we use the (k, d)-nearest algorithm, which gives the following.
Claim 4.19. We can compute for all v ∈ A0 \ A1 , the distances to the vertices in Bt (v) in
O(log2 t) rounds.
√
Proof. We use the (k, d)-nearest algorithm with k = n log n, d = t, we now show that this
√
allows computing Bt (v) for all vertices in A0 \A1 . Let v ∈ A0 \A1 , if |B(v, t, G)| ≤ n log n, then
by computing the (k, t)-nearest, v actually computed the distances to the whole set B(v, t, G).
This allows computing distances to Bt (v) which includes the closest vertex in A1 ∩ B(v, t, G) if
such exist, and all vertices strictly closer than it, or the whole set B(v, t, G) if it does not include
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√
any vertex from A1 . Otherwise, |B(v, t, G)| > n log n. In this case, the k-closest vertices
to v are at distance at most t, which gives |Nk,t (v)| = k. By the definition of A1 , there is a
vertex from A1 in the (k, t)-nearest vertices to v. Hence, after computing the distances to the
(k, t)-nearest, v knows the distance to the closest vertex from A1 , and also to all vertices that
are strictly closer than it. Hence, it knows the distances to all vertices in Bt (v).
To compute the bounded bunches of vertices in A1 , we follow the following iterative process
described in Section 4.3.6. In iteration 1 ≤ ` ≤ log t we build a (β, `, 2` )-hopset H ` , as follows.
Let H 0 = {{u, v}|u ∈ A0 \ A1 , v ∈ Bt (v)}, we already computed all these edges and their weights
when computing bounded bunches of vertices in A0 \ A1 , and include them as part of H ` for all
`. Note that any set (including the emptyset) is a (β, 0, 1)-hopset for any β ≥ 1. Hence, H 0 is a
(β, 0, 1) hopset.
To construct H ` for 1 ≤ ` ≤ log n we work as follows. Let G0 = G ∪ H `−1 . All vertices in
A1 compute distances to all vertices in A1 at hop-distance at most 4β in the graph G0 . Each
vertex v ∈ A1 , adds to the hopset H ` all the edges {v, u} where u ∈ A1 at hop-distance at most
4β from v in G0 , with the weight it learned in the algorithm. The hopset H ` includes all these
edges, as well as all the edges of H 0 . We next analyze the complexity of this process and then
prove correctness.
Claim 4.20. Constructing H log t requires O(β log t) rounds.
Proof. We build the sets H ` in iterations, where we compute H log t in iteration log t. we next
show that each iteration takes O(β) time. In iteration `, we would like to know distances to
the sources from A1 of distance at most 4β in the graph G ∪ H `−1 , this can be implemented
√
using the (S, d, k)-source detection
 algorithm with
 S = A1 , d = 4β. Since |S| = O( n), by
Theorem 4.7 the complexity is O

√
n2/3 ( n)2/3
n

+ 1 β = O(β) rounds.

Correctness. The correctness mostly follows Section 4.3.6, we focus on the differences. First,
we need the following claim regarding the edges of H 0 , which is a variant of Claim 4.15 with
restriction on the distance d(x, y).
Claim 4.21. For any x, y ∈ V with dG (x, y) ≤ t, either d1G∪H 0 (x, y) = dG (x, y) or there exists
z ∈ A1 such that d1G∪H 0 (x, z) ≤ dG (x, y).
Proof. If x ∈ A1 , this follows trivially by setting z = x. We next focus on the case that
x ∈ A0 \ A1 . If y ∈ Bt (x), then we added the edge {x, y} with weight dG (x, y) to H 0 . Otherwise,
there is a vertex p(x) ∈ Bt (x)∩A1 where dG (x, p(x)) ≤ dG (x, y), and we added the edge {x, p(x)}
with weight dG (x, p(x)) to H 0 .
The next lemma shows that H ` is a (β, ` , 2` )-hopset. This is a variant of Lemma 4.16, with
the following changes. First, there  < 1/ log n which is needed since the algorithm has log n
iterations, in our case we can replace the n with t. Second, the proof there considers hop-distance
2` for any ` ≤ log n, where in our case this is restricted to ` ≤ log t.
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Lemma 4.22. Let 0 <  < 1/ log t. Set δ = /4, and β = 3/δ and let x, y ∈ V be such that
`
dG (x, y) = d2G (x, y) for ` ≤ log t. Then,
dβG∪H ` (x, y) ≤ (1 + ` )dG (x, y),
where ` =  · `.
The proof of the lemma is identical to the proof of Lemma 4.16. The only observation needed
is the following. The proof uses a variant of Claim 4.21 without a restriction on dG (x, y). In our
case, in the lemma we only consider vertices where dG (x, y) ≤ t, for this case, the proof only
uses the claim for vertices of distance at most t, hence Claim 4.21 suffices.
Conclusion.

We can now show Theorem 4.9.

Theorem 4.9. Let G be an unweighted undirected graph and let 0 <  < 1.
1. There is a randomized construction of a (β, , t)-hopset with O(n3/2 log n) edges and


β = O (log t)/ that takes O (log2 t)/ rounds w.h.p in the Congested Clique model.
2. There is a deterministic construction of a (β, , t)-hopset with O(n3/2 log n) edges and


β = O (log t)/ that takes O (log2 t)/ + (log log n)3 rounds in the Congested Clique
model.
Proof. By Lemma 4.22, H log t is a (β, log t, t)-hopset. From the choice of parameters 0 <  <
0
log t is a (β, 0 , t)-hopset where
1/ log t and β = O(1/). Let 0 =  log t. Then,  = log
t . Hence, H
t
0 < 0 < 1 and β = O( log
0 ).
By Lemma 4.17, we can construct A1 in one round using a randomized algorithm, or in
O(log2 t + (log log n)3 ) rounds using a deterministic algorithm. Computing the bunches takes
t
O(β log t + log2 t) rounds by Claims 4.19 and 4.20. Since β = O( log
0 ), the total time complexity
2
2
is O( log0 t ) rounds in the randomized case, and O( log0 t + (log log n)3 ) rounds in the deterministic
case. The number of edges is O(n3/2 log n) by Claim 4.18.

4.4
4.4.1

Shortest Paths in Weighted Graphs
Multi-Source Shortest Paths

As a direct application of our hopsets and source detection algorithms, we get an efficient
(1 + )-approximation for the multi-source shortest paths problem (MSSP) with polylogarithmic
e √n).
complexity as long as the number of sources is O(
Theorem 1.14. There is a deterministic (1 + )-approximation algorithm for the weighted
undirected MSSP that takes
 2/3


|S|
log n
O
+ log n ·

n1/3
rounds in the Congested Clique model, where S is the set of sources. In particular, the
2
√
complexity is O( log n ) as long as |S| ≤ O( n · (log n)3/2 ).
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2

Proof. By Theorem 4.8, we can construct a (β, )-hopset H with β = O( log n ) in O( log n ) rounds.
By the definition of hopsets, the β-hop distances in G ∪ H give a (1 + )-approximation to all the
distances in G. Hence, to approximate the distances of all the vertices to the set of sources S,
we run our (S, d, k)-algorithm in the graph G ∪ H with d = β = O( log n ). By Theorem 4.7, the
 2/3 2/3
 
 2/3


|S|
log n
complexity is O n |S|
+
1
·
β
=
O
+
1
·
rounds. The overall complexity is
n

n1/3

O



 2/3


|S|2/3
log n log2 n
|S|
log n
+1 ·
=O
+ log n ·
+



n1/3
n1/3

rounds.

4.4.2

All-Pairs Shortest Paths

e √n) sources to
In this section, we use our multi-source shortest paths algorithm from O(
construct algorithms that provide constant approximations for all the distances in the graph in
polylogarithmic time. However, the approximation guarantee increases to at most (3 + ).
Next, we present our approximation algorithms for the APSP problem. For simplicity of
presentation, we start by sketching a simple (3 + )-approximation for weighted APSP. Using a
more careful analysis we show that a variant of this algorithm actually obtains a (2 + , (1 + )W )approximation. Here, we use the notation of a (2 + , (1 + )W )-approximation for an algorithm
that for any pair of vertices u, v provides an estimate of the distance between u and v which
is at most (2 + )d(u, v) + (1 + )W , where W is the weight of the heaviest edge in a shortest
path between u and v. Note that W is always at most d(u, v), and hence a (2 + , (1 + )W )approximation is always better than a (3 + 0 )-approximation (where 0 = 2). Our algorithms
are deterministic.

(3 + )-approximation for weighted APSP
Recall that Nk (v) is the set of k closest vertices to v. Our algorithm starts by computing a hitting
e √n) that hits all the sets Nk (v) for k = O(
e √n). We compute for each vertex
set A of size O(
v ∈ V , the distances to all the vertices in Nk (v), and we use our MSSP algorithm to compute
e √n) and |A| = O(
e √n) the
(1 + )-approximate distances from A to all the vertices. Since k = O(
complexity is polylogarithmic. To compute an estimate δ(u, v) of the distance d(u, v), we work
as follows. If v ∈ Nk (u), then u already computed the value d(u, v) and sends it to v. Otherwise,
let p(u) ∈ Nk (u) ∩ A be a closest vertex to u. We estimate d(u, v) with d(u, p(u)) + d(p(u), v).
Since v 6∈ Nk (u), it follows that d(u, p(u)) ≤ d(u, v). Hence, using the triangle inequality, we
have
d(u, p(u)) + d(p(u), v) ≤ d(u, p(u)) + d(u, p(u)) + d(u, v) ≤ 3d(u, v).
Since our algorithm computes a (1 + )-approximation for the value d(p(u), v) and computes
exactly the value d(u, p(u)), we get a (3 + )-approximation.
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(2 + , (1 + )W )-approximation for weighted APSP
We next describe our (2 + , (1 + )W )-approximation. In our (3 + )-approximation, we used the
fact that if v 6∈ Nk (u), then d(u, p(u)) ≤ d(u, v). To obtain a better approximation, we would
like to get a better bound on d(u, p(u)). If, for example, d(u, p(u)) ≤ 12 d(u, v), the same analysis
shows a (2 + )-approximation. We show that either min{d(u, p(u)), d(v, p(v))} ≤ 12 (d(u, v) + W )
which proves a (2 + , (1 + )W )-approximation, or the shortest path between u and v has a
vertex w ∈ Nk (u) ∩ Nk (v). In the latter case, d(u, w) + d(w, v) = d(u, v), and since |Nk (u)| =
e √n) we can use matrix multiplication to compute the distances through all vertices
|Nk (v)| = O(
w ∈ Nk (u) ∩ Nk (v), and find the actual distance d(u, v).
Algorithm description. We next describe the algorithm in detail. We start by describing
the general structure of the algorithm, and then explain how we implement it efficiently. In
the algorithm, each vertex v ∈ V , maintains an estimate δ(u, v) of the distance d(u, v) for all
u ∈ V . Each time a vertex updates the estimate δ(u, v) it takes the minimum value between the
previous value of δ(u, v) and the current estimate computed. Also, if v updates δ(u, v) it sends
the new estimate also to u to update its estimate accordingly. We use the notation w(u, v) to
denote the weight of the edge {u, v} if exists. The distances d(u, v) and weights w(u, v) are with
respect to the input graph G. The algorithm works as follows.

1. Set δ(u, v) = w(u, v) if {u, v} ∈ E, and δ(u, v) = ∞ otherwise.
2. For each v, compute the distances to the set Nk (v) for k =
estimates {δ(v, u)}u∈Nk (v) accordingly.

√

n, and update the

3. Set δ(u, v) = min{δ(u, v), minw∈Nk (u)∩Nk (v) {δ(u, w) + δ(w, v)}}.
√
4. Compute a hitting set A of size O( n log n) that hits all the sets Nk (v).
5. Use the MSSP algorithm to compute (1 + )-approximate distances from V to A. For
each v ∈ V update the estimates {δ(v, u)}u∈A accordingly.
6. Let p(v) ∈ Nk (v) ∩ A be a vertex from A closest to v that is chosen by v. The vertex
v sends p(v) to all the vertices.
7. Set δ(u, v) = min{δ(u, v), δ(u, p(u)) + δ(p(u), v), δ(v, p(v)) + δ(p(v), u)}.

Complexity.
2

Lemma 4.23. The complexity of the algorithm is O( log n ) rounds.
Proof. Implementing
Line 1 is immediate.
We implement Line 2 using our k-nearest algorithm,


k
which takes O n2/3 + log n log k = O(log2 n) rounds by Theorem 4.5. We implement Line 3
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√
with
our distance
through sets algorithm, with respect to the sets Nk (v). Since k = n, it takes
 2/3

O nk 1/3 + 1 = O(1) rounds by Theorem 4.12. We use Lemma 4.2 to compute the hitting set
A in O((log log n)3 ) rounds (note that all the vertices already computed the sets Nk (v)). Each
vertex updates all the vertices if it is in A which takes one round. We implement Line 5 using
2
√
our MSSP algorithm from Theorem 1.14, which takes O( log n ) rounds since |A| = O( n log n).
Implementing Line 6 is immediate since each vertex v knows Nk (v) and A. Then, all the
vertices know all the values {p(v)}v∈V . Now, each vertex u sends to each vertex v the values
{d(u, p(u)), d(u, p(v))}. This allows u and v to compute the values δ(u, p(u)) + δ(p(u), v) and
δ(v, p(v)) + δ(p(v), u), which allows them to compute the final estimate δ(u, v). The overall
2
complexity is O( log n ) rounds.

Correctness.
Lemma 4.24. The algorithm gives a (2 + , (1 + )W )-approximation for weighted APSP.
Proof. Let u, v ∈ V . If v ∈ Nk (u) or u ∈ Nk (v), then after Line 2, δ(u, v) = d(u, v) and we are
done. Otherwise, let P be a shortest path between u and v. Let u0 be the furthest vertex from
u in P ∩ Nk (u), and let v 0 be the furthest vertex from v in P ∩ Nk (v). We divide the analysis to
3 cases. See Figure 4.1 for an illustration.
Case 1: Either u0 ∈ Nk (v) or v 0 ∈ Nk (u). In this case, minw∈Nk (u)∩Nk (v) {δ(u, w)+δ(w, v)} =
d(u, v), hence after Line 3, δ(u, v) = d(u, v) and we are done.
Case 2: There is a vertex w ∈ P where w 6∈ Nk (u) and w 6∈ Nk (v). In this case, it
follows that d(u, p(u)) ≤ d(u, w) and d(v, p(v)) ≤ d(v, w). Since w ∈ P , we also have d(u, v) =
d(u, w) + d(v, w). Hence
min{d(u, p(u)), d(v, p(v))} ≤ min{d(u, w), d(v, w)} ≤ d(u, v)/2.
Assume w.l.o.g that d(u, p(u)) ≤ d(v, p(v)), then d(u, p(u)) ≤ d(u, v)/2 and d(v, p(u)) ≤ d(v, u) +
d(u, p(u)) ≤ 32 d(u, v), which gives d(u, p(u)) + d(p(u), v) ≤ 2d(u, v). The value d(u, p(u)) is
computed exactly in Line 2, and the value d(v, p(u)) is approximated within a (1 + ) factor in
Line 5. Hence, the final estimate is δ(u, v) ≤ (2 + 0 )d(u, v) for 0 = 2.
Case 3: All the vertices in P are either in Nk (u) or Nk (v), but Nk (u) ∩ Nk (v) = ∅. In this
case, the path P is composed of a path between u and u0 , an edge between u0 and v 0 and a
path between v 0 and v. Since v 0 6∈ Nk (u) and u0 6∈ Nk (v), we have d(u, p(u)) ≤ d(u, v 0 ) and
d(v, p(v)) ≤ d(v, u0 ). In addition, since d(u, v) = d(u, u0 ) + w(u0 , v 0 ) + d(v 0 , v), we have
d(u, v 0 ) + d(v, u0 ) = d(u, u0 ) + w(u0 , v 0 ) + d(v, v 0 ) + w(u0 , v 0 ) = d(u, v) + w(u0 , v 0 ).
This implies that
1
min{d(u, p(u)), d(v, p(v))} ≤ min{d(u, v 0 ), d(v, u0 )} ≤ (d(u, v) + w(u0 , v 0 )).
2
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Case 1:
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Case 2:
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Case 3:
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Figure 4.1: There are 3 cases, the first is that u0 or v 0 are in Nk (u) ∩ Nk (v). The second is that
there is a vertex w ∈ P \ (Nk (u) ∪ Nk (v)) and the last where there is an edge of P between u0
and v 0 .

Assume w.l.o.g that d(u, p(u)) ≤ d(v, p(v)), then
d(u, p(u)) + d(p(u), v) ≤ d(u, p(u)) + d(u, p(u)) + d(u, v) ≤ 2d(u, v) + w(u0 , v 0 ) ≤ 2d(u, v) + W.
Since we compute the value d(u, p(u)) exactly, and approximate the value d(p(u), v) within a
(1 + ) factor, the final estimate is δ(u, v) ≤ (2 + 2)d(u, v) + (1 + )W. Choosing 0 = 2 completes
the proof.

Conclusion.

From Lemmas 4.23 and 4.24, we get the following.

Theorem 4.25. There is a deterministic (2 + , (1 + )W )-approximation algorithm for weighted
2
APSP in the Congested Clique model that takes O( log n ) rounds.
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4.4.3

Exact Single-Source Shortest Paths

We show that our distance tools allow to get a faster algorithm for exact SSSP in undirected
e 1/3 )-round algorithm [CHKK+ 19]. The algorithm
weighted graphs, improving the previous O(n
is very simple, and is based on ideas used in [Nan14, Elk17a, SS99]. We start by computing the
distances to the vertices in Nk (v) for all v ∈ V using our k-nearest algorithm. Then, we add
to the graph all the edges {{u, v}|u ∈ V, v ∈ Nk (u)} with the weights d(u, v) computed by the
algorithm, which results in a new graph G0 . G0 is called the k-shortcut graph or k-shortcut
hopset in [Nan14, Elk17a], and it is proved in [Nan14] that the shortest path diameter of G0 is
O(n/k). I.e., for any pair of vertices u, v there is a shortest path between u and v of hop-distance
at most O(n/k) in G0 .
Lemma 4.26. (Theorem 3.10 in [Nan14]) The shortest path diameter of G0 is smaller than
4n/k.
Now, to compute SSSP from a certain vertex we just run the classic Bellman-Ford algorithm
[Bel58, FJ56] in the graph G0 which takes O(n/k) rounds in a graph with shortest path diameter
O(n/k), even in the more restricted Congest model (see e.g., [Nan14]). To optimize the
2/3 ) = O(n
e
e 1/6 ) rounds
complexity, we choose k = n5/6 . Now, finding the k-nearest takes O(k/n
by Theorem 4.5, and the Bellman-Ford exploration takes O(n1/6 ) rounds, proving the following.
Theorem 4.27. There is a deterministic algorithm for exact SSSP in undirected weighted graphs
e 1/6 ) rounds in the Congested Clique model.
that takes O(n

4.5

(1 + , β)-Emulators

In this section we discuss our near-additive emulator construction. Later, in Section 4.6, we use
our near-additive emulator to get poly(log log n)-round approximate shortest paths algorithms
in unweighted graphs.

4.5.1

1

Warm-up: (1 + , Θ( 1 ))-Emulator with Õ(n1+ 4 ) Edges

To illustrate the intuition behind our algorithm, we start by describing a simplified variant with
1
Õ(n1+ 4 ) edges. The construction samples two random sets S1 , S2 as follows: S1 is a random set
1
of size O(n3/4 ), defined by adding each vertex to S1 with probability n1/4
, and S2 is a random
1
1/4
set of size O(n ) defined by adding each vertex of S1 to S2 with probability n1/2
. We add to
the emulator the following (possibly weighted) edges:
1. All edges adjacent to low-degree vertices of degree at most n1/4 log n. In addition, each
vertex of degree at least n1/4 log n adds an edge to a neighbour in S1 , which exists w.h.p,
as S1 is a random set of size n3/4 .
2. Vertices v ∈ S1 consider their ball B(v, δ, G) of radius δ = 1 + 2 around v. If this ball has
√
at most n log n vertices from S1 , v adds an edge to each of them. Otherwise, w.h.p, this
ball has a representative from S2 , and v adds a weighted edge to it.
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3. The vertices in S2 add edges to all the vertices.
Each edge {u, v} added to the emulator has a weight of dG (u, v). Note that in Line 1 each
√
vertex adds at most n1/4 log n edges. In Line 2, each vertex of S1 adds at most n log n edges,
1
1
as |S1 | = O(n3/4 ) is sums up to Õ(n1+ 4 ) edges. Finally, in Line 3, we add at most O(n1+ 4 )
1
edges as |S2 | = n1/4 . Hence, in total the emulator has Õ(n1+ 4 ) edges.
Stretch analysis. We next sketch the stretch analysis. Let u, v ∈ V such that π(u, v) is the
shortest u − v path. If π(u, v) only contains low degree vertices it is contained in the emulator.
Otherwise, π(u, v) has at least one vertex w with degree at least n1/4 log n. As S1 is a random set
of size O(n3/4 ), then w has a neighbour s ∈ S1 . There are 2 options for s, either it adds edges to
all vertices from S1 of radius δ = 1 + 2 around it, or it adds one edge to a vertex in S2 at distance
at most δ. In the first case, we say that w is 1-clustered and in the second case we say that w is
2-clustered. We break into cases according to this. The case that w is 2-clustered is actually
easy, as in this case there is a vertex from S2 at distance Θ( 1 ) from π(u, v), since we added
edges between all vertices to vertices in S2 , it follows that the emulator has a u − v path with
additive stretch Θ( 1 ). The more interesting case is that all high-degree vertices are 1-clustered,
in this case we can break the path to sub-paths of length 1 and show that in each of them we
get an additive +4 stretch. The intuition is that if we take the first and last high degree vertices
in each such sub-path, the emulator has a short path between them since their neighbours in
S1 have an edge between them. As π(u, v) has d(u, v) segments of length 1 , this results in a
(1+4, 4)-stretch overall, where the last additive term is for the case that d(u, v) < 1 . If we sum up
over all cases, we get a stretch of (1+4, Θ( 1 )). By rescaling of  we can get a (1+, Θ( 1 )) stretch.

4.5.2

Algorithm for (1 + , β)-Emulators

We next describe an algorithm that builds an emulator of size O(n log log n) edges and stretch
n log log n
of (1 + , O( log log
)
). Later we show a variant of the algorithm that can be efficiently

implemented in the Congested Clique.
Let ∅ = Sr+1 ⊂ Sr ⊂ Sr−1 . . . ⊂ . . . S1 ⊂ S0 = V be random subsamples of vertices, such
that
Si ← Sample(Si−1 , pi ) for every i ∈ {1, . . . , r},
where pi = n−

2i−1
2r

1

for 1 ≤ i ≤ r − 1, and pr = n− 2r .2

For i ∈ {0, . . . , r}, we define the values Ri , δi . Intuitively, δi is a radius such that vertices
in Si consider the ball of radius δi around them, and add edges to certain vertices there, and
Ri would bound the distance between certain vertices to the closest vertex in Si . The values
P
1
Ri , δi are defined as follows. R0 = 0, Ri = i−1
j=0 δj , where δi = i + 2Ri . For every i ∈ {0, . . . , r},
define s ∈ Si to be i-dense if
B(s, δi , G) ∩ Si+1 6= ∅,
2

The definition of pr would be useful for the Congested Clique implementation, for other purposes it is
possible to define it in the same way as the other pi values.
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Case 1:

𝑤
𝑢

𝑣

𝑠 ∈ 𝑆1

𝑑(𝑠 ′ , 𝑣)

≤𝜹

𝑑(𝑠 ′ , 𝑢)

𝜹

𝑠

𝑠′

𝑠′ ∈ 𝑆2
Case 2:

𝑢

𝑎

1/𝜖

1/𝜖

1/𝜖

𝑏

𝜹

𝑣

𝑠𝑎
𝑠𝑎 ∈ 𝑆1

𝑠𝑏 ∈ 𝑆1

+4

+4

𝑠𝑏

Figure 4.2: Illustration of the stretch analysis. In the first case there is a 2-clustered vertex
w ∈ π(u, v), which implies there is a vertex in S2 close-by. In the second case, all high-degree
vertices in π(u, v) are 1-clustered. Here, we break the path into segments of length 1/, and in
each one of them get a +4 additive stretch.

and otherwise it is i-sparse. The emulator includes edges from each i-sparse vertex s ∈ Si to all
vertices in Si of distance at most δi , and one edge from each i-dense vertex s ∈ Si to a vertex in
Si+1 of distance at most δi .
For each vertex v and i ∈ {0, . . . , r}, we define ci (v) to be a vertex in Si of distance at most
Ri from v if such exists. ci (v) is defined inductively as follows. Set c0 (v) = v. The vertex ci+1 (v)
exists only if ci (v) exists and is i-dense. In this case, we define ci+1 (v) to be the closest vertex
to ci (v) in B(ci (v), δi , G) ∩ Si+1 , such vertex exists since ci (v) is i-dense. We say that a vertex
is i-clustered if ci (v) exists. In particular, all vertices are 0-clustered, and each i-clustered vertex
is also i0 -clustered for any 0 ≤ i0 ≤ i.
The edges of the emulator. For every v ∈ Si \ Si+1 , we add to the emulator H the following
edges:
• If v is i-dense, we add one edge to ci+1 (v).
• If v is i-sparse, we add edges to all vertices u ∈ B(v, δi , G) ∩ Si .
For each edge {u, v} added to the emulator, its weight is the weight of the shortest u − v path
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in G. Note that each vertex is exactly in one of the sets Si \ Si+1 , hence it adds edges only once
in the process. We next show that the distance between v and ci (v) in the emulator is indeed at
most Ri .
Claim 4.28. Every i-clustered vertex v is connected to ci (v) in the emulator by a path of at
most i edges and of total weight at most Ri .
Proof. The proof is by induction. For i = 0, it holds that c0 (v) = v, hence the claim clearly
holds. Assume it holds for i, and we prove it for i + 1. Let v be an (i + 1)-clustered vertex,
then v is also i-clustered, and from the induction hypothesis, a path of total weight at most
Ri between v and ci (v) exists in the emulator, and the path has at most i edges. Since v is
(i + 1)-clustered, then ci (v) is i-dense. One case it that ci (v) ∈ Si+1 , in this case ci+1 (v) = ci (v),
hence the claim clearly holds. Otherwise, ci (v) ∈ Si \ Si+1 , and since ci (v) is i-dense it adds an
edge to a vertex in Si+1 of distance at most δi . By the definition, this vertex is ci+1 (v). Hence,
there is a path of at most i + 1 edges in the emulator between v and ci+1 (v) of weight at most
P
Pi
Ri + δi = i−1
j=0 δj + δi =
j=0 δj = Ri+1 , as needed.
Size analysis
We next bound the size of the emulator, we need the following claims.
Claim 4.29. For 0 ≤ i < r, it holds that Si is of size n1−

2i −1
2r

in expectation.

Proof. The proof is by induction. For i = 0, it holds that |S0 | = |V | = n = n1−

20 −1
2r

i
− 22r

holds for i, and we will prove it for i + 1. By definition, Si+1 ← Sample(Si , n
expected size of Si+1 is
n1−

2i −1
2r

2i

· n− 2r = n1−

2i −1+2i
2r

Claim 4.30. Each vertex is in Sr with probability

= n1−

2i+1 −1
2r

.

√1 .
n

Proof. By the choice of parameters, a vertex is in Sr with probability
r
Y
i=1

pr = pr ·

r−1
Y

n−

2i−1
2r

1

= pr ·
n

i=1

2i−1
i=1 2r

Pr−1

1

Since pr = n− 2r , this probability is equal to
1

n − 2r
n

2r−1 −1
2r

1

=
n

2r−1
2r

pr

=

1
=√ .
n

√
Claim 4.31. Sr is of size O( n) w.h.p.
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n

2r−1 −1
2r

.

. Assume it

). Hence, the

Proof. By Claim 4.30, each vertex is in Sr with probability √1n . Also, by definition of the
sampling process, each vertex is sampled independently of other vertices. The expected
size of
√
δ2 n
√
√
Sr is clearly n. From a Chernoff bound, we get that P r[Sr > (1 + δ) n] ≤ e− 2+δ for any
√
δ > 0. Choosing δ = 1 shows that |Sr | ≤ 2 n w.h.p.
We next show the following.
2i

Claim 4.32. For any 0 ≤ i < r, each vertex s ∈ Si \ Si+1 adds at most O(n 2r ) edges to the
emulator in expectation.
1
Proof. We will show that a vertex s ∈ Si \Si+1 adds O( pi+1
) edges to the emulator in expectation.

As for 0 ≤ i < r − 1, we have
claim follows.

1
pi+1

2i

= n 2r , and for i = r − 1, we have

1
pr

1

= n 2r < n

2r−1
2r

, the

1
Let x = pi+1
. By definition, Si+1 is sampled from Si with probability pi+1 = x1 . Hence,
intuitively, vertices s ∈ Si with |B(s, δi , G) ∩ Si | ≥ x would have vertex from Si+1 at distance δi
and would only add one edge to the emulator, other vertices in Si would only add at most x edges
to the emulator. We next formalize this intuition. Let s ∈ Si \ Si+1 . If |B(s, δi , G) ∩ Si | ≤ x,
then s adds edges to at most x vertices as needed. Assume now that |B(s, δi , G) ∩ Si | = αx for
α > 1. The probability that no vertex from B(s, δi , G) is sampled for Si+1 is (1 − x1 )αx , in this
case it adds to the emulator αx edges in iteration i, and otherwise it adds one edge. Hence, the
expected number of edges added by s is bounded by 1 + αx(1 − x1 )αx . Since (1 − x1 )αx goes to
1
α
eα and eα < 1, the expected number of edges is O(x).
1

Lemma 4.33. The emulator H has O(r · n1+ 2r ) edges in expectation.
2i −1

Proof. By Claim 4.29, for 0 ≤ i < r, Si is of size n1− 2r in expectation, and by Claim 4.32,
2i
each vertex s ∈ Si \ Si+1 for 0 ≤ i < r adds O(n 2r ) edges to the emulator in expectation. Hence,
for 0 ≤ i < r, the expected number of edges added by all the vertices of Si \ Si+1 is bounded by
O(n1−

2i −1
2r

2i

· n 2r ) = O(n1+

1−2i +2i
2r

1

) = O(n1+ 2r ).

√
For i = r, since Sr is of size O( n) w.h.p by Claim 4.31, even if all vertices of Sr add edges to
all vertices of Sr this adds at most O(n) edges to the emulator w.h.p. Summing over all i, gives
1
a total of O(r · n1+ 2r ) edges in expectation.
Stretch analysis
The stretch analysis appears in Lemma 4.38. To prove it, we need the following technical claims.
We start by bounding the value of Ri .
Claim 4.34. Ri =

Pi−1

1
j=0 j

· 3i−1−j .
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Proof. The proof is by induction, for i = 0 it holds trivially. Assume it holds for i − 1, and we
prove it holds for i.
Ri =

i−1
X
j=0

j−1
i−1
i−1
X
X
X
1 j−1−`
1
1
δi =
( j + 2Rj ) =
( j +2
·3
).


`
j=0

j=0

P 0 −1 1 j 0 −1−`
In the sum j`=0
·3
, we will get the term
`
0
when j ≤ j − 1. This gives,
Ri =

i−1
X

3

j 0 −j−1

=

j 0 =j+1

i−1
X

1
3j+1

0

· 3j −1−j when ` = j, this can only happen

i−1
i−1
X
X
1
0
(1
+
2
3j −j−1 ).
j

0
j=0

Now

1
j

`=0

j =j+1

0

3j =

j 0 =j+1

1
3j+1

·

3j+1 (3i−j−1 − 1)
3i−j−1 − 1
=
.
2
2

This gives,
i−1
i−1
X
X
3i−j−1 − 1
1 i−j−1
1
(1 + 2 ·
)=
·3
.
Ri =
j
2
j
j=0

j=0

Claim 4.35. Let 0 <  < 61 , then Ri ≤

2
.
i−1

Proof.
Ri =

i−1 i−1−j
X
3
j=0

j

i−1

=3

i−1
X
j=0

1
= 3i−1 ·
(3)j

1
−1
(3)i
1
3 − 1

i−1

≤3

·

1
(3)i
1
3 (1

− 3)

≤

3i−1
2
≤ i−1 .
i−1
(3) (1 − 3)


We next define a value βi , that would give a bound on the additive stretch of paths of
P
i-clustered vertices in Lemma 4.38. It is defined as follows. Define β0 = 0, βi = 4 ij=1 2i−j Rj .
Claim 4.36. 4Ri + 2βi−1 = βi .
Proof.
4Ri + 2βi−1 = 4Ri + 2(4

i−1
X

2

i−1−j

Rj ) = 4Ri + 4

j=1

Claim 4.37. Let 0 <  <

1
10 ,

then βi ≤

i−1
X

2

i−j

j=1

Rj = 4

i
X

2i−j Rj = βi .

j=1

10
.
i−1

P
Proof. For i = 0, this clearly holds. Otherwise, βi = 4 ij=1 2i−j Rj . From Claim 4.35, we have
2
Rj ≤ j−1
. This gives,
i
i
X
X
2
1
βi ≤ 4
2i−j j−1 = 4 · 2i
.

(2)j−1
j=1

j=1
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In addition,

Pi

1
j=1 (2)j−1

=

Pi−1

1
j=0 (2)j

βi ≤

=

1
−1
(2)i
1
−1
2

≤

1
(2)i
1
(1−2)
2

=

1
.
(2)i−1 (1−2)

This gives,

4 · 2i
8
10
≤ i−1
≤ i−1 .
i−1
(2) (1 − 2)
 (1 − 2)


Let π(u, v) be any shortest u − v path. We denote by dH (u, v) the distance between u and v
in the emulator, and by d(u, v) the distance between them in G.
Lemma 4.38. Assume that all the vertices in π(u, v) are at most i-clustered, except maybe one
that is j-clustered for j > i, then dH (u, v) ≤ (1 + 20i)d(u, v) + βi .
Proof. The proof is by induction. If i = 0, all the vertices in π(u, v) are at most 0-clustered,
except maybe one. As all vertices that are at most 0-clustered are 0-sparse and add all their
adjacent edges to the emulator, it holds that all the edges of π(u, v) are taken to the emulator.
Hence, dH (u, v) = d(u, v). Assume that the claim holds for i − 1, and we show that it holds for i.
Case 1: π(u, v) has length at most 1i . If there is only one vertex in π(u, v) that is j-clustered
for j ≥ i, then the claim follows from the induction assumption. Hence, we focus on the case that
there are at least two i-clustered vertices in π(u, v). Denote the first and last such vertices by u0
and v 0 respectively. From Claim 4.28, for every i-clustered vertex w, the distance in the emulator
between w and ci (w) ∈ Si is at most Ri . Hence, dH (u0 , ci (u0 )) ≤ Ri and dH (v 0 , ci (v 0 )) ≤ Ri .
Since d(u0 , v 0 ) ≤ 1i , it follows that
d(ci (u0 ), ci (v 0 )) ≤ d(ci (u0 ), u0 ) + d(u0 , v 0 ) + d(v 0 , ci (v 0 )) ≤ d(u0 , v 0 ) + 2Ri ≤

1
+ 2Ri .
i

Also, from the statement of the claim at least one of u0 , v 0 is at most i-clustered. Assume w.l.o.g
that this is u0 . This means that ci (u0 ) adds edges to all vertices of Si at distance at most
δi = 1i + 2Ri , and in particular there is an edge between ci (u0 ) and ci (v 0 ) in the emulator of
weight at most d(u0 , v 0 ) + 2Ri . It follows that
dH (u0 , v 0 ) ≤ dH (u0 , ci (u0 ))+dH (ci (u0 ), ci (v 0 ))+dH (ci (v 0 ), v 0 ) ≤ Ri +d(u0 , v 0 )+2Ri +Ri = d(u0 , v 0 )+4Ri .
Now, the subpaths of π(u, v) between u and u0 and between v 0 and v are also shortest paths
π(u, u0 ), π(v 0 , v), which have only one vertex that is j-clustered for j ≥ i. Hence from the
induction hypothesis,
dH (u, u0 ) ≤ (1 + 20(i − 1))d(u, u0 ) + βi−1 ,
dH (v 0 , v) ≤ (1 + 20(i − 1))d(v 0 , v) + βi−1 .
Combining it all, we get that
dH (u, v) ≤ dH (u, u0 ) + dH (u0 , v 0 ) + dH (v 0 , v) ≤ (1 + 20(i − 1))d(u, v) + 4Ri + 2βi−1 .
From Claim 4.36, we get
dH (u, v) ≤ (1 + 20(i − 1))d(u, v) + βi ,
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which concludes the proof for this case.
Case 2: π(u, v) has length greater than 1i . Here we divide π(u, v) to subpaths of length
exactly b 1i c, except maybe one of length at most b 1i c. In each of these subpaths we can follow
the analysis from Case 1 and get a stretch of (1 + 20(i − 1), βi ) for the subpath. From Claim
10
10
4.37, βi ≤ i−1
. Hence, for each subpath of length b 1i c we add at most additive stretch of i−1
.
1
1
1
1
i
As  ≤ 2 , we have that b i c ≥ i − 1 ≥ 2i . Hence, there are at most d(u, v) · 2 subpaths of
10
length exactly b 1i c. As each one of them adds an additive stretch of at most i−1
, this adds at
10
i
most i−1 · d(u, v) · 2 = 20d(u, v) to the total stretch. The last subpath of length at most b 1i c
adds βi to the additive stretch. In total we get
dH (u, v) ≤ (1 + 20(i − 1))d(u, v) + 20d(u, v) + βi ≤ (1 + 20i)d(u, v) + βi ,
which completes the proof.

(1 + 20𝜖 𝑖 − 1 , 𝛽𝑖−1 )
𝑢′

1
𝑑(𝑢, 𝑣) ≤ 𝑖
𝜖

𝑣′

𝑣

𝑢

≤ 𝑅𝑖

𝑐𝑖 (𝑢′) ∈ 𝑆𝑖

1/𝜖 𝑖

𝑑 𝑢, 𝑣 >

1
𝜖𝑖

(1 + 20𝜖 𝑖 − 1 , 𝛽𝑖−1 )

≤ 𝑅𝑖

𝑐𝑖 (𝑣 ′ ) ∈ 𝑆𝑖

1/𝜖 𝑖

≤ 1/𝜖 𝑖
𝑣

𝑢
(1 + 20𝜖 𝑖 − 1 , 𝛽𝑖 )

(1 + 20𝜖 𝑖 − 1 , 𝛽𝑖 )

(1 + 20𝜖 𝑖 − 1 , 𝛽𝑖 )

Figure 4.3: Illustration of the stretch analysis.

Conclusion.

The analysis in previous sections gives the following.

Theorem 4.39. Let G be an unweighted undirected graph, and let 0 <  < 1, there is a
1
randomized algorithm that builds an emulator H with O(r · n1+ 2r ) edges in expectation, and
stretch of (1+, O( r )r−1 ). For the choice r = log log n, we have O(n log log n) edges in expectation
n log log n
and stretch of (1 + , O( log log
)
).
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1

Proof. From Lemma 4.33, the emulator has O(r · n1+ 2r ) edges in expectation, and from Lemma
4.38, for all pairs of vertices the stretch is at most (1+20r)d(u, v)+βr , as all vertices are at most r10
clustered. Let 0 = 20r. Since βr ≤ r−1
by Claim 4.37, we have βr ≤ 010r−1 = O( r0 )r−1 , which
( 20r )

gives a stretch of (1+0 , O( r0 )r−1 ). For the specific choice of r = log log n, we have that the number
of edges is O(log log n · n

4.5.3

1+ log1 n

n log log n
) = O(n log log n), and the stretch is (1 + 0 , O( log log
)
).
0

Constructing Emulators in the Congested Clique

We next explain how to implement the algorithm from Section 4.5.2 efficiently in the Congested
Clique model. This algorithm is composed of two parts, first we sample the sets Si , and then
each vertex v ∈ Si looks at a certain δi -neighbourhood around it and adds edges to certain
vertices there. The sampling is a completely local task that can be simulated locally by each
vertex. For the second part, we focus first on vertices that are in Si \ Si+1 for i < r. Such
vertices are either i-sparse, in which case they add edges to all vertices in Si in radius δi , or
are i-dense in which case they add one edge to the closest vertex from Si+1 . To implement it
we use the (k, d)-nearest algorithm. The intuition is simple. If the δi -neighbourhood around
a vertex v ∈ Si \ Si+1 has at most n2/3 vertices, running the (k, d)-nearest algorithm with
k = n2/3 , d = δi actually allows v to learn its entire δi -neighbourhood and simulate the algorithm.
If, on the other hand, the δi -neighbourhood around v has more than n2/3 vertices, then since Sr
√
is a random set of O( n) vertices, the δi -neighbourhood of v contains a vertex from Sr w.h.p.
As Sr ⊆ Si+1 , it follows that v is i-dense, and only needs to add one edge to the closest vertex
from Si+1 . Running the (k, d)-nearest algorithm allows to learn the distance to this vertex.
To summarize, all vertices not in Sr can actually add all their adjacent edges to the emulator
using the (k, d)-nearest algorithm.
To deal with vertices in Sr we use a different approach. Note that since Sr+1 = ∅, all the
vertices in Sr are r-sparse and should add edges to all vertices in Sr in their δr -neighbourhood.
However, this neighbourhood may be large, and there is no clear way to learn the whole
√
neighbourhood. Here we exploit the fact that Sr is of size O( n), so we only need to compute
√
distances to at most O( n) vertices. We show that using the source detection algorithm and
the bounded hopset we can compute approximations to all these distances efficiently. Using
the hopset is crucial to get a poly(log δr ) = poly(log log n) complexity, instead of a much higher
O(δr ) complexity.
We next describe the algorithm in detail, and explain the changes needed in the analysis
since we compute only approximations to distances in the final stage.

Sampling the sets Si
We sample the sets Si exactly as described in Section 4.5.2, this is a local process computed by
each vertex. For a vertex v, let iv be the maximum index i such that v ∈ Si . At the end of the
sampling, each vertex sends one message to all other vertices with the index iv .
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Adding edges to the emulator
To describe the algorithm, we need the following definitions. For a vertex v, let Bv = B(v, δiv , G).
We say that v is heavy if |Bv | > n2/3 and otherwise it is light. Let Nk,δiv (v) be a set of k = n2/3
closest vertices to v of distance at most δiv . Note that if v is heavy, there are at least n2/3
vertices in the δiv -neighbourhood of v. Since Sr contains each vertex with probability √1n , we
have the following.
Claim 4.40. For all heavy vertices v, there is a vertex in Nk,δiv (v) ∩ Sr w.h.p for k = n2/3 .
Proof. If v is heavy, then |Bv | > n2/3 , this means that there are more than n2/3 vertices at
distance at most δiv from v, and hence |Nk,δiv (v)| = n2/3 . By Claim 4.30, each vertex is in Sr with
2

√

probability √1n . Hence, the probability that Nk,δiv (v) ∩ Sr = ∅ is (1 − √1n )n 3 ≤ (1 − √1n ) nc ln n ≤
e−c ln n ≤ n1c where c can be any constant. Using union bound, we get that w.h.p for all heavy
vertices v, there is a vertex in Nk,δiv (v) ∩ Sr .
We will show that for each vertex with iv < r, we can add all the adjacent edges to the
emulator by just learning the (k, d)-nearest vertices, and for vertices in Sr we will use the
bounded hopsets to get approximations to the distances.
Claim 4.41. All the edges of the emulator with at least one endpoint in V \ Sr can be added to
the emulator with correct distances in O(log2 δr ) rounds w.h.p.
Proof. To implement the algorithm, we compute the (k, d)-nearest for k = n2/3 , d = δr , which
takes O(log2 δr ) time by Theorem 4.6. Let Nk,d (v) be the set of k closest vertices of distance at
most d to v computed by the algorithm. Let v 6∈ Sr , and let iv be the maximum index such that
v ∈ Si . If v is light |Bv | = |B(v, δiv , G)| ≤ n2/3 . Since δiv ≤ δr = d, it follows that Bv ⊆ Nk,d (v).
Hence, v already knows the distances to all vertices in Bv , and since it also knows which of them
belong to each set Si , it can add all the relevant edges to vertices in Bv ∩ Si , as follows. Since v
computed the set Bv , it knows whether Bv ∩ Si+1 6= ∅, in this case it is i-dense, and adds an
edge to the closest vertex in Bv ∩ Si+1 . Otherwise, it is i-sparse, and adds edges to all vertices
in Bv ∩ Si .
We next consider the case that v is heavy. Then, by Claim 4.40, there is a vertex u ∈
Nk,δiv (v) ∩ Sr w.h.p. Now v knows the distances to all vertices in Nk,d and in particular to u.
Also, u ∈ Sr ⊆ Si+1 , which means that v is i-dense. Hence, v only needs to add one edge to
ci+1 (v) which is the closest vertex from Si+1 , since v knows the distance to u and also to all
other vertices strictly closer than u, it can add the relevant edge as needed.
Claim 4.42. All the edges in the emulator with two endpoints in Sr can be added to the emulator
2
with (1 + 0 )-approximate distances in O( log0 δr ) rounds w.h.p.
Proof. Vertices in Sr should add edges to all vertices in Sr of distance at most δr . For this, we
2
start by running the bounded hopset algorithm with t = δr , which takes O( log0 δr ) time and
t
constructs a (β, 0 , t)-hopset H 0 with β = O( log
0 ) by the randomized construction in Theorem
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4.9. By definition, for all pairs of vertices u, v of distance at most t there is a β-hop path
in G ∪ H 0 of length at most (1 + 0 )dG (u, v). To learn about those paths we run the (S, d)t
source
detection
on the graph G ∪ H 0 with S = Sr , d = β = O( log
0 ) which takes
 algorithm


√
n2/3 n1/3
O
+ 1 log0δr = O( log0δr ) time w.h.p by Theorem 4.7, as the size of Sr is O( n) w.h.p
n
by Claim 4.31. This gives (1 + 0 )-approximations for the distances to all sources in Sr of distance
at most δr as needed, and hence all vertices in Sr can add all the relevant edges to the emulator
2
with approximate distances. The overall time complexity is O( log0 δr ) rounds from constructing
the hopsets.
To conclude, we have the following.
2

Lemma 4.43. The time complexity of the algorithm is O( log0 δr ) rounds w.h.p.
Proof. Sampling the sets Si and informing all vertices about it takes one round, adding edges to
2
the emulator takes O( log0 δr ) rounds w.h.p by Claims 4.41 and 4.42.
Analysis and conclusion
Since we compute only approximations to distances of edges with both endpoints in Sr , this
changes slightly the stretch analysis in the final stage, we next elaborate on the changes. This
2
1
gives a (1 + , β) emulator with O(r · n1+ 2r ) edges in O( log β ) rounds, where β = O( r )r−1 . Later
n
we focus mostly on the case that r = log log n. In this case, log β = O(log log n · log log log
). If 

2
log β
2
is constant we get that a complexity of O(  ) is roughly O((log log n) ).
Theorem 4.44. Let G be an unweighted undirected graph, let 0 <  < 1 and let r ≥ 2 be an
1
integer, there is a randomized algorithm that builds an emulator H with O(r · n1+ 2r ) edges in
2
expectation, and stretch of (1 + , β), in O( log β ) rounds w.h.p, where β = O( r )r−1 . For the
n log log n
)
.
choice r = log log n, we have O(n log log n) edges in expectation, and β = O( log log

Proof. The proof mostly follows the stretch analysis and conclusion in previous sections, here we
only focus on the differences since we only approximated some of the distances. Note that for
all edges with one endpoint outside Sr , we computed the correct distances. In particular, Claim
4.28 still holds, since it is only based on edges added by i-dense vertices in Si \ Si+1 , which
only happens in iterations i < r. Also, Lemma 4.38 still holds for i < r, the only difference
is for i = r. Since we computed (1 + 0 )-approximations to the distances between vertices in
Sr , it changes slightly the constants in the analysis for the case i = r. Now, for r-clustered
vertices u0 , v 0 , we have that dH (cr (u0 ), cr (v 0 )) ≤ (1 + 0 )(d(u0 , v 0 ) + 2Rr ) (previously we had
dH (cr (u0 ), cr (v 0 )) ≤ d(u0 , v 0 ) + 2Rr ). This gives dH (u0 , v 0 ) ≤ (1 + 0 )d(u0 , v 0 ) + (4 + 20 )Rr . If we
choose 0 = 20(r − 1) (assuming r > 1), we get that only constants in the analysis are changed.
Specifically, in Case 1 of the proof of Lemma 4.38 for the case i = r, we get that
dH (u, v) ≤ (1 + 20(r − 1))d(u, v) + 4Rr + 2βr−1 + 20 Rr .
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The only difference from before is the additional 20 Rr term in the stretch. As βi = 4Ri + 2βi−1
by Claim 4.36 and 0 < 1, we have that 20 Rr < βr , which bounds the stretch in Case 1 with
(1 + 20(r − 1), 2βr ). Case 2 now follows the original proof, with the change that we replace βr
with 2βr . This gives a bound of (1 + 40r, 2βr ) on the stretch in Case 2.
Now we can follow the proof of Theorem 4.39 with slightly different constants to get the
0
same parameters for the emulator. As we chose 0 = 20(r − 1), we have  = O( r ), which gives
1
βr = O( r0 )r−1 . The number of edges is O(rn1+ 2r ) in expectation as before. We now bound δr .
0
2
As δr = 1r + 2Rr , and Ri ≤ i−1
by Claim 4.35, we have δr = O( 1r ). Also, as  = O( r ), we have
δr = O( r0 )r .
The total stretch for any two vertices is bounded by the stretch in the case i = r which is
bounded by (1 + 40r, 2βr ) as discussed above. Since we have 0 = 20(r − 1), we have 40r ≤ 40
for r ≥ 2. This bounds the total stretch with (1 + 40 , O( r0 )r−1 ). Choosing 00 = 40 , gives a
2
stretch of (1 + 00 , O( r00 )r−1 ). By Lemma 4.43, the time complexity of the algorithm is O( log0 δr )
rounds w.h.p. Since βr = O( r00 )r−1 , δr = O( r00 )r , and 00 = O(0 ) we have that a complexity of
2
2
O( log0 δr ) is also equal to O( log00βr ).
A variant that works w.h.p
In the algorithm described above, the number of edges is O(n log log n) in expectation. For our
applications, it would be useful to have this number of edges w.h.p, we next describe a variant
that obtains this.
1
By the proof of Lemma 4.33, all vertices not in Sr add O(rn1+ 2r ) edges to the emulator
√
in expectation. In addition, by Claim 4.31, the size of Sr is O( n) w.h.p, which means that
|Sr |2 = O(n) w.h.p, hence the number of edges added between vertices in Sr is at most O(n)
w.h.p. Also, from Claim 4.40, for all heavy vertices v, there is a vertex in Nk,δiv (v) ∩ Sr w.h.p.
We would like to find a run where all the above events hold. From Markov’s inequality, we have
1
that with constant probability the number of edges added by all vertices not in Sr is O(rn1+ 2r ),
since the other events hold w.h.p, we have that with constant probability all the above events
hold. Hence, if we run the algorithm for O(log n) times in parallel, w.h.p we have a run where
1
all events hold. In such a run the total number of edges in the emulator is O(rn1+ 2r ). We next
explain how to implement the parallel runs efficiently. For this, we show how to identify a run
where all 3 events hold.
Claim 4.45. In O(log2 δr + log log log n) rounds, we can find w.h.p a run of the algorithm where
√
1
the number of edges added by vertices not in Sr is O(rn1+ 2r ), the size of Sr is O( n) and for
all heavy vertices v, there is a vertex in Nk,δiv (v) ∩ Sr .
Proof. As discussed above, if we run the algorithm O(log n) times, then w.h.p we will have a
run that satisfies the above. We next explain how to find it. The first part of the algorithm is to
sample the sets Si , this is done by all vertices locally, and we now let all vertices simulate this
sampling for O(log n) different independent runs of the algorithm. At the end of the sampling,
each vertex v should inform all other vertices, the index i where v ∈ Si \ Si+1 , since i ≤ log log n,
this number can be represented in O(log log log n)-bits, and hence to send all the O(log n) values
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for the different runs, we only need O(log log log n) rounds, as the size of messages in each round
is O(log n).
Next, we run the (k, d)-nearest algorithm with k = n2/3 , d = δr . As explained in the proof
of Claim 4.41, this allows all vertices not in Sr to learn about all the edges they add to the
emulator. Note that we only need to run the (k, d)-nearest algorithm once, to simulate all the
runs. While the identity of the edges added to the emulator may change between runs, the only
relevant edges are to vertices in the (k, d)-nearest, and the choice of the edges depends on the
sets Si that vertices belong to, and all vertices already know which vertices are in which set for
each one of the runs. In addition, since all vertices know which vertices are in Sr , they can check
√
locally if |Sr | = O( n). For the last event, since vertices computed the (k, d)-nearest, each
heavy vertex v knows if there is a vertex in in Nk,δiv (v) ∩ Sr .
Now, to decide about the optimal run we choose O(log n) vertices, each one would be assigned
to evaluate one of the runs. For a particular run j, all vertices send to the vertex vj responsible
for run j, the number of edges they added to the emulator in run j, and if they are heavy, they
also inform whether Nk,δiv (v) ∩ Sr =
6 ∅ in run j. From the above information, vj can see if all 3
events hold for run j. At the end, all O(log n) vertices assigned for the runs let all vertices know
the total number of edges added to the emulator by vertices not in Sr , and whether the 2 other
events hold. Then, all vertices choose an optimal run to be the run with minimum number of
edges added, from the ones that satisfy all the events.
As computing the (k, d)-nearest takes O(log2 δr ) rounds, the total time complexity is
O(log2 δr + log log log n), and since we simulate O(log n) runs, w.h.p we find a run where all 3
events hold.
After we identify a run where all 3 events hold, all vertices know in which sets Si all vertices
are in this run, and from now on they can just run the whole algorithm (actually, since we
already computed the (k, d)-nearest, all vertices not in Sr already know which edges they add
to the emulator, so we only need to run the final stage of the algorithm to decide which edges
vertices in Sr add). This gives the following.
Theorem 4.46. Let G be an unweighted undirected graph, let 0 <  < 1 and let r ≥ 2 be an
1
integer, there is a randomized algorithm that builds an emulator H with O(r · n1+ 2r ) edges
2
w.h.p, and stretch of (1 + , β), in O( log β ) rounds w.h.p, where β = O( r )r−1 . For the choice
n log log n
r = log log n, we have O(n log log n) edges w.h.p, and β = O( log log
)
.


4.6
4.6.1

Shortest Paths in Unweighted Graphs
(1 + , β)-approximation for APSP

Using the emulator, we directly get a near-additive approximation for APSP, by building a
sparse emulator and letting all vertices learn it. This gives the following.
Theorem 4.47. Let 0 <  < 1, there is a randomized (1 + , β)-approximation algorithm for
2
unweighted undirected APSP in the Congested Clique model that takes O( log β ) rounds w.h.p,
n log log n
where β = O( log log
)
.
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2

Proof. First, we use Theorem 4.46 to build a (1 + , β)-emulator of size O(n log log n) in O( log β )
n log log n
rounds w.h.p, for β = O( log log
)
. By definition, the emulator contains a path with

(1 + , β) stretch for all pairs of vertices. Hence, to approximate APSP, we let all vertices learn
the emulator. This is done as follows. As the size of the emulator is O(n log log n) w.h.p, and
each vertex knows the edges adjacent to it in the emulator, we can use Lenzen’s routing [Len13]
to let one vertex v learn the whole emulator in O(log log n) rounds w.h.p. Then, in additional
O(log log n) rounds all vertices can learn it, as v can divide the edges of the emulator into n
parts of size O(log log n), send each one of them to one vertex, and then each vertex can send
this information to all other vertices in O(log log n) time, allowing that all vertices learn the
whole emulator.

4.6.2

(1 + )-approximation for Multi-Source Shortest Paths

We next show how to get (1 + )-approximation for SSSP or multi-source shortest paths as
√
long as the number of sources is O( n) in just poly(log log n) rounds in unweighted undirected
graphs. The idea is simple, for vertices that are far away, a (1 + , β)-approximation already
gives a (1 + )-approximation. So we just need to take care of close by vertices of distance around
O( β ) from each other, for this we can use the bounded hopset. We show the following.
Theorem 4.48. Let 0 <  < 1 and let G be an unweighted undirected graph, there is a
randomized (1 + )-approximation algorithm for multi-source shortest paths in the Congested
2
√
Clique model from a set of sources S of size O( n) that takes O( log β ) rounds w.h.p, where
n log log n
β = O( log log
)
.

2

n log log n
Proof. We use Theorem 4.46 to build a (1 + 2 , β)-emulator for β = O( log log
)
in O( log β )

rounds w.h.p. Since the size of the emulator is O(n log log n) w.h.p, all vertices can learn it in
O(log log n) rounds, as explained in the proof of Theorem 4.47.
2

log t
log t
0
Let t = 2β
 , we build a (h, , t)-hopset H , for h = O(  ) in O(  ) rounds using the
randomized algorithm in Theorem 4.9. This gives us h-hop paths with (1 + )-approximate
distances to all pairs of vertices of distance at most t. Then, we can run the (S, d)-source
detection algorithm to compute for each vertex the
 distances from
 S using
 paths ofhop


distance at most h in the graph G ∪ H 0 . This takes O

n2/3 |S|2/3
n

+1 h =O
√
rounds. In particular the complexity is O(h) = O( log t ) if |S| = O( n).

|S|2/3
n1/3

+1 h

For each pair of vertices {v, u} where u ∈ S, we evaluate the distance with the minimum
distance found throughout the computation, which can be either the distance between them
in the emulator or in the (S, d)-source detection algorithm. If d(u, v) ≤ t, then during the
(S, d)-source detection algorithm u and v learn (1 + )-approximate distance, as by definition,
the graph G ∪ H 0 has a h-hop path between u and v with (1 + )-approximate distance in this

case. Otherwise, d(u, v) ≥ t = 2β
 . In this case, the (1 + 2 , β)-emulator has a path between u
and v of distance at most (1 + 2 )d(u, v) + β ≤ (1 + 2 )d(u, v) + 2 d(u, v) ≤ (1 + )d(u, v). Hence,
we are guaranteed to find a (1 + )-approximation for the distance d(u, v).
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2
2
√
The time complexity is O( log β + log t ) for |S| = O( n) and t = 2β
 . Since β =
log log n log log n
log log n log log n+1
O(  )
, t can be bounded by O(  )
, and it is easy to see that log t =
log2 β
O(log β), hence the complexity is O(  ) w.h.p.

4.6.3

(2 + )-approximation for APSP

We showed how to get a (1+, β)-approximation for APSP, next we discuss a (2+)-approximation,
which gives a better approximation for short paths. As we showed before, for long paths of
length around t = Ω( β ), we already have a (1 + )-approximation from the emulator, so we need
to take care only of short paths of length at most t. We can get a (3 + )-approximation for these
paths by following the approach described in Section 4.4.2, restricted to short paths. Obtaining
a better approximation of (2 + ) is more challenging. The starting point of this algorithm is the
(2 + , (1 + )W )-approximation algorithm from Section 4.4.2. A close look at the analysis shows
that the only case where we do not obtain a (2 + )-approximation is when the shortest path
between u and v is composed of a path between u and u0 ∈ Nk (u) \ Nk (v), an edge between u0
and a vertex v 0 ∈ Nk (v) \ Nk (u) and a path between v 0 and v. If we add to the graph all the
edges between u and vertices in Nk (u) and between v and vertices in Nk (v), we have a shortest
path of length 3 between u and v in the new graph. Intuitively, we would like to use matrix
multiplication to learn about this path, but we cannot do this directly since this graph may be
dense. In particular, we have no bound on the degrees of u0 , v 0 . To overcome it, we sparsify the
graph.
At a high-level the algorithm starts by dealing with paths that have at least one high-degree
√
vertex of degree at least n log n. For such paths it is relatively easy to find a good approximation
e 3/2 ). Because of
using hitting set arguments. Then, we are left with a sparser graph of size O(n
this sparsity, we can afford to compute distances to a set A of size around n3/4 . This allows
us to simulate efficiently a similar idea to the one described above: the 3 matrices we want to
multiply are sparser now. We next describe the algorithm in detail, and show the following.
Theorem 4.49. Let 0 <  < 1, there is a randomized (2 + )-approximation algorithm for
2
unweighted undirected APSP in the Congested Clique model that takes O( log β ) rounds w.h.p,
n log log n
where β = O( log log
)
.

The algorithm
We next explain how the algorithm computes distances d(u, v) for different pairs of vertices.
We denote by t = 2β
 . We start with discussing the case that d(u, v) ≥ t, in all other cases we
assume that d(u, v) ≤ t.
Paths where d(u, v) ≥ t.
distances.

Here we use the emulator to get (1 + )-approximation for the

Claim 4.50. Let t = 2β
 . There is a randomized algorithm that computes (1 + )-approximation
for the distances d(u, v) for all pairs of vertices u, v with d(u, v) ≥ t. The algorithm takes
2
n log log n
O( log β ) rounds w.h.p, for β = O( log log
)
.
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Proof. We use Theorem 4.46 to build a (1 + 2 , β)-emulator of size O(n log log n) for β =
2
n log log n
O( log log
)
in O( log β ) rounds w.h.p, and then let all vertices learn it in O(log log n)


rounds, as described in the proof of Theorem 4.47. Since d(u, v) ≥ t = 2β
 , the (1 + 2 , β)-emulator
has a path between u and v of distance at most (1 + 2 )d(u, v) + β ≤ (1 + 2 )d(u, v) + 2 d(u, v) ≤
(1 + )d(u, v).
Paths with a high-degree vertex and d(u, v) ≤ t. We next focus on shortest paths u − v
√
that have at least one vertex with degree at least n log n. We start by describing the algorithm,
and then analyze its correctness and complexity. In the algorithm, each pair of vertices u, v have
an estimate for the distance δ(u, v) between them, which is updated each time they learn about
a shorter path between them. Let N (v) be the set of neighbours of the vertex v. During the
√
algorithm we build a hitting set S of the sets N (v) for all vertices where |N (v)| ≥ n log n, this
means that S has at least one vertex in each of these sets.

1. Set δ(u, v) = 1 if {u, v} ∈ E, and set δ(u, v) to the distance between u and v in the
emulator otherwise.
√
2. Compute a hitting set S of size O( n) of the sets N (v) for all vertices v where
√
|N (v)| ≥ n log n.
3. Compute (1 + 2 )-approximate distances between all vertices to vertices of S at distance
at most 2t, and for all u ∈ V, s ∈ S update δ(u, s) accordingly.
4. For any pair of vertices u, v, set δ(u, v) = min{δ(u, v), mins∈S {δ(u, s) + δ(s, v)}}.

Claim 4.51. At the end of the algorithm, for any pair of vertices u, v where d(u, v) ≤ t and the
√
shortest u−v path has at least one vertex of degree at least n log n, we have δ(u, v) ≤ (2+)d(u, v)
w.h.p.
Proof. For the analysis, we assume that S is indeed a hitting set, which happens w.h.p if we use
√
a randomized algorithm to construct S. In this case, each vertex of degree at least n log n has
a neighbour in S. Let u, v be such that d(u, v) ≤ t and the shortest u − v path has at least one
√
vertex w of degree at least n log n. We know that in this case, w has a neighbour s ∈ S. Also,
since w is in the shortest path between u and v, then d(u, s) ≤ t + 1 and d(v, s) ≤ t + 1. Since
we computed (1 + 2 )-approximations between all vertices to vertices in S of distance 2t, we
have that δ(u, s), δ(v, s) have (1 + 2 )-approximations to the distances d(u, s), d(v, s), respectively.
Also,
d(u, s) + d(s, v) ≤ d(u, w) + d(w, s) + d(s, w) + d(w, v) = d(u, v) + 2 ≤ 2d(u, v),
where in the last inequality we assume d(u, v) ≥ 2, if the distance is 1, then u and v are
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neighbours and know the distance between them. Since we approximate the distances, we get a
2(1 + 2 )-approximation, which is a (2 + )-approximation.
2

Claim 4.52. The algorithm takes O( log t ) rounds w.h.p.
Proof. All vertices already computed the emulator in the first case of the algorithm (see Claim
4.50), which allows implementing Line 1 without communication. Computing the hitting set S
√
is done using Lemma 4.1. As S is a hitting set for sets N (v) of size at least k ≥ n log n, S
√
has size O( n) w.h.p. The construction is completely local, and requires only one round to
update all vertices which vertices are in S. To compute distances from S we use the randomized
algorithm in Theorem 4.9 to build a (β 0 , 0 , t0 )-hopset H 0 with t0 = 2t, 0 = 2 , β 0 = O( log t ).
2
The construction takes O( log t ) rounds. In the graph G ∪ H 0 there are β 0 -hop paths with
(1 + 0 )-approximate distances to all pairs of vertices at distance at most 2t. Now we run the
(S, d)-source detection algorithm with the set of sources S, and d = β 0 , which guarantees
that all vertices u ∈ V, s ∈ S of distance at most 2t would learn a (1 + 0 )-approximation to the
√
distance between them. Since S is of size O( n) w.h.p, the complexity of the (S, d)-source
detection algorithm is O(β 0 ) = O( log t ) w.h.p by Theorem 4.7. To compute the minimum
distance between u and v through a vertex in S in Line 4, we use the distance through sets
√
algorithm with the sets Wv = S for all vertices. Since S is of size O( n) w.h.p, the complexity
2
is O(1) w.h.p from Theorem 4.12. The overall complexity is O( log t ) rounds w.h.p.
Paths that contain only low-degree vertices and d(u, v) ≤ t. From now on we focus
√
only on the case that the shortest u − v path contains only vertices of degree at most n log n.
For this, it is enough to work with a sparse subgraph G0 that has only edges incident to vertices
√
of degree at most n log n. In this graph we can afford to compute distances to a set of sources
of size O(n3/4 / log n), we next explain how to exploit it. We start by describing the general
structure of the algorithm, and then analyze it. The stretch analysis also provides a more
intuitive description of the algorithm. The value of δ(u, v) at the beginning is set to the value
obtained in the previous algorithm, and updated later if u, v find a shorter path between them.
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1. Let G0 be a subgraph of G that contains only all the edges incident to vertices of
√
degree at most n log n. All the computations in the algorithm are in the graph G0 .
2. Let k = n1/4 log2 n. Compute for each vertex u the distances to the (k, t)-nearest
vertices, denote this set by Nk,t (u), update δ(u, v) accordingly for all u ∈ V, v ∈ Nk,t (u).
3. Set δ(u, v) = min{δ(u, v), minw∈Nk,t (u)∩Nk,t (v) {δ(u, w) + δ(w, v)}}.
4. Compute a hitting set A of size O(n3/4 / log n) of the sets Nk,t (v) for all vertices where
|Nk,t (v)| = k.
5. Compute (1 + 0 )-approximate distances between all vertices to vertices of A at distance
at most 2t for 0 = 2 , and for all u ∈ V, s ∈ A update δ(u, s) accordingly.
6. If Nk,t (u) ∩ A 6= ∅, denote by ptA (u) the closest vertex to u from the set A, at distance
at most t.
7. Let δ(u, v) = min{δ(u, v), δ(u, ptA (u)) + δ(ptA (u), v), δ(v, ptA (v)) + δ(ptA (v), u)}, where
the expressions containing ptA (u), ptA (v) are only calculated if these vertices exist.
8. Let N (v) be the set of neighbours of v in G0 . Compute a hitting√ set A0 of size
√
O( n log5 n) for the sets N (v) for all vertices where |N (v)| ≥ kn2 = log4nn .
9. Compute (1+0 )-approximate distances between all vertices to vertices of A0 at distance
at most 2t for 0 = 2 , and for all u ∈ V, s ∈ A0 update δ(u, s) accordingly.
10. For each vertex u, define a set A0u of size at most k as follows. For each v ∈ Nk,t (u)
that has a neighbour w ∈ A0 add one such neighbour w to A0u .
11. Let δ(u, v) = min{δ(u, v), minw∈A0u δ(u, w) + δ(w, v)}.
12. Let E 00 be all edges in G0 with at least one endpoint of degree at most

n
k2

√

=

n
.
log4 n

13. Let δ 0 (u, v) = min{δ(u, u0 )+δ(u0 , v 0 )+δ(v 0 , v)|u0 ∈ Nk,t (u), v 0 ∈ Nk,t (v), {u0 , v 0 } ∈ E 00 }.
14. Set δ(u, v) = min{δ(u, v), δ 0 (u, v)}.

We next prove the correctness of the algorithm, and then analyze its complexity.
Claim 4.53. For all pairs of vertices u, v where dG (u, v) ≤ t and the shortest u−v path contains
√
only vertices of degree at most n log n, at the end of the algorithm we have δ(u, v) ≤ (2+)d(u, v)
w.h.p.
Proof. We use in the analysis d(u, v) for the distance in G0 , for vertices where the shortest u − v
√
path in G contains only vertices of degree at most n log n, we have dG0 (u, v) = dG (u, v), as the
path is contained in G0 . We assume for the analysis that A and A0 are indeed hitting sets, which
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happens w.h.p if we construct them with a randomized algorithm. The algorithm basically deals
with different pairs u, v in different lines. We next explain the different cases. First, if v is among
the (k, t)-nearest vertices to u, then u learns the distance in Line 2, and we are done. Hence,
we are left only with the case that v 6∈ Nk,t (u) and vice verse. Note that in this case, since
d(u, v) ≤ t, and v 6∈ Nk,t (u), there are at least k vertices at distance at most t from u, which
means that |Nk,t (u)| = k. As A is a hitting set for these sets, we have that there is a vertex from
A among Nk,t (u), which means that the vertex ptA (u) exists. A symmetric argument shows that
ptA (v) exists (if we did not already learn the distance d(u, v)). Let π(u, v) be a shortest u − v
√
path. Note that we are in the case that π(u, v) has only vertices of degree at most n log n,
hence it is contained in G0 . The analysis breaks down to several cases.
Case 1: there is w ∈ π(u, v) ∩ Nk,t (u) ∩ Nk,t (v). In this case, we have that
d(u, v) = minw∈Nk,t (u)∩Nk,t (v) {δ(u, w) + δ(w, v)},
hence we learn the distance in Line 3.
Case 2: there is w ∈ π(u, v) \ (Nk,t (u) ∪ Nk,t (v)). In this case, we show that approximating
the distance from u to v with the distance of a path that goes through a vertex in A in Line 7
gives a good approximation. Since w ∈ π(u, v), it is of distance at most d(u, v)/2 from one of u
or v, assume w.l.o.g that d(u, w) ≤ d(u, v)/2. Since ptA (u) ∈ Nk,t (u) and w 6∈ Nk,t (u), we have
d(u, ptA (u)) ≤ d(u, w) ≤ d(u, v)/2. Also, d(v, ptA (u)) ≤ d(v, u) + d(u, ptA (u)) ≤ 32 d(u, v) ≤ 23 t.
Since all vertices compute distances to all vertices in A of distance at most 2t in Line 5, we have
that v computed (1 + 0 )-approximate distance to ptA (u). If we compute the distance from u to v
through ptA (u) we get
3
1
d(u, ptA (u)) + d(ptA (u), v) ≤ d(u, v) + d(u, v) = 2d(u, v).
2
2
Since we computed (1 + 0 )-approximations to the values d(u, ptA (u)), d(ptA (u), v), in Line 7 we
get a (2 + 20 ) = (2 + )-approximation for d(u, v).
Case 3: all vertices in π(u, v) are in exactly one of Nk,t (u), Nk,t (v). In this case, the
shortest path from u to v starts with a path from u to u0 ∈ Nk,t (u), then an edge from u0 to a
vertex v 0 ∈ Nk,t (v) and a path from v 0 to v. Ideally, we would like to exploit the simple structure
of the path, in order to learn about its distance, a similar idea is used in [CDKL19]. However,
computing the distance directly would add logarithmic factors to the complexity. To avoid them,
we break into cases according to the degree of u0 . If the degree is large, we show that we can use
hitting set arguments to approximate d(u, v), and otherwise, we can exploit the fact that the
degree is small to compute the exact distance d(u, v).
√

If u0 has degree at least kn2 = log4nn , then u0 has a neighbour in A0 , as A0 is a hitting set for
vertices of degree at least kn2 . Also, recall that for a vertex u, we define in Line 10 the set A0u of
size at most k, as follows. We look at all vertices in Nk,t (u), and for each one of them that has a
neighbouring vertex in A0 , we add one such vertex to A0u . In particular, since u0 ∈ Nk,t (u) and u0
has a neighbour in A0 , we have that A0u has a vertex w0 ∈ A0 which is a neighbour of u0 . Also, in
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Line 9, all vertices computed (1 + 0 )-approximate distances to vertices in A0 of distance at most
2t, which includes distances from u to w0 and from v to w0 as d(u, v) ≤ t and w0 is adjacent to
π(u, v). Hence, we have
min {δ(u, w)+δ(w, v)} ≤ (1+0 )(d(u, w0 )+d(w0 , v)) ≤ (1+0 )(d(u, u0 )+d(u0 , w0 )+d(w0 , u0 )+d(u0 , v)).

w∈A0u

This equals to (1 + 0 )(d(u, v) + 2) ≤ (2 + )d(u, v), where we used the fact that u0 is in π(u, v),
w0 is a neighbour of u0 , d(u, v) ≥ 2 and 0 = 2 . Hence, u and v compute a (2 + )-approximation
for the distance in Line 11.
The only case left is that u0 has degree at most kn2 . Hence, d(u, v) = d(u, u0 )+d(u0 , v 0 )+d(v 0 , v),
where u0 ∈ Nk,t (u), v 0 ∈ Nk,t (v), {u0 , v 0 } ∈ E 00 . Since in this case we also have δ(u, u0 ) =
d(u, u0 ), δ(u0 , v 0 ) = d(u0 , v 0 ), δ(v 0 , v) = d(v 0 , v) as vertices know the exact distances to the (k, t)nearest vertices and neighbours, we have that u, v compute d(u, v) in Line 13.
2

Claim 4.54. The algorithm takes O( log t ) time w.h.p.
Proof. Computing the distances to the (k, t)-nearest to each vertex takes O(log2 t) rounds by
Theorem 4.6 as k = n1/4 log2 n = O(n2/3 ). Computing minw∈Nk,t (u)∩Nk,t (v) {δ(u, w) + δ(w, v)} is
done using the distance through sets algorithm with the sets Wv = Nk,t (v). Since these
√
sets are of size at most k < n, the complexity is O(1) from Theorem 4.12.
Computing A is done using Lemma 4.1 which requires only one round to update all vertices
which vertices are in A. To compute the approximate distances to vertices in A we use the
bounded hopset and (S, d)-source detection algorithms as described in the proof of Claim
4.52. The only difference here is the size of the graph and the size of A. Here, we compute
distances in the graph G0 ∪ H 0 where H 0 is the (β 0 , 0 , 2t)-hopset constructed, the number of
edges in G0 and in H 0 is bounded by O(n3/2 log n) w.h.p, from the definition of G0 and from
Theorem 4.9. Also, A is of size O(n3/4 / log n) w.h.p by its definition. As G0 ∪H 0 has β 0 -hop paths
that approximate all paths of length at 
most 2t in G0 , for β 0 = O( log t ),the
 complexity of the
(S, d)-source detection algorithm is O

(n3/2 log n)1/3 (n3/4 / log n)2/3
n

+ 1 β 0 = O(β 0 ) = O( log t )

2

w.h.p. As constructing the hopset H 0 requires O( log t ), this is the total complexity for this part.
Each vertex v can compute locally the vertex ptA (v) from the set Nk,t (v), and then it sends to
all vertices ptA (v) if exists. Hence, all pairs of vertices u, v can compute simultaneously the values
δ(u, ptA (u)) + δ(ptA (u), v), δ(v, ptA (v)) + δ(ptA (v), u), by exchanging between them the relevant
values.
The computation of A0 is done using Lemma 4.1 and the computation of the approximate
distances to A0 follows the description of the same computation for A. A0 is smaller which can
only improve the complexity. Each u computes the set A0u as follows. u already computed the
set Nk,t (u). Also, each vertex that has at least one neighbour in A0 can inform all vertices
about such neighbour in one round. The set A0u is then composed of all such neighbours of
vertices in Nk,t (u). We next explain how to compute minw∈A0u {δ(u, w) + δ(w, v)} in Line 11.
For this, we use sparse matrix multiplication with matrices M1 , M2 where M1 [u, v] = δ(u, v) if
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v ∈ A0u and it equals ∞ otherwise, and the matrix M2 [u, v] = δ(u, v) if u ∈ A0 , and it equals
∞ otherwise. Note that M2 has all distances from A0 to other vertices, where M1 only has
distances from each u to A0u . Now by definition of matrix multiplication in the min-plus semiring
(M1 · M2 )[u, v] = minw∈A0u {δ(u, w) + δ(w, v)}, as needed. The density of M1 is bounded by
k = n1/4 log2 n as the sets A0u are of size at most k by definition, and the density of M2 is
√
bounded by |A0 | = n log5 n. Hence, by Theorem 4.3 the computation takes O(1) rounds.
Finally, we explain how to compute
δ 0 (u, v) = min{δ(u, u0 ) + δ(u0 , v 0 ) + δ(v 0 , v)|u0 ∈ Nk,t (u), v 0 ∈ Nk,t (v), {u0 , v 0 } ∈ E 00 }.
For this, we use sparse matrix multiplication with the following 3 matrices. One, W1 , has the
distances from each vertex u to the set Nk,t (u). The second, W2 , has all edges from vertices of
degree at most kn2 in G0 to all their neighbours, and the third W3 = W1T , i.e., for each vertex
v, W3 [v 0 , v] has the distance d(v 0 , v) if v 0 ∈ Nk,t (v), and it has ∞ otherwise. Let W be the
product of these 3 matrices in the min-plus semiring. By definition of the product, W [u, v] is
the weight of the minimum path that has the first edge from u to u0 ∈ Nk,t (u), the second edge
from u0 to v 0 where u0 has degree at most kn2 and v 0 is a neighbour of u0 in G0 , and the third
edge is from v 0 ∈ Nk,t (v) to v. Let P be a shortest path between u to v that is composed of
a path between u to u0 ∈ Nk,t (u), an edge {u0 , v 0 } ∈ E 00 , and a path from v 0 ∈ Nk,t (v) to v, by
definition of E 00 we have that at least one of u0 , v 0 has degree at most kn2 . If this is u0 , then we
have W [u, v] = δ 0 (u, v), and otherwise we have W [v, u] = δ 0 (v, u) = δ 0 (u, v). Hence, at least
one of u, v learns the value δ 0 (u, v) and by taking the minimum value between W [u, v], W [v, u]
both learn it. We now analyze the complexity. In W1 , the degrees of all vertices are at most
k = n1/4 log2 n by definition, hence its density is k. In W2 the degrees of all vertices are most
n
, hence its density is kn2 . Hence, we can multiply W1 , W2 in O(1) rounds by Theorem 4.3.
k2
Moreover, in the product W1 · W2 the degrees of all vertices are at most k · kn2 = nk . Since
W3 = W1T , its density is at most k. Hence, multiplying W1 · W2 and W3 takes O(1) rounds as
well by Theorem 4.3, as the product of densities is at most nk · k = n.
At the end, each pair of vertices u, v have an estimate δ(u, v) for the distance between them
which is the minimum estimate obtained in the different parts of the algorithm. From the
discussion above, in all cases we have that δ(u, v) ≤ (2 + )d(u, v) w.h.p. Also, the total time
2
2
n log log n
complexity is O( log β + log t ) for β = O( log log
)
and t = 2β

 . By the choice of parameters,
log2 β
this gives a complexity of O(  ) rounds, which gives the following.
Theorem 4.49. Let 0 <  < 1, there is a randomized (2 + )-approximation algorithm for
2
unweighted undirected APSP in the Congested Clique model that takes O( log β ) rounds w.h.p,
n log log n
where β = O( log log
)
.


4.7

Deterministic Algorithms

We next explain how to derandomize our algorithms. Most of the randomized parts in our
algorithms are based on hitting set arguments, which can be derandomized easily by using
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Lemma 4.2 instead of Lemma 4.1. This adds O((log log n)3 ) term to the complexity. However,
derandomizing the emulator algorithm requires a more careful process. Intuitively, using hitting
set arguments directly to derandomize the process would add a logarithmic factor to the size
of the emulator, which leads to additional logarithmic term in the complexity of our shortest
paths algorithms, which is too expensive. To avoid it, we introduce the soft hitting set problem,
a new variant of the hitting set problem that captures more accurately the randomized process
required in the emulator construction. We show how to build soft hitting sets deterministically,
which leads to deterministic construction of emulators with essentially the same parameters as
the randomized construction. Other than this, another slight difference in the deterministic
construction is the following. In our randomized construction we used the set Sr of the emulator
in two different roles: First, it is one of the sets of the emulator. Second, it is a hitting set for
heavy vertices (see Claim 4.40). In the deterministic construction we add a different hitting set
A for the second purpose, which slightly changes the description of the algorithm.
We next describe in detail the deterministic construction of emulators, and show deterministic
variants of all our applications.

4.7.1

Deterministic Emulators

For the construction, we need the following definitions. For a given two subsets of vertices V1 , V2 ,
define the soft-hitting set function SH(V1 , V2 ) by

0, if V ∩ V 6= ∅
1
2
SH(V1 , V2 ) =
|V |, otherwise.
1
Definition 4.1 (Soft Hitting Set). Consider a graph G = (V, E) with two special sets of vertices
L ⊆ V and R ⊆ V with the following properties: each vertex u ∈ L has a subset Su ⊆ R where
|Su | ≥ ∆. A set of vertices R∗ ⊆ R is soft hitting set for L if: (i) |R∗ | = O(|R|/∆) and (ii)
P
∗
u∈L SH(Su , R ) = O(|L| · ∆).
The above definition can be viewed as an adaption of the hitting-set definition by Ghaffari and
Kuhn in [GK18]. In [DP20], we show the following. The proof extends ideas from [PY18].
Lemma 4.55. [Det. Construction of Soft Hitting Sets] Let L, R ⊆ V be subsets of vertices
where each vertex u ∈ L knows a set Su ⊆ R of at least ∆ vertices. There exists an O((log log n)3 )round deterministic algorithm in the Congested Clique model that computes a soft-hitting set
R∗ ⊆ R for L, where |R∗ | ≤ c|R|/∆ for a constant c.
We next show how to use soft hitting sets to derandomize our emulator algorithm. The
main difference in the algorithm is the construction of the sets Si , before we just defined
Si ← Sample(Si−1 , pi ), here we use soft hitting sets to build them.
Constructing the sets Si
0
0
First, we build sets ∅ = Sr+1
⊂ Sr0 ⊂ Sr−1
. . . ⊂ . . . S10 ⊂ S00 = V , which behave similarly to the
sets Si in the randomized construction. The values δi and pi are defined as in the randomized
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construction. Before the process we run the (k, t)-nearest algorithm with k = n2/3 , t = δr to
let each vertex v learn the set Nk,t (v) of k closest vertices of distance at most t, the complexity
is O(log2 δr ) rounds by Theorem 4.6.
We build the sets Si0 in an iterative process that takes r iterations. For 0 ≤ i ≤ r − 1, given
0
the set Si0 , we define the set Si+1
as follows. First, for each vertex v ∈ Si0 , we say that v is
heavy if |B(v, δi , G)| ≥ n2/3 , and it is light otherwise. We define the set L to be composed of
c
all light vertices v ∈ Si0 where |B(v, δi , G) ∩ Si0 | ≥ pi+1
, where c is the constant guaranteed by
Lemma 4.55. For a vertex v ∈ L, we define Tv = B(v, δi , G) ∩ Si0 , and we define R = Si0 and
c
∆ = pi+1
. By definition, for all v ∈ L we have Tv ⊆ R, and |Tv | ≥ ∆. Additionally, given Si0 ,
all vertices v can learn if they are in L, and if so the corresponding set Tv , as follows. All
vertices computed the sets Nk,t (v) for k = n2/3 , t = δr ≥ δi . If |B(v, δi , G)| < n2/3 , then it is
contained entirely in Nk,t (v), v can learn this by checking if the set Nk,t (v) has a vertex of
distance greater than δi or not, hence it can learn if it is light. In the case it is indeed light,
we have that B(v, δi , G) ∩ Si0 ⊂ Nk,t (v), hence it can compute this set without communication.
Note that by definition this set is Tv if v ∈ L, and in addition v can deduce if it is in L based on
the size of this set. Hence, all the conditions of Lemma 4.55 hold, and we can use it to compute
0
a set Si+1
⊆ Si0 which is a soft hitting set with respect to the sets {Tv }v∈L . The complexity is
O((log log n)3 ) rounds per iteration. At the end, we have additional round to let all vertices
0 . This completes the description of one iteration. Since we have
learn which vertices are in Si+1
r iterations, the overall complexity is O(r(log log n)3 ).
Other than the sets Si0 we also compute a set A which is a hitting set for heavy vertices. A is
defined as follows. For a vertex v which is heavy in some iteration, let i be the first iteration that
v ∈ Si0 is heavy. Define Av = Nk,δi (v), note that v knows this set as it is contained in Nk,δr (v),
and that |Av | = k since v is heavy in iteration i. The set A would be a hitting set of the sets
Av of heavy vertices. As k = n2/3 , we can construct deterministically a hitting set A of size
O(n1/3 log n) that hits all sets Av in O((log log n)3 ) rounds using Lemma 4.2.
Finally, we define the set Si = Si0 ∪ A for all 0 ≤ i ≤ r, and Sr+1 = ∅. By their definition,
0
0
we have that ∅ = Sr+1
⊂ Sr0 ⊂ Sr−1
. . . ⊂ . . . S10 ⊂ S00 = V . From now on the algorithm works
as the randomized one with respect to the sets Si . For example, a vertex v ∈ Si is i-dense if
B(v, δi , G) ∩ Si+1 6= ∅, the definition of ci (v) is with respect to the new Si ’s, and so on. Most of
the algorithm and analysis, including the stretch analysis, do not depend on the specific way
the sets Si are constructed, hence they remain the same. The differences are mostly in the size
analysis, and also slightly in the implementation details. We next discuss the changes in detail.
From the discussion above we have the following.
Claim 4.56. The construction of the sets Si takes O(r(log log n)3 + log2 δr ) rounds.

Proof. Computing the sets Nk,t (v) for t = δr takes O(log2 δr ) rounds from Theorem 4.6. The
construction of the sets Si0 takes r iterations of O((log log n)3 ) rounds by Lemma 4.55, and the
construction of A takes O((log log n)3 ) rounds by Lemma 4.2.
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Size analysis
We have the following bound on the size of the sets Si .
Claim 4.57. For 0 ≤ i < r, it holds that Si is of size O(n1−

2i −1
2r

√
), and Sr is of size O( n).
2i −1

Proof. First, we prove that for 0 ≤ i < r, the set Si0 is of size at most n1− 2r . For i = 0,
0
it holds since S0 = V. For 1 ≤ i < r, the proof is by induction. By definition, Si+1
is a
c
0
soft hitting set, where we have R = Si and ∆ = pi+1 . From Lemma 4.55, we have that
2i

− 2r
0 | ≤ c|R|/∆ = c|S 0 |p
0
|Si+1
,
i i+1 /c = |Si |pi+1 . From the induction hypothesis and since pi+1 = n
we have,
0
|Si+1
| ≤ n1−

2i −1
2r

2i

· n− 2r = n1−

2i+1 −1
2r

.

1

For the case i = r, since pr = n− 2r , following the same argument we have that
0
|Sr0 | ≤ |Sr−1
|pr = n1−

2r−1 −1
2r

1

· n − 2r =

√

n.
2i −1

Now, we have Si = Si0 ∪ A, where A is of size O(n1/3 log n). As n1− 2r > n1/3 log n for i < r,
√
√
2i −1
and |Sr0 | ≤ n, we have that |Si | = O(n1− 2r ) for 0 ≤ i < r, and Sr = O( n).
We next bound the size of the emulator.
1

Claim 4.58. The emulator has O(r · n1+ 2r ) edges.
1

Proof. We show that in each iteration the number of edges added to the emulator is O(n1+ 2r ).
√
Since we have r iterations, the claim follows. First, for i = r, since Sr = O( n) by Claim 4.57,
even if all vertices of Sr add edges to all vertices of Sr this adds a total of O(n) edges. We next
fix 0 ≤ i < r and bound the edges added by vertices in Si \ Si+1 . Let v ∈ Si \ Si+1 . First note
that each i-dense vertex v ∈ Si \ Si+1 only adds one edge to the emulator by the definition of
the algorithm. Also, by definition, v is i-dense if B(v, δi , G) ∩ Si+1 6= ∅. Since A ⊆ Si+1 , we have
that if B(v, δi , G) ∩ A 6= ∅, then v is i-dense. We next divide to cases and see how many edges
are added by v.
Case 1: v is heavy in iteration i. In this case, from the definition of A, we have that
B(v, δi0 , G) ∩ A 6= ∅ where i0 ≤ i is the first iteration where v is heavy. Since i0 ≤ i, we have that
δi0 ≤ δi and B(v, δi0 , G) ⊆ B(v, δi , G). It follows that B(v, δi , G) ∩ A =
6 ∅, which means that v is
i-dense and adds only one edge, as explained above.
Case 2: B(v, δi , G) ∩ A 6= ∅. As explained above, in this case, v is i-dense and adds only
one edge to the emulator.
c
Case 3: |B(v, δi , G)∩Si | ≤ pi+1
. As in all cases, v only adds edges to vertices in B(v, δi , G)∩
c
Si , it adds at most pi+1 edges in this case.
c
Case 4: v is light in iteration i, B(v, δi , G) ∩ A = ∅ and |B(v, δi , G) ∩ Si | ≥ pi+1
. First, since
c
0
0
Si = Si ∪ A and B(v, δi , G) ∩ A = ∅, we have that |B(v, δi , G) ∩ Si | = |B(v, δi , G) ∩ Si | ≥ pi+1
.
In addition, we are in the case that v is light in iteration i. We have that v ∈ Si \ Si+1 , since
Si = Si0 ∪ A, and A ⊆ Si+1 , it follows that v ∈ Si0 . Hence, by the definition of the set L, we have
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0
that v ∈ L, and Tv = B(v, δi , G) ∩ Si0 . There are two options for v, either Tv ∩ Si+1
6= ∅, in this
0
case, v is i-dense and adds only one edge to the emulator, or Tv ∩ Si+1 = ∅, in this case v is
i-sparse, in which case it adds |Tv | edges to the emulator. We denote by L0 all the vertices in L
which are in this second case and add |Tv | edges. Also, we denote by L00 ⊆ L all vertices in L
which are in case 4. Recall that by the definition of the soft hitting set function we have that
0 ) = 0 if T ∩ S 0
SH(Tv , Si+1
6 ∅, and it equals |Tv | otherwise. Hence, we have the following.
v
i+1 =
All vertices in Case 4 that are not in L0 are i-dense and only add one edge to the emulator. The
total number of edges added by vertices in L0 is

X

|Tv | =

v∈L0

X
v∈L00

0
SH(Tv , Si+1
)≤

X

0
SH(Tv , Si+1
) = O(|L| · ∆),

v∈L

0
where the last equality follows from the fact that Si+1
is a soft hitting set of the sets {Tv }v∈L .
P
c
i|
We have that L ⊆ Si , and ∆ = pi+1 , which gives v∈L0 |Tv | = O( p|Si+1
).
To sum up over all cases: the total number of edges added by i-dense vertices in bounded by
i|
O(|Si |), the total number of edges added by vertices in Cases 3 and 4 is bounded by O( p|Si+1
),
i|
hence the total number of edges added is bounded by O( p|Si+1
). From Claim 4.57 we have

|Si | = O(n1−
1

2i −1
2r

), and by the definition of pi , we have that
2r−1

1
pi+1

i|
and p1r = n 2r < n 2r for i = r − 1. This gives O( p|Si+1
) = O(n1−
completes the proof.

2i

= n 2r for 0 ≤ i < r − 1,

2i −1
2r

2i

1

· n 2r ) = O(n1+ 2r ). This

Implementation details
The main change in the algorithm is the construction of the sets Si which is already discussed
above. Adding edges to the emulator basically follows the ideas discussed in the randomized
construction with slight changes as the definition of heavy and light vertices slightly changed,
for completeness we next describe this part.
Claim 4.59. All the edges of the emulator with at least one endpoint in V \ Sr can be added to
the emulator with correct distances in O(log2 δr ) rounds.
Proof. We compute the set Nk,d (v) of the (k, d)-nearest for k = n2/3 , d = δr , which takes
O(log2 δr ) time by Theorem 4.6. Let v ∈ Si \ Si+1 for 0 ≤ i < r, note that in particular v 6∈ A,
as A ⊆ Si+1 , hence v ∈ Si0 . If v is light in iteration i, we have that |B(v, δi , G)| < n2/3 . In this
case B(v, δi , G) ⊆ Nk,d (v), as δi ≤ d. This means that v knows the whole set B(v, δi , G) and can
add edges accordingly: if this set contains a vertex in Si+1 it adds one edge to it, and otherwise
it adds edges to all vertices in B(v, δi , G) ∩ Si .
The other case is that v is heavy in iteration i, in this case from the definition of A it follows
that Nk,δi0 (v) ∩ A 6= ∅, where i0 is the first iteration where v is heavy. Since i0 ≤ i, we have
Nk,δi0 (v) ⊆ Nk,δi (v) ⊆ Nk,δr (v). Since A ⊆ Si+1 it follows that v is i-dense in this case and only
adds one edge to the emulator to the closest vertex in Si+1 . Also, since v knows the k closest
vertices, it can find this vertex and add an edge to it. The whole complexity of the algorithm is
O(log2 δr ) time for computing the (k, d)-nearest.
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Adding edges between vertices in Sr follows the proof of Claim 4.42 with the following
changes: the construction of hopsets is done using the deterministic variant in Theorem 4.9,
√
which adds O((log log n)3 ) term to the complexity, and the size of Sr now is O( n) always and
not just w.h.p, which gives the following.
Claim 4.60. All the edges in the emulator with two endpoints in Sr can be added to the emulator
2
with (1 + 0 )-approximate distances in O( log0 δr + (log log n)3 ) rounds.
From Claims 4.56, 4.59 and 4.60, we have the following.
2

Lemma 4.61. The time complexity of the algorithm is O( log0 δr + r(log log n)3 ) rounds.
The rest of the analysis and conclusion follow the randomized construction, which gives the
following. For a constant  and r = log log n, we get a complexity of O((log log n)4 ).
Theorem 4.62. Let G be an unweighted undirected graph, let 0 <  < 1 and let r ≥ 2 be an
1
integer, there is a deterministic algorithm that builds an emulator H with O(r · n1+ 2r ) edges,
2
and stretch of (1 + , β), in O( log β + r(log log n)3 ) rounds, where β = O( r )r−1 . For the choice
2
r = log log n, we have O(n log log n) edges, a complexity of O( log β + (log log n)4 ) rounds, and
n log log n
β = O( log log
)
.


4.7.2

Applications

Using the deterministic emulator, we can get deterministic variants of all our applications. First,
by building the emulator and letting all vertices learn it, we have the following.
Theorem 4.63. Let 0 <  < 1, there is a deterministic (1 + , β)-approximation algorithm for
2
unweighted undirected APSP in the Congested Clique model that takes O( log β + (log log n)4 )
n log log n
rounds, where β = O( log log
)
.

To get an approximation for multi-source shortest paths we follow the proof of Theorem 4.48
with the only difference that we use the deterministic emulator and hopset constructions, which
in total add an O((log log n)4 ) term to the complexity.
Theorem 4.64. Let 0 <  < 1 and let G be an unweighted undirected graph, there is a
deterministic (1 + )-approximation algorithm in the Congested Clique model for multi-source
2
√
shortest paths from a set of sources S of size O( n) that takes O( log β + (log log n)4 ) rounds,
n log log n
where β = O( log log
)
.

To get a (2 + )-approximation for APSP we follow the randomized algorithm with the
following changes: we use the deterministic emulator and hopset algorithms. In addition, we use
the deterministic hitting set construction from Lemma 4.2 to build the hitting sets S, A, A0 in
the algorithm. Note that these are hitting sets either of the sets N (v) of neighbours of vertices,
or of the sets Nk,t (v) of the k closest vertices at distance at most t, all these sets are known to
the vertices during the algorithm which allows using Lemma 4.2. The deterministic hitting set
and hopset constructions add an additional O((log log n)3 ) term and the deterministic emulator
construction adds O((log log n)4 ) term to the complexity, which gives the following.
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Theorem 4.65. Let 0 <  < 1, there is a deterministic (2 + )-approximation algorithm for
2
unweighted undirected APSP in the Congested Clique model that takes O( log β + (log log n)4 )
n log log n
rounds, where β = O( log log
)
.
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Chapter 5

Conclusion
In this thesis, we studied distributed algorithms and lower bounds for network design problems.
We hope that some of our techniques and ideas would be useful in designing efficient algorithms
for additional related problems, in the distributed setting or related models. While our results
advance our understanding of connectivity and distance related problems in the distributed
model, there is still much more to explore. Next we discuss some concrete directions for future
research.

Connectivity
While we showed fast algorithms for TAP and k-ECSS, our work still leaves many interesting
questions for the future. First, our current results show a trade-off between the approximation
ratio and time complexity: we can get a 2-approximation for TAP or a 3-approximation for
2-ECSS in O(n) rounds, or a (4 + )-approximation for TAP and a (5 + )-approximation for
√
2-ECSS in near optimal Õ(D + n) time. It is interesting to understand if one can get closer to
a 2-approximation (the best approximation known by sequential polynomial algorithms) in a
near-optimal complexity.
Another natural question for future work is designing faster algorithms for weighted k-ECSS
for general k. We hope that our general framework for k-ECSS would be useful in this direction.
Currently the main bottleneck of our algorithm is the cost-effectiveness computation, which
requires computing for each edge, the number of cuts it covers. For the special case of 2-ECSS,
the cuts we consider are tree edges which gives a very simple structure to the problem, but for
higher k the problem gets more complex. A starting step in this direction could be to try to
extend our 3-ECSS algorithm to a sub-linear algorithm for the weighted case.
In our work, we focused on TAP and k-ECSS. Many additional connectivity problems are
studied in the sequential setting, such as problems related to vertex connectivity, and it would
be interesting to explore additional such problems also in the distributed setting.
Finally, we hope that the toolkit we developed for TAP and k-ECSS would be useful in
studying additional related graph problems. As a first example in this direction, we used some
of these tools in a recent near-optimal algorithm for the min-cut problem [DEMN20].
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Spanner Approximation
While our spanner results significantly advance the state-of-the-art in distributed approximation
of minimum k-spanners, intriguing questions remain open. First, the landscape of the trade-offs
between the approximation ratio and the running time of distributed minimum k-spanner
algorithms is yet to be fully mapped.
One interesting implication of our lower bounds is a strict separation between the Local
and Congest models for the number of rounds required for approximating directed minimum
k-spanners. Such a separation was previously known only for global problems and for local
decision problems. Interestingly, ours is the first separation for a local approximation problem. As
we discussed in Section 3.1, recently we showed such separations also for the MaxIS and k-MDS
problems [BCD+ 19]. It would be interesting to show such separation for additional problems.
It is a central open question whether such separations hold also for local symmetry breaking
problems.
Interestingly, our algorithms, as well as other distributed approximation algorithms for
the minimum k-spanner in the Local model, work also for directed graphs, achieving the
same approximation ratio and round complexity. However, our hardness results create a strict
separation between the undirected and directed variants in the Congest model. It will be
interesting to show such separations for other problems.
A compelling feature of our minimum 2-spanner algorithm is that it extends easily to
additional variants, as well as to the MDS problem. We also used a similar approach in our
O(log n)-approximation algorithm for 2-ECSS, which is a global covering problem. We believe
that this approach may be useful for many additional local or global covering problems.

Distance Computation
In our work, we provide new tools for distance computations in the Congested Clique model.
We demonstrate the power of these tools by providing efficient algorithms for many central
problems, such as APSP and MSSP. We believe that these techniques may be useful for many
additional tasks in distance computation in the Congested Clique, and possibly also in
additional related models. Many intriguing questions are still open.
First, our results for unweighted graphs are currently exponentially faster than our results for
weighted graphs, and a natural question is whether it is possible to obtain faster algorithms also
for the weighted case. We remark that in a recent work [BDG+ 20], we showed that O(log1+o(1) n)approximation for weighted APSP can be obtained in poly(log log n) time, via fast construction
of spanners.1 This improves exponentially upon the complexity of our weighted shortest path
algorithms here. However, this comes at a price of a poly-logarithmic approximation ratio.
Obtaining a constant approximation for weighted APSP in poly(log log n) time is an interesting
open question.
1

This algorithm works also in the more restricted MPC model.
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Another question is whether the complexity of approximating shortest paths in the Congested Clique can be improved even further. We remark that our approach for unweighted
graphs seems to get stuck at poly(log log n) for the following reason. If we want to build
a (1 + , β)-emulator of near linear size, β has to be at least logarithmic due to existential
results [ABP18], which seems to lead to a complexity of at least poly(log β) = poly(log log n).
Third, while we provide fast algorithms for approximate shortest paths in undirected graphs,
the complexity of our exact SSSP algorithm is still polynomial. It would be interesting to study
whether it is possible to obtain a sub-polynomial algorithm for the exact case. Surprisingly, even
for the simple task of computing a BFS tree there is currently no sub-polynomial algorithm in
the Congested Clique. Similarly, the fastest approximate algorithms for directed shortest
paths are polynomial. Obtaining faster algorithms is an interesting open question.
Finally, it would be interesting to see if our techniques can be useful for studying distance
problems in additional settings. As a first example in this direction, a recent work [EN20a] uses
some of our ideas to obtain fast MSSP algorithms in the sequential and PRAM models.
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עבור המקרה  ,k = 2אלגוריתם זה פועל בזמן כמעט אופטימלי ומשיג קירוב קבוע לבעיה .בנוסף,
אנו מראים אלגוריתמים מהירים עבור  kכללי .תוצאות אלו מרחיבות ומשפרות משמעותית את
הידוע על הנושא.

קירוב פורשים ) (SPANNER APPROXIMATIONבפרק  3אנו עוסקים בקירוב תתי־גרפים פורשיםk .־
פורש )SPANNER־ (kהוא תת־גרף דליל שמשמר את המרחקים בגרף המקורי עד כדי קירוב כפלי
של  .kאינטואיטיבית ,תקשורת על גבי הפורש במקום הגרף המקורי מאפשרת לחסוך בתקשורת
בגלל הדלילות של הפורש ,ומצד שני ,בלי לשלם הרבה מבחינת המרחקים .פורשים נחקרו רבות
גם בעולם הסדרתי וגם בעולם המבוזר ,ויש להם שימושים רבים ,החל מקירוב מרחקים וניתוב
ברשתות ,וכלה בסנכרון ברשתות מבוזרות .אנחנו מתמקדים בבעיה של קירוב פורשים ,שבה נתון
גרף מסוים ,והמטרה היא למצוא את ה־k־פורש האופטימלי לגרף זה ,או קירוב אליוk :־פורש
שמספר הקשתות בו גבוה פי  αלכל היותר מה־k־פורש האופטימלי .אנחנו מראים אלגוריתמים
וחסמים תחתונים לבעיה זו .בפרט ,אנחנו מראים שבמודל המבוזר קשה לקרב פורשים :אפילו
כדי להשיג קירוב פולינומי לבעיה ,צריך זמן ריצה פולינומי .בנוסף ,אנחנו מראים הפרדה בין שני
מודלים מרכזיים בחישוב מבוזר ,ה־ LOCALוה־ ,CONGESTשנבדלים זה מזה בגודל ההודעות שניתן
לשלוח .בעוד ב־ LOCALאפשר להשיג קירובים מאוד טובים לבעיות פורשים בזמן פולי־לוגריתמי,
ב־ CONGESTאפילו כדי להשיג קירוב פולינומי ,צריך לשלם זמן ריצה פולינומי.

חישוב מרחקים בפרק  4אנו עוסקים בחישובי מרחקים ברשת מבוזרת .חישוב מרחקים זו
אחת הבעיות הכי בסיסיות בגרפים ,ויש לה שימושים רבים ,לדוגמה ,לניתוב ) (ROUTINGברשתות
מבוזרות .אנו מתמקדים בחישוב מסלולים קצרים ביותר במודל הקליק ).(CONGESTED CLIQUE
מודל מבוזר זה זוכה להתעניינות רבה בשנים האחרונות ,בין היתר בשל קשריו למודלים מודרניים
של חישוב מקבילי .אנחנו מראים אלגוריתמים מהירים לחישובי מרחקים בקליק ,שמשפרים מאוד
את התוצאות הקודמות בנושא .בפרט ,אנו מראים כיצד אפשר להשיג קירובים קבועים לחישובי
מרחקים בגרפים ממושקלים בזמן פולי־לוגריתמי .בנוסף ,בגרפים לא־ממושקלים ,אנחנו פותרים
את אותן בעיות משמעותית מהר יותר ,ב־) poly(log log nזמן .אלגוריתמים קודמים לאותן בעיות
לוקחים לפחות מספר סיבובים פולינומי .כדי לפתור בעיות אלו ,פיתחנו סט חדש של כלים ,שעשוי
להיות שימושי לפתרון בעיות מרחקים נוספות במודל זה או מודלים נוספים קשורים.
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תקציר
אנחנו חיים בעולם מבוזר .דוגמה מרכזית היא רשתות תקשורת ,כמו האינטרנט ,רשתות חברתיות,
או תהליכים ביולוגיים .אפילו המוח שלנו הוא מערכת מבוזרת .בכל הדוגמאות האלו ,יש לנו
אוסף של ישויות )מחשבים ,אנשים ,נוירונים( שיכולים לתקשר עם השכנים שלהם ברשת ,אבל לכל
אחד מהם יש רק נקודת ראות לוקלית של הרשת ,ואף אחד לא רואה את הרשת כולה.
התחום של אלגוריתמים מבוזרים בגרפים מהווה בסיס למחקר תיאורטי של רשתות מבוזרות.
ניתן למדל רשת מבוזרת כגרף ,שבו צמתים מתקשרים על גבי קשתות ,במטרה לפתור משימה
משותפת ,כגון מציאת עץ פורש מינימום ,כאשר כל צומת רואה רק חלק לוקלי מהרשת .בתזה
זו אנו חוקרים אלגוריתמים מבוזרים לבעיות מרכזיות בגרפים ,עם דגש על תחום תכנון הרשתות
).(NETWORK DESIGN
בתחום ה־ ,NETWORK DESIGNהמטרה היא למצוא תתי־גרפים דלילים של הרשת שמקיימים תכונות
טובות .דוגמה מרכזית היא עץ פורש מינימום שהוא תת־גרף בעל משקל מינימלי שמאפשר
תקשורת בין כל זוג צמתים .בעוד שעצים הם אכן תתי־גרפים שימושיים מאוד לתקשורת ,יש
להם גם מספר בעיות .ראשית ,עצים לא עמידים לנפילות ,נפילה של קשת בודדת מהעץ מנתקת
אותו ופוגעת לחלוטין בפונקציונליות שלו .בנוסף ,עצים לא משמרים מרחקים ,שני צמתים קרובים
בגרף המקורי ,יכולים להיות רחוקים מאוד זה מזה בעץ .כדי להתמודד עם בעיות אלו ,היינו
רוצים לבנות תתי־גרפים אלטרנטיביים שיקיימו תכונות טובות ,לדוגמה יהיו עמידים לנפילות או
ישמרו מרחקים .בעיות כאלו נחקרו רבות מנקודת מבט סדרתית ,כאשר יש מחשב אחד שרואה
את הרשת כולה .אבל ,כיוון שרשתות הן מבוזרות באופיין ,היינו רוצים לתכנן אלגוריתמים
מבוזרים לבעיות אלו .זה הדגש של תזה זו.
תזה זו מחולקת ל־ 3פרקים מרכזיים ,שאותם נתאר כעת בקצרה:

קשירות ) (CONNECTIVITYבפרק  2אנו עוסקים במציאת תתי־גרפים דלילים עמידים לנפילות ,או
הגדלת קשירות של תתי־גרפים נתונים ,כדי להפכם לעמידים יותר לנפילות .בעיות אלו הן בעיות
מרכזיות בתכנון רשתות ,כיוון שרשתות מטיבן חשופות לנפילות ,וכדי לתקשר ברשת היינו רוצים
לבנות תתי־גרפים עמידים לנפילות ,בתשלום מינימלי .אחת הבעיות המרכזיות שאנו עוסקים
בה היא הבעיה של מציאת תת־גרף k־קשיר בקשתות מינימלי )CONNECTED SPANNING SUBGRAPH־
EDGE־ ,(kבבעיה זו אנו רוצים למצוא תת־גרף בעל משקל מינימלי שעמיד לעד  k − 1נפילות של
קשתות )קווי תקשורת( .בעוד שבעיה זו נחקרה רבות בעולם הסדרתי ,בעולם המבוזר נחקר
בעיקר המקרה  ,k = 1שזו בעיית עץ פורש מינימום .אנו מראים אלגוריתם קרוב לאופטימלי
i
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המחקר בוצע בהנחייתה של פרופסור קרן צנזור־הלל ,בפקולטה למדעי המחשב.

תודות
בשנים האחרונות ,הייתה לי הזכות להכיר הרבה אנשים מעולים ,שעיצבו את נקודת המבט שלי
על מחקר.
ראשית ,אני רוצה להודות למנחה שלי ,קרן צנזור־הלל ,שהכירה לי את עולם המחקר .על
ההנחיה והתמיכה בשנים האלו ,וכל ההזדמנויות לאורך הדרך .קרן תמיד עודדה אותי למצוא
את הדרך שלי במחקר ,בסביבה רגועה ותומכת .היה לי הרבה מזל שקרן הייתה המנחה שלי.
שנית ,אני רוצה להודות ל־ ,MOHSEN GHAFFARIשאירח אותי ב־ ETH ZURICHבקיץ  .2018הקיץ
ההוא היה מאוד מלמד ומהנה.
במהלך הדוקטורט הייתה לי הזדמנות לעבוד ולדבר על מחקר עם הרבה אנשים נהדרים,
שלמדתי מהם רבות .אני רוצה להודות ל־HILLEL־,MICHAEL ELKIN ,YUVAL EFRON ,KEREN CENSOR
HYAY ,YANNIC MAUS ,DEAN LEITERSDORF ,JANNE KORHONEN ,SERI KHOURY ,MOHSEN GHAFFARI־
 ,MERAV PARTER ,DANUPON NANONGKAI ,SAGNIK MUKHOPADו־.AMI PAZ
לסיום ,אני רוצה להודות למשפחה ולחברים שלי על כל התמיכה בשנים האלו ,לא הייתי כאן
בלעדיכם.

אני מודה למלגות גוטווירט וות״ת על התמיכה הכספית הנדיבה בהשתלמותי.
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תכנון רשתות מבוזר

חיבור על מחקר

לשם מילוי חלקי של הדרישות לקבלת התואר
דוקטור לפילוסופיה

מיכל דורי

הוגש לסנט הטכניון ־־־ מכון טכנולוגי לישראל
אוגוסט 2020
חיפה
אב התש״פ
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תכנון רשתות מבוזר

מיכל דורי
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