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Abstract
This thesis studies fundamental optimization and distance computation problems in the distributed CONGEST model of computation. The contributions include both upper and lower
bounds. The first part of the thesis focuses on lower bounds for optimization, for which we
employ the well known 2-party communication complexity framework. In addition to providing
new near quadratic lower bounds for minimum dominating set and weighted max cut, our
contributions include a novel connection between error correcting codes and lower bounds for
CONGEST. We introduce a new gadget, called code gadget, that incorporates error correcting
codes into a family of hard graphs. With this family of hard graphs we are able to prove the
first near quadratic lower bound for approximating an optimization problem, namely, maximum
independent set, by a constant multiplicative factor in CONGEST.
The second original technical contribution of the first part of this thesis is the first application
of multi-party communication complexity for proving lower bounds for the CONGEST model.
The only previous application of multi-party communication complexity to show lower bounds
for the distributed setting was for the Broadcast Congested Clique model. In this thesis, we
employ the multi-party setting to amplify the aforementioned hardness of approximation result
for maximum independent set.
The second part of this thesis focuses on distance computations, specifically on the fundamental parameters of diameter, radius and eccentricities. As allowing approximate solutions enables
one to beat lower bounds for exact computation, we focus on approximate computation of these
parameters. In particular, we focus on the weighted and directed variants of these parameters.
We give a nearly full characterization of the trade-off between the approximation ratio and
the round complexity of computing approximations to the variants we consider. Furthermore,
motivated by applications in computational geometry and recent work in the sequential setting,
we bring to light the study of bi-chromatic diameter and radius into the CONGEST model. We
provide the first upper and lower bound results for these variants in the distributed setting.
On the technical side, we introduce a generalization of the notion of pseudo-center, which
was introduced in recent work, and present an efficient way to compute it. Furthermore, our
lower bound constructions incorporate the usage of previously unused functions in the 2-party
communication complexity framework.
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Abbreviations and Notations
St
• Throughout the first part of the thesis, we use the notation V = ˙ i=1 V i to emphasize
that {V i }i∈[t] is a partition of V .
• Throughout the thesis, for any positive integer k, we denote by [k] the set of positive
integers {1, 2, · · · , k}.
• Given a graph G = (V, E), some subset S ⊆ V , and a vertex v ∈ V , we denote d(v, S) =
min d(v, u).
u∈S

• Given a graph G = (V, E) we denote by D the diameter of the graph, and by ∆ the
maximum degree in the graph.

3
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Chapter 1

Introduction
Optimization and distance computation problems are cornerstone problems in theoretical
computer science, with many applications in both theoretical and practical regimes. This
thesis focuses on understanding the complexity of exact and approximate solutions to several
fundamental optimization and distance computation problems in the well known distributed
model of computation, the CONGEST model. The model consists of a synchronous network
of n nodes, in which each node has a unique identifier and is computationally unbounded. In
the beginning, each node knows its own identifier and those of its immediate neighbors in
the network, and in each round, each node can send a message of O(log n) bits to each of its
neighbors.
In the CONGEST model, there is a simple algorithm with round complexity O(n2 ), in which
each node learns the entire topology of the network, and solves any natural problem locally. In
general however, the complexities of optimization and distance computation problems vary in the
range between Θ(1) to Θ(n2 ), with some problems admitting polylog(n) round algorithms, such
as

1
∆ -approximation

for Maximum Independent Set [BCGS17]. Other problems have complexity
√
Θ̃( n+D), such as (1+)-approximate Single Source Shortest Paths (SSSP) [FN18]. Many more
problems admit Õ(n) algorithms, e.g., exact diameter computation [FHW12, PRT12, LP13b,
BN19], (1 − )-approximation to unweighted Max Cut [BCD+ 19], and nailing down the exact
complexity for solving some of these problems remains widely open. Finally, some problems
such as Minimum Vertex Cover (MVC), and Maximum Independent Set (MaxIS), are known to
require Ω̃(n2 ) rounds in order to solve exactly [CKP17].
The first part of this thesis focuses on optimization problems in the ‘high’ complexity regime,
namely, problems for which finding an exact solution requires Ω̃(n2 ) rounds. More specifically,
we focus on three central problems in the first part of the thesis.
The first is MaxIS, for which such a near quadratic lower bound was shown in [CKP17].
The main result of this part is to show how to employ error correcting codes and multi-party
communication complexity in order to show Ω̃(n) , and Ω̃(n2 ) lower bounds for approximating
5
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MaxIS within factors of ( 12 + ), and ( 34 + ), respectively.
The other two problems we focus on in the first part are Minimum Dominating Set (MDS),
and weighted Max Cut. We show that previous techniques for obtaining near quadratic lower
bounds for the CONGEST model are actually very versatile and flexible. We illustrate this by
showing that clever modifications and adjustments yield near quadratic lower bounds for many
more optimization problems. Here, we demonstrate this by presenting Ω̃(n2 ) lower bounds for
the exact computation of MDS and weighted Max Cut. Further examples can be found in
[BCD+ 19]. All of the above lower bounds hold even against algorithms that posses global shared
randomness and succeed with high probability.
Our lower bounds are proved using reductions from communication complexity, with the reductions to MDS and Max Cut being from the 2-party setting, and the reduction to approximating
MaxIS being from the multi-party setting. The hardness of approximation result for MaxIS
marks the first hard input family of graphs for CONGEST that incorporates error correcting
codes, and the first application of multi-party communication complexity for showing lower
bounds in CONGEST. Previously, multi-party communication was applied in the context of
distributed computing to prove lower bounds only for the Broadcast Congested Clique (BCC)
model of computation [DKO14]1 .
Approximations to these problems were also studied in the well known LOCAL model of
computation, which is similar to CONGEST, but lacks bandwidth restrictions. Many optimization
problems such as MVC, MDS, MaxIS, admit polylog(n)/ round algorithms for computing a
(1 + )-approximation in the LOCAL model [GKM17], even though solving these problems
exactly requires global (Ω(D) rounds) computation. Returning to CONGEST, MVC admits a
2-approximation in O(log(n)) rounds [GKP08], and MDS admits a O(log ∆)-approximation in
polylog(n) rounds [KMW16]. Furthermore, a near quadratic lower bound for the exact solution
of MVC and MaxIS was shown in [CKP17]. In this thesis, We show a near quadratic lower
bound for the exact solution of MDS as well.
It remained open whether these problems admit efficient (1 + )-approximation algorithms
in CONGEST, as they do in LOCAL. The lower bound for approximating MaxIS proven in
this thesis resolves the case of MaxIS in the negative, thus proving a strict separation between
CONGEST and LOCAL for approximating this problem. However, for MVC, MDS and many
other optimization problems, this question remains widely open. To illustrate this, for any
constant  > 0, there is no known o(n2 ) round algorithm for (2 − )-approximating MVC, and
no known o(n2 ) round algorithm for o(log ∆)-approximating MDS.
The second part of this thesis focuses on distance computation problems, and specifically on the
trade-off between approximation ratio and round complexity of computing fundamental distance
1

In the BCC model, each node in each round, instead of sending a message to its neighbors in the input graph,
can broadcast a single O(log n)-bit message to all nodes in the graph.

6
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parameters such as diameter, radius, and eccentricities. We present a full characterization of this
trade-off for weighted/directed radius, and weighted diameter. For directed diameter, we resolve
all but a few remaining open cases of the trade-off. Furthermore, motivated by applications in
computational geometry [Yao82, KI95, AES91, DG04], this thesis brings to light the study of
bi-chromatic variants of these parameters in the CONGEST model of computation, by presenting
the first upper and lower bound results for these variants.
As technical contributions, we generalize the concept of a pseudo-center defined in [CG20],
which is a set of vertices that mimics the role of the center of the graph. We define the notion of
an approximate pseudo-center, and show how to efficiently compute such a set, as well as how
to use it in order to get nearly tight approximation algorithms for several variants of distance
parameters.
On the lower bound front, our lower bounds are proved using the 2-party communication
complexity framework, for which we employ two functions that were not used previously in
order to obtain lower bounds for CONGEST. Namely, we employ the Tribes function defined in
[JKS03], and the Hitting Set Existence function, which is a communication complexity variant
of a problem defined in [AWW16].

1.1

Lower Bounds for Optimization

The first part of this thesis focuses on lower bounds for the CONGEST model using reductions
from communication complexity. Our starting point is the 2-party communication complexity
setting, which is by now a standard model for reducing from in order to show lower bounds
for the CONGEST model. It was first used by Peleg and Rubinovich in [PR00], and since then
many tight (or believed to be tight) lower bounds were obtained using this framework (e.g.
[SHK+ 12, DKO14, CK18, BCD+ 19, ACK16], and many more).
The 2-party communication complexity model consists of 2 players, Alice (A) and Bob (B),
each of then receiving an input x, y ∈ {0, 1}k , respectively. The players need to communicate in
order to determine the value f (x, y) for some f : {0, 1}k × {0, 1}k → {0, 1}. Their mutual goal is
to compute f (x, y) while communicating the minimal amount of bits possible. Roughly speaking,
the communication complexity of a protocol Q for f is the maximal amount of bits exchanged
between A and B in the execution of Q over all inputs. The communication complexity of f on
inputs of size k, denoted by CC(f, k), is the communication complexity of the protocol with
the lowest communication complexity among all protocols for f . Formal definitions appear in
Chapter 3.
The general idea of reducing 2-party communication to the CONGEST model is as follows. To
show a lower bound for deciding some predicate P , we assume there is some CONGEST algorithm
A that decides P in T rounds. We then consider some function f that has communication
complexity CC(f, k) on inputs of length k, and then construct a graph G such that the value
7
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f (x, y) on given respective inputs x, y to A and B can be determined by the correctness of P on
Gx,y . Here, Gx,y is the graph produced from G by applying specific modifications to it based on
x, y. Now, we let A and B simulate A on Gx,y in the following manner. The vertices of Gx,y are
partitioned into VA , VB , which are the sets of Alice and Bob, respectively. We denote by GA and
GB the subgraphs of Gx,y induced by VA , and VB , respectively. This partition is chosen in a way
that allows A to construct GA , and B to construct GB given their respective inputs without any
communication. Now assuming there is an algorithm A in the CONGEST model for deciding P
on a given network in T rounds, Alice and Bob can simulate A using O(T · |C| · log n) bits of
communication, where |C| is the number of edges of Gx,y in VA × VB , and n is the number of
vertices in Gx,y . This simulation requires A and B to communicate T · O(log n) · |C| bits, and it
must hold that this value is at least CC(f, k). Thus, one can deduce that T = Ω( CC(f,k)
|C| log n ).
From here we can see that the main two parameters that control how large the achieved
lower bound will turn out to be are k and |C|. More specifically, these parameters are the size
of the input for f and the number of edges in the cut between A’s vertices and B’s vertices.
In order to achieve the lower bounds we want to prove, we would need to use large values for
k, and very small values for |C|. Namely, k = Ω(n2 ), |C| = polylog(n). The first constructions
with such parameters were presented by Censor-Hillel et al. [CKP17]. In that paper, they
employ the bit gadget, which was introduced to distributed computing by Abboud et al. [ACK16].
Intuitively, the bit gadget is a small gadget that employs binary representations in order to
reduce the size of the cut between the vertices of A and B. This gadget allowed them to construct
hard input graph families that satisfy k = Ω(n2 ), |C| = polylog(n).
In this work, we build on the known fact that the bit gadget is a useful tool for showing near
quadratic lower bounds, and show that it can be used to prove Ω̃(n2 ) lower bounds for many
additional optimization problems by applying appropriate modifications to its topology. This
thesis illustrates this on the problems MDS and weighted Max Cut. Further results of similar
flavour can be found in the work of Bachrach et al. [BCD+ 19].
Next, this thesis deals with showing near quadratic lower bounds for approximating MaxIS.
To show hardness of approximations for MaxIS using the 2-party communication complexity
framework, one needs to show a multiplicative gap in the MaxIS size depending on the value
of f (x, y). This means that for some value M , one needs to show a construction of a family of
graphs for which the value of f (x, y) can be deduced by knowing whether the family has an
independent set of size M , or that any independent set has size significantly smaller than M . In
other terms, this translates to showing that the value of f (x, y) can be deduced from observing
a significant change in the the solution value of the considered problem. In our case, we require
a change of a constant multiplicative factor in the solution value. For that goal, we incorporate
error correcting codes into our hard input family of graphs for MaxIS, which allows us to obtain
this gap between the solution values, depending on f (x, y).
Then, we show how one can use Multi-Party Communication Complexity (MPCC) in order to
amplify the lower bound for MaxIS. Previously, the only application of multi-party communication
complexity for proving lower bounds for distributed settings was due to Drucker et al. [DKO14],
8

Technion - Computer Science Department - M.Sc. Thesis MSC-2020-21 - 2020

in which it was used to prove strong lower bounds for the BCC model of computation.
The BCC model (described in the previous footnote) is similar to the shared blackboard
multi-party communication complexity model, which is the model we employ in order to prove
our lower bounds. This is true in the sense that any problem solvable in the BCC model in T
rounds, is solvable (using the naive simulation) in the shared blackboard model using Õ(nT )
bits of communication. This property, combined with clever reductions, allowed [DKO14] to
prove lower bounds for the BCC model using MPCC, marking the first application of MPCC to
prove lower bounds for distributed settings of computation. In CONGEST, however, the naive
simulation of a T round CONGEST algorithm can require Θ(T n2 ) bits of communication in the
shared blackboard model. This makes proving lower bounds for CONGEST using the shared
blackboard model a far more challenging task. We overcome this challenge by constructing
an input graph family that satisfies the following. First, CONGEST algorithms on this family
of graphs can be simulated in the shared blackboard model efficiently, and second, the graph
constitutes a reduction from a chosen communication complexity function, to the problem of
approximating MaxIS.
MDS and Max Cut
Our first contribution is presenting near quadratic lower bounds for computing exact solutions
for MDS and weighted Max Cut.
MDS.

In the Minimum Dominating Set (MDS) problem we are given a graph G, and our

goal is to find a minimum cardinality set of vertices D such that each vertex is dominated by a
vertex in D: it is either in D (thus dominates itself), or has a neighbor in D. In the CONGEST
model, it is known that there are polylogarithmic O(log ∆)-approximations for MDS [JRS02,
KW05, KMW16], and it is also known that obtaining such an approximation requires at least
p
a polylogarithmic time. More specifically, there are lower bounds of Ω( log n/ log log n) and
Ω(log ∆/ log log ∆) by Kuhn et al. [KMW16]. Here, ∆ denotes the maximal degree of the given
network. In the LOCAL model, where there are no bandwidth restrictions, a (1+)-approximation
for MDS can be obtained in polylogarithmic time due to Ghaffari et al. [GKM17]. The first
contribution of this thesis is proving a near quadratic lower bound for exactly solving the MDS
problem. Formally, we prove the following theorem.
Theorem 1.1 Any distributed algorithm in the CONGEST model for computing a minimum
dominating set or for deciding whether there is a dominating set of a given size M requires
2

Ω( logn2 n ) rounds.
Max Cut. The Max-Cut problem requires each vertex to choose a side such that if S is the set
of vertices that choose one side, then the cut E(S, V \S) is the largest (in cardinality, or in weight,
if G is weighted) among all cuts in the graph. A trivial random assignment is known to produce a
1/2-approximation in expectation, and requires no communication. In the paper of Censor-Hillel
et al. [CLS17], an algorithm is given for obtaining this approximation factor deterministically,
9
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within Õ(∆ + log∗ n) rounds. Recently, Kawarabayashi and Schwartzman [KS18] showed that a
(1/2 − )-approximation can be obtained in O(log∗ n) rounds deterministically, and in O(1/)
rounds using randomization, which also holds for the weighted version of the problem. Here,
we prove a nearly quadratic lower bound for exactly solving the weighted Max Cut problem.
Namely, we prove the following theorem.
Theorem 1.2 Any distributed algorithm in the CONGEST model for computing a maximum

weighted cut or for deciding whether there is a cut of a given weight M requires Ω n2 / log2 n
rounds.
Error correcting codes & MPCC meet hard graphs
As our next contribution, we show the first application of error correcting codes and multi-party
communication complexity to constructing hard input families of graphs for the CONGEST
model. Furthermore, we show the first near quadratic lower bound for approximating an
optimization problem by a multiplicative factor. Specifically, we focus on the MaxIS problem.
For the MaxIS problem, Kawarabayashi et al. [KKSS19] showed that one can compute w.h.p. a
1
(1+)∆ -approximation

in poly(loglog(n)) rounds. Deterministically, Bar-Yehuda et al. [BCGS17]

showed an algorithm that computes a ∆-approximation to MaxIS in O(∆ + log∗ n) rounds, and
in O(M IS(G)) rounds, where M IS(G) is the deterministic round complexity of computing
a maximal independent set in a given graph G in the CONGEST model. Going beyond ∆approximation, there are efficient (∆ + 1)/2 and 0.529∆ approximations for the unweighted and
weighted cases, respectively, due to Boppana et al. [BHR18]. These algorithms however are
randomized, and achieve the aforementioned approximation factors in expectation, and not with
high probability. The complexity of achieving even better approximations is not known.
Censor-Hillel et al. showed that solving the problem exactly requires Ω̃(n2 ) rounds [CKP17].
For more details regarding related work on MaxIS, see Chapter 2. We show that approximating
MaxIS within factors of ( 12 + ) and ( 34 + ) requires near linear time, and near quadratic time,
respectively. Formally, we prove the following theorems.
Theorem 1.3 For any constant 0 <  < 1/2, any algorithm that finds a (1/2 + )-approximation
to maximum independent set in the CONGEST model requires Ω(n/ log3 n) rounds.
Theorem 1.4 For any constant 0 <  < 1/4, any algorithm that finds a (3/4 + )-approximation
to maximum independent set in the CONGEST model requires Ω(n2 / log3 n) rounds.
Our results demonstrate a strict separation between the CONGEST and LOCAL models, since
in the latter there is a polylog(n) round algorithm that computes a (1 − )-approximation for
MaxIS, due to Ghaffari et al. [GKM17].
A comparison of our results in the first part of the thesis with previous work is depicted in
Table 1.1. For further discussion regarding previous work on Max Cut and MaxIS, see Chapter
2.
10
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Problem
MDS

Max Cut

MaxIS

Approx.
Exact
Θ(log ∆)
2
O(k∆ k log ∆)
Exact
(1 − )
1
2 −
Exact
1/∆
1/(1 + )∆
1/2 + 
3/4 + 

Variant

wted

wted

UB Õ(·)
n2
polylog(n)
k2
n2
n · poly()
1/
n2
polylog(n)
poly(log log n)/

Reference
learn topology
[KMW16]
[KW05]
learn topolgy
[BCD+ 19]
[KS18]
learn topology
[BCGS17]
[KKSS19]

LB Ω̃(·)
n2
S

Reference
Section 4.1.1.
[KMW16]

n2

Section 4.1.2

n2

[CKP17]

n
n2

Section 4.3.1
Section 4.4.1

Table 1.1: Comparison of the optimization lower bounds presented in the thesis with previous
work. Here, ‘wted’ denotes that either the edges nq
or vertices, depending
o on context, have
polynomially bounded integer weights. S = min

1.2

log n
log ∆
log log n , log log ∆

.

Distance Approximations

Continuing in the same lines of understanding the complexity of approximating fundamental
problems within various approximation ratios, we now turn to a different type of problems,
namely, distance computations. More specifically, we focus on distance parameters such as
diameter, radius and eccentricities. Computing the diameter and radius of a given graph are
cornerstone problems with abundant applications. This is particularly the case in the context of
distributed computing, since distances between nodes in a network directly influence the time it
takes to communicate throughout the network.
In a seminal work, Frischknecht et al. [FHW12] showed that the diameter is hard to compute,
namely that Ω̃(n) rounds are required, even in undirected unweighted graphs. The same holds
for computing the radius, due to Abboud et al. [ACK16]. Both of these results are tight up
to logarithmic factors due to an algorithm that computes all pairs shortest paths (APSP) in a
given unweighted, undirected graph in O(n) rounds [LP13b, PRT12]. Recently, Bernstein and
Nanongkai [BN19], presented an algorithm which computes exact APSP in a given weighted,
directed graph in Õ(n) rounds as well.
As exact diameter and radius are hard to compute in general graphs, a natural relaxation
is to settle for approximate computations. A trivial observation is that computing a BFS tree
from any node in the network yields a 2-approximation to the diameter and radius of a given
unweighted, undirected network in O(D) rounds, where D is the hop diameter of the graph.
The same holds for obtaining a 3-approximation of all eccentricities. Obtaining a more thorough
understanding of the complexity landscape of computing approximations to these distance
parameters has been an ongoing endeavour of the community. The current state of the art for
diameter approximation is the algorithm by Holzer et al. [HPRW14b] with round complexity
√
of O( n log n + D), that achieves a 32 -approximation of the diameter in a given unweighted,
undirected graph (further discussion is deferred to Chapter 2).
11
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However, many open cases have remained, and unveiling the full picture of the trade-offs
between approximation ratios and round complexity for distance parameters in the CONGEST
model remained a central open problem. In this thesis, we give a near-complete characterization of this trade-off for the problems of diameter, radius and eccentricities, focusing on the
weighted and/or directed variants. For the problem of directed diameter, only the range [2, 23 ] of
approximation ratios remains non-settled.
In some cases, originally motivated by computational geometry problems [Yao82, KI95,
AES91, DG04], we are interested in these graph parameters in a restricted manner, termed as
the bi-chromatic distance parameters. Here, the distances that are considered for computing the
parameters are only between pairs of vertices that belong to different sides of a given bi-partition
of the graph. The bi-chromatic versions of the diameter and the radius have received much recent
attention in the sequential setting [BRS+ 18, DWVW19]. We bring to light the study of these
problems in the CONGEST model, by providing upper and lower bounds for these problems.
For example, we prove here that a 53 -approximation to the bi-chromatic diameter in a given
√
unweighted, undirected graph can be computed in Õ( n + D) rounds, and we prove that this is
tight in the sense that any improvement in the approximation ratio will incur a blowup in the
round complexity to Ω̃(n).
A more comprehensive display of the results on distance computation follows. Also, a
comparison with previous work is depicted in Table 1.2 and Table 1.3 and is elaborated upon in
Chapter 2.

1.2.1

Our contributions and techniques

Roughly speaking, the eccentricity of a vertex v is the distance d(v, u) where u is the farthest
distance from v in the graph. The diameter D is the largest eccentricity in the graph, and the
radius r is the smallest.
Directed/Weighted Diameter.

In previous work, Holzer and Pinsker [HP16] showed a lower

bound of Ω̃(n) rounds for computing an (2 − ε)-approximation of the weighted diameter of a
given graph. Shortly after, Becker et al. [BKKL17] designed an algorithm that computes a
√
(2 + o(1))-approximation of weighted and directed diameter in Õ( nD1/4 + D) rounds. Such an
algorithm makes one wonder, is there a smooth trade-off between the round complexity and
the approximation ratio when going beyond a 2-approximation, for either the directed or the
weighted variant? In other words, can we further reduce the round complexity if we are willing
to settle for a worse approximation ratio? We resolve this question in the negative, in the sense
that the dependence on n in the algorithm of [BKKL17] is necessary (up to poly-logarithmic
factors) for any approximation of the diameter in weighted or directed graphs. The bi-chromatic
diameter is a variant of the diameter problem that is discussed later.
Theorem 1.5 Given any positive function α(n), any algorithm (even randomized) computing
an α(n)-approximation to the weighted diameter or bi-chromatic diameter in a given graph G
√
requires Ω̃( n + D) rounds.
12
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Problem
Diameter

Approx.
Exact
2 − 21k
2
2+

Radius

Eccentricities

Exact
2 − 21k
2
2+
Exact
3 − 2k4+1
2
2+

Bi-chromatic Diameter

Exact
5/3
2

Variant
wted dir
wted dir
wted
wted dir
wted dir
wted dir
wted
wted dir
wted dir
wted dir
wted
wted dir
wted dir
wted

Upper Bound Õ(·)
n
1
n k+1 + D
T√
(SSSP )
n+D
√ 1/4
nD + D
n
1
n k+1 + D
T√
(SSSP )
n+D
√ 1/4
nD + D
n
1
k+1
n
+D
T√
(SSSP )
n+D
√ 1/4
nD + D
√ n
n+D
T (SSSP )

Reference
[BN19]
Theorem 1.9, [HPRW14a]∗
Corollary 1.5
[BKKL17]
Corollary 1.4
[BN19]
Theorem 1.9
Corollary 1.5
Corollary 1.3
Corollary 1.4
[BN19]
Theorem 1.9
Corollary 1.5
Corollary 1.3
Corollary 1.4
[BN19]
Theorem 1.10
Theorem 1.11

Table 1.2: Upper bounds for the problems considered in this thesis. A variant can be weighted,
directed, both, or neither. Upper bounds hold for the listed variants and all subsets of those
variants. Approximation factors are multiplicative but may omit additive error. The value k
may be any integer greater or equal to 1. We denote the roundncomplexity of the current
best
o
√
√
1
3
4
5
exact weighted SSSP algorithm by T (SSSP ), currently Õ(min
nD, nD + n + D) by
[FN18].
∗
for k = 1.

Theorem 1.6 Given any positive function α(n), any algorithm (even randomized) computing
√
an α(n)-approximation to the diameter in a given directed graph G requires Ω̃( n + D) rounds.
To prove these theorems we reduce from the problem of Spanning Connected Subgraph
Verification (SCSV) to approximating these parameters. The SCSV problem is known to admit
the above lower bound due to Das Sarma et al.[DSHK+ 11]. The key challenge is to construct a
reduction in a manner that can be efficiently simulated in CONGEST.
Directed/weighted Radius and Eccentricities. Since the diameter is the largest eccentricity in the graph and the radius is the smallest eccentricity in the graph, any lower bound for
computing approximations to the diameter or radius also applies to computing approximations
for all eccentricities. Here, we present a connection between the complexity of computing the
Single Source Shortest Paths (SSSP) problem and the complexity of approximating radius,
diameter and eccentricities.
Formally, we prove the following theorem.

13
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Problem
Diameter

Radius

Approx.
3/2 − 
2−
poly(n)
3/2 − 
2−
poly(n)

Eccentricities

5/3 − 
2−
poly(n)

Bi-chromatic Diameter

5/3 − 
2−
poly(n)

Variant
wted
wted
dir

Lower Bound Ω̃(·)
n
√

n+D
n

wted
dir
wted
dir

√

n+D
n

wted
dir
wted
dir

√

n+D
n

wted
dir
wted
dir

√

n+D

Reference
[ACK16]
[HP16]
Theorem 1.5
Theorem 1.6
[ACK16]
Theorem 1.8
Corollary 1.6
[ACK16]
[HP16]
Theorem 1.8
Corollary 1.6
Theorem 1.12
[HP16]
Theorem 1.13
Corollary 1.6

Table 1.3: Lower bounds for the problems considered in this thesis. A variant can be weighted,
directed, both, or neither. Lower bounds hold for the listed variants and all supersets of those
variants. Approximation factors are multiplicative.
Theorem 1.7 For any  ≥ 0, given a (1 + )-approximation algorithm A for weighted and
directed SSSP running in T (n, , D) rounds, there exists an algorithm for (2 + 3 + 32 + 4)approximate diameter, radius, and all eccentricities in Õ(T (n, , D) + D) rounds on weighted,
directed graphs.
We now describe the challenges in proving the above and our approach for coping with them.
A useful notion for distance parameters is that of the center of the graph, which is the vertex
with the lowest eccentricity. Given the center c of the graph, we could easily approximate all
eccentricities of the given graph by performing an SSSP algorithm rooted at c, and letting each
node v estimate its eccentricity by outputting d(v, c) + ecc(c). However, computing the center
of a graph, or even its eccentricity (the radius), is known to be a hard task that requires Ω̃(n)
rounds [ACK16].
For proving Theorem 1.7, we rely on the approach of Choudhary and Gold [CG20], in which
a pseudo-center is defined, and it is shown how to compute a pseudo-center of size O(log2 n)
sequentially in near linear time. A pseudo-center C is a set of nodes, whose goal is to play the
role of the center of the graph, by promising that all eccentricities are at least the maximal
distance between any node to the pseudo-center C. Using such a pseudo-center, one can similarly
to the ideal case (possessing the actual center) estimate the eccentricity of every node.
In [CG20], it is shown how to sequentially compute a pseudo-center of small size using
a given exact SSSP algorithm. However, the current state-of-the-art distributed complexity
of computing exact SSSP is very costly, and hence we wish to avoid it. To overcome this,
14
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we introduce the notion of an approximate pseudo-center, which generalizes the notion of a
pseudo-center. We prove that (i) an approximate pseudo-center of small size can be computed
efficiently in a distributed manner, and (ii) an approximate pseudo-center is still sufficient for us
for approximating the required distance parameters.
From Theorem 1.7, using the (1 + )-approximate SSSP algorithms of [BKKL17, FN18],
√
√
which run in Õ(( n + D)/) rounds on weighted, undirected graphs and Õ(( nD1/4 + D)/)
rounds on weighted, directed graphs, respectively, we deduce the following corollaries :
Corollary 1.3 For any  = 1/polylog(n), there exists an algorithm for (2 + )-approximate
√
diameter, radius and all eccentricities running in Õ( n + D) rounds on non negative weighted
graphs, with n nodes and hop-diameter D.
Corollary 1.4 For any  = 1/polylog(n), there exists an algorithm for (2 + )-approximate
√
diameter, radius and all eccentricities running in Õ( nD1/4 + D) rounds on non negative
weighted, directed graphs, with n nodes and hop-diameter D.
Using the exact SSSP algorithm of Forester and Nanongkai [FN18] we obtain the following
corollary.
Corollary 1.5 There exists
radius, diameter and all eccentricin√ an√algorithm for 2-approximate
o
1/4
3/5
ties running in Õ(min
nD, nD + n + D ) rounds on non negative weighted graphs,
with n nodes and hop-diameter D.
Regarding radius, the only previous result regarding the complexity of approximating the
radius in the CONGEST model is due to [ACK16], in which they showed that for any ε > 0,
computing an (3/2 − ε)-approximation to the radius in undirected, unweighted graphs requires
Ω̃(n) rounds. In [ACK16], it is shown that any algorithm computing an ( 53 − ε)-approximation of
all eccentricities requires Ω̃(n) rounds as well. Having a complete understanding of the relation
between approximation ratio to the round complexity of computing unweighted, undirected
radius remains an intriguing open problem. As a step towards resolving this problem, we give
a nearly full characterization of the approximation factor to round complexity mapping for
weighted and/or directed radius in the CONGEST model. More formally, we prove the following.
With the first being a corollary of Theorems 1.5,1.6. This is true since any finite approximation
to the radius, implies a finite approximation to the diameter, since r ≤ D ≤ 2r holds in every
graph.
Corollary 1.6 Given any positive function α(n), any algorithm (even randomized) computing
an α(n)-approximation to the weighted (directed) radius in a given weighted (directed) graph G
√
requires Ω̃( n + D) rounds.
Theorem 1.8 Given any constant ε > 0, any algorithm (even randomized) computing an
(2 − ε)-approximation to the weighted (directed) radius in a given weighted (directed) graph G
requires Ω̃(n) rounds.
15
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These theorems are proved using the 2-party communication complexity framework, as
previously discussed. This framework was used by Frischknecht et al. [FHW12] to show that any
algorithm that distinguishes between networks with diameter 2 and 3 has running time Ω̃(n).
Later, Abboud et al. [ACK16] showed that this lower bound holds even when one considers
sparse networks with only O(n) edges. Furthermore, they showed hardness of approximation
results for diameter, discussed in Chapter 2. Many of the papers that employ this framework,
reduce from either the Set Disjointness function, the Equality function, or the Gap Disjointness
function [DSHK+ 11, CD18, CK18, BCD+ 19]. To prove the above theorems, we enhance this
framework by showing lower bounds using reductions from additional functions, which were
not used previously to obtain lower bounds for the CONGEST model. Namely, in the proof of
Theorem 1.8, we use the Tribes function, defined by Jayram et al. [JKS03], and the Hitting Set
Existence (HSE) function, which is a communication complexity variant of a problem introduced
by Abboud et al. [AWW16].
Undirected and Unweighted Diameter, Radius and Eccentricities.
shown that for any ε > 0, any algorithm computing an

( 32

In [ACK16], it is

− ε)-approximation to unweighted

undirected diameter or radius has round complexity Ω̃(n). Furthermore, any algorithm computing
an ( 53 − ε)-approximation to all eccentricities has round complexity Ω̃(n). From the perspective
of upper bounds, the state of art for diameter approximation is an algorithm by Holzer et al.
√
[HPRW14b], computing a 3/2-approximation in Õ( n log n+D) rounds. Fully understanding the
mapping of approximation ratios in the ranges (2, 32 ] for diameter and radius, and in the ranges of
(3, 53 ) for all eccentricities, to their respective correct round complexity in the CONGEST model
remains open. As a step towards resolving this open problem, we present a simple distributed
implementation of a sequential approximation algorithm of Cairo et al. [CGR16] for diameter,
radius and eccentricities with the following parameters.
Formally, we prove the following theorem.
Theorem 1.9 For any k ∈ N, there exist algorithms that compute (2− 21k )-approximate diameter
and radius and (3 − 2k4+1 )-approximate eccentricities on unweighted, undirected graphs, that have
1

running time of Õ(n k+1 + D) rounds w.h.p.
Bi-chromatic Diameter and Radius. To the best of our knowledge, no previous results
regarding bi-chromatic distance parameters are known in distributed settings. Roughly speaking,
these variants are defined using only distances between pairs of nodes from sets S, T ⊂ V
respectively. We denote by DST and RST the values of the ST -diameter and ST -radius,
respectively. A formal definition appears in Chapter 3. In the following, T (SSSP ) refers to the
distributed complexity of exact weighted SSSP.
√
Theorem 1.10 There is an algorithm with complexity Õ( n + D) that given an undirected,
∗ such that
unweighted graph G = (V, E), and sets S ⊆ V, T = V \S, w.h.p. computes a value DST
3DST
5

−

6
5

∗ ≤D
≤ DST
ST .
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Theorem 1.11 There is an algorithm with complexity T (SSSP ) that given an undirected graph
G = (V, E), and sets S ⊆ V, T = V \S, computes a value D∗ such that

DST
2

− W/2 ≤ D∗ ≤ DST .

Here W is the minimum edge weight in S × T .
We remark that using very similar algorithms to the ones of Theorem 1.10 and Theorem
1.11, one can obtain the following results, whose proofs we omit due to similarity to the main
ideas in the proofs we provide for the above two theorems.
√
Remark 1.6.1 There are algorithms with complexity Õ( n + D) that given an undirected,
unweighted graph G = (V, E), and sets S, T ⊆ V , compute w.h.p. the following.
∗ such that R
∗
1. A value RST
ST ≤ RST ≤

5RST
3

+ 35 , in the case that S = V \T .

2. A 2-approximation to all ST -eccentricities.
3. A 2-approximation to RST .
Remark 1.6.2 There are algorithms with complexity T (SSSP ) that given an undirected graph
G = (V, E), and sets S, T ⊆ V , compute the following.
∗ such that R
∗
1. A value RST
ST ≤ RST ≤ 2RST + W , in the case that S = V \T . Here W is

the minimum edge weight in S × T .
2. A 3-approximation to all ST -eccentricities.
3. A 3-approximation to RST .
We complement these upper bounds with several lower bounds. We show that in the weighted
case, one can not hope to do better than a 53 -approximation. Additionally, as a step towards
realizing the complexity of finding a better than 2-approximation for directed diameter, we show
that for bi-chromatic diameter, in which one is tasked with finding the largest distance between
a pair of nodes in different sets of a given partition of the graph, finding such an approximation
is a hard task.
Formally, we prove the following theorems.
Theorem 1.12 For all constant  > 0, there is no o( logn3 n ) round algorithm for computing a
( 35 − )-approximation to the bi-chromatic diameter in an unweighted, undirected graph.
Theorem 1.13 For all constant  > 0, there is no o( logn2 n ) round algorithm for computing a
(2 − )-approximation to the bi-chromatic diameter in a directed graph.
Finally, we show that for both the directed and weighted cases, any approximation of the
√
bi-chromatic diameter requires Ω̃( n + D) rounds. The weighted case is proved as part of
Theorem 1.5. We prove separately the directed case, which is stated formally as follows.
Theorem 1.14 Given any positive function α(n), any algorithm (even randomized) computing
√
an α(n)-approximation to the bi-chromatic diameter in a given directed graph G requires Ω̃( n +
D) rounds.

17
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Chapter 2

Additional Related Work
In addition to the work discussed in the previous chapter, Kawarabayashi et al. [KKSS19]
showed that a family of graphs for which one can beat Ω(∆)-approximation is low arboricity
graphs. More specifically, for graphs with arboricity α, a 8(1 + )α-approximation to MaxIS can
be computed w.h.p. in polylog(n)/ rounds.
Furthermore, Bachrach et al. [BCD+ 19] proved that the 2-party communication complexity
framework is limited in its power to prove lower bounds for approximating both MaxIS and
MDS. Roughly speaking, the paper presents communication complexity protocols in the 2-party
framework for approximating MaxIS and MDS. Using these protocols, it is proved that the
2-party framework can not be used to prove a super-constant lower bound for approximating
MaxIS within a factor of 1/2, and MDS within a factor of 2. In other words, such reductions can
only be used to prove lower bounds for MaxIS for approximation factors that are larger than 12 ,
and smaller than 2 for MDS.
For MDS, in addition to the randomized O(log ∆)-approximation that was shown by Kuhn et
al. [KMW16], deterministic approximation algorithms were also designed. The first deterministic
approximation algorithm for MDS in CONGEST was designed by Ghaffari and Kuhn [GK18], in
which they show that a O(log2 n)-approximation to MDS can be computed deterministically in
√

O(2

log n log log n )

rounds. Later, Deurer et al. [DKM19], showed that in the same asymptotic

round complexity, one can obtain deterministically a O(log n)-approximation as well.
Regarding Max Cut, when one restricts the discussion to bipartite graphs, a (1 − )approximation to the problem can be computed in polylog(n) rounds in CONGEST [CLS17].
The same paper proves a (1 − )-approximation in polylog(n) rounds to the problem in general
graphs in the LOCAL model. Deterministically, it is known that even on d-regular graph were d is
even and constant, a constant time algorithm can not compute a constant factor approximation
to the problem [BE20]. The same work shows that if d is odd, then for any constant  > 0, one
can not compute a (1/d + )-approximation in a constant number of rounds, and it shows this
lower bound to be tight for odd d.
Turning our attention to distance computations, and specifically to the parameters considered
in this thesis, the state of the art algorithm for 3/2-approximation of unweighted, undirected
diameter [HPRW14b] was preceded by a significant number of works. Notable examples include
19
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the algorithm of Holzer and Wattenhofer [HW12], that computes a 3/2-approximation of the
diameter in undirected, unweighted graphs in O(n3/4 + D) rounds , and the independent work
√
of Peleg et al. [PRT12], which achieves the same approximation in O(D n log n) rounds. Later,
√
Lenzen and Peleg [LP13b] improved this upper bound to O( n log n + D).
Approximations to other variants of distance computations such as APSP and SSSP have
been extensively studied in the CONGEST model as well. Examples include the deterministic
(1+o(1))-approximation to APSP by Nanongkai [Nan14], and the (1+)-approximation algorithm
for SSSP of Becker et al. [BKKL17]. The near optimal algorithm of Bernstein and Nanongkai
for APSP [BN19] was preceded by a series of papers that set to realize the complexity of APSP
in CONGEST [HNS17, Elk17, AR19, ARKP18, AR18]. Given that [BN19] is a randomized
Las Vegas algorithm, there remains a gap between between the best known deterministic and
randomized algorithms for APSP, with the deterministic state of the art being Õ(n4/3 ) [AR20].
For SSSP, the state of the art algorithm of [FN18] was also preceded by a series of improvements
[Elk17, Nan14, BKKL17, LP13a, GL18, HKN16, EN19] from the folklore O(n) Bellman-Ford
algorithm.
Conditional hardness results for the parameters considered in the second part of this thesis
are very well-studied in the sequential setting, within fine-grained complexity, under assumptions
such as the Strong Exponential Time Hypothesis (SETH) [IP01]. For details, see e.g., the work
of Backurs et al. [BRS+ 18] or the survey by Vassilevska Williams [Vas18].
The lower bound framework for reducing 2-party communication complexity to CONGEST
was introduced by Peleg and Rubinovich in [PR00], in which they show that any algorithm
√
solving the Minimum Spanning Tree (MST) problem has round complexity Ω̃( n + D). Since
then, there has been a surge of lower bounds for the CONGEST model employing this framework;
examples include [DSHK+ 11, DKO14, FGKO18, ACKP19, CK18, BCD+ 19]. In an independent
concurrent work, [aut20] show another angle of the landscape of the complexity of diameter
approximation, proving that for any constant  > 0, any algorithm approximating the diameter
6
of a given unweighted, undirected graph, within a factor of ( 35 + ), ( 47 + ), or ( 11
+ ), must

have a round complexity of at least Ω̃(n1/3 ), Ω̃(n1/4 ), or Ω̃(n1/6 ), respectively.
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Chapter 3

Preliminaries
3.1

The Model and Assumptions

Throughout the thesis, we consider the CONGEST model of distributed computing. In this
model, one is given a network on n vertices in the form of a graph G = (V, E). Initially, each
vertex knows its own unique Id and the Ids of its neighbors in G. Communication takes place
in synchronous rounds, i.e., in each round, each vertex can send a message of O(log n) bits to
each of its neighbors. The given graph may be equipped with a weight function w : E → N, or
w : V → N, in which case each vertex knows also the weights of its incident edges, or its own
weight.

3.2

The Problems

In this section, we formally define the problems we consider throughout this work, starting with
optimization problems.
Given a graph G = (V, E), we call a set D a dominating set if d(D, v) ≤ 1 for all v ∈ V . We
call a set I ⊆ V an Independent set if (v1 , v2 ) 6∈ E for all v1 , v2 ∈ I.
Given a cut S ⊆ V , and an edge weight function w : E → N, we define the weight of the cut
P
to be w(S) =
w(u, v).
(u,v)∈E|u∈S,v6∈S

If the graph is equipped with a vertex weight function w : E → N, then for some subset
P
S ⊆ V , we abuse notation by denoting the weight of S to be w(S) =
w(v). It will be clear
v∈S

from context whether w(S) refers to the weight of the cut defined by S, or to the weight of S
itself.
Definition 3.1 (Minimum Dominating Set) The Minimum Dominating Set (MDS) problem requires, given a graph G = (V, E), to output the size of the smallest, in terms of cardinality,
dominating set in the graph.
Definition 3.2 (Maximum Independent Set) The Maximum Independent Set (MaxIS) problem requires, given a vertex weighted graph G = (V, E, w), to output the weight of the largest, in
terms of weight, independent set in the graph.
21
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Definition 3.3 (Max Cut) The Max Cut problem requires, given an edge weighted graph
G = (V, E, w) to output the weight of the cut S ⊆ V that maximizes w(S).
Next, we define the distance parameters that we discuss in the second part of the thesis.
Definition 3.4 Given a weighted, directed graph graph G = (V, E), denote by d(u, v) the weight
of the lightest directed path starting at node u and ending at node v. If there is no such path,
we define d(u, v) = ∞. Here, the weight of a path P is the sum of the weights of its edges. The
eccentricity ecc(u) of a node u is defined to be max d(u, v). The radius r of G is defined to be
v∈V

min ecc(v). The diameter D of G is defined to be max ecc(v).
v∈V

v∈V

The ST variants of these distance parameters are defined as follows.
Definition 3.5 (ST and bi-chromatic diameter, radius and eccentricities.) Given a weighted
graph G = (V, E), and two non empty subsets S, T ⊆ V , given v ∈ S, we define its ST -eccentricity
by ecc(v) = max d(v, u). We define the ST -diameter of G to be DST = max ecc(v). The ST u∈T

v∈S

radius of G is defined to be RST = min ecc(v). When S = V \T , the ST parameters are called
v∈S

bi-chromatic.

3.3

Reductions from Multi-Party Communication Complexity

Our lower bounds rely on reductions from the number-in-hand model of multi-party communication complexity. In the number-in-hand model, there are t players, each of which holds an input
xi ∈ {0, 1}k . The players need to compute a joint function of their inputs f (x1 , · · · , xt ), where t
and k are parameters of the model. The communication setting in the number-in-hand model can
be defined in various ways (see also, e.g., [PVZ12]). In this work we use the shared blackboard
model, where the players can exchange messages by writing them on a shared blackboard that is
visible to all the players. The communication complexity in this model is formally defined as
follows.
Definition 3.6 [Communication Complexity - Shared Blackboard]
Q
Let k ≥ 1, t ≥ 2 be two integers, let f be a Boolean function f : ti=1 {0, 1}k → {TRUE, FALSE},
and let Q be the family of protocols that compute f correctly with probability at least 2/3, in the
shared blackboard model. Given t inputs x1 , · · · , xt , denote by πQ (x1 , · · · , xt ) the transcript of
a protocol Q on the inputs x1 , · · · , xt , i.e., the sequence of bits that are written on the shared
blackboard. The communication complexity of a protocol Q is
CC(Q) =

max

x1 ,··· ,xt ∈{0,1}k

|πQ (x1 , · · · , xt )|.

The communication complexity of f , denoted by CCf (k, t), is defined to be the minimum
communication complexity over all the possible protocols that compute f correctly with probability
at least 2/3:
CCf (k, t) = min CC(Q).
Q∈Q
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We now show how to prove lower bounds for the CONGEST model via reductions from the
shared blackboard model of multi-party communication complexity. Our framework extends the
framework of Censor Hillel et al. [CKP17] for the 2 players case. In [CKP17], the authors define
the notion of a family of lower bound graphs for the 2-party case. In this work, we extend this
notion for any arbitrary number t ≥ 2 of players.
Definition 3.7 Family of Lower Bound Graphs
Q
Given two integers k ≥ 1, t ≥ 2, a boolean function f : ti=1 {0, 1}k → {TRUE, FALSE}, and

Q
a graph predicate P , a family of graphs Gx̄ = (V, Ex̄ , wx̄ ) | x̄ = (x1 , · · · , xt ) ∈ ti=1 {0, 1}k is
said to be a family of lower bound graphs with respect to f and P if there is a partition of the
St
set of nodes V = ˙ i=1 V i for which the following properties hold:
1. Only the weight of the nodes in V i and the existence of edges in V i × V i may depend on xi ;
2. Gx̄ satisfies the predicate P iff f (x̄) = TRUE.
The intuition behind the definition of a family of lower bound graphs is as follows. We
are given a function f whose input is split among t players p1 , · · · , pt , where pi receives a

Q
string xi ∈ {0, 1}k , and a family of lower bound graphs Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k
with respect to f and some graph predicate P . The players are required to compute the
value f (x1 , · · · , xt ). In order for the players to do so, they construct the graph Gx̄ , where
x̄ = (x1 , · · · , xt ), and check whether Gx̄ satisfies the predicate P . Due to the first condition
of Definition 3.7, each player pi can construct the graph induced by the nodes in V i without
any communication with the other players. Due to the second condition of Definition 3.7, Gx̄
satisfies the predicate P if and only if f (x1 , · · · , xt ) =

TRUE.

Hence, the problem of deciding

whether Gx̄ satisfies P is reduced to computing the value f (x1 , · · · , xt ).
Next, we prove the following reduction theorem, which is based on a standard simulation
argument. This theorem extends the reduction theorem of [CKP17] for the 2-party case (Theorem
1 in [CKP17]). Given a family of lower bound graphs and a graph Gx̄ in it, we denote by cut(Gx̄ )
S
the set of cut edges of Gx̄ . That is, cut(Gx̄ ) = Ex̄ \ ( ti=1 V i × V i ).
Theorem 3.8 Fix k ≥ 1, t ≥ 2, f :

Qt

k
i=1 {0, 1}

→ {TRUE, FALSE}, and a graph predicate

P . If there is a family {Gx̄ = (V, Ex̄ , wx̄ )} of lower bound graphs w.r.t. f and P , then any
algorithm
for deciding
P in the CONGEST model with success probability at least 2/3 requires


CCf (k,t)
Ω |cut(Gx̄ )| log |V | rounds.
Proof: Let ALG be a distributed algorithm in the CONGEST model that decides P in T rounds.
We define a protocol for f in the shared blackboard model, as follows. Let x̄ = (x1 , · · · , xt ) ∈
Qt
k
1
t
i
i
i=1 {0, 1} be the vector of inputs of the players p , · · · , p , where p receives the string x , in
the shared blackboard model. Each player pi constructs the part of Gx̄ for the nodes in V i . This
can be done by the first condition of Definition 3.7, and the fact that the sets are disjoint.
The players p1 , · · · , pt simulate ALG, where each player pi simulates the nodes in V i , as
follows. All the messages that are sent on edges in V i × V i are simulated by player pi , without
23
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any communication with the other players. All the other messages, the ones that are sent

St
i
i
on edges in cut(Gx̄ ) = Ex̄ \
i=1 V × V , are written on the shared blackboard. That is,
whenever there is a message from some node in V i to some node in V j for i 6= j ∈ [t], player
pi writes this message on the shared blackboard, which is visible to all the other players. In
particular, it is visible to pj who is simulating the nodes in V j .
After simulating the T rounds of ALG, the players know whether Gx̄ satisfies the predicate P ,
and by the second condition of Definition 3.7, this reveals the information about f (x̄). Observe
that the total number of bits that are written on the blackboard are O(T |cut(Gx̄ )| log |V |).
This is because an algorithm in the CONGEST model sends at most O(log |V |) bits on each
edge in each round, and the only messages that are written on the blackboard are the ones
that are sent on the edges in cut(Gx̄ ). Hence,
complexity of f is at most
 the communication

CCf (k,t)
O(T |cut(Gx̄ )| log |V |) and therefore, T = Ω |cut(Gx̄ )| log |V | .

We now define the communication complexity functions that we employ throughout the
thesis.
The lower bounds for approximating MaxIS in the first part of the thesis are achieved via
reductions from the promise pairwise disjointness function. For two strings x, y ∈ {0, 1}k , we
P
say that x and y are disjoint if kj=1 xj yj = 0.
Definition 3.9 [Promise Pairwise Disjointness]
Let k ≥ 1, t ≥ 2, and x1 , · · · , xt ∈ {0, 1}k , with the promise that the strings x1 , · · · , xt are
either uniquely intersecting, or pairwise disjoint. That is, either there is an m ∈ [k] satisfying
x1m = x2m = · · · = xtm = 1, or xi and xj are disjoint for all pairs i 6= j ∈ [t]. The promise
pairwise disjointness function outputs

TRUE

if the strings are pairwise disjoint, and

FALSE

if they

are uniquely intersecting.
Chakrabarti et al. [CKS03] proved that the communication complexity of the promise pairwise
disjointness function in the shared blackboard model is Ω(k/t log t).
Theorem 3.10 [Theorem 2.5 in [CKS03]]
Let f be the promise pairwise disjointness function. It holds that CCf (k, t) = Ω(k/t log t).
All other lower bounds in the first part of the thesis are proved using a special case of
Definition 3.9, by putting t = 2.
Definition 3.11 (The Set Disjointness Problem (Disj) [Raz92]) Alice and Bob receive
subsets X, Y ⊆ [n], respectively, represented as binary vectors of length n. Their goal is to decide
whether X ∩ Y = ∅.
It is known by [BJKS04, KN97, Raz92] that the randomized communication complexity of
Disj on inputs of size n is Ω(n).
The following functions are used in the second part of the thesis.
Definition 3.12 (The Tribes (ListDISJ) Problem [JKS03]) Alice and Bob are given sets
Ai , Bi ∈ {0, 1}N for each i ∈ [N ]. They must output 1 if and only if there is some i such that
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Ai and Bi are disjoint, i.e. there is no j such that Aij = Bij = 1. We treat the inputs x and y
as binary strings of length N 2 , such that x = A1 ◦ ... ◦ AN , y = B1 ◦ ... ◦ BN . Here, ◦ refers to
string concatenation.
The Tribes function is defined in [JKS03], where a lower bound of Ω(N 2 ) communication
bits is proved.
Definition 3.13 (Orthogonal vectors (OV)) Alice and Bob each receive N binary vectors
of length d, namely, X, Y ⊆ {0, 1}d , |X| = |Y | = N for some d. It holds that OV (X, Y ) = 1 iff
there exists v ∈ A, u ∈ B such that u · v = 0, where · denotes the standard inner product over the
reals.
It is known by [BK18] that the randomized communication complexity of OV on inputs of
size N and d = Θ(log N ) is Ω(N ).
Definition 3.14 (The Hitting Set Existence (HSE) Problem [AWW16]) Alice and Bob
are given sets A and B of N Boolean vectors of size d. They must output 1 if and only if there
is some vector a ∈ A such that for all vectors b ∈ B it holds that a · b 6= 0.
The HSE problem was used in [AWW16] for showing fine-grained complexity lower bounds,
and conjectured to be sequentially hard. Here, we prove by reducing the Disj problem to the
HSE problem that HSE is hard in the 2-party communication setting.
Theorem 3.15 The HSE problem on sets of size N of vectors of size d = 2 log N + 1 requires
Ω(N ) bits of communication.
Proof: We reduce from the Set Disjointness problem. Let X, Y ∈ {0, 1}N be the sets received
by Alice and Bob respectively. Each may convert these sets into vector sets A and B as follows.
Let b(i) be the bit representation of the number i, and let b(i) be the bitwise complement
of b(i). For each i in [n], let Ai be the concatenation of b(i), b(i), and Xi , where Xi is the ith
element of X. For each i in [N ], let Bi be the concatenation of b(i), b(i), and Yi , where Yi is the
ith element of Y . Let A = {Ai }i and B = {Bi }i .
We claim that X and Y are disjoint if and only if there does not exist a hitting set in the
instance (A, B). If X and Y are disjoint, then for all i, Ai · Bi = 0, because b(i) and b(i) are
orthogonal by definition and either Xi or Yi is 0. Thus there is no hitting set.
Otherwise, there is some i such that Xi = Yi = 1. Note that for all i 6= j, Ai · Bj 6= 0. Also,
Ai and Bi are both 1 in the last bit, by our construction. Thus for all j, Ai · Bj 6= 0, and Ai is a
hitting set.
No additional communication is required for the reduction, so Ω(N ) bits are still required
due to the lower bound for the Set Disjointness problem.
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Chapter 4

Optimization Lower Bounds
4.1

MDS and Max Cut

In this section, our goal is to prove Theorem 1.1, and Theorem 1.2.

4.1.1

Minimum Dominating Set

In the minimum dominating set (MDS) problem we are given a graph G, and our goal is to find
a minimum cardinality set of vertices D such that each vertex is dominated by a vertex in D:
Each vertex is either in D (thus dominates itself), or has a neighbor in D. The MDS problem is
a central problem, with many efficient1 O(log ∆)-approximation algorithms in the CONGEST
model [JRS02, KW05, KMW16], where ∆ is the maximum degree in the graph. Whether one
can obtain a o(log ∆)-approximation in o(n2 ) rounds remains a major open problem. In this
section, we show that solving the problem exactly requires nearly quadratic number of rounds,
proving the following.
Theorem 1.1 Any distributed algorithm in the CONGEST model for computing a minimum
dominating set or for deciding whether there is a dominating set of a given size M requires
2

Ω( logn2 n ) rounds.
Note that our bound immediately applies to the weighted version of the problem. Also, note
that a super-linear lower bound for deciding whether there is a dominating set of a given size M
also implies the same lower bound for computing a minimum dominating set, since computing
the size of a given set of vertices takes O(D) rounds in the CONGEST model, via standard
aggregation tools. Thus, it suffices to prove the second part of the theorem, which we do by
presenting a family of lower bound graphs.
The family of lower bound graphs: Let k be a power of 2, and build a family of graphs
Gx,y with respect to f = Disjk2 and the predicate P that states that: the graph Gx,y contains a
dominating set of size 4 log k + 2.
1

We refer to algorithms running in polylog(n) rounds as efficient.
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Figure 4.1: The family of lower bound graphs for MDS

The fixed graph construction: Start with a fixed graph G (see Figure 4.1) consisting
of four sets of k vertices each, denoted A1 = {ai1 | 0 ≤ i ≤ k − 1}, A2 = {ai2 | 0 ≤ i ≤ k − 1},
B1 = {bi1 | 0 ≤ i ≤ k − 1}, B2 = {bi2 | 0 ≤ i ≤ k − 1}; we refer to each set as a row,
and to their vertices as row vertices. For each set S ∈ {A1 , A2 , B1 , B2 }, ` ∈ {1, 2} add three
additional sets of vertices TS = {thS | 0 ≤ h ≤ log k − 1}, FS = {fSh | 0 ≤ h ≤ log k − 1}
and US = {uhS | 0 ≤ h ≤ log k − 1}; we refer to these vertices as bit-gadget vertices 2 . For
each 0 ≤ h ≤ log k − 1 and each ` ∈ {1, 2}, connect the 6-cycle (fAh` , thA` , uhA` , fBh ` , thB` , uhB` ).
The cycles are connected to the sets A1 , A2 , B1 , B2 by binary representation in the following
way. Given a row vertex si` ∈ S, i.e., s ∈ {a, b}, ` ∈ {1, 2}, i ∈ [n], let ih denote the h-th
bit in the binary representation of i. Connect si` to the set bin(si` ) ⊂ (FS ∪ TS ), defined as
bin(si` ) = {fSh | ih = 0} ∪ {thS | ih = 1}. Similarly, define bin(si` ) = {fSh | ih = 1} ∪ {tjS | ih = 0}.
2

Constructing Gx,y from G given x, y ∈ {0, 1}k :

2

We index the strings x, y ∈ {0, 1}k by

pairs of the form (i, j) such that 0 ≤ i, j ≤ k − 1. Now we augment G in the following way: For
2

The bit gadget was first employed to prove lower bounds for CONGEST in the work of Abboud et al. [ACK16],
where the authors prove lower bounds for distance computations.
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all pairs (i, j), we add the edge (ai1 , aj2 ) if and only if xi,j = 1, and we add the edge (bi1 , bj2 ) if
and only if yi,j = 1.
2

Lemma 4.1.1 Given x, y ∈ {0, 1}k , the graph Gx,y has a dominating set of size 4 log k + 2 if
and only if Disjk2 (x, y) = FALSE.
Proof: Assume first that Disjk2 (x, y) = FALSE, and let (i, j) be the index s.t. x(i,j) = y(i,j) = 1,
i.e., the edges {ai1 , aj2 }, {bi1 , bj2 } are both in the graph Gx,y . Construct a dominating set D
containing ai1 , bi1 , and all the vertices in bin(ai1 ), bin(aj2 ), bin(bi1 ), bin(bj2 ). This set is of size
4 log k + 2. By taking all of bin(ai1 ) and bin(bi1 ), we made sure all the bit-gadget vertices of
FA1 , TA1 , UA1 , FB1 , TB1 , UB1 are dominated, and similarly, all the other bit-gadget vertices are
dominated as well.
For the row vertices, first observe that ai1 , bi1 , aj2 , bj2 are dominated by D using the edges
0

{ai1 , aj2 } and {bi1 , bj2 }. For the other row vertices, consider w.l.o.g. some vertex ai1 where i0 6= i,
0

so there exists 0 ≤ h ≤ log k − 1 s.t. i0h 6= ih . If fAh1 ∈ bin(ai1 ), then thA1 ∈ bin(ai1 ) ⊂ D, and ai1
0

is dominated; similarly, if thA1 ∈ bin(ai1 ) then ai1 is dominated as well. Thus, D is a dominating
set of size 4 log k + 2.
For the other direction, assume Gx,y has a dominating set D of size 4 log k + 2. For each
0 ≤ h ≤ log k − 1 and ` ∈ {1, 2}, the only way to dominate two vertices uhA` and uhB` is by two
different bit-gadget vertices, so D must contain at least 4 log k bit-gadget vertices. We show that
this is the exact number of bit-gadget vertices in D by eliminating all other options.
If D has 4 log k + 2 bit-gadget vertices and no row vertices, then there is a set S ∈
{A1 , A2 , B1 , B2 } such that FS ∪ TS ∪ US contains at most log k vertices of D. In this set,

D contains at most one vertex out of any consecutive triple fSh , thS , uhS : If it contains more
0

0

0

than one vertex in such a triplet, it contains no vertices of some other triplet {fSh , thS , uhS }, and
0

as thS cannot be dominated by row vertices, it is not dominated at all. So, for some si` ∈ S, there
is a set of the form bin(si` ) in FS ∪ TS ∪ US , which does not intersect D. As D does not contain
any row vertices, it does not contain si` or any of its neighbors, so this vertex is not dominated.
If D has 4 log k + 1 bit-gadget vertices, and exactly one row-vertex, assume w.l.o.g. that this
row vertex is in A1 . For each other set S ∈ {A2 , B1 , B2 }, D must contain at least one vertex

from each triplet fSh , thS , uhS in order to dominate thS , and thus FS ∪ TS ∪ US contains at least
log k vertices of D. Hence, for at least one of the set S ∈ {B1 , B2 }, FS ∪ TS ∪ US contains exactly
log k vertices of D. The argument now follows the same lines as the previous: There is a set of
the form bin(bi` ) that does not intersect D, and as D does not contain vertices from B1 and B2 ,
bi` is not dominated.
We are left with the case where D has exactly 4 log k bit-gadget vertices and 2 row vertices.
This requires a sequence of claims, as follows.
The two row vertices are in different sets. If the two row vertices are in the same set,
w.l.o.g. A1 , then D must contain at least one vertex from each triplet fAh2 , thA2 , uhA2 , in order
to dominate thA2 . Since D contains exactly 2 vetrices of every 6-cycle, it can contain most one
vertex of each triplet fBh 2 , thB2 , uhB2 . Hence, there is a vertex bi2 ∈ B2 such that bin(bi2 ) does not
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intersect D. Since no vertex of B1 or B2 is in D, the vertex bi2 is not dominated, a contradiction.
D contains exactly one of every pair of neighbors fSh , thS . Assume w.l.o.g. that fAh1 , thA1 are
both in D, so in the same 6-cycle, fBh 1 , thB1 must both be dominated by vertices of B1 . But no
single vertex in bi1 ∈ B1 has both fBh 1 , thB1 in bin(bi1 ), and D cannot contain two vertices of B1 .
For each pair {fAh` , fBh ` }, and for each pair {thA` , thB` }, either both vertices are in D or both
are not in D. If fAh` is in D then by the previous claim thA` is not, so fBh ` must be in D in order
to dominate uhA` ; similarly, if fBh ` is in D then fAh` must be in D as well. If thA` is in D then fAh`
is not, then thB` must be in D in order to dominate uhB` ; similarly, if thB` is in D then thA` must
be in D.
As exactly 2 of every 6-cycle vertices are in D, from each pair {fSh , thS } at most one vertex is
in D. Choose a vertex not in D from each pair {fAh1 , thA1 }, and let ai1 be the vertex such that
bin(ai1 ) is the set of these vertices. Hence, bin(ai1 ) does not intersect D, and ai1 is not dominated
by bit-gadget vertices. For each vertex fAh1 that is not in D, the corresponding vertex fBh 1 is also
not in D, and similarly for vertices of the form thS . Thus, bin(bi1 ) also does not intersect D, and
bi1 is not dominated by bit-gadget vertices. Similarly, let aj2 be a vertex such that bin(aj2 ) does
not intersect D, and conclude bin(bj2 ) also does not intersect D. Thus, we have four vertices,
ai1 , bi1 , aj2 , bj2 that are not dominated by bit-gadget vertices, and instead, must be dominated by
row vertices. It is impossible that both A1 and A2 have vertices from D, as then there are no
vertices from D in B1 and B2 and bi1 and bj2 are not dominated; similarly, it is impossible that
both B1 and B2 have vertices from D. So, one of ai1 and aj2 must be in D, and dominate the
other, and either way the edge {ai1 , aj2 } must exist in Gx,y ; similarly, the edge {bi1 , bj2 } must exist
in Gx,y . We thus conclude that x(i,j) = y(i,j) = 1, as claimed.



Now all that is left in order to prove Theorem 1.1 is to use Theorem 3.8.
Proof: We use Theorem 3.8. For that purpose we divide the graph Gx,y into VA and VB in the
following way. Define VA = A1 ∪ A2 ∪ FA1 ∪ TA1 ∪ UA1 ∪ FA2 ∪ TA2 ∪ UA2 , and
 define V
B = V \ VA .
Since |ECut | = O(log k) we get by using Theorem 3.8 a lower bound of Ω

k2
log k log n

rounds for

the problem of deciding whether there is a dominating set of size 4 log k + 2. As n = Θ(k), the
proof is completed.

4.1.2



Max-Cut

The max-cut problem requires each vertex to choose a side such that if S is the set of vertices
that choose one side, then the cut E(S, V \ S) has the largest weight among all cuts in the graph.
For a formal definition, see Definition 3.3. For context and flow of reading, we again go over
previous work for Max Cut.
A trivial random assignment produces a 12 -approximation in the case of simple unweighted
graphs, and requires no communication. In [CLS17], it is shown that this approximation factor
can also be achieved deterministically in Õ(∆ + log∗ n) rounds. In recent work, [KS18] showed
that computing a (1/2 − )-approximation can be done in O(log∗ n) rounds deterministically,
and in O(1/) rounds using randomization. Both of these results hold for the weighted version
30

Technion - Computer Science Department - M.Sc. Thesis MSC-2020-21 - 2020

of the problem, in which the cut E(S, V \ S) has a maximum weight.
Lower bound for max cut. The essence of our lower bound construction follows the framework of Theorem 3.8, and in particular shares some of the structure of the MDS construction,
in the sense of having row vertices that are connected to bit-gadget vertices according to their
binary representation.
Let M = k 4 · (8 log(k) + 4) + k 3 (12 log(k) − 4) + 4k 2 + 4k.
Theorem 1.2 Any distributed algorithm in the CONGEST model for computing a maximum

weighted cut or for deciding whether there is a cut of a given weight M requires Ω n2 / log2 n
rounds.
Intuition for the construction: To prove Theorem 1.2 we use a similar construction as for
MDS. The key technical hurdle is that inserting an edge into a graph according to x, y (imagine
for now the MDS graph) may not change the value of the maximum cut, e.g., if it connects
two vertices on its same side. The novelty of our construction is in circumventing the above by
adding weights to all edges, and adding some (small) constant number of new vertices, among
them two vertices NA and NB , connected to all A1 ∪ A2 and B1 ∪ B2 vertices, respectively. The
role of NA , NB is as follows. As in the MDS construction, we add an edge of weight 1 between
ai1 and aj2 iff xi,j = 0, and similarly for y. The crux of our construction is that for each row
vertex, say ai1 , the weight of its edge to NA is equal to the number of vertices in A2 to which
ai1 is not connected. Thus, the sum of weights of edges going from ai1 to vertices in A2 ∪ {NA }
is exactly k. Intuitively, if we now add another edge from ai1 to some aj2 that is on the same
side of a given cut, and if ai1 and NA are not on the same side, then the value of the cut now
decreases by 1. We give weights to remaining edges, such that some heavy-weighted edges force
any max-cut to take both thS vertices or both fSh vertices from every row h to the same side of
the cut. Combining the above ingredients gives that in order for the maximum cut to retain its
weight, the inputs strings x, y must not be disjoint, which is what allows us to obtain our lower
bound.
The family of lower bound graphs: Let k be a power of 2, and build a family of graphs
Gx,y with respect to f = Disjk2 and the predicate P that states that: the graph Gx,y contains a
cut of weight M .
The fixed graph construction: See Figure 4.2 for an illustration. The set of vertices V
contains four sets of k vertices each, denoted by A1 = {aj1 | 0 ≤ j ≤ k − 1}, A2 = {aj2 | 0 ≤ j ≤
k − 1}, B1 = {bj1 | 0 ≤ j ≤ k − 1}, B2 = {bj2 | 0 ≤ j ≤ k − 1}. For each S ∈ {A1 , A2 , B1 , B2 }
there are two sets of vertices of size log k, denoted by FS = {fSh | 0 ≤ h ≤ log (k) − 1} and TS =
{thS | 0 ≤ h ≤ log (k) − 1}. In addition, there are five vertices denoted by CA , C̄A , CB , NA , NB .
The vertices are connected as follows. The vertices CA and NA are connected with an
edge of weight k 4 . Similarly, the vertices CB and NB are connected with an edge of weight
k 4 . The vertices CA and C̄A are connected with an edge of weight k 4 , and the vertices C̄A
and CB are connected with an edge of weight k 4 . For each z ∈ {1, 2} and 0 ≤ h ≤ log (k) − 1,
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Figure 4.2: The family of lower bound graphs for deciding the weight of the max-cut, with
many edges and weights omitted for clarity.
the vertices (thAz , fAhz , thBz , fBh z ) are connected as a 4-cycle, with edges of weight k 4 . For each
S ∈ {A1 , A2 , B1 , B2 } and for each 0 ≤ j ≤ k − 1 we connect the vertex sj as follows. Let
Plog (k)−1 h
log (k)−1
{jh }h=0
be the binary representation of j, i.e., j = h=0
2 jh , and define Bin(sj ) =
{thS | jh = 1} ∪ {fSh | jh = 0}. The vertex sj is connected to every vertex in Bin(sj ) with an
edge of weight 2k 2 . For every vertex ajz ∈ A1 ∪ A2 , connect it with CA by an edge of weight
2k 2 log(k) − k 2 . Similarly for every vertex bjz ∈ B1 ∪ B2 , connect it with CB by an edge of
weight 2k 2 log(k) − k 2 . Finally, every vertex ajz ∈ A1 ∪ A2 is connected to Na , and every vertex
zij ∈ B1 ∪ B2 is connected to NB . The weight of these edges is determined by the input strings.
2

2

Constructing Gx,y from G given x, y ∈ {0, 1}k : We index the strings x, y ∈ {0, 1}k by
pairs of indices of the form (i, j) ∈ {0, 1, . . . , k − 1}2 . Now we augment G in the following way:
For all pairs (i, j) such that xi,j = 0 we connect the vertices ai1 and aj2 with an edge of weight 1.
Similarly for every (i, j) such that yi,j = 0 we connect the vertices bi1 and bj2 with an edge of
weight 1.
In addition, for every 0 ≤ i ≤ k − 1, we set the weight of the edge {ai1 , NA } to be
(intuitively, this promises that the total weight of the edges that are connected to

ai1

Pk−1
j=0

xi,j

is always

exactly k). Similarly, we set the weights of the edges {NA , ai2 }, {NB , bi1 } and {NB , bi2 }, to be
Pk−1
Pk−1
Pk−1
j=0 xj,i ,
j=0 yi,j and
j=0 yj,i respectively.
This completes the construction of Gx,y . Let S ⊆ V be such that C = E(S, V \ S) is a
maximum weight cut of Gx,y . Assume without loss of generality that CA ∈ S. We prove the
following sequence of claims about S.
Claim 4.1 It holds that CB ∈ S and NA , NB , C̄A ∈ V \ S, and for every z ∈ {1, 2} and
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0 ≤ h ≤ log(k) − 1 it holds that thAz ∈ S ⇐⇒ thBz ∈ S ⇐⇒ fAhz ∈
/ S ⇐⇒ fBh z ∈
/ S.
Proof: Let E 0 be the set of edges that are determined to be in the cut by the statement of the
claim. Notice that E 0 is exactly the set edges of weight k 4 . The rest of the edges are O(k) edges
of weight O(k 2 log k), O(k log k) edges of weight O(k 2 ), and O(k 2 ) edges of weight 1. Therefore,
the total weight of the edges that do not have weight k 4 , is O(k 3 log k), which is strictly smaller
than k 4 . Thus, if we show that there is a cut that contains E 0 , then any maximum cut must
contain E 0 . Taking S̃ = TA1 ∪ TA2 ∪ TB1 ∪ TB2 ∪ {CA , CB } produces a cut E(S̃, V \ S̃) which
contains E 0 , completing the proof.



Claim 4.2 For every z ∈ {1, 2} and 0 ≤ j ≤ k − 1 it holds that ajz ∈ S ⇐⇒ Bin(ajz ) ∩ S = ∅
and bjz ∈ S ⇐⇒ Bin(bjz ) ∩ S = ∅.
Proof: We prove the claim for A1 , and the proofs for A2 , B1 , B2 are similar.
For the first direction, assume aj1 ∈ S. If Bin(aj1 ) ∩ S 6= ∅ then there exists u ∈ Bin(aj1 )
such that u ∈ S. Let S 0 = S \ {aj1 }, and C 0 = E(S 0 , V \ S 0 ). We show that w(C 0 ) > w(C),
which contradicts C being a maximum cut. Notice that w(C 0 ) − w(C) = w(C 0 \ C) − w(C \ C 0 ).
Since u ∈ S 0 , it holds that |Bin(aj1 ) ∩ (V \ S 0 )| ≤ log(k) − 1. The edges that connect aj1 to
Bin(aj1 ) ∩ (V \ S 0 ) are of weight 2k 2 , and are in C \ C 0 . By Claim 4.1, the rest of the edges
in C \ C 0 , if they exist, are edges that connect aj1 to vertices in A2 ∪ {NA }, of which there
are no more than k, and whose weights are 1. Thus, w(C \ C 0 ) ≤ 2k 2 (log(k) − 1) + k =
2k 2 log k − 2k 2 + k. The edge {aj1 , CA } is in C 0 \ C and its weight is 2k 2 log k − k 2 , which gives
w(C 0 \ C) ≥ 2k 2 log k − k 2 > 2k 2 log k − 2k 2 + k ≥ w(C \ C 0 ). Thus w(C 0 ) > w(C), which is a
contradiction, and therefore Bin(aj1 ) ∩ S = ∅.
For the other direction, assume Bin(aj1 ) ∩ S = ∅. If aj1 ∈
/ S, define S 0 = S ∪ {aj1 }, and
C 0 = E(S 0 , V \ S 0 ). As before, we show that w(C 0 ) > w(C). Since Bin(aj1 ) ∩ S = ∅ and
aj1 ∈
/ S, and by Claim 4.1, we have that C \ C 0 only contains edges that connect aj1 to vertices in
A2 ∪ {CA }. These have a total weight of no more than 2k 2 log k − k 2 + k. Since aj1 ∈ S 0 and
Bin(aj1 ) ∩ S 0 = ∅, we have that C 0 contains all the edges that connect aj1 to vertex in Bin(aj1 ).
There are exactly log k such edges, and their weights are 2k 2 . Therefore, the total weight of
C 0 \ C is at least 2k 2 log k. Thus w(C 0 \ C) ≥ 2k 2 log k > 2k 2 log k − k 2 + k ≥ w(C \ C 0 ). We get
that indeed w(C 0 ) > w(C), which contradicts C being a maximum cut, and therefore aj1 ∈ S. 
Claim 4.3 For every z ∈ {1, 2}, and 0 ≤ j ≤ k − 1 it holds that ajz ∈ S ⇐⇒ bjz ∈ S, and there
∗

exists exactly one 0 ≤ j ∗ ≤ k − 1 such that ajz ∈ S.
Proof: From Claim 4.1, we have that for every z ∈ {1, 2} and 0 ≤ j ≤ k − 1, it holds that
Bin(ajz ) ∩ S = ∅ ⇐⇒ Bin(bjz ) ∩ S = ∅, and also that there exists exactly one 0 ≤ j ∗ ≤ k − 1
∗

such that Bin(ajz ) ∩ S = ∅, which is the value whose binary representation is determined by the
set of indexes h for which thAz 6∈ S. From Claim 4.2 we conclude that ajz ∈ S ⇐⇒ bjz ∈ S, and
∗

that there exists exactly one 0 ≤ j ∗ ≤ k − 1 such that ajz ∈ S.
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For a set of vertices U ⊂ V , we denote E[U ] = {{u, v} | u, v ∈ U, {u, v} ∈ E}, which is the
set of edges that connect two vertices in U .
Claim 4.4 Let E 0 = C \ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]. Then the total weight of edges in
E 0 is M 0 = k 4 · (8 log(k) + 4) + k 3 (12 log(k) − 4) + 4k 2 , regardless of x and y.
Proof: To prove the claim, we argue that for every t ∈ N, the number of edges of weight t in
E 0 does not depend on x, y.
By Claim 4.1, all of the edges of weight k 4 in Gx,y are in C, and none of them are in
E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]. This implies that all of the edges of weight k 4 are in E 0 . The
number of these edges is 8 log(k) + 4 regardless of x, y.
By Claim 4.3, there are exactly k − 1 vertices in each of A1 , A2 , B1 , B2 which are not in S,
and therefore there are exactly 4(k − 1) edges in E 0 of weight 2k 2 log k − k 2 , since CA , CB ∈ S.
Again by Claim 4.3, we know that there exists 0 ≤ j ∗ ≤ k − 1, such that for every j 6= j ∗
∗

it holds that aj1 ∈
/ S. By Claims 4.1 and 4.2, we know that Bin(aj1 ) ∩ S = ∅ and for every
0 ≤ h ≤ log(k) − 1 it holds that thA1 ∈ S ⇐⇒ fAh1 ∈
/ S. We conclude that |Bin(aj1 ) ∩ S|
∗

is equal to |Bin(aj1 ) \ Bin(aj1 )| which is the number of bits that are different between the
binary representations of j and j ∗ . Therefore, for every 0 ≤ h ≤ log(k) − 1, there are exactly


∗
∗
log k
indices j` for 1 ≤ ` ≤ logh k such that |Bin(aj1` ) \ Bin(aj1 )| = h. Since aj1 ∈ S and
h
∗

∗

∗

Bin(aj1 ) ⊆ V \ S, we get that all the edges that connect aj1 to Bin(aj1 ) are also in E 0 . Similar
arguments hold for A2 , B1 and B2 . Thus, the number of edges of weight 2k 2 in E 0 is exactly
P k log k
4(log k + log
h=1 h h ) = 2(k + 2) log k.
The only edges in the graph we did not address above are edges in E[A1 ∪ A2 ∪ B1 ∪ B2 ∪
{NA , NB }], which are not in E 0 . Therefore, M 0 = w(E 0 ) = k 4 · (8 log(k) + 4) + (2k 2 log k −
k 2 ) · 4(k − 1) + (2k 2 ) · 2(k + 2) log k = k 4 · (8 log(k) + 4) + 8k 3 log(k) − 4k 3 − 8k 2 log(k) + 4k 2 +
4k 3 log(k) + 8k 2 log(k) = k 4 · (8 log(k) + 4) + k 3 (12 log(k) − 4) + 4k 2 , which completes the proof.

2

Lemma 4.1.2 Given x, y ∈ {0, 1}k , the graph Gx,y contains a cut C = E(S, V \ S) such that
w(C) ≥ M if and only if Disjk2 (x, y) = FALSE.
2

Proof: From Claim 4.4, we have that for any x, y ∈ {0, 1}k and any maximum cut C =
E(S, V \ S) of Gx,y , the total weight of C \ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }] is M 0 .
For the first direction of the proof, assume Disjk2 (x, y) =

FALSE. Therefore, there exists
(j1 , j2 ) such that xj1 ,j2 = yj1 ,j2 = 1. We define S as follows. We take aj11 , bj11 , aj22 , bj22 , CA , CB into
S. In addition, for every z ∈ {1, 2}, we add (TAz ∪ FAz ) \ Bin(ajzz ) and (TBz ∪ FBz ) \ Bin(bji z )

to S.
By construction, the conditions that are claimed to hold for a maximum cut in Claims 4.1, 4.2,
and 4.3 hold for S and C as defined above. Therefore, the proof of Claim 4.4 carries over, which
means that w(C \ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]) = M 0 .
Now, the total weight of edges from aj11 to vertices in A2 ∪ {NA } is exactly k. All of the
vertices in A2 ∪ {NA } except for aj22 are not in S, and since xj1 ,j2 = 1, there is no edge between
34
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aj11 and aj22 , and therefore all of the edges from aj11 to vertices in A2 ∪ {NA } are in C. Similar
arguments holds for aj22 , bj11 and bj22 , and therefore w(C) ≥ M 0 + 4k = M .
For the other direction, assume there exist a maximum cut C = E(S, V \ S) such that
w(C) ≥ M = M 0 + 4k. By Claim 4.4 we have that w(C \ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]) = M 0
and thus, w(C ∩ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]) ≥ 4k.

j∗

j∗

j∗

j∗

By Claim 4.3, there exist two indices 0 ≤ j1∗ , j2∗ ≤ k − 1 such that a11 , b11 , a22 , b22 ∈ S, and no
other vertex in A1 ∪A2 ∪B1 ∪B2 is in S. By Claim 4.1 it holds that NA , NB ∈
/ S, and therefore all
j∗

j∗

j∗

j∗

the edges in C∩E[A1 ∪A2 ∪B1 ∪B2 ∪{NA , NB }] are connected to one of the vertices a11 , b11 , a22 , b22 .
j∗

j∗

j∗

j∗

For each vertex in a11 , b11 , a22 , b22 the total weight of edges that are connected to it and to a
vertex in A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB } is k. Since w(C ∩ E[A1 ∪ A2 ∪ B1 ∪ B2 ∪ {NA , NB }]) ≥ 4k,
j∗

j∗

we have that all of those edges are in C, are therefore there is no edge between a11 and a22 , and
j∗

j∗

no edge between b11 and b22 . Since for every (i, j) there is an edge between ai1 and aj2 if and only
if xi,j = 0, we get xj1∗ ,j2∗ = 1, and from the same reason yj1∗ ,j2∗ = 1, thus Disjk2 (x, y) = FALSE. 
Now, we conclude with the proof of Theorem 1.2.
Proof: [Theorem 1.2 ] We partition V into two sets VA = A1 ∪ A2 ∪ TA1 ∪ FA1 ∪ TA2 ∪ FA2 ∪
{CA , NA , C̄A }, and VB = V \ VA . Note that n = Θ(k), and therefore the parameter K we use
for Disj is K = k 2 = Θ(n2 ). The set Ecut is the set of edges between TA1 ∪ FA1 ∪ TA2 ∪ FA2
and TB1 ∪ FB1 ∪ TB2 ∪ FB2 , hence its size is Θ(log k) = Θ(log n). Lemma 4.1.2 gives that {Gx,y }
is a family of lower bounds graphs, and hence applying Theorem 3.8 implies a lower bound of
Ω(k 2 / log k log n) = Ω(n2 / log2 n) rounds.

4.2



Hardness of Approximation for MaxIS

In the previous section we presented a few lower bounds for exact computation of optimization
problem. We now turn to the main contribution of this part of the thesis, which is the near
quadratic lower bound for approximating MaxIS within a constant multiplicative factor.
For this, we need to introduce the relevant tools and notation that we employ in our
construction.

4.2.1

Large Distance Codes

Our proofs use the tool of error-correcting codes that was used in [BCD+ 19]. Let us define the
notion of a Code. Here, we use a similar definition to the one given by Arora and Barak [AB09]
(Chapter 19, Definition 19.5, page 380, in [AB09]).
Definition 4.5 [Code]
Let Σ be a finite set of symbols, called the alphabet. Fix three integers d ≥ 1, L ≥ 1 and
M ≥ L. For two strings x, y ∈ ΣM , the distance of x and y, denoted by d(x, y), is equal to
|{i ∈ [M ] | xi 6= yi }|.
A code with parameters (L, M, d, Σ) is a function C : ΣL → ΣM , such that for every
x 6= y ∈ ΣL , d(C(x), C(y)) ≥ d.
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Our proofs use the following theorem that shows the existence of large-distance codes (Lemma
19.11, Section 19 in [AB09]).
Theorem 4.6 Let Σ be an alphabet of size q = |Σ|. There is a code with parameters (L, M, d, Σ),
where L ≤ M ≤ q and d = M − L.
One example for a code that proves Theorem 4.6 is the so called Reed-Solomon code, which
is a well-known family of algebraic error-correcting codes. In our proofs we do not need the
details of the construction of such codes, but only their existence.
Lower bound graphs for MaxIS.

Our proofs for the maximum independent set problem

use families of lower bound graphs with respect to the promise pairwise disjointness function
and a gap predicate P . We formalize such families in the following definition.
Definition 4.7 [γ-approximate MaxIS family of lower bound graphs]
Fix 0 ≤ γ ≤ 1, β > 0. Let P be a graph predicate that distinguishes between graphs of maximum
independent set of weight at least β, and graphs of maximum independent set of weight at most
γ · β. A family of graphs is called a γ-approximate MaxIS family of lower bound graphs if it is a
family of lower bound graphs with respect to the promise pairwise disjointness function and the
graph predicate P .
The following corollary follows from Theorem 3.8.
Corollary 4.3 Let k ≥ 1, t ≥ 2 be two integers. If there is a γ-approximate MaxIS fam
Q
ily of lower bound graphs Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k , then any algorithm for γapproximation of maximum independent set in the CONGEST model with success probability at
least 2/3 requires Ω(k/(t log t · |cut(Gx̄ )| log |V |)) rounds.

4.3.1

Linear Lower Bound

In this section we prove Theorem 1.3. For convenience, we repeat it here.
Theorem 1.3 For any constant 0 <  < 1/2, any algorithm that finds a (1/2+)-approximation
to maximum independent set in the CONGEST model requires Ω(n/ log3 n) rounds.
In order to prove Theorem 1.3, we construct a (1/2 + )-approximate M axIS family of lower

Q
bound graphs Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k .
We start by describing a fixed graph construction
Q
G = (V, E, w), and then we describe how to get from G and a vector of strings x̄ ∈ ti=1 {0, 1}k the

Q
graph Gx̄ = (V, Ex̄ , wx̄ ), which gives a family of graphs Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k .
The family of lower bound graphs.

Our fixed graph construction G contains t copies of a fixed base graph H. We start by
describing the base graph H.
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Some notations. Let k, α, ` be three positive integers that are to be chosen later such that
(` + α)α = k, and `  α. Let C be a code given by Theorem 4.6 with parameters (α, ` + α, `, Σ),
where Σ = {1, · · · , ` + α}. Observe that k = |Σ|α . Hence, we order the elements in Σα by an
arbitrary ordering, and for m ∈ [k], we denote by C(m) the codeword of the m-th element in Σα .

Description of H = (VH , EH ).

The set of nodes VH contains a clique of size k, denoted by

A = {v1 , ..., vk }, and ` + α cliques, C1 , · · · , C(`+α) , each of size ` + α. For each h ∈ [` + α], the
nodes in Ch are denoted by Ch = {σ(h,1) , · · · , σ(h,`+α) }. We call the cliques C1 , · · · , C`+α the
code gadget, and we denote this set of nodes by
Code =

`+α
[

Ch .

h=1

The reason that these cliques are called the code-gadget is as follows. Given a code-word
w ∈ Σ`+α , we can represent w using ` + α nodes u1 ∈ C1 , u2 ∈ C2 , · · · , u`+α ∈ C`+α , where
uh ∈ Ch corresponds to the h-th position in w. That is, uh = σ(h,wh ) , where wh is the value in
the h-th position in w. For any m ∈ [k], we denote by Codem the set of nodes that corresponds
to the code-word C(m) ∈ Σ`+α , and we connect vm ∈ A to all the nodes in Code \ Codem .
This concludes the description of H (see also Figure 1 for an example). More formally, the
graph H = (VH , EH ) is defined as follows. Given a clique C, we denote by E(C) the set of all
the possible edges between nodes in C.
VH = A ∪ Code.
EH = E(A) ∪ {{vm , u} | vm ∈ A, u ∈ Code \ Codem }

`+α
[

E(Ch ).

h=1

Obtaining the fixed graph construction G from H:

Now we are ready to describe the

fixed graph construction G = (V, E). Let t ≥ 2. There are t copies of H in G, denoted by
H 1 , · · · , H t . In order to distinguish between nodes in different H i ’s, we add a superscript i for
the nodes in H i . That is, for each i ∈ [t], H i = (V i , E i ) contains a clique and a code-gadget,
where the clique is denoted by Ai = {v1i , · · · , vki }, the code-gadget is denoted by Codei , the
i
cliques in the code-gadget are denoted by C1i , · · · , C`+α
, and for any h ∈ [` + α], the nodes
i
i
in Chi are denoted by Chi = {σ(h,1)
, · · · , σ(h,`+α)
}. Similarly, Codeim denotes the set of nodes
S
i
in `+α
i=1 Ch that corresponds to the code-word Cm . That is, let w = C(m), we have that
i
i
Codeim = {σ(1,w
, · · · , σ(`+α,w
}.
1)
`+α )

It remains to describe the connections between H i and H j , for any i =
6 j ∈ [t]. For any
h ∈ [` + α], we add all the possible edges between Chi and Chj except of the natural perfect
j
i
matching between Chi and Chj , i.e., {{σ(h,r)
, σ(h,r)
} | r ∈ [` + α]}. More formally, we add the

following edges for any i 6= j ∈ [t] and any h ∈ [` + α],
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Figure 4.3: An example of the base graph H, where ` = 2, α = 1. A is a clique of
k = (` + α)α = 3 nodes, and there are ` + α = 3 cliques C1 , C2 , and C3 , each of size 3. In this
example, we assume that the codeword of 1, C(1) = “2, 3, 1”, and therefore, v1 in connected to
all the nodes in Code = C1 ∪ C2 ∪ C3 , except of the nodes in Code1 = {σ(1,2) , σ(2,3) , σ(3,1) }. The
other edges between {v2 , v3 } × Code are omitted in this figure, for clarity.

n
o n
o
j
i
{u, v} | u ∈ Chi , v ∈ Chj \ {σ(h,r)
, σ(h,r)
} | r ∈ [` + α] .
See also Figure 2 for an illustration of these connections. This concludes our fixed graph
construction G, and we proceed to describing Gx̄ .
Obtaining Gx̄ from G and x̄:

Given x = (x1 , · · · , xt ) ∈

Qt

k
i=1 {0, 1} .

The graph Gx̄ =

(V, E, wx̄ ) is defined as follows. The sets of nodes and edges of Gx̄ are exactly as in G. The
i ∈ Ai ,
weights of nodes in Gx̄ are defined as follows. Let i ∈ [t], m ∈ [k], and vm


`
i
w(vm ) =
1

if xim = 1
otherwise

All the other nodes in Gx̄ are of weight 1. That is, for any u ∈ V \

St

i=1 A

i,

w(u) = 1.

This concludes the description of Gx̄ . Before we proceed to proving that Gx̄ is a family of
lower bound graphs, we provide three useful properties of Gx̄ that are used in the proof.
Property 1 For any m ∈ [k], it holds that

St

i
i=1 Codem



i | i ∈ [t]} is an independent set.
∪ {vm

i | i ∈ [t]} are independent. This is because v i ∈ Ai ,
Proof: First, observe that the nodes in {vm
m

and there are no edges between Ai and Aj for any i 6= j. There are also no edges between
38
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Figure 4.4: An illustration for the connections between Chi and Chj . In this example, ` + α = 3.
j
i
Observe that for any r ∈ {1, 2, 3}, σh,r
is connected to all the nodes in Chj except of σh,r
.

Figure 4.5: Here, we have an illustration for a 3 players construction, where ` = 2, α = 1, and
k = 3. Observe that for any h, i 6= j ∈ [3], Chi is connected by a dashed edge to Chj . This dashed
39
edge represents all the connections between Chi and Chj , as illustrated in Figure 2. Observe that
{v11 , v12 , v13 } ∪ Code11 ∪ Code21 ∪ Code31 is an independent set.
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Ai and Codej , for any i =
6 j. Furthermore, for any i ∈ [t] and any m ∈ [k], it holds that
i } ∪ Codei is an independent set. This is because v i is connected only to the nodes in
{vm
m
m

Codei \ Codeim . Finally, let w = C(m) be the codeword of m. Since for any i 6= j, we have
j
j
i
i
i
that Codeim = {σ(1,w
, · · · σ(`+α,w
}, and Codejm = {σ(1,w
, · · · σ(`+α,w
}, and σ(h,r)
is not
1)
1)
`+α )
`+α )
S
j
t
i
connected to σ(h,r) for any h, r ∈ [` + α], we have that i=1 Codem is an independent set.

St
i
i
Hence, the union
i=1 Codem ∪ {vm | i ∈ [t]} is an independent set. See also Figure 3 for an

illustration.



Property 2 For any i 6= j ∈ [t], and any m1 6= m2 ∈ [k], the bipartite graph (Codeim1 , Codejm2 )
contains a matching of size at least `.
Proof: Let w1 = C(m1 ) be the codeword of m1 , and let the w2 = C(m2 ) be the codeword of
j
i
m2 . Given h, r ∈ [` + α], observe that σ(h,r)
is connected to all the nodes in Chj \ {σ(h,r)
}. Hence,

since the distance between w1 and w2 is at least `, there are at least ` positions h ∈ [` + α] for
which wh1 6= wh2 , and therefore, there are at least ` positions h ∈ [` + α] for which it holds that
j
i
1
1
2
σ(h,w
1 ) is connected to σ(h,w 2 ) , where wh is the h-th position in w and wh is the h-th position
h

h

in w2 .



6 j ∈ [t], let m1 6= m2 ∈ [k], and let I be any independent set. Let w1 = C(m1 )
Property 3 Let i =
be the codeword of m1 , and let w2 = C(m2 ) be the codeword of m2 . The number of positions
j
i
h ∈ [` + α] for which it holds that σ(h,w
1 ) ∈ I and σ(h,w 2 ) ∈ I is at most α.
h

h

Proof: By Property 2, the bipartite graph (Codeim1 , Codejm2 ) contains a matching of size at
least `. Therefore, there are at least ` positions h ∈ [` + α] for which I contains at most one
j
i
of the nodes σ(h,w
1 ) and σ(h,w 2 ) . This leaves at most α other positions for which I can contain
h

j
i
both σ(h,w
1 ) and σ(h,w 2 ) .
h

h



h

Gx̄ is a (1/2 + )-approximate M axIS family of lower bound graphs.

In this section

we show that there is a constant t > 2 for which Gx̄ is a (1/2 + )-approximate M axIS family
of lower bound graphs. We start with a slightly weaker statement for t = 2, which is later used
in the proof for t > 2.
Warm-up: t = 2.

In this section we prove the following lemma.


Q
Lemma 4.3.1 For t = 2, and for any constant  > 0, it holds that Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k
is a (3/4 + )-approximate M axIS family of lower bound graphs.
For the rest of this subsection, we assume that t = 2. Lemma 4.3.1 is a corollary of Claims 4.8
and 4.9.
n
o
Q
Claim 4.8 For any g(x1 ,x2 ) ∈ G(x1 ,x2 ) = (V, E(x1 ,x2 ) , w(x1 ,x2 ) ) | (x1 , x2 ) ∈ 2i=1 {0, 1}k , if x1
and x2 are not disjoint, then g(x1 ,x2 ) contains an independent set of weight at least 4` + 2α.
40

Technion - Computer Science Department - M.Sc. Thesis MSC-2020-21 - 2020

Proof: Since the sets are not disjoint, there is an m ∈ [k] for which x1m = x2m = 1. Therefore, the
1 and v 2 is `. By Property 1, the set {v 1 } ∪ {v 2 } ∪ Code1 ∪ Code2
weight of each of the nodes vm
m
m
m
m
m

is independent, and observe that its weight is 4` + 2α.



n
o
Q
Claim 4.9 For any g(x1 ,x2 ) ∈ G(x1 ,x2 ) = (V, E(x1 ,x2 ) , w(x1 ,x2 ) ) | (x1 , x2 ) ∈ 2i=1 {0, 1}k , if x1
and x2 are disjoint, then any independent set I in g(x1 ,x2 ) is of weight at most 3` + 2α + 1.
Proof: The proof is by the following simple case analysis.
1. I contains at most one node of weight `: In this case, the node of weight ` must be either
in the clique A1 or in the clique A2 . Assume without loss of generality that this node is in
A1 . Observe that we can take at most one node of weight 1 from A2 . Furthermore, since
each of Code1 and Code2 is a union of ` + α cliques, we cannot construct an independent
set in Code1 ∪ Code2 of weight larger than 2(` + α), it follows that the weight of I cannot
be larger than 3` + 2α + 1.
1 ∈ A1 of weight
2. I contains two nodes of weight `: This implies that I contains one node vm
1
2 ∈ A2 of weight `, where m 6= m ∈ [k]. Since the strings x1 , x2
` and another node vm
1
2
2
1 is connected to
are disjoint, it must be the case that m1 =
6 m2 . Furthermore, since vm
1
2 is connected to the nodes in Code2 \ Code2 , it
the nodes in Code1 \ Code1m1 , and vm
m2
2

remains to show that |I ∩ (Code1m1 ∪ Code2m2 )| ≤ ` + 2α. By Property 2, (Code1m1 , Code2m2 )
contains a matching of size at least `, and since |Code1m1 ∪ Code2m2 | = (2` + 2α), this
implies that |I ∩ (Code1m1 ∪ Code2m2 )| ≤ ` + 2α. To conclude, in this case, I contains 2
nodes of weight ` and ` + 2α nodes of weight 1. In total, the weight of I is 3` + 2α.
Notice that I cannot contain more than 2 elements of weight ` since the elements of weight `
form two disjoint cliques.



Proof: [Proof of Lemma 4.3.1] Claims 4.8 and 4.9 imply that
(
Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈

2
Y

)
{0, 1}

k

i=1

is a family of lower bound graphs with respect to the set disjointness function and the graph
predicate that distinguishes between graphs of maximum independent set at least 4` + 2α and
graphs of maximum independent set at most 3` + 2α + 1.
We set ` = log k − log k/ log log k, α = log k/ log log k. Hence (` + α)α = k as desired. Since
the
n dominating terms inQthe two cases
o are 4` and 3`, it follows that for any constant  > 0,
2
k
Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ i=1 {0, 1} is a (3/4 + )-approximate M axIS family of lower bound
graphs3 .
3



In fact, by slightly changing the parameters ` and α, the claim holds for any  = Ω(1/ log k).
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Hardness Amplification using more than 2 Players. In this section we prove the following
lemma.

Lemma 4.3.2 For any constant  > 0, there is a constant t > 2 for which it holds that
(
Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈

t
Y

)
{0, 1}k

i=1

is a (1/2 + )-approximate M axIS family of lower bound graphs.

Lemma 4.3.2 follows from Claims 4.10 and 4.12.


Q
Claim 4.10 For any positive integer t, and any gx̄ ∈ Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k , if
there is an m ∈ [k] for which it holds that x1m = · · · = xtm = 1, then gx̄ contains an independent
set of weight at least t(2` + α).

i ) = `. Furthermore, by Property 1,
Proof: Observe that for any i ∈ [t], it holds that w(vm

St
i
i

i=1 Codem ∪ {vm | i ∈ [t]} is an independent set, and it is of weight 2t` + tα.

Before we proceed to the case in which the strings are pairwise disjoint, let us prove the
following helper claim and a corollary of it.

Claim 4.11 For any positive integer t. Let m1 , m2 , · · · , mt be any t distinct values in [k]. For
i | i ∈ [t]} ⊆ I, then
any independent set I, if {vm
i

I∩

t
[

Codeimi



≤ ` + αt2 .

i=1

Proof: Let us start with some notations. Let wi = C(mi ) be the codeword of mi . Hence, we
P
i
i
have that Codeimi = {σ(1,w
}. Furthermore, let S = {h ∈ [` + α] | ti=1 |I ∩
i ) , · · · , σ(`+α,w i
)
1

`+α

i
σ(h,w
i | ≤ 1}, S̄ = [` + α] \ S. That is, S is the set of values h ∈ [` + α] for which the independent
h)
S
h
i
set I contains at most one node in ti=1 {σ(h,w
i ) }. Finally, let ψi,j be an indicator defined as
h

follows.
h
ψi,j

=


1

j
i
if σ(h,w
i ) ∈ I and σ

0

otherwise

h

j
(h,wh
)
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∈I

By Property 3, for any i 6= j ∈ [t], it holds that
t
[

I∩

Codeimi

i=1

=

=

t
X

t X
`+α
X

t
XX

h

t
XX

=

t
XX

`+α X
t
X

`+α
[

I∩

i
I ∩ {σ(h,w
i )}


+

h

i
I ∩ {σ(h,w
i )}

(4.2)

h

t
XX


i

I ∩ {σ(h,w
i )}

(4.3)

h


+

h

(4.1)

h

h=1

h∈S̄ i=1

!


i
{σ(h,w
i )}

i
I ∩ {σ(h,w
i )}

h=1 i=1

!

h∈S i=1

t
X

≤ α. Hence,

i=1

i
I ∩ {σ(h,w
i )} =

h∈S i=1

≤

I ∩ Codeimi =

i=1

i=1 h=1

=



h
h∈[α+`] ψi,j

P


X X

h 
2ψi,j

(4.4)

h∈S̄ i6=j∈[t]

!
i
I ∩ {σ(h,w
i )}
h

h∈S i=1




X X

+

h 
2ψi,j

(4.5)

i6=j∈[t] h∈S̄

≤ ` + α + 2α · t(t − 1)/2 ≤ ` + αt2 .

(4.6)

Where (1), (2), and (3) are straightforward. (4) holds because for any h ∈ S̄, there are at least
j
i
two indices i 6= j ∈ [t], for which it holds that σ(h,w
i ) ∈ I and σ

∈ I. (5) holds by changing
P
i
the summation order of the second sum. (6) holds because for any h ∈ S, ti=1 |I ∩{σ(h,w
i }| ≤ 1,
h)
P
h ≤ α.
and by Property 3, h∈[`+α] ψi,j

j
(h,wh
)

h

Corollary 4.4 For any positive integer t, let m1 , m2 , · · · , mt be any t distinct values in [k]. For
i | i ∈ [t]} ⊆ I, then
any independent set I, if {vm
i

w(I) ≤ (t + 1)` + αt2 .
i is connected to all the nodes in Codei \ Codei , we have that
Proof: Since each vm
mi
i

w(I) = w(I ∩ (

t
[

Ai )) + w(I ∩ (

i=1
2

t
[

i

Code )) =

i=1

t
X

!
i
w(vm
)
i

i=1

+ w(I ∩ (

t
[

Codeimi ))

i=1

2

≤ t` + ` + αt = (t + 1)` + αt .


Q
Claim 4.12 For any positive integer t, and any gx̄ ∈ Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k , if
the strings x1 , · · · , xt are pairwise disjoint, then the weight of any independent set is at most
(t + 1)` + αt2 .
Proof: The proof is by induction on t, where the base case of t = 1 is straightforward (even
the case of t = 2 was already proved in Claim 4.9). We assume correctness for t − 1, and prove
correctness for t. Let I be an independent set in gx̄ . Recall that Ai is a clique and therefore
|I ∩ Ai | ≤ 1. The proof is by the following case analysis.
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1. There is some i ∈ [t] for which it holds that I ∩ Ai is either empty, or contains a node
of weight 1: Observe that in this case, w(I ∩ V i ) ≤ ` + α + 1. This is because any
independent set contains at most ` + α nodes in Codei = V i \ Ai . Furthermore, by the
S
inductive hypothesis on the graph induced by the nodes in j∈[t]\{i} V j , we have that
w(I) ≤ t` + α(t − 1)2 + ` + α + 1 ≤ (t + 1)` + α(t2 − 2t + 1) + α + 1 < (t + 1)` + α(t2 ).
Where the last inequality holds since α ≥ 1, and t > 2.
i : This case is proved
2. For any i ∈ [t], I ∩ Ai contains a node of weight `, denoted by vm
i

directly, without applying the inductive hypothesis, as follows. First, since the strings
x1 , · · · , xt are pairwise disjoint, it must be the case that for any i 6= j ∈ [t], mi 6= mj . This
i ) = ` if and only if xi = 1, and if m = m , it would imply that xi and
is because w(vm
i
j
mi
i

xj are not disjoint. Hence, by Corollary 4.4, we have that
w(I) ≤ (t + 1)` + αt2 .
As desired.

Proof: [Proof of Lemma 4.3.2]

Q
Claims 4.10 and 4.12 imply that Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k is a family of lower
bound graphs with respect to the pairwise disjointness function and the graph predicate that
distinguishes between graphs of maximum independent set at least t(2` + α) and graphs of
maximum independent set at most (t + 1)` + α · t2 .
Recall that ` = log k − log k/ log log k, α = log k/ log log k. Which implies that the graph
predicate distinguishes between independent sets of weight at least t(2 log k − 2 log k/ log log k +
log k/ log log k) = 2t log k − log k/ log log k ≥ (2t − 1) log k and independent sets of weight at
most (t + 1)(log k − log k/ log log k) + t2 (log k/ log log k) ≤ (t + 2) log k, for any constant t and
k  t. Hence, for any constant  > 0, we choose t = 3/ (or the first integer larger than 3/, if
it is not an integer). This implies that for any constant  > 0, there is a constant t for which

Q
Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k is a (1/2 + )-approximate M axIS family of lower bound
graphs.



Proof: [Proof of Theorem 1.3]
Observe that k = Θ(n), where n = |V |. Furthermore,
(
Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈

t
Y

)
{0, 1}k

i=1

is a (1/2 + )-approximate M axIS family of lower bound graphs, where the partition of the set
S
of nodes that is needed for Definition 3.7 is V = ti=1 V i . Hence, by Corollary 4.3 and the fact
that |cut(Gx̄ )| = t2 log2 k = Θ(log2 k), any algorithm for finding a (1/2 + )-approximation to
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maximum independent set in the CONGEST model with success probability at least 2/3 requires
Ω(k/(t log t · |cut(Gx̄ )| log |V |)) = Ω(n/(t log t · log3 n) = Ω(n/ log3 n) rounds.

4.4.1



Quadratic Lower Bound

In this section we prove Theorem 1.4. For convenience, we repeat it here.

Theorem 1.4 For any constant 0 <  < 1/4, any algorithm that finds a (3/4+)-approximation
to maximum independent set in the CONGEST model requires Ω(n2 / log3 n) rounds.

In order to nprove Theorem 1.4, we construct a (3/4
o + )-approximate M axIS family of lower
Qt
2
k
bound graphs Fx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ i=1 {0, 1}
. Observe that unlike the previous section,
the length of the strings in x̄ is k 2 rather than k. In our graph construction, similarly to the
previous section, k = Θ(n). Hence, having the length of the strings being k 2 allows us to achieve
a near-quadratic lower bound.
The family of lower bound graphs. We begin with describing a fixed graph construction,
F = (VF , EF , wF ), and then we describe how to get from F and a vector of strings x̄ ∈
Qt
k2 the graph F = (V, E , x ). Let G be the fixed graph construction defined in
x̄
x̄ x̄
i=1 {0, 1}
Section 4.3.1. The fixed graph construction F consists of exactly two copies of G, denoted by
S
G1 and G2 . Recall that G = (VG , EG ) where VG = ti=1 Ai ∪ Codei . In order to distinguish
between the sets of nodes that belong to G1 and the sets of nodes that belong to G2 , we add
an ordered pair as a superscript (i, b), where b ∈ {1, 2} indicates whether the set is in G1 or in
S
G2 . That is, the set of nodes of G1 is VG1 = ti=1 A(i,1) ∪ Code(i,1) , and the set of nodes of G2
S
S
is VG2 = ti=1 A(i,2) ∪ Code(i,2) . Hence the set of nodes of F is VF = ti=1 V i , where for any
i ∈ [t], we denote by
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V i = V (i,2) ∪ V (i,2)
V (i,1) = A(i,1) ∪ Code(i,1)
V (i,2) = A(i,2) ∪ Code(i,2)
(i,1)
A(i,1) = {vm
| m ∈ [k]}
(i,2)
A(i,2) = {vm
| m ∈ [k]}

Code(i,1) =
Code(i,2) =

`+α
[
h=1
`+α
[

(i,1)

Ch

(i,2)

Ch

h=1
(i,1)
(i,1)
= {σ(h,1) , · · · , σ(h,`+α) }
(i,2)
(i,2)
(i,2)
Ch = {σ(h,1) , · · · , σ(h,`+α) }
(i,1)
Code(i,1)
= {σ(h,wh ) | h ∈ [` +
w
(i,2)
Code(i,2)
= {σ(h,wh ) | h ∈ [` +
w
(i,1)
Ch

α]}
α]}.

The weight function wF is defined as follows. For any v ∈ VF ,

` if v ∈ St A(i,1) ∪ A(i,2)
i=1
wF (v) =
1 otherwise
S
That is, the weight of any node in the cliques ti=1 A(i,1) ∪ A(i,2) is `, and the weight of
S
any node in the code-gadgets ti=1 Code(i,1) ∪ Code(i,2) is 1. Observe that unlike the previous
section, the weights of the nodes don’t depend on the strings in x̄. See also Figures 4, 5, and 6,
for illustrations.
Obtaining Fx̄ from F = (VF , EF , wF ) and x̄.

Let x̄ = (x1 , · · · , xt ) ∈

t
Q

2

{0, 1}k . For any

i=1

xi , we index the k 2 positions in xi by xi(m1 ,m2 ) , for m1 , m2 ∈ [k]. The graph Fx̄ is defined as
follows. The set of nodes and the weight function remain exactly as in F . The set of edges
contains all the edges in F , and the following edges in A(i,1) × A(i,2) , for any i ∈ [t],
(i,1) (i,2)
{(vm
, vm2 ) | xi(m1 ,m2 ) = 0}.
1
(i,1)

That is, for any i ∈ [t] and any m1 , m2 ∈ [k], we add an edge between vm1 ∈ A(i,1) and
(i,2)

vm2 ∈ A(i,2) if and only if xi(m1 ,m2 ) = 0.
Fx̄ is a (3/4 + )-approximate M axIS family of lower bound graphs. In this section we
prove the following lemma.
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Figure 4.6: An example of the graph induced by the nodes in V 1 . As in the previous figures,
` = 2, α = 1 and k = (` + α)α = 3. V 1 contains two sets of nodes: V (1,1) which is in G1 , and
V (1,2) which is in G2 . The graph induced by the nodes in V (1,1) has an identical topology to the
graph induced by the nodes in V (1,2) , and they are both identical to the topology of the base
graph construction H that was described is Section 4.3.1. The reason that there is an ordered
pair (1, b), where b ∈ {1, 2} in a superscript in V (1,1) and V (1,2) is as follows. The first element in
the pair indicates that these sets are parts of V 1 , and the second element b in the pair indicates
(1,1)
(1,1)
(1,1)
that V (1,b) belongs to Gb . Similarly, V (1,1) = A(1,1) ∪ Code(1,1) = A(1,1) ∪ C1
∪ C2
∪ C3 ,
(1,2)
(1,2)
(1,2)
and V (1,2) = A(1,2) ∪ Code(1,2) = A(1,2) ∪ C1
∪ C2
∪ C3 . As in the previous figures, the
(1,1)
codeword of 1, C(1) = “2, 3, 1”, and therefore, v1
is connected to all the nodes in Code(1,1)
(1,1)
(1,1)
(1,1)
(1,1)
(1,2)
except of the nodes in Code1
= {σ(1,2) , σ(2,3) , σ(3,1) }. Similarly, v1
is connected to all the
(1,2)

nodes in Code(1,2) except of the nodes in Code1

(1,2)

(1,2)

(1,2)

= {σ(1,2) , σ(2,3) , σ(3,1) }. Some edges are

omitted in this figure, for clarity. In particular, the existence of edges between A(1,1) and A(1,2)
depends on the input string x1 , and these additional edges are illustrated in Figure 6. First, we
illustrate in Figure 5 the full graph construction F for t = 2.
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Figure 4.7: An example for the full graph construction F for t = 2. Here, we also have ` = 2,
α = 1 and k = 3. There are two copies of the graph construction G that was presented in
Section 4.3.1, G1 and G2 , where the set of nodes of G1 is VG1 = V (1,1) ∪ V (2,1) , and the set of
nodes of G2 is VG2 = V (1,2) ∪ V (2,2) . From the perspective of the two players, the set of nodes
that is simulated by the first player is V 1 = V (1,1) ∪ V (1,2) , and the set of nodes that is
simulated by the second player is V 2 = V (2,1) ∪ V (2,2) . For each h ∈ [` + α] = {1, 2, 3}, and each
(1,b)
(2,b)
b ∈ {1, 2}, there is a dashed edge between Ch
and Ch , representing all the edges between
(1,b)
(2,b)
Ch
and Ch , as explained in Figure 4.4. All the edges in the graph F are fixed and their
existence doesn’t depend on the input strings x̄ = (x1 , x2 ), except of the edges between A(1,1)
and A(1,2) , that their existence depends on x1 , and the edges between A(2,1) and A(2,2) , that
there existence depends on x2 . The existence of these additional edges based on the input
strings in illustrated in Figure 6. If t = 3 instead of 2, then the figure would have contained
another set of nodes V 3 = V (3,1) ∪ V (3,2) , where V (3,1) is in G1 , and V (3,2) is in G2 , and the
existence of edges between A(3,1) and A(3,2) depends on x3 .
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Figure 4.8: An illustration of the input edges. As in the other figures, we keep the example
small and simple. Here, we also have ` = 2, α = 1, k = 3 and t = 2. We assume in this example
that x̄ = (x1 , x2 ), where the first bit in x1 is 0, and all the other bits are 1. Furthermore, all the
bits in x2 are 1. Hence, since the first bit in x1 is indexed by (1, 1), and since its value is 0, we
(1,1)
(1,2)
add an edge between v1
and v1 . Since all the bits in x2 are 1, we don’t add any edges
(2,1)
(2,2)
between A
and A
.
Lemma 4.4.1 For any constant  > 0, there is a constant t > 2 for which it holds that

t
Q
2
Fx̄ |x̄ ∈
{0, 1}k
is a (3/4 + )-approximate MaxIS family of lower bound graphs.
i=1

Lemma 4.4.1 is a corollary of Claims 4.13 and 4.14.


t
Q
k2
Claim 4.13 For any gx̄ ∈ Fx̄ |x̄ ∈
{0, 1}
, if there is a pair (m1 , m2 ) ∈ [k] × [k] for which
i=1

it holds that x1(m1 ,m2 ) = x2(m1 ,m2 ) = · · · = xt(m1 ,m2 ) = 1, then gx̄ contains an independent set of
weight at least 4t` + 2αt.
Proof: Consider the following set of nodes.
I=

t
[

(i,1)
(i,2)
(i,2)
{vm
} ∪ Code(i,1)
m1 ∪ {vm2 } ∪ Codem2 .
1

i=1

o
o
t n
t n
S
S
(i,1)
(i,1)
(i,2)
(i,2)
vm1 ∪ Codem1 and
vm2 ∪ Codem2 are
i=1
i=1
o
t n
S
(i,1)
(i,1)
independent sets. Furthermore, the only possible edges between
vm1 ∪ Codem1 and
i=1
o
t n
S
(i,2)
(i,2)
(i,1) (i,2)
vm2 ∪ Codem2 are the ones in {{vm1 , vm2 } | i ∈ [t]}. But since x1(m1 ,m2 ) = x2(m1 ,m2 ) =
First, by Property 1, it holds that both

i=1

(i,1)

i2 } | i ∈ [t]} exists in the graph F . The weight
· · · = xt(m1 ,m2 ) = 1, none of the edges in {{vm1 , vm
x̄
2
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of I is |

St
(i,1) (i,2)
(i,1)
i=1 w({vm1 , vm2 })| + | i=1 w(Codem1

St

(i,2)

∪ Codem2 )| = 2t` + 2t(` + α) = t(4` + α), as

desired.




Claim 4.14 For any gx̄ ∈

Gx̄ |x̄ ∈

t
Q

k2

{0, 1}



, if the strings x1 , x2 , · · · , xt are pairwise

i=1

disjoint, then the weight of any independent set in gx̄ is at most 3(t + 1)` + 3αt3 .

Proof: The proof is by induction on t. For t = 1, observe that w(I ∩ V 1 ) = w(I ∩ (V (1,1) ∪
V (1,2) )) = w(I ∩ (A(1,1) ∪ Code(1,1) ∪ A(1,2) ∪ Code(1,2) )) ≤ 4` + 2α. We assume correctness for
t − 1, and we prove correctness for t. Let I be an independent set in gx̄ . The proof is by the
following case analysis.
1. There is some i ∈ [t], for which it holds that |I ∩ (A(i,1) ∪ A(i,2) )| ≤ 1: In this case,
observe that w(I ∩ V i ) = w(I ∩ (A(i,1) ∪ A(i,2) ∪ Code(i,1) ∪ Code(i,2) )) = w(I ∩ (A(i,1) ∪
A(i,2) )) + w(I ∩ (Code(i,1) ∪ Code(i,2) )) ≤ ` + 2(` + α). Hence, by applying the inductive
S
hypothesis on the graph induced by the nodes in j∈[t]\{i} V j , we deduce that w(I) =
S
w(I ∩ j∈[t]\{i} V j ) + w(I ∩ V i ) ≤ 3t` + 3α(t − 1)3 + 3` + 2α < 3(t + 1)` + 3αt3 .
2. For all i ∈ [t], it holds that |I ∩ (A(i,1) ∪ A(i,2) )| = 2: This case is proved without applying
the inductive hypothesis, as follows. Fist, since A(i,1) and A(i,2) are cliques, there is one
(i,1)

node in I ∩ A(i,1) and one node in I ∩ A(i,2) . Denote these two nodes by vm1 ∈ A(i,1) and
i

(i,2)

(i,1)

(i,2)

i

i

i

vm2 ∈ A(i,2) , where m1i , m2i ∈ [k]. This implies that vm1 and vm2 are not connected by
an edge. Since the strings x1 , · · · , xt are pairwise disjoint, it must be the case that all the
pairs in {(m1i , m2i ) | i ∈ [t]} are distinct.
We split the multiset of indices {m1i | i ∈ [t]} into equivalence classes by their value, where
each class contains a set of indices of the same value. Observe that there are positive
P
integers r, q1 , q2 , · · · , qr satisfying rj=1 qj = t, for which we can split {m1i | i ∈ [t]} into r
P
equivalence classes Q1 , · · · , Qr , where |Qj | = qj . Let si = ij=1 qj .4 Assume without loss
of generality that

Q1 = {m11 , · · · , m1s1 }
Q2 = {m1s1 +1 , · · · , m1s2 }
Q3 = {m1s2 +1 , · · · , m1s3 }
..
.
Qr = {m1sr−1 +1 , · · · , m1t }.
4

For example, if the multiset is {1, 1, 2, 3, 3, 3, 5}, then we have r = 4, q1 = 2, q2 = 1, q3 = 3, q4 = 1
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where
m11 = · · · = m1s1
m1s1 +1 = · · · = m1s2
m1s2 +1 = · · · = m1s3
..
.
m1sr−1 +1 = · · · = m1t .
That is, we are assuming without loss of generality that Q1 contains the first s1 = q1
indices in {m1i | i ∈ [t]}, Q2 contains the next q2 indices in {m1i | i ∈ [t]}, etc. This
assumption is indeed without loss of generality because we can always split {m1i | i ∈ [t]}
into r equivalence classes by their values, for some positive integer r, and our proof doesn’t
depend on the actual elements in each class. Since the pairs in {(m1i , m2i ) | i ∈ [t]} are
distinct, it must be the case that
m21 6= · · · =
6 m2s1
m2s1 +1 6= · · · 6= m2s2
m2s2 +1 6= · · · 6= m2s3
..
.
m2sr−1 +1 6= · · · 6= m2t .

The idea of the proof is to split the set of nodes into 3 disjoint sets, where the intersection
of the independent set with each of the sets has small weight, as follows (we set s0 = 0).

First set

V =

t
[
i=1

z


r−1
[

V (i,1) ∪ V (i,2) = 

}|

Second set

{ z

V (sj +1,1) ) ∪ 

j=0

r
[

(

}|
sj
[

Third set

{ z
V (i,1) ) ∪ 

j=1 i=sj−1 +2

r
[

(

}|
sj
[

{
V (i,2) ) .

j=1 i=sj−1 +1

In Propositions 4.5, 4.6, and 4.7, we show that the intersection of the independent set
with each of the three sets has small weight, and therefore, in total, the weight of the
independent set is sufficiently small.
Proposition 4.5 It holds that


r−1
[

w I ∩ (


V (sj +1,1) ) ≤ (r + 1)` + αt2 .

j=0
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Proof: Since m11 , m1s1 +1 , · · · , m1sr−1 +1 are in different equivalence classes, they are distinct.
Hence, by applying Corollary 4.4, we have that



r−1
[

w I ∩ (


V (sj +1,1) ) ≤ (r + 1)` + αr2 ≤ (r + 1)` + αt2 .

j=0


Proposition 4.6 It holds that

w I ∩

r
[



sj
[

(

V (i,1) ) ≤ 2`(t − r) + α(t − r).

j=1 i=sj−1 +2

Proof: Since for any i ∈ [t], A(i,1) is a clique, and Code(i,1) is a union of ` + α cliques,
we have that


w

r
[



sj
[

(

V (i,1) ) =

j=1 i=sj−1 +2

=

sj
X

r
X

w(I ∩ V (i,1) )

j=1 i=sj−1 +2

sj

r
X



X

w I ∩ (A

(i,1)

(i,1)

∪ Code


)

j=1 i=sj−1 +2

≤

sj
X

r
X

2` + α

j=1 i=sj−1 +2

=

=

r
X
j=1
r
X

2`(|Qj | − 1) + α(|Qj | − 1)
2`(qj − 1) + α(qj − 1)

j=1
r
r
r
X
X
X
= 2`(
qj ) + 2`(
−1) + α(
qj − 1)
j=1

j=1

j=1

≤ 2`(t − r) + α(t − r).
where the final inequality holds because

Pr

j=1 qj

= t.

Proposition 4.7 It holds that

w I ∩

r
[

(



sj
[

V (i,2) ) ≤ (t + r)` + αt3 .

j=1 i=sj−1 +1
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Proof: Since for any j ∈ [r], it holds that m2sj−1 +1 6= · · · 6= m2sj . We can apply
S sj
Corollary 4.4 on the graph induced by the nodes in i=s
V (i,2) to deduce that
j−1 +1
w(I ∩ (

sj
[

V (i,2) )) ≤ (|Qj | + 1)` + α(|Qj |)2

i=sj−1 +1

= (qj + 1)` + αqj 2 .
Hence, we have that

w I ∩

r
[

(

sj
[


V (i,2) ) =

j=1 i=sj−1 +1

r
X

w(I ∩ (

j=1

2

sj
[

V (i,2) )) ≤

i=sj−1 +1

r
X

(qj + 1)` + αqj2

j=1

3

≤ (t + r)` + αt r ≤ (t + r)` + αt .

In total,



r−1
[

w(I) = w I ∩ (





V (sj +1,1) ) + w I ∩

j=0

r
[

(

sj
[



V (i,1) ) + w I ∩

j=1 i=sj−1 +2

2



r
[

(

sj
[


V (i,2) )

j=1 i=sj−1 +1
3

≤ (r + 1)` + αt + 2`(t − r) + α(t − r) + (t + r)` + αt
≤ `(r + 1 + 2t − 2r + t + r) + 3αt3
= `(3t + 1) + 3αt3 .

As desired.

Proof: [Proof of Lemma 4.4.1] n
o
Q
2
Claims 4.13 and 4.14 imply that Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k is a family of lower
bound graphs with respect to the pairwise disjointness function and the graph predicate that
distinguishes between graphs of maximum independent set at least 4t` + 2αt and graphs of
maximum independent set at most 3(t + 1)` + 3αt3 .
Recall that ` = log k − log k/ log log k, α = log k/ log log k. Which implies that the graph
predicate distinguishes between independent sets of weight at least 4t(log k − log k/ log log k) +
2t log k/ log log k = 4t log k − 2t log k/ log log k ≥ 4(t − 1) log k and independent sets of weight at
most 3(t + 1)(log k − log k/ log log k) + 3t3 (log k/ log log k) ≤ 3(t + 2) log k, for any constant t
and k  t. Hence, for any constant  > 0, we choose t = (3/4) − 1 (or the first integer larger
than t = (3/4) − 1, if it is not
that foroany constant 0 <  ≤ 1/4,
n an integer). This implies
Qt
2
there is a constant t for which Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ i=1 {0, 1}k is a (3/4 + )-approximate
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M axIS family of lower bound graphs.



Proof: [Proof of Theorem
n 1.4] Observe that kQ= Θ(tn) =2 oΘ(n), where n = |V |. Furthermore, by Lemma 4.4.1, Gx̄ = (V, Ex̄ , wx̄ ) | x̄ ∈ ti=1 {0, 1}k is a (3/4 + )-approximate
M axIS family of lower bound graphs, where the partition of the set of nodes that is needed for
S
Definition 3.7 is V = ti=1 V i . Hence, by Corollary 4.3, the fact that the length of the strings is
k 2 = Θ(n2 ), and the fact that |cut(Gx̄ )| = Θ(t2 log2 k) = Θ(log2 k), any algorithm for finding a
(3/4+)-approximation to maximum independent set in the CONGEST model with success probability at least 2/3 requires Ω(k 2 /(t log t·|cut(Gx̄ )| log |V |)) = Ω(n2 /(t log t·log3 n) = Ω(n2 / log3 n)
rounds.
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Chapter 5

Distance Approximation
5.1
5.1.1

Approximation Algorithms
Approximations for weighted directed variants

In this section, we prove our approximation algorithms, starting with the connection between the
complexity of SSSP and approximating distance parameters. Formally, we prove the following
theorem, and then we deduce Corollaries 1.3, 1.4, and 1.5.
Theorem 1.7 For any  ≥ 0, given a (1 + )-approximation algorithm A for weighted and
directed SSSP running in T (n, , D) rounds, there exists an algorithm for (2 + 3 + 32 + 4)approximate diameter, radius, and all eccentricities in Õ(T (n, , D) + D) rounds on weighted,
directed graphs.
We briefly remind the reader of the discussion in the introduction regarding the theorem. In
order to obtain fast algorithms and maintaining the quality of the approximation, we generalize
the notion of pseudo-center defined by Choudhary and Gold [CG20] into approximate pseudocenter. We show how to compute such a set of small size, and we show that such a set suffices to
obtain the approximations detailed in Theorem 1.7.
Definition 5.1 A α-approximate pseudo-center is a set C of nodes such that for all nodes
v ∈ V , ecc(v) ≥ maxu∈V minc∈C {d(c, u)/α}.
We begin by showing that we can compute a small approximate pseudo-center efficiently.
Lemma 5.1.1 Given a (1 + )-approximate, T (n, , D)-round SSSP algorithm A , there is a
Las Vegas algorithm to compute a (1 + )2 -approximate pseudo-center of size O(log2 (n)) of a
graph G = (V, E) in Õ(T (n, , D)) rounds of communication, with high probability.
Proof: Let the set C begin empty, and let W begin as the set V . Throughout the proof,
running A outward (inward) from a vertex v ∈ V means computing the distances from v to the
rest of the nodes (to v from the rest of the nodes). We repeat the following until W is empty:
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• Assign each node in W to a set S independently with probability min {1, 24 log(n)/|W |}.
Resample if |S| < 8 log n or |S| > 36 log n.
• Run A outward from each node in S, and for all u ∈ V , compute estimated distances
dA (S, u) = mins∈S {dA (s, u)}.
• Let a be the node with the largest estimated distance from S. Then, we broadcast dA (S, a)
to all nodes in the graph using some BFS tree.
• Run A inward from a, and remove all nodes u where dA (u, a) ≥ dA (S, a) from W .
• Add S to C.
First, we argue that C is a (1 + )2 -approximate pseudo-center. We only remove a node u
from W when dA (u, a) ≥ dA (S, a) for some sample S. Let a∗ be the node that is truly farthest
from S; then dA (S, a) ≥ d(S, a∗ )/(1 + ) ≥ maxx∈V minc∈C {d(c, x)/(1 + )}, because S ⊆ C.
We also note that by similarly bounding the error of A , it holds that dA (u, a) ≤ (1 + )d(u, a) ≤
(1 + )ecc(u), so we may conclude that
(1 + )ecc(u) ≥ max min {d(c, x)/(1 + )}.
x∈V c∈C


In other words, ecc(u) ≥ maxx∈V minc∈C d(c, x)/(1 + )2 , which meets the definition of a
(1 + )2 -pseudo-center.
Next, we argue that each iteration requires Õ(T (n, , D)) rounds. Using a Chernoff bound, it
is simple to show that in each round, 8 log n ≤ |S| ≤ 36 log n with probability at least 1 − 1/n4 ,
so we expect to resample a sub-constant number of times. We then run A from each node in S
and we run it again once to the node a, for a total of O(log n · T (n, , D)) rounds. The rest of
each iteration involves a constant number of broadcasts that take O(D) rounds in total.
Finally, we argue that with high probability, we only have O(log n) iterations in our algorithm.
We do this by showing that in iteration i, the size of W reduces by at least half with high
probability, i.e. |Wi | ≥ |Wi+1 |/2. Consider the set X ⊆ Wi of |Wi |/2 nodes with the smallest
dA (u, a), u ∈ Wi . Note that Si is a randomly sampled subset of Wi of size at least 8 log n, and
thus intersects X with probability at least (1 − 1/n5 ), as argued in Lemma 5.1.2 below [CG20]
with no further assumptions.
All nodes in Wi \X are at least as far as any node in that intersection under A , by definition.
This implies that for all u ∈ Wi \X, dA (u, a) ≥ dA (S, a), which implies that all |Wi |/2 nodes of
Wi \X will be removed from Wi in iteration i.



Lemma 5.1.2 (Lemma 2.1 in [CG20]) Let U be a universe set of size at most n, and let
S1 , ..., Sn ⊆ U such that |Si | ≥ L for each i ∈ [n]. Let c be some constant and r =

n(c+1) ln n
.
L

Let S ⊆ U be a random subset of size r, then it holds that S ∩ Si =
6 ∅ for all i with probability
1 − n−c .
Now that we showed how to compute an approximate pseudo-center, we show that it is
sufficient for approximating the distance parameters as claimed.
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Lemma 5.1.3 Given a (1+)2 -approximate pseudo-center C and a (1+)-approximate SSSP algorithm A taking T (n, , D) rounds, we may compute (2+3 +32 +4)-approximate eccentricities
for all nodes in O(|C| · T (n, , D) + D) rounds.
Proof: First, we run A to and from each node in C, so that each node v ∈ V stores
dA (c, v) and dA (v, c) for all c ∈ C. Each node u internally determines minc∈C {dA (c, u)}.
Then, using aggregation over a BFS tree, the nodes determine, and then broadcast the value
DA (C) := maxu∈V minc∈C {dA (c, u)}. Thus, the aggregation takes O(D) rounds. Each node v
approximates its eccentricity as maxc∈C {dA (v, c)} + DA (C).
First, note that this estimate is at least the true eccentricity of v, as each computed distance
represents some path in the graph, and in this distance a path can go from v to any node in C
and then any node in V .
We argue that this is a (2+3 +32 +4)-approximation. The estimated distance maxc∈C {dA (v, c)}
is at most (1 + ) · ecc(v), because A overestimates by at most a factor of 1 + . By our definition of (1 + )2 -approximate pseudo-center, D(C) ≤ (1 + )2 ecc(v). Our estimate DA (C)
is at most (1 + ) · D(C), so DA (C) ≤ (1 + )3 ecc(v). Thus, maxc∈C {dA (v, c)} + DA (C) ≤
(1 +  + (1 + )3 ) · ecc(v) = (2 + 3 + 32 + 4) · ecc(v).
We compute A twice for each element of C, and broadcast a constant number of values to
all nodes, so the total number of rounds is O(|C| · T (n, , D) + D).



Proof: [Proof of Theorem 1.7] Applying Lemma 2.1 in [CG20], Lemma 5.1.1 and Lemma
5.1.3, given a (1 + )-approximate algorithm A for SSSP running in T (n, , D) rounds, we may
compute (2 + 3 + 32 + 4)-approximations for all eccentricities in O(log2 (n) · T (n, , D) + D)
rounds.


√
Using the (1 + )-approximate SSSP algorithms of [BKKL17, FN18], which run in Õ(( n +
√
D)/) rounds on weighted, undirected graphs and Õ(( nD1/4 + D)/) rounds on weighted,
directed graphs respectively, we achieve the following corollaries:
Corollary 1.3 For any  = 1/polylog(n), there exists an algorithm for (2 + )-approximate
√
diameter, radius and all eccentricities running in Õ( n + D) rounds on non negative weighted
graphs, with n nodes and hop-diameter D.
Corollary 1.4 For any  = 1/polylog(n), there exists an algorithm for (2 + )-approximate
√
diameter, radius and all eccentricities running in Õ( nD1/4 + D) rounds on non negative
weighted, directed graphs, with n nodes and hop-diameter D.
Using the exact SSSP algorithm of [FN18], which runs in Õ(min

n√

o
√
nD, nD1/4 + n3/5 + D )

rounds, we obtain the following corollary.
exists an algorithm for 2-approximate
radius, diameter and all eccentricCorollary 1.5 There n
o
√
√ 1/4
3/5
ities running in Õ(min
nD, nD + n + D ) rounds on non negative weighted graphs,
with n nodes and hop-diameter D.
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5.1.2

Approximations for unweighted undirected variants

We now turn to our attention towards approximation algorithms for the unweighted, undirected
versions of the distance parameters we consider.
Theorem 1.9 For any k ∈ N, there exist algorithms that compute (2 −
diameter and radius and (3 −

4
)-approximate
2k +1

that have running time of Õ(n

1
k+1

1
)-approximate
2k

eccentricities on unweighted, undirected graphs,

+ D) rounds w.h.p.

We provide a distributed implementation of the sequential algorithm of Cairo et al. [CGR16].
The high level approach for approximating the diameter is as follows. Suppose d1 and d2 are
two nodes that realize the diameter. Our goal is to run BFS trees from various roots, and
take the depth of the deepest tree as the estimate for the diameter. To obtain a better-than-2
approximation, we must promise that the set of roots includes a node that is sufficiently far
from one of d1 , d2 (for example, the depth of the BFS tree rooted at a node that lies exactly in
between these two nodes approximates the diameter only by a factor of 2). The tension that we
face is how to choose a small enough set of roots, since the size of this set directly affects the
running time.
The approach for finding a node that is sufficiently far from d2 is to find a node that is
sufficiently close to d1 . Since we do not know which node is d1 (otherwise we would simply run
a BFS from it and find the exact diameter), we aim to find a set of nodes for which will be roots
of BFS trees, such that every node has a close enough root (and in particular d1 will have a
sufficiently close root).
Cairo et al. [CGR16] introduce the following approach. An initial set of roots S0 is sampled.
Because of the need to keep this set small, there could be a node in the graph that is not close
enough to the set. The algorithm finds the node w1 that is farthest from this set, and would
ideally like to add all nodes in its neighborhood of some sufficiently large radius into the set of
roots, where the radius is such that it is guaranteed that all nodes in the graph are close to the
new set of roots. However, this neighborhood could be too large. Thus, from this neighborhood,
a smaller set W1 of the closest nodes to w1 is extracted. This set is still not promised to be
sufficiently small, and hence the procedure is now repeated: a small enough subset S1 is sampled
from W1 to be added to the set of roots, and again the farthest node from it is search for, in
order to add more roots that promise that all nodes are close enough to the set of roots. This
balancing act continues for k iterations: adding more roots – to be able to argue that all nodes
have a close enough root, but not adding too many roots – to be able to efficiently construct
BFS trees from all of them.
Proof: [Proof of Theorem 1.9] We show how to implement the algorithm of [CGR16] and refer
there for correctness.
We start by implementing a sampling procedure that outputs nodes w1 , ..., wk and sets
S0 , ..., Sk . Given k, let W0 = V and let `0 = n, and let q =

n
log n

1
k+1
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. First, the nodes compute a

2-approximation D0 of the diameter using a single BFS, and all nodes receive it. This is done in
O(D) rounds.
For each i = 0, ..., k − 1, each node does the following.
1. The nodes construct a set Si ⊆ V by letting each node in Wi sample itself independently
into the set with probability

q·log n
n .

Define Zi = (V \Wi ) ∪ Si .

2. Now, our goal is for each node v to know the id of the node farthest from Zi , denoted by
wi+1 . For this, the nodes of the network learn of wi+1 in the following way. Each node
knows whether it is in Zi , so all nodes in Zi broadcast the message (0, id), where id is the
unique ID of each broadcasting node. If a node v in V \Zi receives a set of messages of
the form (d, id) for the first time, it broadcasts (dmin + 1, id(v)) in the next round, where
dmin is the smallest value of d it received. After broadcasting their first message, all nodes
thereafter broadcast the largest (d, id) message they have received. After D0 rounds, all
nodes will have the same value (dmax , id) stored, so whichever node has UID id knows it
is wi+1 . This routine takes O(D) time.
3. Next, the nodes compute
l ma BFS tree T rooted at wi+1 , and compute Wi+1 , which is the
set of the first `i+1 = `qi nodes encountered. This set can be learned in the following
way. First wi+1 can learn the values |Nj (wi+1 )| for all j, which is the number of nodes
within distance at most j from wi+1 . This is done using the BFS tree T and an aggregate
summation of the T -degrees of all nodes. Now, wi+1 finds a value j such that
|Nj (wi+1 )| ≤ `i+1 ≤ |Nj+1 (wi+1 )|.
Next, using another aggregate computation on the tree, each node in Nj (wi+1 ) can learn
how many nodes of distance j + 1 there are in its subtree. Then, wi+1 picks sufficiently
many descendants in the tree such that they can choose |Nj+1 (wi+1 )| − `i+1 nodes into the
set Wi+1 from their own descendants, and so on, where at the end, ties are being broken
arbitrarily. This process takes O(D) rounds as well. At the end of this process, each node
v knows whether v ∈ Wi+1 or not. If it holds that Wi+1 ∩ Zi =
6 ∅, then we continue to
the (i + 1)-th iteration. This can be checked since all nodes know whether they are in Zi
and Wi+1 , and if a node is in both sets, it can broadcast that information in O(D) rounds
using an aggregate computation. If the check fails, the i-th iteration is repeated.

This completes the description of the loop. Finally, at the end of the last iteration, we set
Sk = Wk . Note that each iteration takes O(D) rounds, and it is proven in [CGR16] that the
condition of Wi+1 ∩ Zi 6= ∅ at the end of each iteration holds w.h.p.
Once we have obtained w1 , ..., wk , and the sets S0 , ..., Sk we run a BFS from each wi and all
elements of each Si . This gives that these nodes know their eccentricities and all nodes know
1

their distance to each wi and all elements of Si , for all i. These Õ(n k+1 ) BFS computations
1

complete in Õ(n k+1 + D) rounds using the algorithm of [LP13b], which allows computing a BFS
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from every node in a given set S in an unweighted, undirected graph can be done in O(S + D)
rounds.
Now, each node estimates its eccentricity by the farthest node from itself it is aware of: If the
node v is one of S0 , ..., Sk , or one of w1 , ..., wk , then v knows its distance to all nodes in the graph.
Otherwise, v is only aware of its distances to the nodes in S0 , ..., Sk , and the nodes w1 , ..., wk .
The estimated diameter is computed using an aggregation of the maximal estimated eccentricity,
and the radius is estimated using an aggregation of the minimal estimated eccentricity. Both
aggregate computations take O(D) rounds.

5.1.3



Approximations for ST variants

Lastly, we prove Theorems 1.10 and 1.11. The proof of Theorem 1.10 follows the same ideas as
the proof of Theorem 1.9, with the appropriate modifications for the bi-chromatic variant.
√
Theorem 1.10 There is an algorithm with complexity Õ( n + D) that given an undirected,
∗ such that
unweighted graph G = (V, E), and sets S ⊆ V, T = V \S, w.h.p. computes a value DST
3DST
5

−

6
5

∗ ≤D
≤ DST
ST .

Proof: We give a distributed implementation of the sequential algorithm given by Dalirrooyfard
et al. in [DWVW19]. We denote by s∗ , t∗ the nodes that satisfy d(s∗ , t∗ ) = DST .
Throughout the algorithm, there are going to be 5 different estimates of the diameter,
D1 , . . . , D5 , and then we output the maximal one among them as our approximation for the
bi-chromatic diameter. The outline of the proof is that we run BFS trees from sets of nodes,
such that for one of these nodes, v, its distance to either s∗ or t∗ is at least 3DST /5, which gives
the claimed approximation (the small additive term comes from rounding in case DST /5 is not
an integer).
Estimate D1 : Each node v ∈ S samples itself independently into a set Z with probability

√
c n ln n
|S|

for some constant c, and each node u ∈ T samples itself independently into a set X with

probability

√
C n ln n
,
|T |

for some sufficiently large constant C. By standard arguments, the sizes of
√
the sets Z and X are Õ( n), w.h.p. The algorithm then runs BFS trees from all nodes in Z, X,
√
which can be done in O(|Z| + |X| + D) rounds by [LP13b], and thus completes in Õ( n + D)
rounds w.h.p. Let D1 = maxz∈Z,t∈T d(z, t). The value of D1 can be made known to all nodes in
O(D) rounds using a standard aggregate maximum computation. Note that if for some z ∈ Z it
holds that d(s∗ , z) ≤

2DST
5

, then d(z, t∗ ) ≥

3DST
5

. Since D1 ≥ d(z, t∗ ), in this case our output at

the end is within the claimed approximation.
Estimate D2 : For every t ∈ X, denote by s(t) the closest node in S to t, which can be
computed by a simple aggregation on the BFS tree from t, which for all trees is bounded by O(|X|+
D) rounds. We now run BFS trees from all nodes {s(t) | t ∈ X}. Denote D2 = max
d(s(t), t0 ).
0
Note that if for some t ∈ X, it holds that d(s∗ , t) ≤
closer to t than s∗ . Thus we get that d(s(t), t∗ ) ≥

DST
5

3DST
5

t∈X,t ∈T
2DST
since s(t) is
5
∗
d(s(t), t ), in this case we

, then d(s∗ , s(t)) ≤

. Since D2 ≥

also output a good estimate.
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Estimate D3 , D4 , D5 : If D1 , D2 do not achieve the needed approximation, this means that
d(s∗ , X) >
d(w, X) >

DST
2DST
∗
5 , and d(s , Z) >
5
DST
2DST
5 , and d(w, Z) >
5 .

. Our next goal is to find such a node w, that satisfies
Ds
5

For each s ∈ S, denote by Ds the largest integer for which d(s, X) >

and d(s, Z) >

2Ds
5 .

Each node can compute this integer internally, and the network can compute w = arg max Ds and
s∈S

DST
5

D0 = max Ds in O(D) rounds. Note that D0 ≥ DST since d(s∗ , X) >
s∈S

, and d(s∗ , Z) >
2D0

As proven in [DWVW19], it suffices to look at the nodes of S of distance at most
w, from which we get the estimates D3 , D4 , and nodes of T within distance at most

5
D0
5

2DST
5

.

from
of w,

from which we get the estimate D5 , as we explain next.
Estimate D3 , D4 : We now run a BFS tree from w, and denote by Sw all nodes of S at
√
0
distance at most 2D
n. Thus we can
5 from w. It is proved in [DWVW19] that w.h.p. |Sw | ≤
√
run BFS trees from all nodes in Sw in O( n + D) rounds, and we denote D3 = max d(s, t).
s∈Sw ,t∈T

For every node s ∈ Sw , we denote by t(s) the closest node in T to s. We now run BFS trees
from all nodes {t(s) | s ∈ Sw }, and denote D4 =

max

s∈Sw ,s0 ∈S

d(t(s), s0 ). These values can again be

learned by the entire network using an aggregate maximum computation.
Here too, if we get that D3 ≥

3DST
5

or D4 ≥

3DST
5

, then again our estimate is a good

approximation. Otherwise if both D3 , D4 are smaller than
3DST
5
2DST
5 .

3DST
5

, since D3 ≥ d(w, t∗ ), in

particular d(w, t∗ ) <

. Now we look at the node b on the shortest Pwt∗ from w to t∗ that

satisfies d(w, b) =

The proof then shows, using the information known thus far and

triangle inequalities, that it must hold that b ∈ T , since otherwise D4 ≥

3DST
5

.
0

Estimate D5 : Finally, denote by Tw the set of nodes of T at distance at most D5 from w.
√
√
It is proved in [DWVW19] that w.h.p. |Tw | ≤ n. In another O( n + D) rounds, we run BFS
trees from all nodes in Tw , and denote D5 =

max d(s, t).

t∈Tw ,s∈S

To conclude the proof, assume towards a contradiction that D5 <
node a on the shortest Pwt∗ from w to t∗ that satisfies d(w, b) =

3DST
5

DST
5

, and consider the

. Similarly to before,

the proof shows that it must hold that a ∈ S. Now, the proof shows that in this case, it
must hold that D4 is in fact a good approximation. If a ∈ S and b ∈ T , there has to be an
edge (s0 , t0 ), s0 ∈ S, t0 ∈ T on the path Pt∗ w on the part between a, b. In particular this means
that s0 ∈ Sw , so we ran BFS from t(s0 ). The proof shows, using triangle inequalities, that
d(s∗ , t(s)) ≥

3DST
5

, and since D4 ≥ d(s∗ , t(s)), the analysis is concluded.



Theorem 1.11 There is an algorithm with complexity T (SSSP ) that given an undirected graph
G = (V, E), and sets S ⊆ V, T = V \S, computes a value D∗ such that

DST
2

− W/2 ≤ D∗ ≤ DST .

Here W is the minimum edge weight in S × T .
Proof: We implement the sequential algorithm of Dalirrooyfard et al. [DWVW19] in the
distributed setting. The approach of the algorithm is to find the minimum weight edge between
S and T , denoted by (s, t), and to let D0 = max{maxs0 ∈S d(s0 , t), maxt0 ∈T d(s, t0 )} be our estimate
of the ST diameter. Using the triangle inequality, this can be shown to provide an approximate
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solution as stated.
To find the edge (s, t), each vertex broadcasts its minimum weight ST edge in the first
step, and then upon receiving messages from neighbors, each node updates and broadcasts the
minimum weight known to it. After O(D) rounds all nodes have the minimum ST edge, where
D is the diameter of the graph.
Now, the nodes run two SSSP instances, one from s and one from t, in O(T (SSSP )) rounds.
In another O(D) rounds of propagating the maximal distances, all nodes can compute the
required estimate D0 = max{maxs0 ∈S d(s0 , t), maxt0 ∈T d(s, t0 )}. Since T (SSSP ) ≥ O(D), the
total number of rounds is O(T (SSSP )).

5.2



Hardness of Approximation

In this section, we prove the lower bound results regarding approximating the discussed distance
parameters. As stated, we use reductions from 2-party communication complexity. To formalize
the reductions, we employ Theorem 3.8 for the special case of t = 2.

5.2.1

Lower bounds for radius

We start with proving our two lower bounds for weighted or directed radius approximations.
We divide the proof of Theorem 1.8 into two parts. The lower bound for weighted radius,
and the lower bound for directed radius. We prove these two cases separately. We start with the
weighted case.
Theorem 1.8 [Weighted case] For any  = 1/poly(n), (2 − )-approximation of the radius
of a weighted graph with n nodes requires Ω(n/ log n) rounds, even when the graph has constant
hop-diameter.
Proof: We reduce from the Tribes problem with vector sets A and B of size N . This
construction is similar to that of [HP16, Theorem 7].
Figure 5.1 illustrates our family of lower bound graphs. We construct four cliques A0 , A1 , B 0 , B 1
of size N , where the edges of the cliques have weight t, a value we will set later. Let Ki be the
ith node in clique K. Add two nodes cA and cB .
Connect all nodes in A0 to cA with edges of weight t, and connect all nodes in B 0 to cB with
edges of weight t. Connect cA and cB with an edge of weight 1. For all i ∈ [N ] and b ∈ {0, 1},
connect Abi and Bib with an edge of weight 1. Connect A0i and A1j with an edge of weight t if and
only if Ai [j] = 0. Connect Bi0 and Bj1 with an edge of weight t if and only if Bi [j] = 0. Alice
will simulate the nodes A0 ∪ A1 ∪ {cA }, and Bob will simulate the nodes B 0 ∪ B 1 ∪ {cB }.
First, we claim that if (A, B) is a ‘yes’ instance of Tribes, then the radius is at most t + 2. To
show this, note that in this case, there must be some i such that the ith vectors of A and B are
orthogonal. Consider the node A0i . It may reach in distance at most t + 1 all nodes in B 0 ∪ A0 ,
via a clique edge and an edge in the matching between A0 and B 0 . It may also reach {cA , cB }
in at most t + 1. It may also reach all nodes in A1 ∪ B 1 in distance at most t + 2, because for
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Figure 5.1: Sketch of Theorem 1.8, weighted case construction. Bold lines represent edges of
weight t.

any j where Ai [j] = 0 or Bi [j] = 0, either A0i may reach A1j in distance t or Bi0 may reach Bj1 in
distance t. Since Ai and Bi are orthogonal, this is true for all j. Thus the eccentricity of A0i is
at most t + 2, which upper-bounds the radius.
Second, we claim that if (A, B) is a ‘no’ instance of Tribes, then the radius is at least 2t.
To see this, first note that cA and cB have eccentricity at least 2t, because that is the shortest
possible distance between them and B 1 ∪ A1 . By the same argument, the eccentricity of all
nodes in A1 ∪ B 1 is also at least 2t. For all i, Ai and Bi are not orthogonal, which means that
for all i there is some j such that neither A0i nor Bi0 has an edge to Bj1 or A1j . Clearly any other
path from Bi0 or A0i to Bj1 or A1j is at least of length 2t, via a clique edge of weight t. Thus the
eccentricities of all nodes are at least 2t, so the radius is at least 2t.
 
We set t = 4 so that a (2 − )-approximate radius algorithm needs to distinguish between
t + 2 and 2t. The constructed graph GA,B has n = O(N ) nodes with a cut of size O(n), which
by Theorem 3.8 and the lower bound of Ω(N 2 ) for the communication complexity of Tribes,
implies that the radius algorithm requires Ω(n/ log n) rounds.



We now prove the second part of Theorem 1.8, about directed graphs.
Theorem 1.8 [Directed case] For any  > 0, (2 − )-approximation of the radius of a
directed graph with n nodes requires Ω(n/ log2 (n)) rounds, even when the graph has constant
hop-diameter and Õ(n) edges.
Proof: We reduce from the HSE problem on sets A and B of size N and vectors of size
d = 2 log N + 1. First, if Alice detects a coordinate that is 0 for all elements of A, she conveys
this information to Bob, and both remove that coordinate from all vectors. This requires only
O(log N ) bits of communication.
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Figure 5.2: Sketch of Theorem 1.8, directed case construction. Bold lines represent paths of
length t.

Figure 5.2 illustrates our family of lower bound graphs, inspired by a construction from the
sequential setting that reduces HSE to the source radius problem [AWW16, Theorem 1.4]. Let t
be an integer to be decided later. For each a ∈ A, create a directed path of length t; denote the
first node in the path by a0 and the last by at . Do the same for each b ∈ B. Add a node x, and
for each a, add edges (at , x) and (x, a0 ). Next, for each coordinate c ∈ [d], create two nodes cA
and cB , with the edge (cA , cB ). For each a ∈ A, if a[c] = 1, add edge (at , cA ). For each b ∈ B, if
b[c] = 1, add edge (cB , b0 ). Alice will simulate the a-paths, x, and the nodes cA , and Bob will
simulate the rest.
First, we claim that if there exists a hitting set h ∈ A, then the radius of the graph is at
most t + 4. To see this, consider the node ht . It may reach all nodes at in distance at most t + 2
via x, all nodes cA in distance at most t + 3 via the nodes at , and all nodes cB in distance at
most t + 4. There are no coordinates that are 0 for all a ∈ A, so each cA is reachable from some
node at . Finally, note that because h is a hitting set, for each b ∈ B there is some coordinate c
such that h[c] = b[c] = 1, so there exists the path (ht , cA , cB , b0 ). From there, ht may reach all
nodes on the b-path in at most t additional steps. Thus, the eccentricity of ht is at most t + 4,
which upper-bounds the radius.
Second, we claim that if there is no hitting set, the radius is at least 2t + 4. For this, note
that the only candidates for the center of the graph are the nodes at and the node x, because all
nodes on a-paths have eccentricity greater than the corresponding at , and all other nodes have
64

Technion - Computer Science Department - M.Sc. Thesis MSC-2020-21 - 2020

infinite eccentricity. The node x is clearly at distance at least 2t + 4 from every node bt . Fix a
vector a. There is some vector b ∈ B such that a · b = 0; fix the value of b. There is no path of
length 3 from at to b0 , because there is no coordinate that is 1 for both vectors. The only way
for at to reach b0 is via x, at an additional cost of t + 2 distance, so the distance from at to bt is
at least 2t + 5. Thus, every node has eccentricity at least 2t + 4, which lower-bounds the radius.
If we set t such that

2t+4
t+4

> 2 − , any algorithm for (2 − )-approximate radius must

distinguish between the two cases. Note that the graph GA,B has n = O(N t) = O(N/) nodes
and O(N log N ) edges, with a cut of size O(log N ) = O(log(n)) = O(log n). Thus, by Theorem
3.8 and the lower bound of Ω(N ) for the communication complexity of HSE that we proved
in Theorem 3.15, any algorithm for (2 − )-approximate radius requires Ω(n/ log2 n) rounds of
communication.

5.2.2



Lower bounds for bi-chromatic diameter

Now, we turn to prove our two lower bounds for bi-chromatic diameter.
Theorem 1.12 For all constant  > 0, there is no o( logn3 n ) round algorithm for computing a
( 35 − )-approximation to the bi-chromatic diameter in an unweighted, undirected graph.
Proof: We reduce the OV problem on sets A and B of size N and vectors of size d = 2 log N + 1
to an instance of bichromatic diameter on a undirected graph G. Without loss of generality we
can assume that there is a coordinate ĉ ∈ [d] such that b[ĉ] = 1 for all b ∈ B and a[ĉ] = 0 for all
a ∈ A. If no such coordinate exist, we can add it without affecting the OV instance. Let t be an
integer to be decided later. For each a ∈ A, let a0 , . . . , at be a path of length t in G. For each
b ∈ B, add a single node b0 . For each coordinate c ∈ [d], create two nodes cA and cB , with an
edge cA cB . For each a ∈ A, if a[c] = 1, add a path of length t from at to cA . Similarly, for each
b ∈ B, if b[c] = 1, add a path of length t from cB to b0 . Let S be the union of the set of all ai
nodes, all cA nodes and all cB nodes. Let T be the rest, i.e., B = {b0 | b ∈ B}. This completes
the definition of the graph.
Alice will simulate the subgraph of a nodes and cA s, and Bob will simulate the rest, which is
the subgraph on b nodes and cB s. Note that the set Alice simulates is not S, it is a subset of S.
First, suppose that there is no orthogonal pair in the OV instance. Then for each a ∈ A
and b ∈ B, there is a coordinate c where a[c] = b[c] = 1. So the path from a0 to b0 going
through at , cA and cB has distance 3t + 1. So the distance between any ai to b0 is at most 3t + 1.
The distance between any coordinate node cB and any b0 is at most 3, since for some b0 where
b0 [c] = 1, the path cB b00 ĉB b0 connects the two nodes. So the bichromatic diameter is 3t + 1 in
this case.
Now, suppose that there is an orthogonal pair (a, b) in the OV instance. Since there is no
path of the form a0 , . . . , at , cA , cB , b0 for any coordinate c, the distance between a0 and b0 is at
least 5t + 1, as a path between a0 and b0 must either first pass a node b00 , or pass a node a0t
through a coordinate cA . So the bichromatic diameter is at least 5t + 1 in this case.
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If we set t such that

5t+1
3t+1

>

5
3

− , any algorithm for ( 53 − )-approximate bichromatic

diameter must distinguish the two cases. The graph has n = O(tN log N ) = O(N log N/)
nodes and edges, with a cut of size O(log N ) = O(log n) = O(log n). So, by Theorem 3.8
and the lower bound of Ω(N ) on the communication complexity of OV, any algorithm for
(5/3 − )-approximation bichromatic radius requires Ω(n/ log3 n) rounds of communication. 
Theorem 1.13 For all constant  > 0, there is no o( logn2 n ) round algorithm for computing a
(2 − )-approximation to the bi-chromatic diameter in a directed graph.
Proof: We modify our construction for the proof of Theorem 1.12. We reduce the OV problem
on sets A and B and vectors of size d = 2 log N + 1 to an instance of bichromatic diameter on a
directed graph. First, recall that for each a ∈ A, we add a path a0 , . . . , at of length t, where we
direct the edges from ai to ai+1 for all i = 0 . . . , t − 2. For each b ∈ B, we add a node b0 and for
each coordinate c ∈ [d], we add two nodes cA and cB , where there is an edge from cA to cB . For
each a ∈ A and c ∈ [d], connect at to cA if a[c] = 1. For each b ∈ B and c ∈ [d] connect cB to b0
if b[c] = 1. Let P = p0 , . . . , pt−2 be a directed path of length t − 2. Connect all nodes b0 to p0 ,
and connect pt−2 to all the coordinate nodes cB . Let T = {b0 | b ∈ B} and let S be the rest of
the graph. This completes the definition of the bichromatic instance.
Bob will simulate the subgraph induced on T , the path P and the coordinate nodes cB . Alice
will simulate the subgraph induced on the rest of the nodes.
First, suppose that there is no orthogonal pair in the OV instance. Thus, for each a ∈ A and
b ∈ B, there is a coordinate c such that a[c] = b[c] = 1, and hence d(a0 , b0 ) = t + 3. For any
c ∈ [d] and b ∈ B, we have that d(cA , b0 ) ≤ t + 3. This is because if b[c0 ] = 1 for some coordinate
c0 ∈ [d], then the path cA , cB , b00 , p0 , . . . , pt−2 , c0B , b0 connects cA and b0 for some b0 ∈ B where
b0 [c] = 1. So the ST diameter is t + 3 in this case.
Now, suppose that there is an orthogonal pair (a, b) in the OV instance. In this case, the
path from a0 to b0 has to use P , since there is no path from a0 to b0 in G \ P . Hence, we have
that d(a0 , b0 ) ≥ 2t + 3. If we set t such that

2t+3
t+3

≥ 2 − , any algorithm for (2 − )-approximate

bichromatic diameter must distinguish the two cases. The graph has n = O(tN ) = O(N/)
nodes and O(N log N/) edges, with a cut of size O(log N ) = O(log n). So by Theorem 3.8
and the lower bound of Ω(N ) on the communication complexity of OV, any algorithm for
(2 − )-approximation bichromatic diameter in directed graphs requires Ω(n/ log2 n) rounds of
communication.

5.2.3



Lower bounds for arbitrary approximation ratios

Our main approach in order to show lower bounds for arbitrary approximation ratios is to reduce
from the SCSV problem defined next. A challenge is to make sure that the reductions one
employs can be efficiently simulated in CONGEST. A standard combinatorial reduction does
not suffice since at the end of the day, the vertices of the graph need to be able to simulate the
reduction in order to solve the original problem. We overcome this by coming up with suitable
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reductions in which every round in the new graph can be simulated using a constant amount of
rounds on the original graph.
Definition 5.2 (The Spanning Connected Subgraph Verification (SCSV) Problem)
[DSHK+ 11, Section 4]] Given a connected, unweighted, undirected graph G, in which a subset
of edges are marked as being part of a subgraph H of G, determine whether H is a connected,
spanning subgraph of G.
It is shown by Das Sarma et al. in [DSHK+ 11, Theorem 5.1] that solving SCSV requires
√
Ω̃( n + D) rounds. Even for randomized algorithms succeeding with high probability.
Theorem 1.5 Given any positive function α(n), any algorithm (even randomized) computing
an α(n)-approximation to the weighted diameter or bi-chromatic diameter in a given graph G
√
requires Ω̃( n + D) rounds.
Proof: We reduce from SCSV to any approximation of weighted diameter, radius, or all
eccentricities. Let A be an algorithm for one of these problems with approximation ratio α(n).
We begin with an instance of SCSV with graph G = (V, E) and subgraph H = (V, EH ). We set
the weight of all edges in the subgraph to 1, and the weight of all other edges to n · α(n). This
requires no additional communication. Note that if the subgraph is spanning and connected, all
eccentricities are at most n − 1 using edges of the subgraph of weight 1. Otherwise, the graph
is broken up into at least two connected components of the subgraph connected by edges of
weight n · α(n), and the eccentricity of every node is thus at least n · α(n). A must distinguish
between these two cases, since it approximates the maximum (diameter) eccentricity. If A is for
bi-chromatic diameter, we may set any node as the sole element of S and all others to T , and
detect whether the bi-chromatic diameter is at most n − 1 or at least n · α(n). Applying the
√
√
lower bound of Ω̃( n + D) rounds for SCSV gives that A requires Ω̃( n + D) rounds.

Theorem 1.14 Given any positive function α(n), any algorithm (even randomized) computing
√
an α(n)-approximation to the bi-chromatic diameter in a given directed graph G requires Ω̃( n +
D) rounds.
Proof: We reduce from SCSV to any approximation of directed bi-chromatic diameter. We
begin with an instance of SCSV with graph G = (V, E) and subgraph H = (V, EH ). We define a
new graph G0 = (V 0 , E 0 ), as follows, essentially duplicating H and directing it to G (see Figure
5.3). For each v ∈ V , there are two nodes vG and vH in V 0 , and (vH , vG ) ∈ E 0 . If (u, v) ∈ E,
then (uG , vG ) ∈ E 0 and (vG , uG ) ∈ E 0 , and if (u, v) ∈ EH , then (uH , vH ), (vH , uH ) ∈ E 0 . Recall
that G is connected, and every vH has an edge to vG , so every vH can reach every uG in V 0 .
Also, every vG has infinite eccentricity, as there is no (uG , vH ) edge in V 0 .
We claim that H is spanning and connected iff every vH ∈ V 0 has finite eccentricity. If H is
spanning and connected, there is a path from each vH to all other uH , and therefore all vH can
reach all nodes in the graph in distance at most n. Otherwise, H has at least two connected
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Figure 5.3: Sketch of Theorem 1.14 construction. Lines without arrows denote bidrectional
edges, and bold lines highlight subgraph H in G.

components, and every node vH cannot reach any node in a different component from itself.
Thus, all vH have infinite eccentricity, which means that all nodes in G0 have infinite eccentricity
and the radius is infinite. Given any approximation algorithm for A for bi-chromatic diameter,
we may set S = {vH } for any arbitrary member of vH ∈ V 0 and set T to all other nodes, and
the bi-chromatic diameter will be the eccentricity of vH , either finite or infinite.
We complete our reduction by pointing out that a node v in the original instance may
simulate vH and vG , at a cost of doubling the number of rounds of the approximation algorithm.
This is because the original edges are doubled in the reduction, and the only edges added in
the reduction are between vH and vG , which are simulated by the same node. No additional
√
communication is required for the reduction, so we apply the lower bound of Ω̃( n + D) rounds
√
for SCSV and achieve the same lower bound of Ω̃( n + D) for any approximation algorithm A
for radius or eccentricities.



Theorem 1.6 Given any positive function α(n), any algorithm (even randomized) computing
√
an α(n)-approximation to the diameter in a given directed graph G requires Ω̃( n + D) rounds.
Proof: We reduce from SCSV to any approximation of directed diameter. We use our
construction for the proof of Theorem 1.14, with the following change: for an arbitrary node
0 , v0 ) ∈
0
v ∈ G, we add the edge (vG , vH ) in G0 . Note that for all v 6= v 0 ∈ G we have that (vG
H / E .

If the SCSV instance gives a spanning, connected subgraph, then all nodes may reach all other
nodes in G0 , by similar arguments as in the proof of Theorem 1.14; therefore, the eccentricity of
all nodes, and therefore the diameter, is finite. However, if H is not spanning, then consider a
0 in G0
node v 0 ∈ G that is not reachable from v via edges in H. There is no path from vG to vG

either, so the diameter is infinite in this case. Since no additional communication is required for
√
the reduction, we apply the lower bound of Ω̃( n + D) rounds for SCSV and achieve the same
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√
lower bound of Ω̃( n + D) for any approximation algorithm for directed diameter.
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Chapter 6

Conclusion and open questions
This thesis explores the complexity landscape of approximating optimization and distance computation problems. We demonstrate for the first time how one can employ error correcting codes
in order to obtain lower bounds for CONGEST, and in particular present the first near quadratic
lower bound for approximating an optimization problem within a constant multiplicative factor.
Furthermore, we present the first application of MPCC for proving lower bounds in CONGEST,
using it to amplify our hardness of approximating result. For distance computation problems,
we give a full characterization of said complexity landscape for several fundamental distance
parameters. We hope that our results will pave the way for a more thorough understanding of
the complexity of approximating the unweighted and undirected variants of the parameters we
consider. While the full picture of the trade-off between approximation ratio to round complexity
seems to be close to being unveiled when one discusses fundamental distance parameters such as
diameter, radius and eccentricities, this is far from being true for optimization problems.
For many fundamental optimization problems such as MaxIS, MVC, MDS, weighted Max Cut,
the mere requirement of obtaining some approximation in o(n2 ) rounds brings one to algorithms
achieving the same approximation factors for which there are efficient sequential algorithms, in
poly(log(n)) rounds. Understanding the trade-off between round complexity to approximation
for fundamental optimization problems remains an intriguing open problem. Furthermore, it is
shown in [BCD+ 19] that some of the standard lower bound techniques for proving CONGEST
lower bound are futile for proving hardness of approximation for these problems. This leads us
to believe that new frameworks and ideas such as MPCC and the employment of error correcting
codes are necessary in order to obtain hardness of approximation results for these problems.
Moreover, even if one restricts the discussion to the complexity of finding exact solutions,
currently there is no fundamental explanation for what makes a given problem hard (having
an Ω(n2 ) lower bound). Given that problems such MVC, MDS, MaxIS are hard to compute
exactly, one might consider NP-hardness to be a natural candidate to characterize hard problems
in CONGEST. This, however, is not the case, as depicted in [BCD+ 19, GP16, CKP17]. The
first two show examples of NP-hard problems which admits a o(n2 ) round algorithms ((1 − )approximate unweighted Max Cut in Õ(n) rounds, and fault tolerant BFS, respectively.). The
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second shows an example for a problem in P , namely, weighted cycle detection, that requires
Ω̃(n2 ) rounds in order to be solved.
This leaves a major open problem standing: What characterizes hard distributed problems?
Roughly speaking, is there some problem P such that all problems that require Ω(n2 ) rounds
can be reduced to P efficiently in CONGEST?
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מדויק של הבעיות קבוצה שולטת מינימאלית ,וחתך מקסימום ממושקל .את תוצאות הקושי
לחישוב מדויק של קבוצה שולטת מינימאלית וחתך מקסימום ממושקל אנו משיגים על ידי ביצוע
שינויים והתאמות במבנה שהוצג בעבודה קודמת שהראתה חסמים תחתונים קרוב־לריבועיים
במודל החישוב המבוזר.
בחלק השני של התזה ,אנו עוברים להתמקד בבעיות חישוב מרחקים .ספציפית ,אנו מתעסקים
בפרמטרים מרכזיים כגון קוטר ,רדיוס ומרכזיות .מכיוון שידוע שלמצוא פתרון מדויק הוא בעיה
קשה ,אנו פונים למציאת קירובים לפרמטרים אלה ,שכן מציאת פתרון מקורב היא דרך אחת
להתגבר על חסמים תחתונים קיימים למציאת פתרון מדויק .בפרט ,אנו מתמקדים בגרסאות
הממושקלות/מכוונות של הפרמטרים הללו .אנו נותנים אפיון קרוב למלא של הקשר בין פקטור
הקירוב לבין סיבוכיות הסיבובים הנדרשת על מנת לחשב כזה קירוב .בנוסף ,בעקבות שימושים
בגיאומטריה חישובית והתעניינות במודל הסדרתי ,אנו מתחילים בתזה זו לחקור קוטר ורדיוס
דו־כרומטיים במודל החישוב המבוזר .אנו נותנים את החסמים העליונים והתחתונים הראשונים
לבעיות אלה במודל חישוב מבוזר כלשהו .כתרומות טכניות ,אנו מרחיבים את המונח של פסאודו־
מרכז ,שהוגדר בעבודה קודמת לאחרונה ,ומציגים דרך יעילה לחשב הרחבה זו.

יתר על כן,

החסמים התחתונים שאנו מראים בחלק השני של התזה משתמשים בפונקציות שלא השתמשו בהן
קודם לכן להראות חסמים תחתונים במסגרת רדוקציות מסיבוכיות תקשורת של שני שחקנים.
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תקציר
בעיות אופטימיזציה וחישובי מרחקים הן בעיות יסודיות בתיאוריה של מדעי המחשב ,עם אין
תזה זו חוקרת בעיות מרכזיות באופטימיזציה

ספור שימושים תיאורטיים ופרקטיים גם כן.

וחישובי מרחקים במודל המבוזר של חישוב תחת מגבלות רוחב פס .התרומות של תזה זו כוללות
חסמים עליונים ותחתונים גם כן.
ספציפית ,תזה זו עוסקת במודל ה  .CONGESTבמודל זה ,נתונה לנו רשת תקשורת סינכרונית
המיוצגת כגרף ,כאשר הצמתים מייצגים יחידות חישוב ,והקשתות מייצגות קווי תקשורת .לכל
יחידת חישוב יש מזהה יחודי ,אותו היא מקבלת כקלט ,יחד עם המזהים הייחודיים של יחידות
החישוב השכנות לה בגרף התקשורת.

התקשורת מתנהלת בסיבובים סינכרוניים ,כאשר בכל

סיבוב ,כל יחידת חישוב יכולה לשלוח הודעה קצרה לכל שכנותיה בגרף התקשורת.

מטרת

יחידות החישוב היא בדרך כלל לפתור בעיה מסויימת על גרף התקשורת ,למשל ,לחשב מרחקים
מיחידת חישוב נתונה .מדד הסיבוכיות שאנו נתעניין בו הוא כמות סיבובי התקשורת הנדרשים
על מנת לפתור בעיה נתונה.
התזה מחולקת לשני חלקים.

החלק הראשון עוסק בבעיות אופטימיזציה ,וספציפית בחסמים

תחתונים לבעיות אופטימיזציה .התרומות שלנו בחלק הראשון של התזה מחולקות לשני תתי
נושאים :חסמים תחתונים לפתרון מדויק של בעיות אופטימיזציה ,וחסמים תחתונים למציאת
פתרון מקורב של בעיות אופטימיזציה.

האחרונה מביניהן היא התרומה המרכזית של החלק

הראשון של התזה .אנו מציגים קשר מקורי בין קודים לתיקון שגיאות לבין חסמים תחתונים
למודל חישוב המבוזר .אנו מציגים מבנה חדש ,ששמו קוד גאדג׳ט ,שממזג בתוכו קוד לתיקון
שגיאות.

בעזרת הגאדג׳ט הזה ,אנו בונים משפחה של גרפים קשים ,ובעזרת משפחה זו אנו

מראים לראשונה חסם תחתון קרוב־לריבועי עבור מציאת פתרון מקורב לבעיית אופטימיזציה,
ספציפית ,קבוצה בלתי תלויה מקסימום ,בפקטור כפלי קבוע .תוצאה זו מהווה הפרדה בין מודל
החישוב המבוזר עם מגבלות רוחב פס ,לבין מודל החישוב המבוזר ללא מגבלות רוחב פס .שכן
באחרון מביניהם ידוע כי קיים אלגוריתם יעיל למציאת פתרון מקורב לבעיית קבוצה בלתי תלוי
מקסימום בפקטור קירוב קבוע קטן כרצוננו.
החידוש הטכני הנוסף שמוצג בפרק הראשון של התזה הינו השימוש הראשון בסיבוכיות תקשורת
רבת משתתפים על מנת להראות חסמים תחתונים למודל חישוב המבוזר .אנו משתמשים בסביבה
רבת המשתתפים על מנת לחזק את תוצאת קושי הקירוב שהוזכרה לעיל לבעית קבוצה בלתי
תלויה מקסימום.
יתר על כן ,בחלק הראשון של התזה אנו מראים חסמים תחתונים קרוב־לריבועיים לפיתרון
i
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. בפקולטה למדעי המחשב,המחקר בוצע בהנחייתה של פרופסור קרן צנזור הלל
חלק מן התוצאות בחיבור זה פורסמו כמאמרים מאת המחבר ושותפיו למחקר בכנסים ובכתבי־
: אשר גרסאותיהם העדכניות ביותר הינן,עת במהלך תקופת מחקר המאסטר של המחבר
Bertie Ancona, Keren Censor-Hillel, Mina Dalirrooyfard, Yuval Efron, and Virginia Vassilevska
Williams. Distributed distance approximation, 2020.
Nir Bachrach, Keren Censor-Hillel, Michal Dory, Yuval Efron, Dean Leitersdorf, and Ami Paz. Hardness
of distributed optimization. In Peter Robinson and Faith Ellen, editors, Proceedings of the 2019 ACM
Symposium on Principles of Distributed Computing, PODC 2019, Toronto, ON, Canada, July 29 August 2, 2019, pages 238–247. ACM, 2019.
Yuval Efron, Ofer Grossman, and Seri Khoury. Beyond alice and bob: Improved inapproximability for
maximum independent set in CONGEST. CoRR, abs/2003.07427, 2020.

תודות
 על כל עזרה והכוונה במהלך השנתיים וחצי, פרופסור קרן צנזור־הלל,ברצוני להודות למנחה שלי
.האחרונות

.אני מודה לטכניון על התמיכה הכספית הנדיבה בהשתלמותי
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התקדמויות חדשות באופטימיזציה
וחישובי מרחקים מבוזרים

חיבור על מחקר

לשם מילוי חלקי של הדרישות לקבלת התואר
מגיסטר למדעים במדעי המחשב

יובל אפרון

הוגש לסנט הטכניון ־־־ מכון טכנולוגי לישראל
סיוון התש״פ

חיפה

יוני 2020
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