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Abstract
Generalization and simplification are deeply related: simpler explanations often reveal
principles that apply more generally, and predictive scientific theories often boil down
to a few simple (and deep) laws. This work studies the “generalization - simplification”
link within the formal setting of machine learning. It focuses on sample compression
schemes — a type of learning algorithms that possess a certain “simplification” property.
Roughly speaking, a sample compression scheme of size k means that given an arbitrary
list of labeled examples, one can retain only k of them in a way that allows to recover
the labels of all other examples in the list.
Littlestone and Warmuth (1986) defined sample compression schemes in the context
of binary classification. They showed that compression implies generalization, and asked
whether the other direction holds. The first part of this work gives an affirmative answer
to this question, by showing that every hypothesis class with VC-dimension d has a
sample compression scheme of size exponential in d.
The second part of this work extends the “compressibility - learnability” connection
beyond binary classification. We first consider the setting of multiclass categorization:
we prove that learnability is equivalent to compression of logarithmic sample size and
that the uniform convergence property implies compression of constant size. We use the
compressibility-learnability equivalence to show that (i) for multiclass categorization,
PAC and agnostic PAC learnability are equivalent, and (ii) to derive a compactness
theorem for learnability. We then consider supervised learning under general loss functions: we show that in this case, in order to maintain the “compressibility - learnability”
equivalence, it is necessary to consider an approximate variant of compression. We use
it to show that PAC and agnostic PAC are not equivalent, even when the loss function
has only three values.
The last part of this work addresses the power of SVM and kernel machines — a
well-studied family of sample compression learning algorithms that is highly used in
practice. We study the question “Which learnable problems can be represented in a way
that enables learning by SVM?”. Technically, this question boils down to relating two
quantities: the VC-dimension and the sign rank. The connection we establish between
these parameters has numerous implications to other fields such as complexity theory,
combinatorics, and geometry; for example, it allows us to answer a question of Frankl
from ’89 and a question of Ben-David et al. from ’02 about maximum classes.
1
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Abbreviations and Notations
R

:

the set of real numbers

R+

:

the set of non-negative real numbers

N

:

the set of natural numbers

Rd

:

the set of d-dimensional real vectors

Rm⇥n

:

rank

:

the set of real m ⇥ n matrices

the rank of a real matrix over R

sign-rank

:

the sign-rank of a matrix

O, o, ⇥, ⌦, !

:

asymptotic notation

[n]

:

D, µ

:

the set {1, . . . , n} (for n 2 N)

Pr, E, Var

:

log

: logarithm of base 2

X, X

:

instances domain

Y, Y

:

labels domain

C, H

:

hypothesis class

C ⇤ , H⇤

:

the dual hypothesis class

VC

:

VC-dimension

`

:

loss function

N (n, d)

:

U

:

maximum possible sign-rank of an N ⇥ N matrix with VC-dimension d

unbounded-error communication complexity

Dµ

:

distributional communication complexity

D⇥

:

communication complexity under product distributions

probability distributions

probability, expectation, and variance of a random variable

3
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Chapter 1

Introduction
Learning and compression are known to be deeply related to each other. Learning
procedures perform compression, and compression is an evidence of and is useful in
learning. There are many examples of this tight link. For example, support vector
machines, a fundamental algorithm commonly applied to solve classification problems,
performs compression by saving only the “support vectors” and discarding the rest
(see Chapter 6 in [CST00]). Another example is the use of compression to boost the
accuracy of learning procedures (see [Fre95] and Chapter 4 in [FS12]).
The reasons for this tight connection are both practical and philosophical. When
presented with a huge amount of data about some phenomena, say, in the form of
labeled examples, a learner would like to store as little of the data as possible in manner
that allows the rest to be inferred (possibly using a small amount of side information).
A practical motivation is that storage is expensive. A di↵erent motivation relates to
that the ability to compress/simplify indicates the possibility of generalization, which
we associate with learning, and often unveils the structure underlying the concepts
learned. Occam’s razor, which is a philosophical principle attributed to William of
Ockham from the late middle ages, also fits this connection. It says that in the quest for
an explanation or an hypothesis, one should prefer the simplest one which is consistent
with the data. There are many works on the role of Occam’s razor in learning theory (a
partial list includes [LW86, BEHW87, Flo89, QR89, HW95, FW95, Dom99]).
About thirty years ago, Littlestone and Warmuth [LW86] provided a mathematical
framework for studying compression. In a nutshell, they showed that compressibility
implies generalizability and asked whether generalizability implies compressibility. This
work continues to study this link. In Chapters 2 and 3 we establish equivalences
between generalizability and compressibility under various settings and study some
implications of these equivalences. In Chapter 4 we study the expressibility of support
vector machine/kernel machines — an important family of compression algorithms that
is highly used in practice.
5
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1.1

Compression and generalization (Chapters 2 and 3)

Establishing tight bounds on the sample complexity of learning problems is a central
goal in statistical learning theory. We distinguish between two common approaches for
achieving it:

1.1.1

Uniform convergence and the ERM principle

A hypothesis class H satisfies the uniform convergence property if on a sufficiently large
training set, the empirical risk of every hypothesis in H is close to its true risk (see
Chapter 3 for a formal definition). It implies that any algorithm which outputs h 2 H

with minimum empirical risk is likely to generalize well, as long as the training set is
sufficiently large. This amounts to validity of the popular Empirical Risk Minimization
(ERM) principle: “Output a hyptothesis in H with minimum empirical risk”.

Well-studied parameters that capture uniform convergence rates include the VC-

dimension, the Natarajan dimension, the fat-shattering dimension, Rademacher complexity and others. For a detailed study of uniform convergence methods see e.g. the
book [SB14].

1.1.2

Occam’s razor

The ERM principle reduces the learning problem to an optimization problem (of
minimizing the empirical risk), thus making bounds on the uniform convergence rate
attracrive from an algorithmic perspective. An alternative approach is inspired by the
Occam’s razor principle. This approach yields bounds on the sample complexity of
speical algorithms that posses a certain simplification property. Thus, unlike uniform
convergence bounds, which apply to every (proper) learning algorithm, Occam’s razor
bounds are tailored for algorithms with a special structure. On the other hand, sometimes
Occam’s razor bounds are stronger than uniform convergence bounds in the sense that
they yield better bounds. In fact, in Chapter 3 we show that the method of sample
compression, which fits within the Occam’s razor setting, applies to every learnable
hypothesis class, including classes for which no meaningful uniform convergence bounds
apply.
On a high level, an Occam’s razor bound is a “simplification =) generalization”
statement of the form:
If a learning algorithm outputs a hypothesis that has a simple description and low
empirical risk then it also has low true risk.
Di↵erent formalizations of this statement stem from di↵erent quantifications of the term
“simple description”. For example, in the minimum description length bound (MDL)
a binary encoding of all hypotheses in H is given and the description of a hypothesis
in H is simple if its encoding is short [Ris78, BEHW87]. Other examples include

sample compression schemes, structural risk minimization methods, and regularized
6
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A pictorial definition of a sample compression scheme
S

h

input sample

Compressor

output hypothesis

S0, B

Reconstructor

Figure 1.1: S 0 is a sub-sample of S and B is a binary string of additional information.

loss minimization methods such as ridge regression for convex learning problems. For a
more detailed study of these methods, see the book [SB14].

Sample compression schemes
Among the di↵erent Occam’s razor bounds, minimum description length and sample
compression schemes have the property that the “simplification =) generalization”
theorem they yield assumes very little on the learning model and therefore is valid
in various settings (e.g. classification, regression, etc.). Other Occam’s razor bounds
are more context-dependent (e.g. regularization methods typically depend on the loss
function).
Sample compression schemes were defined by Littlestone and Warmuth [LW86] in
the context of classification theory. A sample compression scheme can be seen as a
protocol between a compressor and a reconstructor (see Figure 1.1). The compressor
gets the input sample S from which it picks a small sub-sample S 0 . The compressor
sends to the reconstructor the sub-sample S 0 , along with a binary string B of additional
information. The reconstructor then, based on S 0 and B outputs a hypothesis h. The
correctness criteria is that the loss of h on the original sample S is at most the loss of
the best hypothesis in H on S. The size of the subsample plus the number of bits in

the additional information is the size of the compression scheme. See Figure 1.1 for a
pictorial definition of a sample compression scheme.
A typical example of a compression scheme is given by the Support Vector Machine
algorithm applied on a linearly separable sample in Rd . Here, the compressor sends the
reconstructor d + 1 support vectors which determine the maximum margin separating
hyperplane.
Note that minimum description length is in fact a special case of a sample compression
scheme in which the compressor only sends the binary string B which suffices to encode
the output hypothesis.
7
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Our contribution.

Littlestone and Warmuth proved a “simplification =) gener-

alization” for sample compression schemes (see Theorem 2.2), and left as an open
question whether the other direction holds, namely whether every class of a finite
VC-dimension has a sample compression scheme of a finite size. This question was
studied by several works, including [LW86, Flo89, FW95, Fre95, BL98a, KW07, RBR09,
JL10, RR12, CS13, LS13, RRB14, DFSZ14, MSWY15, DKSZ16]). In Chapter 2 we
give an affirmative answer to this question by showing that every hypothesis class has a
compression scheme of size exponential in its VC-dimension. It remains open whether
every class has a sample compression scheme of size linear, or even polynomial, in its
VC-dimension.
Compression schemes of varying size
In the seminal work of boosting the accuracy of weak learners, Freund and Schapire [Fre95,
FS12] used a relaxed variant of sample compression schemes to construct the boosted
learner. In this variant the size of the compression scheme may vary with the size of
the input sample.
Our contribution.

In Chapter 3 we establish equivalence between compressibility

of logarithmic sample size and learnability in the multiclass categorization setting (i.e.
the loss function is zero/one but the number of classes is arbitrary). We also show
that the uniform convergence property (which implies learnability under the ERM
principle) implies compressibility of a fixed size. Whether learnability is equivalent to
compressibility of a fixed size remains open. As an application we show that every
PAC learnable hypothesis class is1 agnostic learnable (see Chapter 3 for a formal
definitions of these concepts). Since clearly every agnostic learnable class is PAC
learnable, it follows that PAC learnability and agnostic learnability are equivalent in
the multiclass categorization setting. This equivalence, combined with a recent result
of Daniely et al. [DSBS15] provides a complete picture of the relationship among PAC
learnability, agnostic PAC learnability, and uniform convergence in this setting. Daniely
et al. [DSBS15] separated the uniform convergence property from PAC learnability:
they constructed PAC learnable classes that do not posses the uniform convergence
property (see also chapter 29.4 in the book [SB14]). Our result implies that these classes
are agnostic PAC learnable.
Approximate sample compression schemes
Does the “compressibility - learnability” equivalence extends to arbitrary loss functions?
Somewhat disappointingly the answer is no: there are classes that are agnostic learnable
but for which no compression scheme exists: in Chapter 3 we show that there is no
non-trivial compression scheme for linear regression. However, an approximate variant
1

from a sample complexity perspective.

8
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of sample compression schemes enables to extend this equivalence. In an ✏-approximate
compression scheme for H, the reconstructor outputs a hypothesis h whose loss on the
input sample is at most ✏ bigger than the loss of the best hypothesis in H.

In Chapter 3 we show that approximate compressibility is equivalent to learnability

under any bounded loss function. As an application of this equivalence we show that,
unlike in the multiclass categorization setting, PAC and agnostic PAC learnability
are not equivalent when the loss function is arbitrary. In fact, we construct a loss
function taking just three values, under which this equivalence breaks. Note that any
loss function that takes two values is essentially equivalent to the zero/one loss, for
which the equivalence holds (see Chapter 3 for a definition of loss functions).

1.2

Sign-rank versus VC-dimension (Chapter 4)

The universality of compression algorithms may serve as a guide line for engineers: if
a problem is at all learnable then it can be learned by a compression algorithm. The
design of such algorithms boils down to an intuitive principle:
find a small insightful subset of the input data.
For example in geometrical settings, such as learning half-spaces or nearest neighbour
classifiers, the insightful subset appears on the boundary of the data points.
Hyperplanes and halfspaces have been central in the study of machine learning
since the introduction of the Perceptron algorithm in the 50’s [Ros57] and Support
Vector Machines (SVM) in the 90’s [BGV92, CV95]. The rising of kernel methods in
the 90’s [BGV92, SSM98] enabled reducing many learning problems to the framework
of SVM, making it a central algorithmic tool.
The last part of this work (Chapter 4) addresses the question
Which hypothesis classes can be represented geometrically so that they can be learned
by SVM?
From a technical perspective this question boils down to relating two quantities: the
VC-dimension and the sign-rank. Interestingly, these quantities have interpretations
in other fields such as communication complexity, geometry, and combinatorics, and
therefore Chapter 4 also discusses these fields.

1.2.1

Universality of half-spaces based learners

Half-spaces based learners use the following two-step approach: (i) embed the hypothesis
class in halfspaces of an Euclidean space — each point in the domain of the class
corresponds to a vector and for every hypothesis h, the vectors corresponding to h
and the vectors corresponding to h

1(

1 (1)

1) are separated by a hyperplane (see Figure 1.2

for illustration). (ii) Apply a learning algorithm for halfspaces.
9
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h1

x1

x2

x3

x4

x5

x6

0
1
1

0
1
0

1
1
0

1
1
1

1
0
1

1
0
0

h1
h2
h3

x7

h3

x2

x1
x6

x3

x4
x5

Figure 1.2: the hypothesis class H = {h1 , h2 , h3 } embedded in the plane.
If the embedding is to a low dimensional space then a good generalization rate is
implied. For embeddings to large dimensional spaces, SVM theory o↵ers an alternative
parameter, namely the margin2 . Indeed, large margin also implies good generalization
rate. On the other hand, any embedding with a large margin can be projected to a low
dimensional space using standard dimension reduction arguments [JL84, AV06, BES02],
and therefore an embedding with a large margin implicitly implies an embedding with
a small dimension.
One way of defining the sign-rank of H is as the minimum possible dimension of a

space in which it can be embedded.

Ben-David et al. [BES02] argued that kernel based methods achieve poor generalization rates on most classification problems [BES02]. Technically, they showed that for
any fixed d > 1, most hypothesis classes C ✓ {±1}N of VC-dimension d have sign-rank
of N ⌦(1) .

Our contribution.

In Chapter 4 we improve the quantitive bounds that were given

by [BES02], and provide almost tight bounds on the maximum possible sign-rank of
hypothesis classes with a fixed VC-dimension. These bounds include a novel upper
bound on the sign-rank that can be interpreted as a theoretical evidence that supports
the usefulness of kernel machines in practice.

1.2.2

Communication complexity

Several papers have studied and established equivalences between parameters in machine
learning and their counterparts in communication complexity [PS86, KNR99a, LS09b].
2

The margin of the embedding is the minimum over all hypotheses h of the distance between the
convex hull of the vectors corresponding to h 1 (1) and the convex hull of the vectors corresponding to
h 1 ( 1)

10
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Paturi and Simon [PS86] showed that the sign-rank captures the unbounded-error randomized communication complexity, and the work of Kremer, Nisan, and Ron [KNR99b]
related the VC-dimension to one-round communication complexity under product
distributions.
Two works of Sherstov [She10, She08] showed that there are functions with small
communication complexity under product distributions, and large unbounded error
communication complexity. In [She10] the separation is as strong as possible but it
is not for an explicit function, and the separation in [She08] is not as strong but the
underlying function is explicit.
Our contribution. In Chapter 4 we present an explicit and natural communication
problem that achieves the strongest possible separation between one-round communication complexity under product distribution and unbounded error communication
complexity.

1.2.3

Complexity of computing the sign-rank

Linear Programming (LP) is one of the most fundamental problems in the class P. As a
decision problem, an LP problem concerns determining the satisfiability of a system
`i (x)

0, i = 1, . . . , m

where each `i is an affine function defined over Rn (say with integer coefficients). A
natural extension of LP is to consider the case in which each `i is a multivariate
polynomial. Perhaps not surprisingly, this problem is much harder than LP. In fact,
satisfiability of a system of polynomial inequalities is known to be a complete problem
for the class 9R, which is known to lie between PSPACE and NP (see [Mat14] and
references within for a detailed study of this class).

Consider the problem of deciding whether the sign-rank of a given N ⇥ N sign matrix

is at most k. [BFG+ 09] and [BK15] showed that for k = 3 this problem is NP-hard,
and that for k = 2 it is in P.
Another related work of [LS09a] concerns the problem of computing the approximate
rank of a sign matrix, for which they provide an approximation algorithm. They pose
the problem of efficiently approximating the sign-rank as an open problem.
Our contribution.

In Chapter 4 we further study the computational complexity of

computing the sign-rank. A fairly simple reduction shows that to solve this problem it
is enough to decide whether a system of real polynomial inequalities is satisfiable. Thus,
this problem belongs to the class 9R. Using a result of Matousek [Mat14], we observe

that the arguments from [BFG+ 09] and [BK15] can be used to show that deciding
whether the sign-rank is 3 is 9R-complete, and therefore is likely not be in NP. We also
derive an O(N/ log(N )) approximation algorithm for the sign-rank.
11
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Chapter 2

Sample compression schemes for
VC classes
In this chapter we show that every hypothesis class of VC-dimension d has a sample
compression scheme of size exp(d).
We begin by providing the formal definitions and relevant background, and later
proceed to describing the sample compression scheme and proving its correctness.

2.1
2.1.1

Background
Learning

Here we provide a brief description of standard learning terminology in the context of
binary classification. For more information, see the books [KV94, FS12, CST00].
Imagine a student who wishes to learn a concept c : X ! {0, 1} by observing some

training examples. In order to eliminate measurability issues, we focus on the case that
X is a finite or countable set (although the arguments we use are more general). The
high level goal of the student is to come up with an hypothesis h : X ! {0, 1} that is
close to the unknown concept c using the least number of training examples. There are
many possible ways to formally define the student’s objective. An important one is
Valiant’s probably approximately correct (PAC) learning model [Val84], which is closely
related to an earlier work of Vapnik and Chervonenkis [VC71]. This model is defined as
follows.
The training examples are modeled as a pair (Y, y) where Y ✓ X is the multiset of

points the student observes and y = c|Y is their labels according to c. The collection of
all possible training examples is defined as follows. Let C ✓ {0, 1}X be a hypothesis

class. A C-labeled sample is a pair (Y, y), where Y ✓ X is a multiset and y = c|Y for
some c 2 C. The size of a labeled sample (Y, y) is the size of Y as a multiset. For an

integer k, denote by LC (k) the set of C-labeled samples of size at most k. Denote by
LC (1) the set of all C-labeled samples of finite size.
13
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The hypothesis class C is PAC learnable with d samples, generalization error ✏, and
probability of success 1

if there is a learning map1 H : LC (d) ! {0, 1}X so that the

hypothesis H generates is accurate with high probability. Formally, for every c 2 C and
for every probability distribution µ on X,
Pr
µd

hn

Y 2 X d : µ({x 2 X : hY (x) 6= c(x)})  ✏

oi

1

,

where hY = H(Y, c|Y ). In this text, when the parameters ✏, are not explicitly stated
we mean that their value is 1/3. If the image of H is contained in C, we say that C is
properly PAC learnable.
A fundamental question that emerges is characterizing the sample complexity of
PAC learning. The work of Blumer, Eherenfeucht, Haussler, and Warmuth [BEHW89],
which is based on [VC71], provides such a characterization. The characterization is
based on the Vapnik-Chervonenkis (VC) dimension of C, which is defined as follows.
A set Y ✓ X is C-shattered if for every Z ✓ Y there is c 2 C so that c(x) = 1 for all
x 2 Z and c(x) = 0 for all x 2 Y

Z. The VC-dimension of C, denoted VC(C), is the

maximum size of a C-shattered set (it may be infinite). They proved that the sample
complexity of PAC learning C is VC(C), up to constant factors2 .
Theorem 2.1 ([VC71, BEHW89]). If C ✓ {0, 1}X has VC-dimension d, then C is
properly PAC learnable with O((d log(2/✏) + log(2/ ))/✏) samples, generalization error
✏ and success probability 1

2.1.2

.

Compression

Littlestone and Warmuth [LW86] defined sample compression schemes as a natural abstraction that captures a common property of many learning procedures, like procedures
for learning geometric shapes or algebraic structures (see also [Flo89, FW95]).
Definition

A sample compression scheme takes a long list of samples and compresses

it to a short sub-list of samples in a way that allows to invert the compression. Formally,
a sample compression scheme for C with kernel size k and side information I, where I
is a finite set, consists of two maps , ⇢ for which the following hold:
() The compression map
 : LC (1) ! LC (k) ⇥ I
takes (Y, y) to ((Z, z), i) with Z ✓ Y and z = y|Z .
(⇢) The reconstruction map
⇢ : LC (k) ⇥ I ! {0, 1}X
1
2

For simplicity, we consider here only deterministic maps/algorithms.
Big O and ⌦ notation means up to absolute constants.
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is so that for all (Y, y) in LC (1),
⇢((Y, y))|Y = y.
The size of the scheme is3 k + log(|I|). In the language of coding theory, the side
information I can be thought of as list decoding; the map ⇢ defines a short list of possible
reconstructions of a given (Z, z), namely {⇢((Z, z), i) : i 2 I}, and the side information

indicates which element in the list is the correct one. See [Flo89, FW95, MSWY15] for
more discussions of this definition, and some insightful examples.
Motivation and background

Littlestone and Warmuth showed that every compres-

sion scheme yields a natural learning procedure: Given a labeled sample (Y, y), the
learner compresses it to (Y, y) and outputs the hypothesis h = ⇢((Y, y)). They proved
that this is indeed a PAC learner.
Theorem 2.2 ([LW86]). Let C ✓ {0, 1}X , and let , ⇢ be a sample compression scheme
for C of size k. Let d
{0, 1}X

8 k log(2/✏)+log(1/ ) /✏. Then, the learning map H : LC (d) !

defined by H(Y, y) = ⇢((Y, y)) is PAC learning C with d samples, generalization

error ✏ and success probability 1

.

For a proof of an extended version of this Theorem, see Chapter 3, Theorem 3.2.
Littlestone and Warmuth also asked whether the other direction holds:
“Are there concept classes with finite dimension for which there is no scheme
with bounded kernel size and bounded additional information?”
Further motivation for considering compression schemes comes from the problem of
boosting a weak learner to a strong learner. Boosting is a central theme in learning
theory that was initiated by Kearns and Valiant [Kea88, KV89]. The boosting question,
roughly speaking, is: given a learning algorithm with generalization error 0.49, can we
use it to get an algorithm with generalization error ✏ of our choice? Theorem 2.2 implies
that if the learning algorithm yields a sample compression scheme, then boosting follows
with a multiplicative overhead of roughly 1/✏ in the sample size. In other words, efficient
compression schemes immediately yield boosting.
Schapire [Sch90] and later on Freund [Fre95] solved the boosting problem, and
showed how to efficiently boost the generalization error of PAC learners. They showed
that if C is PAC learnable with d samples and generalization error 0.49, then C is PAC
learnable with O(d log2 (d/✏)/✏) samples and generalization error ✏ (see e.g. Corollary 3.3
in [Fre95]). Interestingly, their boosting is based on a weak type of compression. They
showed how to compress a sample of size m to a sample of size roughly d log m, and that
such compression already implies boosting (see Section 2.1.3 below for more details).
3

Logarithms in this text are base 2.
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Additional motivation for studying sample compression schemes relates to feature
selection, which is about identifying meaningful features of the underlying domain
that are sufficient for learning purposes (see e.g. [GE03]). The existence of efficient
compression schemes, loosely speaking, shows that in any arbitrarily big data there is a
small set of features that already contains all the relevant information.
Previous constructions

Littlestone and Warmuth’s question and variants of it lead

to a rich body of work that revealed profound properties of VC-dimension and learning.
Floyd and Warmuth [Flo89, FW95] constructed sample compression schemes of size
log |C| for every finite hypothesis class C. They also constructed optimal compression

schemes of size d for maximum classes4 of VC-dimension d, as a first step towards solving
the general question. As the study of sample compression schemes deepened, many
insightful and optimal schemes for special cases have been constructed: Floyd [Flo89],
Helmbold et al. [HSW92], Floyd and Warmuth [FW95], Ben-David and Litman [BL98a],
Chernikov and Simon [CS13], Kuzmin and Warmuth [KW07], Rubinstein et al. [RBR09],
Rubinstein and Rubinstein [RR12], Livni and Simon [LS13] and more. These works
discovered and utilized connections between sample compression schemes, and model
theory, topology, combinatorics, and geometry. Finally, in our recent work with Shpilka
and Wigderson [MSWY15], we constructed sample compression schemes of size roughly
2O(d) · log log |C| for every finite hypothesis class C of VC-dimension d.

2.1.3

Our contribution

Our main theorem states that VC classes have sample compression schemes of finite
size. The key property of this compression is that its size does not depend on the
size of the given sample (Y, y). The running time of the construction is polynomial in
|C|2

O(d)

, |X|d .

Theorem 2.3 (Compression). If C ✓ {0, 1}X has VC-dimension d, then C has a

sample compression scheme of size 2O(d) .

Our construction (see Section 2.3) of sample compression schemes is overall quite
short and simple. It is inspired by Freund’s work [Fre95] where majority is used to
boost the accuracy of learning procedures. It also uses several known properties of PAC
learnability and VC-dimension, together with von Neumann’s minimax theorem, and
it reveals approximate but efficient equilibrium strategies for zero-sum games of low
VC-dimension (see Section 2.2 below).
The construction is even more efficient when the dual class is also under control.
The dual hypothesis class C ⇤ ✓ {0, 1}C of C is defined as the set of all functions
fx : C ! {0, 1} defined by fx (c) = c(x). If we think of C as a binary matrix whose
4

That is, C ✓ {0, 1}X of size |C| =

Pd

j=0

|X|
j

with d = VC(C).
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rows are hypothese s in C and columns are elements of X, then C ⇤ corresponds to the
distinct rows of the transposed matrix.
Theorem 2.4 (Compression using dual VC-dimension). If C ✓ {0, 1}X has VC-dimension
d > 0 and C ⇤ has VC-dimension d⇤ > 0, then C has a sample compression scheme of
size k log k with k = O(d⇤ · d).
Theorem 2.3 follows from Theorem 2.4 via the following bound, which was observed
by Assouad [Ass83].
Claim 2.1.1 (Dual VC-dimension [Ass83]). If VC(C)  d, then VC(C ⇤ ) < 2d+1 .
A natural example for which the dual class is well behaved is geometrically defined
classes. Assume, for example, that C represents the incidence relation among halfspaces
and points in r-dimensional real space (a.k.a. sign rank or Dudely dimension r). That is,
for every c 2 C there is a vector ac 2 Rr and for every x 2 X there is a vector bx 2 Rr
P
so that c(x) = 1 if and only if the inner product hac , bx i = rj=1 ac (j)bx (j) is positive.
It follows that VC(C)  r, but the symmetric structure also implies that VC(C ⇤ )  r.
So, the compression scheme constructed here for this C actually has size O(r2 log r) and
not 2O(r) .

Proof background and overview

Freund [Fre95] and later on Freund and Schapire

[FS97] showed that for every class C that is PAC learnable with d samples, there exists a
compression scheme that compresses a C-labeled sample (Y, y) of size m to a sub-sample
of size k = O(d log m) with additional information of k log k bits (for a more detailed
discussion, see Sections 1.2 and 13.1.5 in [FS12]). Their constructive proof is iterative:
In each iteration t, a distribution µt on Y is carefully and adaptively chosen. Then, d
independent points from Y are drawn according to µt , and fed into the learning map
to produce an hypothesis ht . They showed that after T = O(log(1/✏)) iterations, the
majority vote h over h1 , . . . , hT is an ✏-approximation of y with respect to the uniform
measure on Y . In particular, if we choose ✏ < 1/m, then h completely agrees with y on
Y . This makes T = O(log m) and gives a sample compression scheme from a sample of
size m to a sub-sample of size d · T = O(d log m).

The size of Freund and Schapire’s compression scheme is not uniformly bounded,

it depends on |Y |. A first step towards removing this dependence is observing that
their proof can be replaced by a combination of von Neumann’s minimax theorem and
a Cherno↵ bound. In this argument, the log m factor eventually comes from a union
bound over the m samples. The compression scheme presented in this text replaces the
union bound with a more accurate analysis that utilizes the VC-dimension of the dual
class. This analysis ultimately replaces the log m factor by a d⇤ factor.
17
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2.2

Preliminaries

Approximations

The following theorem shows that every distribution can be ap-

proximated by a distribution of small support, when the statistical tests belong to
a class of small VC-dimension. This phenomenon was first proved by Vapnik and
Chervonenkis [VC71], and was later quantitively improved in [LLS00, Tal94].
Theorem 2.5 ([VC71, LLS00, Tal94]). Let C ✓ {0, 1}X of VC-dimension d. Let µ be

a distribution on X. For all ✏ > 0, there exists a multiset Y ✓ X of size |Y |  O(d/✏2 )
such that for all c 2 C,

µ({x 2 X : c(x) = 1})

|{x 2 Y : c(x) = 1}|
 ✏.
|Y |

Carathéodory’s theorem The following simple lemma can be thought of as an
approximate and combinatorial version of Carathéodory’s theorem from convex geometry.
Let C ✓ {0, 1}n ⇢ Rn and denote by K the convex hull of C in Rn . Carathéodory’s
theorem says that every point p 2 K is a convex combination of at most n + 1 points

from C. The lemma says that if VC(C ⇤ ) is small then every p 2 K can be approximated
by a convex combination with a small support.

Lemma 2.2.1 (Sampling for dual VC-dimension). Let C ✓ {0, 1}X and let d⇤ = VC(C ⇤ ).

Let p be a distribution on C and let ✏ > 0. Then, p can be ✏-approximated in L1 by an

average of at most O(d⇤ /✏2 ) points from C. That is, there is a multiset F ✓ C of size
|F |  O(d⇤ /✏2 ) so that for every x 2 X,
p({c 2 C : c(x) = 1})

|{f 2 F : f (x) = 1}|
 ✏.
|F |

Proof. Every x 2 X corresponds to a hypothesis in C ⇤ . The distribution p is a

distribution on the domain of the functions in C ⇤ . The lemma follows by Theorem 2.5
applied to C ⇤ .
Minimax

Von Neumann’s minimax theorem [Neu28] is a seminal result in game

theory (see e.g. the textbook [Owe95]). Assume that there are 2 players5 , a row player
and a column player. A pure strategy of the row player is r 2 [m] and a pure strategy

of the column player is j 2 [n]. A mixed strategy is a distribution on pure strategies.
Let M be a binary matrix so that M (r, j) = 1 if and only if the row player wins the
game when the pure strategies r, j are played.
The minimax theorem says that if for every mixed strategy q of the column player,
there is a mixed strategy p of the row player that guarantees that the row player wins
with probability at least V , then there is a mixed strategy p⇤ of the row player so that
for all mixed strategies q of the column player, the row player wins with probability at
5

We focus on the case of zero-sum games.
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least V . A similar statement holds for the column player. This implies that there is a
pair of mixed strategies p⇤ , q ⇤ that form a Nash equilibrium for the zero-sum game M
defines (see [Owe95]).
Theorem 2.6 (Minimax [Neu28]). Let M 2 Rm⇥n be a real matrix. Then,
minm maxn pt M q = maxn minm pt M q,

p2

where

`

q2

q2

p2

is the set of distributions on [`].

The arguments in the proof of Theorem 2.4 below imply the following variant of
the minimax theorem, which may be of interest in the context of game theory. The
minimax theorem holds for a general matrix M . In other words, there is no assumption
on the set of winning/losing states in the game.
We observe that a combinatorial restriction on the winning/losing states in the
game implies that there is an approximate efficient equilibrium state. Namely, if the
rows of M have VC-dimension d and the columns of M have VC-dimension d⇤ , then
for every ✏ > 0, there is a multiset of O(d⇤ /✏2 ) pure strategies R ✓ [m] for the row
player, and a multiset of O(d/✏2 ) pure strategies J ✓ [n] for the column player, so that
a uniformly random choice from R, J guarantees the players a gain that is ✏-close to
the gain in the equilibrium strategy. Such a pair of mixed strategies is called an ✏-Nash
equilibrium. Lipton and Young [LY02] showed that in every zero-sum game there are
✏-Nash equilibriums with logarithmic support6 . The ideas presented here show that if,
say, the rows of the matrix of the game have constant VC-dimension, then there are
✏-Nash equilibriums with constant support.

2.3

A sample compression scheme

We start with a high level description of the compression process (Theorem 2.4). Given
a sample of the form (Y, y), the compression identifies T  O(d⇤ ) subsets Z1 , . . . , ZT
S
of Y , each of size at most d. It then compresses (Y, y) to (Z, z) with Z = t2[T ] Zt

and z = y|Z . The additional information i 2 I allows to recover Z1 , . . . , ZT from Z.

The reconstruction process uses the information i 2 I to recover Z1 , . . . , ZT from Z,
and then uses the PAC learning map H to generate T hypotheses h1 , . . . , hT defined as

ht = H(Zt , z|Zt ). The final reconstruction hypothesis h = ⇢((Z, z), i) is the majority
vote over h1 , . . . , hT .
of Theorem 2.4. Since the VC-dimension of C is d, by Theorem 2.1, there is s = O(d)
and a proper learning map H : LC (s) ! C so that for every c 2 C and for every

probability distribution q on X, there is Z ✓ supp(q) of size |Z|  s so that q({x 2 X :
hZ (x) 6= c(x)})  1/3 where hZ = H(Z, c|Z ).
6

Lipton, Markakis and Mehta [LMM03] proved a similar statement for general games.
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Compression

Let (Y, y) 2 LC (1). Let
H = HY,y = {H(Z, z) : Z ✓ Y, |Z|  s, z = y|Z } ✓ C.

The compression is based on the following claim.
Claim 2.3.1. There are T  O(d⇤ ) sets Z1 , Z2 , . . . , ZT ✓ Y , each of size at most s, so

that the following holds. For t 2 [T ], let

ft = H(Zt , y|Zt ).

(2.1)

|{t 2 [T ] : ft (x) = y(x)}| > T /2.

(2.2)

Then, for every x 2 Y ,

Given the claim, the compression (Y, y) is defined as
Z=

[

Zt and z = y|Z .

t2[T ]

The additional information i 2 I allows to recover the sets Z1 , . . . , ZT from the set
Z. There are many possible ways to encode this information, but the size of I can be
chosen to be at most k k with k = 1 + O(d⇤ ) · s  O(d⇤ · d).
of Claim 2.3.1. By choice of H, for every distribution q on Y , there is h 2 H so that
q ({x 2 Y : h(x) = y(x)})

2/3.

By Theorem 2.6, there is a distribution p on H such that for every x 2 Y ,
p({h 2 H : h(x) = y(x)})

2/3.

By Lemma 2.2.1 applied to H and p with ✏ = 1/8, there is a multiset F = {f1 , f2 , . . . , fT } ✓
H of size T  O(d⇤ ) so that for every x 2 Y ,
|{t 2 [T ] : ft (x) = y(x)}|
T

p({h 2 H : h(x) = y(x)})

1/8 > 1/2.

For every t 2 [T ], let Zt be a subset of Y of size |Zt |  d so that
H(Zt , y|Zt ) = ft .

Reconstruction

Given ((Z, z), i), the information i is interpreted as a list of T subsets

Z1 , . . . , ZT of Z, each of size at most d. For t 2 [T ], let
ht = H(Zt , z|Zt ).
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Define h = ⇢((Z, z), i) as follows: For every x 2 X, let h(x) be a symbol in {0, 1} that
appears most in the list

x ((Z, z), i)

= (h1 (x), h2 (x), . . . , hT (x)),

where ties are arbitrarily broken.
Correctness

Fix (Y, y) 2 LC (1). Let ((Z, z), i) = (Y, y) and h = ⇢((Z, z), i). For

x 2 Y , consider the list

x (Y, y)

= (f1 (x), f2 (x), . . . , fT (x))

defined in the compression process of (Y, y). The list
x ((Z, z), i)

x (Y, y)

is identical to the list

due to the following three reasons: Equation (2.1); the information i allows

to correctly recover Z1 , . . . , ZT ; and y|Zt = z|Zt for all t 2 [T ]. Finally, by (2.2), for
every x 2 Y , the symbol y(x) appears in more than half of the list

x ((Z, z), i)

so indeed

h(x) = y(x).

2.4

Concluding remarks and questions

We have shown that ever hypothesis class admits a sample compression scheme with size
exponential in its VC-dimension. This is the first bound that depends only on the VCdimension, and holds for all binary-labeled classes. It is worth noting that many of the
known compression schemes for special cases, like [FW95, BL98a, KW07, RR12, LS13],
have size d or O(d) which is essentially optimal. In many of these cases, our construction
is in fact of size polynomial in d, since the VC-dimension of the dual class is small
as well. Nevertheless, Floyd and Warmuth’s question [FW95, War03] whether sample
compression schemes of size O(d) always exist remains open.

21

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

22

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

Chapter 3

Supervised learning via the lens
of compression
3.1

Background

This chapter studies statistical learning theory using the point of view of compression.
The main theme here is of establishing equivalences between learnability and compression
and using it towards a better understanding of learnability. Specifically, we use several
notions of compression to investigate the probably approximately correct (PAC) learning
model and the agnostic PAC learning model. Readers that are not familiar with the
relevant definitions are referred to Section 3.2. We distinguish between two types of loss
functions: (1) Zero/one loss functions, which correspond to classification/categorization
problems. (2) General loss functions which capture regression problems.
Zero/one loss function. (Section 3.3)

Sample compression schemes were intro-

duced in this context by [LW86], as an abstraction of a common property of many
learning algorithms. Technically, this concept is useful here, since it allows to translate
‘statistical’ statements to ‘combinatorial’ statements. For more background on sample
compression schemes, see e.g. [LW86, Flo89, FW95, SB14].
We use an agnostic version of sample compression schemes, and state that learnability is equivalent to some sort of compression. More formally, that learning implies
compression from a sample of size m to a sub-sample of size roughly log(m), and that
such a compression implies learning. This statement is based on arguments that appear
in [LW86, Fre95, FS12]. We conclude this part by describing some applications:
(i) Equivalence between PAC and agnostic learning from a statistical perspective
(i.e. in terms of sample complexity). For binary-labelled classes, this equivalence follows
from basic arguments in VC theory, but these arguments do not seem to extend when
the number of labels is large.
(ii) A dichotomy for sample compression — if a non-trivial compression exists (e.g.
compressing a sample of size m to a sub-sample of size m0.99 ), then a compression
23
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to logarithmic size exists (i.e. to a sub-sample of size roughly log m). Moreover, the
compression of logarithmic size can be computed efficiently provided that the non-trivial
compression is efficient.
(iii) Compression to constant size versus uniform convergence — we show that every
class with the uniform convergence property has a compression of constant size. The
proof has two parts. The first part, which is based on arguments from the previous
chapter shows that constant graph dimension (a generalization of VC-dimension for
multiclass cattegorization [Nat89]) implies compression of constant size. The second part,
which uses ideas from [DSBS15, BCHL95, VC71], shows that the uniform convergence
rate is captured by the graph dimension. In this part we improve upon previously
known bounds.
(iv) Compactness for learning — if finite sub-classes of a given class are learnable,
then the class is learnable as well. Again, for binary-labelled classes, such compactness
easily follows from known properties of VC-dimension. For general multi-labeled
classes we derive this statement using a corresponding compactness property for sample
compression schemes, based on the work by [BL98a].
General loss functions. (Section 3.4)

We continue with investigating general loss

functions. This part begins with a simple example in the context of linear regression,
showing that for general loss functions, learning is not equivalent to compression.
We then consider an approximate variant of compression schemes, which was used
by [GHS05, GKN15] in the context of classification, and observe that learnability is
equivalent to the existence of an approximate compression scheme, whose size is roughly
the statistical sample complexity. This is in contrast to (standard) sample compression
schemes, for which the existence of such an equivalence (under the zero/one loss) is a long
standing open problem, even in the case of binary classification [War03]. We conclude
this chapter by showing that – unlike for zero/one loss functions – for general loss
functions, PAC learnability and agnostic learnability are not equivalent. In fact, this is
derived for a loss function that takes just three values. The proof of this non-equivalence
uses Ramsey theory for hypergraphs. The combinatorial nature of compression schemes
allows to clearly identify the place where Ramsey theory is helpful. More generally,
the study of statistical learning theory via the lens of compression may shed light on
additional useful connections with di↵erent fields of mathematics.
We begin our investigation by breaking the definition of sample compression schemes
into two parts. The first part (which may seem useless at first sight) is about selecting
a small sub-sample from a given sample, and about reconstructing small sub-samples to
hypotheses, without any correctness guarantee. We term these devices selection schemes.
The second part is the correctness guarantee, which roughly says that the reconstruction
is correct on the original sample. We then show that selection schemes of small size do
not overfit in that their empirical risk is close to their true risk. Roughly speaking, this
shows that for selection schemes there are no surprises: “what you see is what you get”.
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3.2

Preliminaries

In this chapter we consider a more general learning model than the PAC model that
was discussed in the previous chapter. The definitions we use are based on the textbook
by [SB14].
Learnability and uniform convergence
A hypothesis h is a function from a domain X to a label set Y. We denote by Z the

cartesian product X ⇥ Y. A sample S is a finite sequence S = (z1 , . . . , zm ) 2 Z m .

A learning algorithm is a mapping that gets as an input a sample and outputs an
hypothesis h.

A loss function is a function ` : Y ⇥ Y ! R+ such that `(y, y) = 0 for all y 2 Y.

To ease the presentation, we shall only discuss loss functions that are bounded from

above by 1, although the results presented here can be extended to more general loss
functions. Examples of loss functions include:
Multiclass categorization The zero/one loss function `(y1 , y2 ) =

8
<0
:1

Regression The squared loss function over Y = [0, 1] is `(y1 , y2 ) = (y1

y1 = y2 ,
y1 6= y2 .
y2 ) 2 .

Given a distribution D on Z, the risk of an hypothesis h : X ! Y is its expected

loss:

LD (h) = E(x,y)⇠D [`(h(x), y)] .
Given a sample S = ((x1 , y1 ), . . . , (xm , ym )), the empirical risk of an hypothesis h is
m

LS (h) =

1 X
`(h(xi ), yi ).
m
i=1

An hypothesis class H is a set of hypotheses. A distribution D is realizable by H if

there exists h 2 H such that LD (h) = 0. A sample S is realizable by H if there exists
h 2 H such that LS (h) = 0.

A hypothesis class H has the uniform convergence property1 if there exists a rate

function d : (0, 1)2 ! N such that for every ✏, > 0 and distribution D over Z, if S is a
sample of m
we have

d(✏, ) i.i.d. pairs generated by D, then with probability at least 1
8h 2 H |LD (h)

LS (h)|  ✏.

The class H is agnostic learnable if there exists a learner A and a rate function

d : (0, 1)2 ! N such that for every ✏, > 0 and distribution D over Z, if S is a sample
1

We omit the dependence on the loss function ` from this and similar definitions, since ` is clear
from the context.
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of m

d(✏, ) i.i.d. pairs generated by D, then with probability at least 1

we have

LD (A(S))  inf LD (h) + ✏.

(3.1)

h2H

The class H is PAC learnable if condition (3.1) holds for every realizable distribution D.
The parameter ✏ is referred to as the error parameter and

as the confidence parameter.

Note that the uniform convergence property implies agnostic learnability with the
same rate via any learning algorithm which outputs h 2 H that minimizes the empirical
risk, and that agnostic learnability implies PAC learnability with the same rate.
Selection and compression schemes
The variants of sample compression schemes that are discussed in this chapter, are
based on the following object, which we term selection scheme.
A selection scheme is a pair (, ⇢) of maps for which the following holds:
•  is called the selection map. It gets as an input a sample S and outputs a pair

(S 0 , b) where S 0 is a subsample2 of S and b is a finite binary string, which we think
of as side information.

• ⇢ is called the reconstruction map. It gets as an input a pair (S 0 , b) of the same
type as the output of  and outputs an hypothesis h : X ! Y.

The size of (, ⇢) on a given input sample S is defined to be |S 0 | + |b| where

(S) = (S 0 , b). For an input size m, we denote by k(m) the maximum size of the
selection scheme on all inputs S of size at most m. The function k(m) is called the size
of the selection scheme. If k(m) is uniformly bounded by a constant, which does not
depend on m, then we say that the selection scheme has a constant size; otherwise, we
say that it has a variable size.
The definition of selection scheme is very similar to that of sample compression
schemes. The di↵erence is that sample compression schemes are defined with respect
to a fixed hypothesis class with respect to which they are required to have “correct”
reconstructions whereas selection schemes do not provide any correctness guarantee.
The distinction between the ‘selection’ part and the ‘correctness’ part is helpful for our
presentation, and also provides some more insight into these notions.
A selection scheme (, ⇢) is a sample compression scheme for H if for every sample

S that is realizable by H,

LS (⇢ ( (S))) = 0.

A selection scheme (, ⇢) is an agnostic sample compression scheme for H if for every
sample S,

LS (⇢ ( (S)))  inf LS (h).
h2H

2

That is, if S = (z1 , . . . , zm ) then S 0 is of the form (zi1 , . . . , zi` ) for 1  i1 < . . . < i`  m.
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In the following sections, we will see di↵erent manifestations of the statement
“compression ) learning”. An essential part of these statements boils down to a basic
property of selection schemes, that as long as k(m) is sufficiently smaller than m, a

selection scheme based learner fits its training data in the sense that its risk is roughly
its empirical risk.
Theorem 3.1 ([SB14, Theorem 30.2]). Let (, ⇢) be a selection scheme of size k =
k(m), and let A(S) = ⇢ ( (S)). Then, for every distribution D on Z, integer m such

that k  m/2, and

> 0,

h
Prm |LD (A (S))

S⇠D

LS (A (S))|

where
✏ = 50

i
p
✏ · LS (A (S)) + ✏  ,

k log (m/k) + log(1/ )
.
m

Proof. Let (, ⇢) be a selection scheme. Given a sampe S = (Z1 , . . . , Zm ), for every bit
string b of length at most k and T ✓ [m] of size at most k(m), let hT,b = ⇢({Zi : i 2 T }, b).

The proof strategy is to show that a fixed hT,b overfits is very small. Then, since
A(S) 2 {hT,b : b 2 {0, 1}k , T ✓ [m], |T |  k}, an application of the union bound will
imply that A(S) overfits with a small probability.

The following lemma shows that the probability that hT,b overfits is small.
Lemma 3.2.1. For every h = hT,b ,
Pr

S⇠D

"

|LD (h)

LS (h)|

r

0

> 0:

8LS (h) log(1/ 0 ) 16 log(1/ 0 ) + k
+
m
m

#



0

.

Before proving this lemma, we use it togetherqwith a simple application of a union
0 )+2k
0
bound in order to prove Theorem 3.1. Set ✏ = 16LS (h)mlog(1/ ) + 16 log(1/
.
m
Pr (|LD (A(S))

S⇠D m

Plugging in

0

=2

LS (A(S))|

k 1

em
k

k

✏)  Prm (9T, b : |LD (hT,b ) LS (hT,b )| ✏)
S⇠D
✓
◆
m
k
 {0, 1}
·
· Prm [|LD (h) LS (h)| ✏]
S⇠D
k
(the union bound)
⇣ em ⌘k
0
 2k+1
.
(Lemma 3.2.1)
k
yields the desired inequality and finishes the proof of

Theorem 3.1.
For the proof of Lemma 3.2.1, we use the following lemma from [SB14].
Lemma 3.2.2 (Lemma B.10 in [SB14]). For every fixed hypothesis h, every
and m 2 N:


1. PrS⇠Dm LS (h)

LD (h) +

q

2LS (h) log(1/ 0 )
3m

+

2 log(1/ 0 )
m
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0.

0

> 0,



2. PrS⇠Dm LD (h)

LS (h) +
0 /2

In particular, by plugging
Pr

S⇠D m

"

|LD (h)

q

2LS (h) log(1/ 0 )
m
0

instead of
r

LS (h)|

+

4 log(1/ 0 )
m



0.

and applying a union bound, we get

#
4LS (h) log(1/ 0 ) 8 log(1/ 0 )
+

m
m

0

.

Proof of Lemma 3.2.1. Fix some h = hT,b . Imagine that we sample S as follows. First
sample the k examples of T and construct h according to them and b. Next sample the
k examples in S 0 := S \ T and calculate the empirical risk of h. Since h

remaining m

k samples in S 0 , by Lemma 3.2.2 it follows that:

is independent on the remaining m
Pr

S 0 ⇠D m k

"

|LD (h)

r

LS 0 (h)|

#
4LS 0 (h) log(1/ 0 ) 8 log(1/ 0 )
+

m k
m k

0

.

(3.2)

We are left with the task of changing S 0 into S in the expression above. It is easily seen
that
(m

k)LS 0 (h)  mLS (h)  (m

k)LS 0 (h) + k

which implies that
k
LS 0 (h)  LS (h)
m

LS 0 (h) 

k
k
LS 0 (h) + .
m
m

Using the fact that 0  LS 0 (h)  1, we conclude that |LS (h)
|LD (h)

LS 0 (h)|

|LD (h)

|LD (h)

k
m.

LS (h)|

r

LS 0 (h)|

LS 0 (h)| 

k
m,

and hence

Let E1 denote the event that

4LS 0 (h) log(1/ 0 ) 8 log(1/ 0 )
+
,
m k
m k

and E2 denote the event that
|LD (h)
Since k 

m
2,

LS (h)|

r

8LS 0 (h) log(1/ 0 ) 16 log(1/ 0 ) + k
+
.
m
m

it follows that E2 ✓ E1 and therefore PS⇠Dm (E2 )  PS 0 ⇠Dm k (E1 ) 

0

which completes the proof.

3.3

Zero/one loss functions

In this section we consider the zero/one loss function, which models categorization
problems. We study the relationships between uniform convergence, learnability, and
sample compression schemes under this loss. Subsection 3.3.1 establishes equivalence
between learnability and compressibility of a sublinear size. In Subsection 3.3.2 we
28

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

use this equivalence to study the relationships between the properties of uniform
convergence, PAC, and agnostic learnability. In Subsection 3.3.2 we show that agnostic
learnability is equivalent to PAC learnability, in Subsection 3.3.2 we discuss the role
sample compression schemes have in the context of boosting. In Subsection 3.3.2 we
observe a dichotomy concerning the size of sample compression schemes, and use it to
establish a compactness property of learnability. Finally, in Subsection 3.3.2 we study
an extension of the Littlestone-Floyd-Warmuth conjecture concerning an equivalence
between learnability and sample compression schemes of fixed size.

3.3.1

Learning is equivalent to sublinear compressing

The following theorem shows that if H has a sample compression scheme of size k = o(m),
then it is learnable.

Theorem 3.2 (Compressing implies learning [LW86]). Let (, ⇢) be a selection scheme
of size k, let H be an hypothesis class, and let D be a distribution on Z.
1. If (, ⇢) is a sample compression scheme for H, and m is such that k(m)  m/2,
then

Pr

S⇠D m

1
k log m
k + k + log
LD (⇢ ( (S))) > 50
m

!

< .

2. If (, ⇢) is an agnostic sample compression scheme for H, and m is such that
k(m)  m/2, then
0

Pr @LD (⇢ ( (S))) > inf LD (h) + 100

S⇠D m

h2H

s

1
1
k log m
+
k
+
log
k
A< .
m

Proof. The first item follows immediately from Theorem 3.1 by plugging LS (⇢((S))) =
0.
For the second item we need the following Lemma.
Lemma 3.3.1. For every distribution D on X ⇥ Y, m 2 N, and
✓
Prm LS (⇢((S)))

S⇠D

where ✏1 (m, ) =
Plugging

q

log 1
m

inf LD (h) + ✏1 (m, )

h2H

◆

> 0:

 ,

.

/2 in Lemma 3.3.1, and Theorem 3.1 yields the second item.

Proof of Lemma 3.3.1. By the definition of agnostic sample compression schemes we
have that the empirical risk of A(S) is lesser than or equal to the empirical risk of every
h 2 H:

LS (A(S))  inf LS (h).
h2H
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(3.3)

Since S ⇠ Dm , it follows that for every h 2 H, LS (h) =

Z1 +...Zm
,
m

where the Zi ’s

are i.i.d random variables distributed over [0, 1] with expectation
LD (h). Now, the
q 1
log
Cherno↵-Hoe↵ding inequality implies that for ✏01 (m, ) =
2m
Pr (LS (h)

S⇠D m

LD (h) + ✏1 (m, ))  .

(3.4)

Since ✏1 (m, ) > ✏01 (m, ) there is h0 2 H such that
LD (h0 )  inf LD (h) + ✏1 (m, )
h2C

It follows that:
✓
Prm LS (A(S))
S⇠D

inf LD (h) + ✏1 (m, )

h2H

◆

 Prm
S⇠D

✓

✏01 (m, ).

inf LS (h))

h2H

 Prm LS (h0 )
S⇠D

inf LD (h) + ✏1 (m, )

h2H

(by Equation 3.3)
◆
inf LD (h) + ✏1 (m, )

✓

 Prm LS (h0 )
S⇠D

(3.5)

h2H

(since h0 2 H)

LD (h0 ) + ✏01 (m, )

(by Equation 3.5)


(by Equation 3.4)

The following theorem shows that learning implies compression.
Theorem 3.3 (Learning implies compressing). Let H be an hypothesis class.
1. If H is PAC learnable with learning rate d(✏, ), then it has a sample compression scheme of size k(m) = O(d log(m) log log(m) + d log(m) log(d)), where
d = d(1/3, 1/3).
2. If H is agnostic learnable with learning rate d(✏, ), then it has a sample compression scheme of size k(m) = O(d log(m) log log(m) + d log(m) log(d)), where
d = d(1/3, 1/3).
Proof. The first item in the conclusion of this theorem can be proven by boosting (see,
e.g. [FS12]). For completeness, in Section 3.5.1 we present a proof of this part which is
based on von Neumann’s minimax Theorem [Neu28].
The second part follows from the first part by observing that under the zero/one
loss function, any sample compression scheme (, ⇢) can be transformed to an agnostic
sample compression scheme without increasing the size. Indeed, suppose (, ⇢) is a
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◆

sample compression scheme for H. Now, given an arbitrary sample (not necessarily
realizable) S, pick some h⇤ 2 H that minimizes LS (h); the minimum is attained since
the loss function is zero/one. Denote by S̃ the subsample of S on which h⇤ agrees with

S, so that by definition S̃ is realizable. Therefore, since (, ⇢) is a sample compression
scheme for H, it follows that LS̃ (⇢((S̃))) = 0. In other words, applying the compression

scheme on S̃ yields an hypothesis h̃ = ⇢((S̃)) which agrees with h⇤ on S̃. Since the
loss function is zero/one loss function, h̃ cannot be worse than h⇤ on the part of S that
is outside of S̃. Hence, LS (h̃)  minh2H LS (h) as required.
The argument above actually shows that the following strengthening of Theorem 3.3
holds.
Theorem 3.4. If H is PAC learnable with learning rate d(✏, ), then it has an agnostic

sample compression scheme of size k(m) = O(d log(m) log log(m) + d log(m) log(d)),
where d = d(1/3, 1/3).

3.3.2

Applications

Agnostic and PAC learnability are equivalent
Theorems 3.2 and 3.4 imply that if H is PAC learnable, then it is agnostic learn-

able. Indeed, if H is PAC learnable with rate d = dP AC (1/3, 1/3), then by Theorem 3.4 the class H has an agnostic sample compression scheme of size k(m) =

O(d log(m) log log(m) + d log(m) log(d)). By Theorem 3.2, an agnostic sample compression scheme of this size yields an agnostic learning algorithm with rate
d(✏, ) = O

✓

d log2 (d/✏) log log (d/✏) + d log(d) log (d/✏) + log(1/ )
✏2

◆

.

Thus, for multiclass categorization problems, agnostic learnability and PAC learnability are equivalent. When the size of the label set Y is O(1), this equivalence follows from

previous works that studied extensions of the VC-dimension to multiclass categorization
problems [VC71, BEHW89, Nat89, BCHL95]. These works show that PAC learnability
and agnostic PAC learnability are equivalent to the uniform convergence property, and
therefore any ERM algorithm learns the class. Recently, [DSBS15] separated PAC
learnability and uniform convergence for large label sets by exhibiting PAC learnable
hypothesis classes that do not satisfy the uniform convergence property. In contrast,
this shows that the equivalence between PAC and agnostic learnability remains valid
even when Y is large.
Boosting
Boosting refers to the task of efficiently transforming a weak learning algorithm (say)
with confidence 2/3, error 1/3, and rate d examples to a strong learner with confidence
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1

and error ✏, for some prescribed ✏, > 0. Beside the computational aspect, this task

also manifests a statistical aspect. The statistical aspect concerns the minimum number
of examples d(✏, ) that are required in order to achieve the prescribed confidence and
error.
The computational aspect of boosting was studied extensively and merited the
celebrated Adaboost algorithm (see the book by [FS12] and references therein). The
statistical aspect, at least when the label set is binary, follows from basic results in VC
theory that characterize the uniform convergence rate in terms of the VC-dimension and
establish equivalence between learnability and uniform convergence. However, when Y

is infinite, uniform convergence and learnability cease to be equivalent, and therefore
these arguments do not hold.
Freund and Schapire (see [FS12] and references therein) showed that Adaboost
is in fact a sample compression scheme and that this fact implies boosting. Unlike
the equivalence between learning and uniform convergence that breaks for large Y,
the equivalence between compression and learning remains valid, and therefore the

implication “compression ) boosting” extends to an arbitrary Y. Indeed, Theorems 3.4
and 3.2 imply a boosting of a weak learning algorithm to a strong learning algorithm
with sample complexity of the form poly(1/✏, log(1/ )), where the “poly” notation hides
dependency on the sample complexity of the weak learner.
A dichotomy and compactness
Let H be an hypothesis class. Assume e.g. that H has a sample compression scheme of
size m/500 for some large m. Therefore, by Theorem 3.2, H is weakly PAC learnable

with confidence 2/3, error 1/3, and O(1) examples. Now, Theorem 3.4 implies that
H has a sample compression scheme of size k(m)  O(log(m) log log(m)). In other

words, the following dichotomy holds: every hypothesis class H either has a sample
compression scheme of size k(m) = O(log(m) log log(m)), or any sample compression
scheme for it has size ⌦(m).

This dichotomy implies the following compactness property for learnability under
the zero/one loss.
Theorem 3.5. Let d 2 N, and let H be an hypothesis class such that each finite subclass

of H is learnable with error 1/3, confidence 2/3 and d examples. Then H is learnable
with error 1/3, confidence 2/3 and O(d log2 (d) log log(d)) examples.

When Y = {0, 1}, the theorem follows by the observing that if every subclass of

H has VC-dimension at most d, then the VC-dimension of H is at most d. We are
not aware of a similar argument that applies for general hypothesis classes. A related

challenge, which was posed by [DS14], is to find a “combinatorial” parameter, which
captures multiclass learnability like the VC-dimension captures it in the binary labeled
case.
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Proof of Theorem 3.5. Let H ✓ Y X be an hypothesis class such that every finite subclass

of it is learnable with confidence 2/3, error 1/3, and d examples. By Theorem 3.4, H has

a sample compression scheme of size k(m) = O(d log(m) log log(m) + d log(m) log(d)).
Thus, to show that H is learnable with confidence 2/3, error 1/3, and O(d log2 (d))
examples, it suffices to show that H has a sample compression scheme of size k(m) (see
Section 3.3.2). This is established by the following lemma, which is a simple variant of
a lemma from [BL98a].

Lemma 3.3.2 ([BL98a]). If every finite subset of H has a sample compression scheme

of size k = k(m), then H has a sample compression scheme of size k = k(m).

A version of this lemma was proven by [BL98a] for the case of sample compression
scheme of a fixed size. Below we adapt their proof to sample compression schemes
of variable size. The idea of the proof is to represent the statement “H has a sample
compression scheme of size k” using predicate logic, and to use the compactness theorem.

Proof of Theorem 3.5. For ease of presentation, we shall consider only sample compression schemes with no side information. The case of sample compression schemes with
side information can be handled similarly.
Consider the model M = hH, X , Y; R; h, x, yih2H,x2X ,y2Y , where R = {(h, x, y) :

h 2 H, h(x) = y}. The language for M has the predicate symbols H̄, X̄ , Ȳ , and has a
constants h̄, x̄, ȳ for every h 2 H, x 2 X , y 2 Y. More over, for every k 2 N, there is an

2k + 2 predicate symbol ⇢¯k . We think of ⇢¯k ((x1 , y1 ), . . . , (xk , yk ), (x, y)), as expressing
that the reconstructed function h = ⇢ ((x1 , y1 ), . . . (xk , yk )) satisfies h(x) = y.
We now express the statement ”H has a sample compression scheme of size k(m)”
using predicate logic over this language. The following sentence expresses that ⇢
reconstructs hypotheses (that is functions from X to Y).
n

= 8x1 , . . . , xn 2 X̄

8y1 , . . . , yn 2 Ȳ

8x 2 X̄

⇢¯n ((x1 , y1 ), . . . , (xn , yn ), (x, y)) ,
⇥
8y 0 2 Ȳ ⇢¯n (x1 , y1 ) , . . . , (xn , yn ) , x, y 0

9y 2 Ȳ
⇤
! y = y0 .

The following sentence expresses the existence of a sample compression scheme of
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size k = k(m):
⌧m = 8x1 , . . . , xm 2 X̄
9u1 , . . . , uk 2 X̄

k _
m
^

i=1 j=1

"

8y1 , . . . , ym 2 Ȳ
9v1 , . . . , vk 2 Ȳ
({(ui , vi )}k1 ✓ {xj , yj }m
1 )

(ui = xj ^ vi = yj ),

9h 2 H̄

m
^

i=1

#

R̄(h, xi , yi ) !

"m
^

#

⇢¯k ((u1 , v1 ) , . . . , (uk , vk ) , (xi , yi )) .

i=1

(If ((xi , yi ))m
i=1 is realizable, then the reconstruction agrees with it)
Let T⇢ = {

n , ⌧m

: m, n 2 N}. Note that T⇢ expresses that there exists a sample

compression scheme for H of size k(m) with ⇢ as a reconstruction function ( is defined
implicitly to pick the subsample for which the reconstruction is correct). Let TH denote

the set of all atomic sentences and negation of atomic sentences that hold in M . Define
T = TH [ T⇢ .

Note that it suffices to show that T is satisfiable. (TH ✓ T implies that every model

for T must contain a copy of H, and T⇢ ✓ T implies the existence of a compression

scheme of size k(m).) To this end we use the compactness theorem from predicate
logic. Since every finite subset of H has a compression scheme of size k(m), it follows
that every finite subset of T is satisfiable. Therefore, by the compactness theorem T is
satisfiable and therefore has a model. This finishes the proof.

Uniform convergence versus compression to constant size
Since the introduction of sample compression schemes by [LW86], they were mostly
studied in the context of binary-labeled hypothesis classes (the case Y = {0, 1}). In

this context, a significant number of works were dedicated to studying the relationship
between VC-dimension and the minimal size of a compression scheme (e.g. [Flo89,
HSW92, FW95, BL98a, KW07, CS13, RBR09, RR12, LS13]). In the previous chapter
we saw that any class of VC-dimension d has a compression scheme of size exp(d).
Establishing whether a compression scheme of size linear (or even polynomial) in the
VC-dimension remains open [FW95, War03].
This question has a natural extension to multiclass categorization: Does every hypothesis class H has a sample compression scheme of size O(d), where d = dP AC (1/3, 1/3)

is the minimal sample complexity of a weak learner for H? In fact, in the case of multiclass categorization it is open whether there is a sample compression scheme of size
depending only on d.
We show here that the arguments from the previous chapter generalize to uniform
convergence.
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Theorem 3.6. Let H be an hypothesis class with uniform convergence rate dU C (✏, ).

Then H has a sample compression scheme of size exp(d), where d = dU C (1/3, 1/3).

The proof of this theorem uses the notion of the graph dimension, which was defined
by [Nat89]. For a function f : X ! Y and h 2 H, define hf : X ! {0, 1} to be
hf (x) =

8
<0

h(x) = f (x),

:1

h(x) 6= f (x).

Set Hf = {hf : h 2 H}. The graph dimension dimG (H) of H is supf VC(Hf ) where

f runs over all functions in Y X and VC indicates the VC-dimension. Note that for
Y = {0, 1}, the graph dimension is exactly the VC-dimension.

Theorem 3.6 is proved using the following two ingredients. First, the construction

from the previous chapter yields a sample compression scheme of size exp(dimG (H)).
Second, the graph dimension determines the uniform convergence rate, similarly to that
the VC-dimension does it in the binary-labeled case.
Theorem 3.7. Let H be an hypothesis class, let d = dimG (H), and let dU C (✏, ) denote

the uniform convergence rate of H. Then, there exists constants C1 , C2 such that
C1 ·

d + log(1/ )
✏2

C1

 dU C (✏, )  C2 ·

d log(1/✏) + log(1/ )
.
✏2

Parts of this result are well-known and appear in the literature: The upper bound
follows from Theorem 5 of [DSBS15], and the core idea of the argument dates back
to the articles of [BCHL95] and of [VC71]. A lower bound with a worse dependence
on ✏ follows from Theorem 9 of [DSBS15]. We prove Theorem 3.7 in Section 3.5.2.
Part of the argument is about proving tight anti-concentration results for the binomial
distribution.

3.4

General loss functions

We have seen that in the case of the zero/one loss function, an existence of a sublinear
sample compression scheme is equivalent to learnability. It is natural to ask whether this
phenomena extends to other loss functions. The direction “compression =) learning”
remains valid for general loss functions. In contrast, as will be discussed in this section,
the other direction fails for general loss functions.
However, a natural adaptation of sample compression schemes, which we term
approximate sample compression schemes, allows the extension of the equivalence to
arbitrary loss function. Approximate compression schemes were previously studied in
the context of classification (e.g. [GHS05, GKN15]). In Subsection 3.4.1 we argue that
in general sample compression schemes are not equivalent to learnability; specifically,
there is no agnostic sample compression scheme for linear regression. In Subsection 3.4.2
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we define approximate sample compression schemes and establish their equivalence with
learnability.
Finally, in Subsection 3.4.3 we use this equivalence to demonstrate classes that are
PAC learnable but not agnostic PAC learnable. This manifests a di↵erence with the
zero/one loss function under which agnostic and PAC learning are equivalent (see 3.3.2).
It is worth noting that the loss function we use to break the equivalence takes only
three values (compared to the two values of the zero/one loss function).

3.4.1

No agnostic compression for linear regression

We next show that in the setup of linear regression, which is known to be agnostically
learnable, there is no agnostic sample compression scheme. For convenience, we shall
restrict the discussion to zero-dimensional linear regression. In this setup3 , the sample
consists of m examples S = (y1 , y2 , . . . , ym ) 2 [0, 1]m , and the loss function is defined by
y2 )2 . The goal is to find h 2 R which minimizes LS (h). The empirical
1 P
⇤
risk minimizer (ERM) is exactly the average h⇤ = m
i yi , and for every h 6= h we
`(y1 , y2 ) = (y1

have LS (h) > LS (h⇤ ). Thus, an agnostic sample compression scheme in this setup
should compress S to a subsequence and a binary string of side information, from which
the average of S can be reconstructed. We prove that there is no such compression.
Theorem 3.8. There is no agnostic sample compression scheme for zero-dimensional
linear regression with size k(m)  m/2.
The proof idea is to restrict our attention to sets ⌦ ✓ [0, 1] for which every subset

of ⌦ has a distinct average. It follows that any sample compression scheme for samples
from ⌦ must perform a compression that is information theoretically impossible.

Proof. Let ⌦ ✓ [0, 1] be a set of linearly independent numbers over Q of cardinality M .

Thus, for every two distinct subsets A, B ✓ ⌦, the averages a, b of the numbers in A, B

are distinct (otherwise a a non trivial linear dependence over Q is implied). It follows
that there are

M
m

distinct averages of sets of size m. On the other hand, the size of

the image of  on such inputs is at most

M
k(m)

· 2k(m) . Thus, for a sufficiently large M

there is no agnostic sample compression scheme of size k(m)  m/2.

3.4.2

Approximate sample compression schemes

The previous example suggests the question of whether one can generalize the definition
of compression to fit problems where the loss function is not zero/one. Taking cues
from PAC and agnostic PAC learning, we consider the following definition. We say that
the selection scheme (, ⇢) is an ✏-approximate sample compression scheme for H if for
every sample S that is realizable by H,

LS (⇢ ( (S)))  ✏.
3

One may think of X as a singleton.
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It is called an ✏-approximate agnostic sample compression scheme for H if for every
sample S,

LS (⇢ ( (S)))  inf LS (h) + ✏.
h2H

Let us start by revisiting the case of zero-dimensional linear regression. Even though
it does not have an agnostic compression scheme of sublinear size, it does have an
✏-approximate agnostic sample compression scheme of size k = O(log(1/✏)/✏) which we
now describe.
Given a sample S = (y1 , . . . , ym ) 2 [0, 1], the average h⇤ =

of S. Let

⇤

⇤

L = L(h ) =

m
X

m
X

yi2 /m

i=1

yi /m

i=1

!2

Pm

i=1 yi /m

is the ERM

.

It is enough to show that there exists a subsample S 0 = (yi1 , . . . , yi` ) of size ` = d1/✏e
such that

0

LS @

X̀
j=1

1

yij /`A  L⇤ + ✏.

It turns out that picking S 0 at random suffices. Let Y1 , . . . , Y` be independent random
P
variables that are uniformly distributed over S and let H = 1` `i=1 Yi be their average.

Thus, E[H] = h⇤ and

E[LS (H)] = L⇤ + Var[H]  L⇤ + ✏.

In particular, this means that there exists some subsample of size ` whose average has
loss at most L⇤ + ✏. Encoding such a subsample requires O(log(1/✏)/✏) additional bits
of side information.
We now establish the equivalence between approximate compression and learning
(the proof is similar to the proof of Theorem 3.2).
Theorem 3.9 (Approximate compressing implies learning). Let (, ⇢) be a selection
scheme of size k, let H be an hypothesis class, and let D be a distribution on Z.
1. If (, ⇢) is an ✏-approximate sample compression scheme for H, and m is such
that k(m)  m/2, then
0

Pr @LD (⇢ ( (S))) > ✏ + 100

S⇠D m

s

1
1
k log m
+
log
k
A< .
m

2. If (, ⇢) is an ✏-approximate agnostic sample compression scheme for H, and m
is such that k(m)  m/2, then
0

Prm @LD (⇢ ( (S))) > inf LD (h) + ✏ + 100

S⇠D

h2H
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s

k log

m
k

1

1

+ log
A< .
m

The following Theorem shows that every learnable class has an approximate sample
compression scheme. The proof of this theorem is straightforward – in contrast with the
proof of the analog statement in the case of zero/one loss functions and compression
schemes without error.
Theorem 3.10 (Learning implies approximate compressing). Let H be an hypothesis

class.

1. If H is PAC learnable with rate d(✏, ), then it has an ✏-approximate sample
compression scheme of size k  O(d log(d)) with d = min

<1 d(✏,

).

2. If H is agnostic learnable with rate d(✏, ), then it has an ✏-approximate agnostic
sample compression scheme of size k  O(d log(d)) with d = min

<1 d(✏,

).

Proof. We prove the first item, the second item can be proven similarly. Fix some
✏, > 0 and a sample S = (z1 , . . . , zm ) 2 Z m with m > d(✏, ). Let D be the uniform
probability on S. Since A is a learning algorithm, a fraction of 1
S0

of S of size d satisfy that LD

tuple

S0

if

(A(S 0 ))

of the subsamples

< ✏. In particular, there is at least one such

< 1. Thus, the compression function picks this subsample S 0 , and the

reconstruction function reconstruct the hypothesis A(S 0 ) using the learning algorithm.
The subsample S 0 may have multiplicities, which are encoded using the side information
with at most O(log(d)) bits per element of S 0 . The overall size is at most O(d log(d)).

3.4.3

A separation between PAC and agnostic learnability

Here we establish a separation between PAC and agnostic PAC learning under loss
functions which take more than two values. We first construct hypothesis classes H

for which the gap between the PAC learning rate and the agnostic learning rate is
arbitrarily large, and later construct a single hypothesis class which is PAC learnable
and not agnostic learnable.
A central ingredient in our proof is Ramsey theory for hypergraphs (see, e.g. [EMHR11]).
We begin with defining the hypothesis class. Fix M, K 2 N with M sufficiently

larger than K. Let X = {1, . . . , M } and let Y be the family of all subsets of X of size

at most K. Let H be the hypothesis class of all constant functions from X to Y. Define
a loss function on Y as follows:

8
>
>
0
>
<
` (A, B) = 1/2
>
>
>
:1

A = B,
A 6= B, A \ B 6= ;,
A \ B = ;.

First observe that H is PAC learnable, since it has a sample compression scheme

of size one; any realizable sample is of the form ((x1 , A), . . . , (xm , A)) for some A 2 Y ,
and therefore can be compressed to (x1 , A). The reconstruction function then takes
(x1 , A) to the constant hypothesis h ⌘ A.
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To show that the agnostic sample complexity of H is large, we show that any

approximate agnostic compression scheme for it is large. This is another demonstration
of the usefulness of the notion of approximate compression schemes.
Lemma 3.4.1. Any 1/4-approximate agnostic compression scheme for H has size at

least K/2 on some sample of length K.

Proof. Let (, ⇢) be a selection scheme. Assume that the size k = k(K) of (, ⇢) is less
than K/2. We will show that (, ⇢) is not a 1/4-approximate agnostic compression
scheme for H.

Consider samples of the form S = ((x, {a1 }), . . . , (x, {aK })) for some x and a1 <

· · · < aK . The constant function which takes the value A = {a1 , . . . , aK } has empirical

risk 1/2, because A intersects each set in the sample. It thus suffices to show that the
empirical risk of ⇢((S)) on some sample S of this form is at least 3/4.
Consider the complete K-regular hypergraph on the vertex set X . We use (, ⇢) to

color the hyperedges as follows. Given an hyperedge A = {a1 < . . . < aK }, consider the
sample

SA = ((x, {a1 }), . . . , (x, {aK })).
Its compression (SA ) yields some subset {ai1 , . . . , aiT } of A with T  k and some bit
string of side information b. Define the color of A to be
c(A) = ({i1 , . . . , iT }, b).
The number of colors is at most 4k . By assumption on the size of (, ⇢), we know that
T  K/2.
By Ramsey’s theorem, if M is sufficiently large, then there is monochromatic
component C ✓ X of size at least (2K + 2) · (K/2 + 1). In other words, every A ✓ C of

size K is compressed to the same T coordinates with the same side information b. Let
i1 , . . . , iT denote these coordinates.
Since |C| is large, we can pick T points A0 = {a01 < . . . < a0T } ⇢ C that are far away

from each other inside C:

|(0, a01 ) \ C|, |(a01 , a02 ) \ C|, |(a02 , a03 ) \ C|, . . . , |(a0T , M + 1) \ C| > 2K.
Let
h = ⇢(((x, {a01 }), . . . , (x, {a0T })), b),
and let R = h(x) 2 Y. By the choice of A0 , since |R|  K, we can find some hyperedge
A = {a1 < . . . < aK } ⇢ C such that

{ai1 , . . . , aiT } = A0 = R \ A.
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It follows that for S = ((x, {a1 }), . . . , (x, {aK })), we have ⇢((S)) = h, and
1
LS (h) =
K

✓

1
T · + (K
2

T) · 1

◆

3
.
4

There are several ways to use this construction to obtain an infinite PAC learnable
class H that has no 1/4-approximate agnostic compression scheme (and therefore is not

agnostic learnable). One option follows by taking X to be a sufficiently large infinite set,
Y to be all finite subsets of X , and the same loss function. The proof that the resulting
class has no 1/4-approximate agnostic compression scheme is an adaptation of the proof

of Lemma 3.4.1 using infinite Ramsey theory: the cardinality of X is chosen so that
the following property holds: for every n 2 N, and every coloring of the n-elements

subsets of X in a finite number of colors, there is some uncountable monochromatic

subset of X . Such X exists due to a more general result by Erdös and Rado [ER56].
However, this result requires X to be huge; in particular, larger than any finite tower of
the form

·
2·

@0
·2

. It is interesting to note that if X is countable, say X = N, then the

resulting H is agnostic learnable by an agnostic sample compression scheme of size 1:
if the input sample is not realizable then output the constant function that takes the
value {0, . . . , M } where M is the maximum number observed in the input sample. This

set intersects every non empty set in the sample and therefore minimizes the empirical
risk. To conclude, if X is countable then H is agnostic learnable, and if X is huge

(larger than any finite tower of the form

·
2·

·2

@0

) then H is not agnostic learnable. It will

be interesting to determine the minimum cardinality of X for which H is not agnostic
learnable.

One may find the usage of such huge cardinals unnatural in this context. Therefore,
we present an alternative approach of using Lemma 3.4.1 to construct a countable PAC
learnable class that is not agnostic learnable. This uses the following general construction:
given hypothesis classes H1 , H2 , . . . with mutually disjoint domains X1 , X2 , . . . and
mutually disjoint ranges Y1 , Y2 , . . . define an hypothesis class H, which is the union of

the Hi ’s. To this end, extend the domain of each hi 2 Hi to [i Xi by setting hi (x) = b
for all x 2
/ Xi , where b is some dummy element that does not belong to [i Yi . The loss

function is extended so that `(yi , yj ) = 1 for yi , yj from di↵erent copies, and `(b, y) = 1
for all y 6= b. Thus H = [i Hi is an hypothesis class with domain [i Xi and range

[i Xi [ {b}. One can verify that (i) if each Hi has a realizable-case sample compression

scheme of size d then also H has such a scheme, and that (ii) if H has an approximate

agnostic sample compression scheme of size d then also each Hi has such a scheme.

Thus, picking the Hi ’s according to Lemma 3.4.1 so that Hi has no 1/4- approx. sample

compression scheme of size i, yields a countable PAC learnable class H that is not
agnostic learnable.
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3.5
3.5.1

Technical proofs
Learning implies compression (proof of first part of Theorem 3.3)

Here we provide a proof of the first part of Theorem 3.3, which follows from the next
result
Theorem ([Fre95]). If H is PAC learnable with learning rate d(✏, ), then it has a

sample compression scheme of size

k(m) = O(d log(m) log log(m) + d log(m) log(d)),
where d = d(1/3, 1/3).
Proof. Let A be a learner that learns H using d examples with error

1
3

and confidence

2
3.

Compression.

m
Let S = {(xi , yi )}m
i=1 be a realizable sample. Set X = {xi }i=1 and

HS = {A(S 0 ) : S 0 ✓ S, |S 0 |  d}.
By the choice of A, for every distribution D on X, there is h 2 HS so that
1
LD (h)  .
3
Therefore, by the minimax Theorem [Neu28] there is a distribution p on HS such that
for every i  m:

p({h 2 HS : h(xi ) = yi })

2/3.

Let h1 , . . . , hT be T independent samples from p, for T = 20 log m. The constant 20
is chosen so the Cherno↵-Hoe↵ding inequality yields that for any i  m the following
event, Ei , has probability less than

1
m

|{t 2 [T ] : ht (xi ) = yi )}|
T

1
p({h 2 HS : h(xi ) = yi }) > .
6

So, by the union bound: Pr([im Ei ) < 1, and therefore there is a multiset F =
{h1 , h2 , . . . , hT } ✓ HS so that for every i  m,
|{t 2 [T ] : ht (xi ) = yi }|
> p({h 2 HS : h(xi ) = yi })
T

1/6

For every t 2 [T ], let St be a subsample of S of size at most d so that
A(St ) = ht .
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1/2.

(S) compresses S to the subsample S 0 = [t2T St . The side information i 2 I allows

to recover the subsamples S1 , . . . , ST from S 0 . One way to encode this information is
by a bipartite graph with one side corresponding to T and the other to S 0 such that
each vertex t 2 T is connected to the vertices in S that form the subsample St . Since

each vertex in T has at most d neighbours in S 0 , it follows that there are at most
(|S 0 |d )|T | = |S 0 |d·|T | such graphs. Therefore, we can encode such a graph using a bit
string b of length log |S 0 |d·|T | , and

|b| = log |S 0 |d·|T |  O(d log m log log m + d log m log d).
So, the total size |b| + |S 0 | is also at most O(d log m log log m + d log m log d).

In the reconstruction phase, i and S 0 are used to decode the samples St for t 2 [T ].

Then, using the learner A, the ht ’s are decoded and the reconstructed hypothesis h is
defined as their point-wise majority. By construction LS (h) = 0 as required.

3.5.2

Graph dimension (proof of Theorem 3.7)

In this section we prove Theorem 3.7 that relates the uniform convergence rate to the
graph dimension.
The lower bound
We begin with the lower bound. Let H be an hypothesis class with uniform convergence
rate d = dU C (✏, ), and Let d = dimG (H). We want to show that
d

UC

(✏, ) = ⌦

✓

d + log(1/ )
✏2

◆

.

Pick f : X ! Y such that d = VC(Hf ). It follows that there is some set {x1 , . . . , xd } ✓
X that is shattered by Hf . Consider the uniform distribution D on {(xi , f (xi ))}.
Given a sample S = S = (z1 , . . . , zm ) ⇠ Dm , let p̂ 2 Rd denote its type:
p̂(i) =

|{j : zj = (xi , f (xi ))}|
.
m

That is, p̂ is a probability distribution that describes the fraction of times each example
was observed in S.
Since {x1 , . . . , xd } is shattered by Hf , for every A ✓ [d] there is hA 2 H that

disagrees with f on {xi : i 2 A} and agrees with f on {xi : i 2
/ A}. Note that for such
hA we have that LS (hA ) = p̂(A) and LD (hA ) =

|A|
d .

Recall that the statistical distance

between two probability measure µ, ⌫ on {1, ..., d} is defined by
d

1X
SD(µ, ⌫) =
|µ(i)
2
i=1

⌫(i)| = max |µ(A)
A✓[d]
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⌫(A)|.

In particular, the statistical distance between p̂ and ( d1 , . . . , d1 ) 2 Rd is equal to
max |LD (h)

LS (h)|.

h2H

Thus, the lower bound follows from the following Theorem. whose proof was suggested
to us by Noga Alon.
Theorem 3.11. Let ✏ < 1/200, < 1/4. Let u be the uniform distribution on {1, . . . , d}.

For a sample S ⇠ um , let p̂ denote the empirical distribution observed in the sample,

and let SD(p̂, u) denote the statistical distance between p̂ and u. If m 2 N satisfies
Pr (SD (p̂, u)  ✏)

1

S⇠um

then m
Remark.

C d+log(1/
✏2

) C

,

for some constant C.

Theorem 3.11 implies the lower bound of Theorem 3.7 for ✏ < 1/200, < 1/4.

The lower bound for all ✏, 2 (0, 1] follows by from the monotonicity of dU C (✏, ) in 1/✏
and 1/ , and from the continuity of

log(1/ )
✏2

in (0, 1] ⇥ (0, 1].

Proof of Theorem 3.11. For convenience we assume that d is even (a similar proof
⇣ applies
⌘
in general). We prove the Theorem in two steps. We first prove that m = ⌦
d
✏2

and then prove that m = ⌦

. We will use the following basic lemma.

Lemma 3.5.1. Let ✏ < 14 , and
and let m 2 N such that
Pr

Then m



1
32 .

Let U denote the uniform distribution on {0, 1},

✓ Pm

i=1 Xi

X⇠U m

log(1/ )
✏2

1
✏
2

m

◆

1

.

1 log(1/ ) 5
.
24
✏2

We first finish the proof of Theorem 3.11 and later prove Lemma 3.5.1.
)
Proving that m = ⌦( log(1/
).
✏2

Recall that
|A|
.
d

SD(p̂, u) = max p̂(A)
A✓[d]

Pick A = {1, . . . , d/2}. For i = 1, . . . m let Xi be the indicator of the event that the
i’th sample belongs to A. Thus, the Xi ’s are independent uniform zero/one random
variables and
p̂(A) =
Therefore, if m satisfies

Pm

i=1 Xi

m

Pr (SD (p̂, u)  ✏)

S⇠um

.

1
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,

then in particular

✓ Pm

i=1 Xi

Pr

S⇠um

m

◆

1

,

1 log(1/ ) 5
.
24
✏2

which, by Lemma 3.5.1, implies that m
Proving that m = ⌦( ✏d2 ).

1
✏
2

Recall that
d

1X
SD(p̂, u) =
|p̂(i)
2

1/d|.

i=1

Partition [d] to

d
2

pairs
{1, 2}, {3, 4}, . . .

For each pair {i, i + 1} let Wi be the indicator of the event
|p̂(i)

1/d|

100✏/d

or

|p̂(i + 1)

1/d|

100✏/d.

We prove that:
If m <

1
24

·

d log(1/50) 5
3·(100✏2 )

then Pr

X

Wi > d/50

i

This will finish the proof since it implies that for m <
d

SD(p̂, u) =

!

1X
|p̂(i)
2

1/d| >

i=1

1
24

·

1/4.

(3.6)

d log(1/50) 5
3·(100✏2 )

1 d 100✏
·
·
=✏
2 50
d

with probability at least 1/4.
In order to derive (3.6), imagine that p̂ is drawn according to the following two-step
sampling:
• sample uniformly m independent pairs from {{1, 2}, {3, 4}, . . . {d

1, d}}, and

• randomly replace each sampled pair {i, i + 1} by either i or by i + 1, each with
probability 1/2.

The advantage of this approach is that conditioned on the outcome of step (i), the Wi ’s
are independent.
Fix some i and consider p̂({i, i + 1}) – the fraction of samples that were equal to
{i, i + 1} in step (i). We show that for every possible conditioning on p̂({i, i + 1}),
the probability that Wi = 1 is at least 1/50. Consider two cases: if |p̂({i, i + 1})

2/d|

200✏/d then Wi = 1 for any possible replacement of the samples {i, i + 1} by

i or i + 1 in step (ii). Thus, in this case Wi = 1 with probability 1. Otherwise, if
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|p̂({i, i + 1})

2/d|  200✏/d, then the number of samples equals to {i, i + 1} satisfies
p̂{i, i + 1} · m 

2 + 200✏
3
1 log(1/50) 5
m m<
·
.
d
d
24
(100✏)2

Therefore, by Lemma 3.5.1, with probability at least 1/50 in step (ii):
p̂(i)
p̂({i, i + 1})

1/2 > 100✏

=) Wi = 1

(by Lemma 3.5.1)
1
200 ,

(since ✏ <

and p̂({i, i + 1})

2 200✏
)
d

Thus, conditioned on any possible outcome of step (i), the Wi ’s are d/2 independent
zero/one random variables, and each of them is equal to 1 with probability at least
d
50

1/50. Therefore, their sum is at least

with probability at least 1/4. This finishes the

proof of Theorem 3.11.

Proof of Lemma 3.5.1. This proof uses Shannon’s entropy function and two of basic
properties of it:
• if p 2 Rn is a probability vector then
H(p)  log(n).

(3.7)

• For every ✏ 2 [ 1, 1],
1
H(
2
In particular, if ✏ 

1
4

1
✏, + ✏) = 1
2

k=1

1

✏ 1+✏
,
)
2
2

The assumption on m is equivalent to
which by symmetry is equivalent to
v 2 {0, 1}m :

X
i

show that if |B(m,

✏)| <

2

2m ,

4✏2 .

1

1
v 2 {0, 1}m : | m

1
vi < (
2

)

✏)m

Let B(m, r) denote the hamming ball {v 2 {0, 1}m :
1
2

(2✏)2k
.
2k(2k 1)

then
H(

(

log(e)

1
X

P

P

i vi

1
2|

>✏

 2m ,

 2m .
2

i vi
1 log(1/100 )
.
24
✏2

then m

(3.8)

< r · m}. Thus, we wish to

Let V be a random vector in {0, 1}m such that for every i: Vi = 1 with probability
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1
2

✏ independently. We bound H(V ) in two di↵erent ways. First:
H(V ) =

m
X

H(Vi )

(by the chain rule and independence of the Vi ’s)

i=1

= mH(
m(1

1
2

✏,

1
+ ✏)
2

4✏2 )

Second, set B = B(m, 12

(by Equation 3.8)

✏) and let 1B denote the indicator of the event “V 2 B”.

H(V ) = H(1B , V )
= H(1B ) + H(V |1B )

(by the chain rule)

= H(1B ) + Pr(B)H(V |B) + Pr(B̄)H(V |B̄)
 1 + Pr(B) log(|B|) + Pr(B̄) log(|B̄|)

(by Equation 3.7)

 1 + Pr(B) log( 2m ) + Pr(B̄) log(2m )
2
2
= m + 1 Pr(B) log .
Therefore:
m(1

Pr(B) log
4✏2

which implies that m
Pr(B)

1
6

4✏2 )  H(V )  m + 1
2

1

distribution Bin(m,

2
Pr(B) log ,

. The proof is finished by plugging Pr(B)

follows from the fact that either
1
2

(|B|  2 2m , |B̄|  2m )

d( 12

✏)me or

b( 12

1
2

calculation shows that Pr(B) >

and Pr(B(m, 12

✏+

1
m ))

That

✏)mc is a median for the

✏) [KB80]; therefore, since B = B(m,

and we are done, or Pr(B) <

1
6.

1
2

1
2.

✏), either Pr(B)

In either case, a simple

1
6.

The upper bound
We now prove the upper bound, for which we need the next lemma.
Lemma 3.5.2. Let (⌦, F, µ) and (⌦0 , F 0 , µ0 ) be countable4 probability spaces. Let
F1 , F2 , F3 , . . . 2 F, F10 , F20 , F30 , . . . 2 F 0
be so that µ0 (Fi0 )

1/2 for all i. Then
µ ⇥ µ0

[
i

Fi ⇥ Fi0

!

[
1
µ
Fi
2
i

!

,

where µ ⇥ µ0 is the product measure.
4

A similar statement holds in general.
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1
2

We finish the proof of the upper bound and later prove Lemma 3.5.2.
For h 2 H, define the event
Fh = {Z : |LZ (h)
and let F =

S

h2H Fh .

LD (h)| > ✏},

Our goal is thus to upper bound Pr(F ). For that, we also define

the independent event
Fh0 = {Z 0 : |LZ 0 (h)

LD (h)| < ✏/2}

0 ) are another m independent samples from D, chosen indepenwhere Z 0 = (z10 , . . . , zm

dently of Z. We first claim that Pr(Fh0 )

1/2 for all h 2 H. This follows from Cherno↵’s

bound (but even Chebyshev’s inequality suffices). Now,
Pr(F )  2 Pr

[

h2H

Fh ⇥

Fh0

!

.

(Lemma 3.5.2)

Let S = Z [ Z 0 , where the union is as multisets. Imagine that Z, Z 0 are sampled as

follows. First sample S, namely 2m independent samples z1 , . . . , z2m from D. Next
sample Z, Z 0 by uniformly drawing a partition of S to two parts of size m. Thus,
2 Pr

[

h2H

Fh ⇥ Fh0

!

⇥ ⇥
= 2 E E 19h2H:|LZ (h)
S

⇥ ⇥
 2 E E 19h2H:|LZ (h)
S

LD (h)|>✏,|LZ 0 (h) LD (h)|<✏/2
LZ 0 (h)|>✏/2

S

⇤⇤

S

= ...

⇤⇤

For fixed S, let F = FS be the class of functions f : [2m] ! {0, 1} of the form
f (i) = fh (i) = 1h(xi )6=yi ,
where zi = (xi , yi ), for some h 2 H.
We claim that FS has VC-dimension at most the graph dimension of H. If all the xi

are distinct, then this claim follows from the definition of graph dimension. In general,
if C ✓ [2m] is shattered by FS , and i, j 2 C are distinct, then we must have xi 6= xj ,

which implies that |C|  dimG (H). Indeed, if xi = xj then for each h 2 H, at least one
of the four patterns on {i, j} is missing.

Since the graph dimension of H is d, by Sauer’s lemma, the size of FS is at most

(2me/d)d . In addition, for h 2 H, the values of LZ (h) and LZ 0 (h) depend only on fh
and on how Z, Z 0 partition S:

LZ (h) =

1 X
fh (j) :=
m

Z (fh ).

j2JZ
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Thus, we can continue
⇥ ⇥
. . . = 2 E E 19f 2FS :| Z (f )
S
2
X
⇥
 2E4
Pr | Z (f )
S

Z 0 (f )|>✏/2

Z 0 (f )|

f 2FS

S

⇤⇤

⇤

3

> ✏/2 S 5 .

It hence suffices to show that for every fixed S:
X

f 2FS

⇥
Pr |

Z (f )

Fix S and f 2 FS . Let

Z 0 (f )|

=

Z (f )

can be described as follows.

⇤
> ✏/2 S  2(2me/d)d exp
0

and

=

Note that

and

Now, the event that |

(3.9)
0|

✏/2

is the average of a random sample of size m from

(f (1), . . . , f (2m)) without replacements, and
0

Z 0 (f ).

m✏2 /8 .

0

is the sum of the complementing sample.

are identically distributed. By Hoe↵ding’s inequality in the setting

without replacement (see, e.g. [BLML13]) it holds that for µ = E( ) we have that
Pr [|

µ|

2m(✏/4)2 = exp

✏/4]  exp

0|

By the union bound, this means that |
exp

m✏2 /8 .

✏/2 with probability at most 2 ·

m✏2 /8 . Equation 3.9 follows since the size of FS is at most (2me/d)d .

Proof of Lemma 3.5.2. Let F =

S

i Fi .

For every ! 2 F , let F 0 (!) =

there exists i such that ! 2 Fi it holds that Fi0 ✓ F 0 (!) and hence

S

0
i:!2Fi Fi . As
µ0 (F 0 (!)) 1/2.

Thus,

µ ⇥ µ0

[
i

Fi ⇥ Fi0

!

=

X

!2F

µ({!}) · µ0 (F 0 (!))

X

µ({!})/2 = µ(F )/2.

!2F
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Chapter 4

Sign-rank versus VC-dimension
4.1

Background

Boolean matrices (with 0, 1 entries) and sign matrices (with ±1 entries) naturally
appear in many areas of research1 . We use them e.g. to represent set systems and

graphs in combinatorics, hypothesis classes in learning theory, and boolean functions in
communication complexity.
This work further investigates the relation between two useful complexity measures
on sign matrices.
Definition 4.1.1 (sign-rank). For a real number r 6= 0, let sign(r) denote its sign. For

a real matrix M with no zero entries, let sign(M ) denote the sign matrix such that
(sign(M ))i,j = sign(Mi,j ) for all i, j. The sign-rank of a sign matrix S is defined as
sign-rank(S) = min{rank(M ) : sign(M ) = S},
where the rank is over the real numbers. It captures the minimum dimension of a real
space in which the matrix can be embedded using half spaces through the origin

2

(see

for example [Lok09]).
Definition 4.1.2 (Vapnik-Chervonenkis dimension). The VC-dimension of a sign matrix S, denoted V C(S), is defined as follows. A subset C of the columns of S is called
shattered if each of the 2|C| di↵erent patterns of ones and minus ones appears in some
row in the restriction of S to the columns in C. The VC-dimension of S is the maximum
size of a shattered subset of columns.
The VC-dimension captures the size of the minimum ✏-net for the underlying set
system [HW87, KPW92].
1
There is a standard transformation of a boolean matrix B to the sign matrix S = 2B J, where
J is the all 1 matrix. The matrix S is called the signed version of B, and the matrix B is called the
boolean version of S.
2
That is, the columns correspond to points in Rk and the rows to half spaces through the origin (i.e.
collections of all points x 2 Rk so that hx, vi 0 for some fixed v 2 Rk ).
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The VC-dimension and the sign-rank appear in various areas of computer science
and mathematics. One important example is learning theory, where the VC-dimension
captures the sample complexity of learning in the PAC model [BEHW89, VC71], and
the sign-rank relates to the generalization guarantees of practical learning algorithms,
such as support vector machines, large margin classifiers, and kernel classifiers [LS09c,
FKL+ 01, FSSS03, FS06, Bur98, Vap98]. Loosely speaking, the VC-dimension relates to
learnability, while sign-rank relates to learnability by kernel-based methods (algorithms
that embed the class in Euclidean space and use a linear classifier). Another example
is communication complexity, where the sign-rank is equivalent to unbounded-error
randomized communication complexity [PS86], and the VC-dimension relates to one
round distributional communication complexity under product distributions [KNR99b],
The main focus of this work is how large can the sign-rank be for a given VCdimension. In learning theory, this question concerns the universality of kernel-based
methods. In communication complexity, this concerns the di↵erence between randomized communication complexity with unbounded-error and between communication
complexity under product distribution with bounded error. Previous works have studied
these di↵erences from the communication complexity perspective [She10, She08] and
the learning theory perspective [BES02]. In this work we provide explicit matrices
and stronger separations compared to those of [She10, She08] and [BES02]. See the
discussions in Section 4.1.2 and Section 4.2.4 for more details.

4.1.1

Duality

We start by providing alternative descriptions of the VC-dimension and sign-rank, which
demonstrate that these notions are dual to each other. The sign-rank of a sign matrix
S is the maximum number k such that
8 M such that sign(M ) = S 9 k columns j1 , . . . , jk
the columns j1 , . . . , jk are linearly independent in M
The dual sign-rank of S is the maximum number k such that
9 k columns j1 , . . . , jk 8 M such that sign(M ) = S
the columns j1 , . . . , jk are linearly independent in M .
It turns out that the dual sign-rank is almost equivalent to the VC-dimension (the proof
is in Section 4.4.5).
Proposition 4.1.3. V C(S)  dual-sign-rank(S)  2V C(S) + 1.
As the dual sign-rank is at most the sign-rank, it follows that the VC-dimension is
at most the sign-rank. This provides further motivation for studying the largest possible
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gap between sign-rank and VC-dimension; it is equivalent to the largest possible gap
between the sign-rank and the dual sign-rank.
It is worth noting that there are some interesting classes of matrices for which these
quantities are equal. One such example is the 2n ⇥ 2n disjointness matrix DISJ, whose
rows and columns are indexed by all subsets of [n], and DISJx,y =

1 if and only if

|x \ y| = 0. For this matrix both the sign-rank and the dual sign-rank are exactly n + 1.

4.1.2

sign-rank of matrices with low VC-dimension

The VC-dimension is at most the sign-rank. On the other hand, it is long known
that the sign-rank is not bounded from above by any function of the VC-dimension.
Alon, Haussler, and Welzl [AHW87] provided examples of N ⇥ N matrices with VCdimension 2 for which the sign-rank tends to infinity with N . [BES02] used ideas from

[AFR85] together with estimates concerning the Zarankiewicz problem to show that
many matrices with constant VC-dimension (at least 4) have high sign-rank.
We further investigate the problem of determining or estimating the maximum
possible sign-rank of N ⇥ N matrices with VC-dimension d. Denote this maximum by
f (N, d). We are mostly interested in fixed d and N tending to infinity.

We observe that there is a dichotomy between the behaviour of f (N, d) when d = 1
and when d > 1. The value of f (N, 1) is 3, but for d > 1, the value of f (N, d) tends to
infinity with N . We now discuss the behaviour of f (N, d) in more detail, and describe
our results.
We start with the case d = 1. The following theorem and claim imply that for all
N

4,
f (N, 1) = 3.
The following theorem which was proved by [AHW87] shows that for d = 1, ma-

trices with high sign-rank do not exist. For completeness, we provide our simple and
constructive proof in Section 4.4.2.
Theorem 4.1 ([AHW87]). If the VC-dimension of a sign matrix M is one then its
sign-rank is at most 3.
We also note that the bound 3 is tight (see Section 4.4.2 for a proof).
Claim 4.1.4. For N
the diagonal and

4, the N ⇥ N signed identity matrix (i.e. the matrix with 1 on

1 o↵ the diagonal) has VC-dimension one and sign-rank 3.

Next, we consider the case d > 1, starting with lower bounds on f (N, d). As
mentioned above, two lower bounds were previously known: [AHW87] showed that
f (N, 2)

⌦(log N ). [BES02] showed that f (N, d)

which provides a nontrivial result only for d

!(N

1

2
d

1
2d/2

), for every fixed d,

4. We prove the following stronger lower

bound.
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Theorem 4.2. The following lower bounds on f (N, d) hold:
1. f (N, 2)

⌦(N 1/2 / log N ).

2. f (N, 3)

⌦(N 8/15 / log N ).

3. f (N, 4)

⌦(N 2/3 / log N ).

4. For every fixed d > 4,
⌦(N 1

f (N, d)

(d2 +5d+2)/(d3 +2d2 +3d)

/ log N ).

To understand part 4 better, notice that
d2 + 5d + 2
1
3d 1
= + 3
,
d3 + 2d2 + 3d
d d + 2d2 + 3d
which is close to 1/d for large d. The proofs are described in Section 4.4.3, where we
also discuss the tightness of our arguments.
What about upper bounds on f (N, d)? It is shown in [BES02] that for every matrix
in a certain class of N ⇥ N matrices with constant VC-dimension, the sign-rank is at
most O(N 1/2 ). The proof uses the connection between sign-rank and communication

complexity. However, there is no general upper bound for the sign-rank of matrices of
VC-dimension d in [BES02], and the authors explicitly mention the absence of such a
result.
Here we prove the following upper bounds, using a concrete embedding of matrices
with low VC-dimension in real space.
Theorem 4.3. For every fixed d

2,

f (N, d)  O(N 1

1/d

).

In particular, this determines f (N, 2) up to a logarithmic factor:
⌦(N 1/2 / log N )  f (N, 2)  O(N 1/2 ).
The above results imply existence of sign matrices with high sign-rank. However,
their proofs use counting arguments and hence do not provide a method of certifying
high sign-rank for explicit matrices. In the next section we show how one can derive a
lower bound for the sign-rank of many explicit matrices.

4.1.3

sign-rank and spectral gaps

Spectral properties of boolean matrices are known to be deeply related to their combinatorial structure. Perhaps the best example is Cheeger’s inequality which relates spectral
gaps to combinatorial expansion [Dod84, AM84, AM85, Alo86a, HLW06]. Here, we
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describe connections between spectral properties of boolean matrices and the sign-rank
of their signed versions.
Proving strong lower bounds on the sign-rank of sign matrices turned out to be a
difficult task. [AFR85] were the first to prove that there are sign matrices with high
sign-rank, but they have not provided explicit examples. Later on, a breakthrough of
[For02] showed how to prove lower bounds on the sign-rank of explicit matrices, proving,
specifically, that Hadamard matrices have high sign-rank. [RS10] proved that there
is a function that is computed by a small depth three boolean circuit, but with high
sign-rank. It is worth mentioning that no explicit matrix whose sign rank is significantly
1

larger than N 2 is known.
We focus on the case of regular matrices, but a similar discussion can be carried
more generally. A boolean matrix is

regular if every row and every column in it has

exactly

regular if its boolean version is

ones, and a sign matrix is

An N ⇥N real matrix M has N singular values

1

singular value of M is also called its spectral norm kM k =

where

kxk2

...

2
1

N

regular.
0. The largest

= max{kM xk : kxk  1},

= hx, xi with the standard inner product. If the ratio

bounded away from one, or small, we say that M has a spectral gap.

2 (M )/kM k

is

We prove that if B has a spectral gap then the sign-rank of S is high.

Theorem 4.4. Let B be a
be its signed version. Then,

regular N ⇥ N boolean matrix with

sign-rank(S)

2 (B)

 N/2, and let S

.

In many cases a spectral gap for B implies that it has pseudorandom properties.
This theorem is another manifestation of this phenomenon since random sign matrices
have high sign-rank (see [AFR85]).
The theorem above provides a non trivial lower bound on the sign-rank of S. There
is a non trivial upper bound as well. The sign-rank of a
most 2

regular sign matrix is at

+ 1. Here is a brief explanation of this upper bound (see [AFR85] for a more

detailed proof). Every row i in S has at most 2

sign changes (i.e. columns j so

that Si,j 6= Si,j+1 ). This implies that for every i, there is a real univariate polynomial
Gi of degree at most 2

so that Gi (j)Si,j > 0 for all j 2 [N ] ⇢ R. To see how this

corresponds to sign-rank at most 2 + 1, recall that evaluating a polynomial G of degree
2

on a point x 2 R corresponds to an inner product over R2

+1

between the vector of

coefficients of G, and the vector of powers of x.

Our proof of Theorem 4.4 and its limitations are discussed in detail in Section 4.4.1.
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4.2

Applications

4.2.1

Learning theory

Universality of kernel based methods
Hyperplanes and halfspaces have been central in the study of machine learning since
the introduction of the Perceptron algorithm in the 50’s [Ros57] and Support Vector
Machines (SVM) in the 90’s [BGV92, CV95]. The rising of kernel methods in the
90’s [BGV92, SSM98] enabled reducing many learning problems to the framework of
SVM, making it a central algorithmic tool.
These methods use the following two-step approach. First, embed the hypothesis
class3 in halfspaces of an Euclidean space (each point corresponds to a vector and for
every hypothesis h, the vectors corresponding to h
to h

1(

1 (1)

and the vectors corresponding

1) are separated by a hyperplane). Second, apply a learning algorithm for

halfspaces.
If the embedding is to a low dimensional space then a good generalization rate is
implied. For embeddings to large dimensional spaces, SVM theory o↵ers an alternative
parameter, namely the margin4 . Indeed, a large margin also implies a good generalization
rate. On the other hand, any embedding with a large margin can be projected to a low
dimensional space using standard dimension reduction arguments [JL84, AV06, BES02].
Ben-David, Eiron, and Simon [BES02] utilized it to argue that “. . . any universal
learning machine, which transforms data to a Euclidean space and then applies linear
(or large margin) classification, cannot preserve good generalization bounds in general.”
Formally, they showed that: For any fixed d > 1, most hypothesis classes C ✓ {±1}N

of VC-dimension d have sign-rank of N ⌦(1) . As discussed in Section 4.1.2, Theorem 4.2
quantitatively improves over their results.
In practice, kernel machines are widely used in a variety of applications including
handwriting recognition, image classification, medical science, bioinformatics, and more.
The practical usefulness of SVM methods and the argument of Ben-David, Eiron, and
Simon manifest a gap between practice and theory that seems worth studying. We next
discuss how Theorem 4.3, which provides a non-trivial upper bound on the sign-rank,
can be interpreted as a theoretical evidence which supports the practical usefulness of
SVM based algorithms. Let C ✓ {±1}X be a hypothesis class, and let

> 0. We say

that C is -weakly represented by halfspaces if for every finite Y ✓ X, the sign-rank
of C|Y is at most O(|Y |1

with k = O(|Y |1

). In other words, there exists an embedding of Y in Rk

) such that each hypothesis in C|Y corresponds to a halfspace in the

embedding. Theorem 4.3 shows that any class C is -weakly represented by halfspaces

where

depends only on its VC-dimension. The universality of kernel-based methods

3

In this context we use the more common term “class” instead of “matrix.”
The margin of the embedding is the minimum over all hypotheses h of the distance between the
convex hull of the vectors corresponding to h 1 (1) and the convex hull of the vectors corresponding to
h 1 ( 1)
4
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Figure 4.1: An arrangement of lines in the plane and the corresponding cells.

is demonstrated in that every -weakly represented class C is learnable; indeed, the
VC-dimension of C is bounded from above by some function of of
quantitative relations between the VC-dimension and

. While these

may be rather loose, they show

that in principle, any learnable class has a weak representation by halfspaces which
certifies its learnability.
Maximum classes with large sign-rank
Let C ✓ {±1}N be a class with VC-dimension d. The class C is called maximum if
P
it meets the Sauer-Shelah’s bound [Sau72] with equality5 . That is, |C| = di=0 Ni .
Maximum classes were studied in di↵erent contexts such as machine learning, geometry,
and combinatorics (e.g. [BR95, FW95, GW94, BCDK06, ARS02, KW07, Mor12, RR12,
RRB14]).
There are several known examples of maximum classes. A fairly simple one is the
hamming ball of radius d, i.e., the class of all vectors with weight at most d. Another
set of examples relates to the sign-rank: Let H be an arrangement of hyperplanes in
S
Rd . These hyperplanes cut Rd into cells; the connected components of Rd \
h2H h .
Each cell c is associated with a sign vector vc 2 {±1}H which describes the location of

the cell relative to each of the hyperplanes. See Figure 4.1 for a planar arrangement.
The sign-rank of such a class is at most d + 1. It is known (see e.g. [GW94]) that if the
hyperplanes are in general position then the sign vectors of the cells form a maximum
class of VC-dimension d.
[GW94] gave a combinatorial characterization of maximum classes constructed using
generic halfspaces. As an application of their characterization they note that hamming
ball of radius d is a maximum class that can not be realized this way. By Lemma 4.4.5,
however, the hamming ball of radius d has sign-rank at most 2d + 1 (it is in fact exactly
2d + 1). It is therefore natural to ask whether every maximum class has sign-rank which
5

Maximum classes are distinguished from maximal classes: A maximum class has the largest possible
size among all classes of VC-dimension d, and a maximal class is such that for every sign vector v 2
/ C,
if v is added to C then the VC-dimension is increased.
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depends only on d. A similar question was also asked by [BES02]. Theorem 4.6 in
Section 4.2.2 gives a negative answer to this question, even when d = 2 (when d = 1, by
Theorem 4.1 the sign-rank is at most 3).
In machine learning, maximum classes were studied extensively in the context of sample compression schemes. A partial list of works in this context includes [FW95, KW07,
RR12, RRB14, MW15, DSZ10]. [RR12] constructed an unlabeled sample compression
scheme for maximum classes. Their scheme uses an approach suggested by [KW07]
and their analysis resolved a conjecture from [KW07]. A crucial part in their work is
establishing the existence of an embedding of any maximum class of VC-dimension d
in an arrangement of piecewise-linear hyperplanes in Rd . Theorem 4.6 below shows
that even for VC-dimension 2, there are maximum classes C ✓ {±1}N of sign-rank
⌦(N 1/2 / log N ). Thus, in order to make the piecewise-linear arrangement in R2 linear
the dimension of the space must significantly grow to ⌦(N 1/2 / log N ).

4.2.2

Explicit examples

The spectral lower bound on sign-rank gives many explicit examples of matrices with high
sign-rank, which come from known constructions of expander graphs and combinatorial
designs. A rather simple such family of examples is finite projective geometries.
Let d

2 and n

3. Let P be the set of points in a d dimensional projective space

of order n, and let H be the set of hyperplanes in the space. For d = 2, this is just a
projective plane with points and lines. It is known (see, e.g., [BR98]) that
|P | = |H| = Nn,d := nd + nd

1

+ ... + n + 1 =

nd+1 1
.
n 1

Let A 2 {±1}P ⇥H be the signed point-hyperplane incidence matrix:
Ap,h =

(

1

p 2 h,

1 p 62 h.

Theorem 4.5. The matrix A is N ⇥ N with N = Nn,d , its VC-dimension is d, and its

sign-rank is larger than

nd
n

d 1
2

1

(n

1

1)

N2

1
2d

.

The theorem follows from known properties of projective spaces (see Section 4.4.4).
A slightly weaker (but asymptotically equivalent) lower bound on the sign-rank of A
was given by [FKL+ 01].
The sign-rank of A is at most 2Nn,d

1

+ 1 = O(N 1

1
d

), due to the observation in

[AFR85] mentioned above. To see this, note that every point in the projective space is
incident to Nn,d

1

hyperplanes.

Other explicit examples come from spectral graph theory. Here is a brief description
of matrices that are even more restricted than having VC-dimension 2 but have high
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sign-rank; no 3 columns in them have more than 6 distinct projections. An (N,
graph is a

, )-

regular graph on N vertices so that the absolute value of every eigenvalue

of the graph besides the top one is at most . There are several known constructions
p
of (N, , )-graphs for which  O(
), that do not contain short cycles. Any such
graph with

N ⌦(1) provides an example with sign-rank at least N ⌦(1) , and if there

is no cycle of length at most 6 then in the sign matrix we have at most 6 distinct
projections on any set of 3 columns.
Maximum classes
Let P be the set of points in a projective plane of order n and let L be the set of lines
in it. Let N = Nn,2 = |P | = |L|. For each line ` 2 L, fix some linear order on the points

in `. A set T ⇢ P is called an interval if T ✓ ` for some line ` 2 L, and T forms an
interval with respect to the order we fixed on `.

Theorem 4.6. The class R of all intervals is a maximum class of VC-dimension 2.
Moreover, there exists a choice of linear orders for the lines in L such that the resulting
R has sign-rank ⌦(N 1/2 / log N ).
The proof of Theorem 4.6 is given in Section 4.4.4. The proof does not follow directly
from Theorem 4.2 since it is not clear that the classes with VC-dimension 2 and large
sign-rank which are guaranteed to exist by Theorem 4.2 can be extended to a maximum
class.

4.2.3

Computing the sign-rank

Linear Programming (LP) is one of the most famous and useful problems in the class
P. As a decision problem, an LP problem concerns determining the satisfiability of a
system
`i (x)

0, i = 1, . . . , m

where each `i is an affine function defined over Rn (say with integer coefficients). A
natural extension of LP is to consider the case in which each `i is a multivariate
polynomial. Perhaps not surprisingly, this problem is much harder than LP. In fact,
satisfiability of a system of polynomial inequalities is known to be a complete problem
for the class 9R. The class 9R is known to lie between PSPACE and NP (see [Mat14]
and references within).

Consider the problem of deciding whether the sign-rank of a given N ⇥ N sign matrix

is at most k. A simple reduction shows that to solve this problem it is enough to decide
whether a system of real polynomial inequalities is satisfiable. Thus, this problem belongs

to the class 9R. [BFG+ 09]6 , and [BK15] showed that deciding if the sign-rank is at most

3 is NP-hard, and that deciding if the sign-rank is at most 2 is in P. Both [BFG+ 09],
6

Interestingly, their motivation for considering sign-rank comes from image processing.
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and [BK15] established the NP-hardness of deciding whether the sign-rank is at most 3 by
a reduction from the problem of determining stretchacility of pseudo-line arrangements.
This problem concerns whether a given combinatorial description of an arrangement of
pseudo-lines can be realized (“stretched”) by an arrangement of lines. [Mat14], based
on the works of [Mne89], [Sho90], and [RG95] showed that determining stretchability of
pseudo-line arrangements is in fact 9R-complete. Therefore, it follows7 that determining

whether the sign-rank is at most 3 is 9R-complete.

Another related work of [LS09a] concerns the problem of computing the approximate

rank of a sign matrix, for which they provide an approximation algorithm. They pose
the problem of efficiently approximating the sign-rank as an open problem.
Using an idea similar to the one in the proof of Theorem 4.3 we derive an approximation algorithm for the sign-rank (see Section 4.4.3).
Theorem 4.7. There exists a polynomial time algorithm that approximates the signrank of a given N by N matrix up to a multiplicative factor of c · N/ log(N ) where c > 0
is a universal constant.

4.2.4

Communication complexity

We briefly explain the notions from communication complexity we use. For formal
definitions, background and more details, see the textbook [KN97].
For a function f and a distribution µ on its inputs, define Dµ (f ) as the minimum
communication complexity of a protocol that correctly computes f with error 1/3 over
inputs from µ. Define D⇥ (f ) = max{Dµ (f ) : µ is a product distribution}. Define the
unbounded-error communication complexity U (f ) of f as the minimum communication
complexity of a randomized private-coin8 protocol that correctly computes f with
probability strictly larger than 1/2 on every input.
Two works of [She10, She08] showed that there are functions with small distributional
communication complexity under product distributions, and large unbounded-error
communication complexity. In [She10] the separation is as strong as possible but it
is not for an explicit function, and the separation in [She08] is not as strong but the
underlying function is explicit.
The matrix A with d = 2 and n

3 in our example from Section 4.2.2 corresponds

to the following communication problem: Alice gets a point p 2 P , Bob gets a line

` 2 L, and they wish to decide whether p 2 ` or not. Let f : P ⇥ L ! {0, 1} be the

corresponding function and let m = dlog2 (N )e. A trivial protocol would be that Alice

sends Bob using m bits the name of her point, Bob checks whether it is incident to the
line, and outputs accordingly.
7
[Mat14] considers a di↵erent type of combinatorial description than [BFG+ 09, BK15], and therefore
considered a di↵erent formulation of the stretchability problem. However, it is possible to transform
between these descriptions in polynomial time.
8
In the public-coin model, every boolean function has unbounded communication complexity at most
two.
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Theorem 4.5 implies the following consequences. Even if we consider protocols that
use randomness and are allowed to err with probability less than but arbitrarily close to
1
2,

then still one cannot do considerably better than the above trivial protocol. However,

if the input (p, `) 2 P ⇥ L is distributed according to a product distribution then there
exists an O(1) protocol that errs with probability at most 13 .

Corollary 4.8. The unbounded-error communication complexity of f is9 U (f )

m
4

O(1). The distributional communication complexity of f under product distributions is
D⇥ (f )  O(1).
These two seemingly contradicting facts are a corollary of the high sign-rank and the
low VC-dimension of A, using two known results. The upper bound on D⇥ (f ) follows
from the fact that VC(A) = 2, and the work of [KNR99b] which used the PAC learning
algorithm to construct an efficient (one round) communication protocol for f under
product distributions. The lower bound on U (f ) follows from that sign-rank(A)
⌦(N 1/4 ), and the result of [PS86] that showed that unbounded-error communication
complexity is equivalent to the logarithm of the sign-rank. See [She10] for more details.

4.2.5

Geometry

Di↵erences and similarities between finite geometries and real geometry are well known.
An example of a related problem is finding the minimum dimension of Euclidean space
in which we can embed a given finite plane (i.e. a collection of points and lines satisfying
certain axioms). By embed we mean that there are two one-to-one maps eP , eL so that
eP (p) 2 eL (`) i↵ p 2 ` for all p 2 P, ` 2 L. The Sylvester-Gallai theorem shows, for
example, that Fano’s plane cannot be embedded in any finite dimensional real space if
points are mapped to points and lines to lines.
How about a less restrictive meaning of embedding? One option is to allow embedding
using half spaces, that is, an embedding in which points are mapped to points but lines
are mapped to half spaces. Such embedding is always possible if the dimension is high
enough: Every plane with point set P and line set L can be embedded in RP by choosing
eP (p) as the p’th unit vector, and eL (`) as the half space with positive projection on the
vector with 1 on points in ` and

1 on points outside `. The minimum dimension for

which such an embedding exists is captured by the sign-rank of the underlying incidence
matrix (up to a ±1).
Corollary 4.9. A finite projective plane of order n
half spaces, unless k > N 1/4

3 cannot be embedded in Rk using

1 with N = n2 + n + 1.

Roughly speaking, the corollary says that there are no efficient ways to embed finite
planes in real space using half spaces.
9

By taking larger values of d, the constant

1
4

may be increased to
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1
2

1
.
2d

4.2.6

Counting VC classes

Let c(N, d) denote the number of classes C ✓ {±1}N with VC-dimension d. We give
the following estimate of c(N, d) for constant d and N large enough. The proof is given
in Section 4.4.3.
Theorem 4.10. For every d > 0, there is N0 = N0 (d) such that for all N > N0 :
d

d

N (⌦(N/d))  c(N, d)  N (O(N )) .
Let m(N, d) denote the number of maximum classes C ✓ {±1}N of VC-dimension d.

The problem of estimating m(N, d) was proposed by [Fra89]. We provide the following
estimate (see Section 4.4.3).
Theorem 4.11. For every d > 1, there is N0 = N0 (d) such that for all N > N0 :
1

N

N (1+o(1)) d+1 ( d )  m(N, d)  N (1+o(1))

Pd

i=1

(Ni ) .

The gap between our upper and lower bound is roughly a multiplicative factor of d+1
in the exponent. In the previous bounds given by [Fra89] the gap was a multiplicative
factor of N in the exponent.

4.2.7

Counting graphs

Here we describe an application of our method for proving Theorem 4.3 to counting
graphs with a given forbidden substructure.
Let G = (V, E) be a graph (not necessarily bipartite). The universal graph U (d)
is defined as the bipartite graph with two color classes A and B = 2A where |A| = d,
and the edges are defined as {a, b} i↵ a 2 b. The graph G is called U (d)-free if for all

two disjoint sets of vertices A, B ⇢ V so that |A| = d and |B| = 2d , the bipartite graph

consisting of all edges of G between A and B is not isomorphic to U (d). In Theorem 24
of [ABBM11], which improves Theorem 2 there, it is proved that for d

2, the number

of U (d + 1)-free graphs on N vertices is at most
2O(N

2 1/d (log N )d+2 )

.

The proof in [ABBM11] is quite involved, consisting of several technical and complicated
steps. Our methods give a di↵erent, quick proof of an improved estimate, replacing the
(log N )d+2 term by a single log N term.
Theorem 4.12. For every fixed d
is at most

2
2O(N

1/d

1, the number of U (d+1)-free graphs on N vertices

log N ) .

The proof of the theorem is given in Section 4.4.3.
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4.3

Concluding remarks and open problems

We have given explicit examples of N ⇥ N sign matrices with small VC-dimension and

large sign-rank. However, we have not been able to prove that any of them has sign-rank
exceeding N 1/2 . Indeed this seems to be the limit of Forster’s approach, even if we do
not bound the VC-dimension. Forster’s theorem shows that the sign-rank of any N ⇥ N

Hadamard matrix is at least N 1/2 . It is easy to see that there are Hadamard matrices
of sign-rank significantly smaller than linear in N . Indeed, the sign-rank of the 4 ⇥ 4
signed identity matrix is 3, and hence the sign rank of its k’th tensor power, which is an

N ⇥ N Hadamard matrix with N = 4k , is at most 3k = N log 3/ log 4 (a similar argument

was given by [FS06] for the Sylvester-Hadamard matrix). It may well be, however, that
some Hadamard matrices have sign-rank linear in N , as do random sign matrices, and it
will be very interesting to show that this is the case for some such matrices. It will also
be interesting to decide what is the correct behavior of the sign-rank of the incidence
graph of the points and lines of a projective plane with N points. We have seen that it
is at least ⌦(N 1/4 ) and at most O(N 1/2 ).
Using our spectral technique we can give many additional explicit examples of
matrices with high sign-rank, including ones for which the matrices not only have
VC-dimension 2, but are more restricted than that (for example, no 3 columns have
more than 6 distinct projections).
We have shown that the maximum sign-rank f (N, d) of an N ⇥ N matrix with

VC-dimension d > 1 is at most O(N 1

1/d ),

and that this is tight up to a logarithmic

factor for d = 2, and close to being tight for large d. It seems plausible to conjecture
˜ 1 1/d ) for all d > 1.
that f (N, d) = ⇥(N
We have also showed how to use this upper bound to get a nontrivial approximation
algorithm for the sign-rank. It will be interesting to fully understand the computational
complexity of computing the sign-rank.
Finally we note that most of the analysis in this chapter can be extended to deal
with M ⇥ N matrices, where M and N are not necessarily equal, and we restricted the
attention here for square matrices mainly in order to simplify the presentation.

4.4
4.4.1

Technical proofs
sign-rank and spectral gaps

The lower bound on the sign-rank uses Forster’s argument [For02], who showed how to
relate sign-rank to spectral norm. He proved that if S is an N ⇥ N sign matrix then
sign-rank(S)

N
.
kSk

We would like to apply Forster’s theorem to the matrix S in our explicit examples. The
spectral norm of S, however, is too large to be useful: If S is
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 N/3 regular and x is

the all 1 vector then Sx = (2

N )x and so kSk

N/3. Applying Forster’s theorem

to S yields that its sign-rank is ⌦(1), which is not informative.
Our solution is based on the observation that Forster’s argument actually proves a
stronger statement. His proof works as long as the entries of the matrix are not too
close to zero, as was already noticed in [FKL+ 01]. We therefore use a variant of the
spectral norm of a sign matrix S which we call star norm and denote by10
kSk⇤ = min{kM k : Mi,j Si,j

1 for all i, j}.

Three comments seem in place. (i) We do not think of the star norm as a norm. (ii) It
is always at most the spectral norm, kSk⇤  kSk. (iii) Every M in the above minimum
satisfies sign-rank(M ) = sign-rank(S).

Theorem 4.13 ([FKL+ 01]). Let S be an N ⇥ N sign matrix. Then,
sign-rank(S)

N
.
kSk⇤

For completeness, in Subection “Forster’s theorem” we provide a short proof of
this theorem (which uses the main lemma from [For02] as a black box). To get any
improvement using this theorem, we must have kSk⇤ ⌧ kSk. It is not a priori obvious
that there is a matrix S for which this holds. The following lemma shows that spectral
gaps yield such examples.
Theorem 4.14. Let S be a
boolean version. Then,

regular N ⇥ N sign matrix with
kSk⇤ 

N·

2 (B)

 N/2, and B its

.

In other words, every regular sign matrix whose boolean version has a spectral gap
has a small star norm. Theorem 4.13 and Theorem 4.14 immediately imply Theorem 4.4.
In Section 4.2.2, we provided concrete examples of matrices with a spectral gap, that
have applications in communication complexity, learning theory and geometry.
Proof of Theorem 4.14. Define the matrix
M=
Observe that since N

2

N

B

J.

it follows that Mi,j Si,j

1 for all i, j. So,

kSk⇤  kM k.
Since B is regular, the all 1 vector y is a right singular vector of B with singular value
. Specifically, M y = 0. For every x, write x = x1 + x2 where x1 is the projection of x
10

The minimizer belongs to a closed subset of the bounded set {M : kM k  kSk}.
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on y and x2 is orthogonal to y. Thus,
hM x, M xi = hM x2 , M x2 i =
Note that kBk 

permutation matrices
B (i)

(and hence kBk =
B (1) , . . . , B ( )

N2
2

hBx2 , Bx2 i.

). Indeed, since B is regular, there are

so that B is their sum. The spectral norm of each

is one. The desired bound follows by the triangle inequality.

Finally, since x2 is orthogonal to y,
kBx2 k 

2 (B)

· kx2 k 

2 (B)

· kxk.

So,
kM k 

N·

2 (B)

.

Limitations
It is interesting to understand whether the approach above can give a better lower
bound on sign-rank. There are two parts to the argument: Forster’s argument, and the
upper bound on kSk⇤ . We can try to separately improve each of the two parts.

Any improvement over Forster’s argument would be very interesting, but as men-

tioned there is no significant improvement over it even without the restriction induced
by VC-dimension, so we do not discuss it further.
To improve the second part, we would like to find examples with the biggest spectral
gap possible. The Alon-Boppana theorem [Nil91] optimally describes limitations on
spectral gaps. The second eigenvalue

of a
2

p

regular graph is not too small,
1

o(1),

where the o(1) term vanishes when N tends to infinity (a similar statement holds when
the diameter is large [Nil91]). Specifically, the best lower bound on sign-rank this
p
approach can yield is roughly
/2, at least when  N o(1) .
But what about general lower bounds on kSk⇤ ? It is well known that any N ⇥ N
p
sign matrix S satisfies kSk
N . We prove a generalization of this statement.
Lemma 4.4.1. Let S be an N ⇥ N sign matrix. For i 2 [N ], let

between the number of 1’s and the number of
max{

i

: i 2 [N ]}. Then,

kSk⇤

N
p

i

be the minimum

1’s in the i’th row. Let

+1

= (S) =

.

This lemma provides limitations on the bound from Theorem 4.14. Indeed, (S)  N2
p
and pN +1 is a monotone decreasing function of , which implies kSk⇤
⌦( N ).
Interestingly, Lemma 4.4.1 and Theorem 4.14 provide a quantitively weaker but a more
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regular N ⇥ N boolean

general statement than the Alon-Boppana theorem: If B is a
 N/2, then

matrix with

N·

2 (B)

N
p

)

+1

✓

2 (B)

1

N

◆⇣

⌘
1 .

p

This bound is o↵ by roughly a factor of two when the diameter of the graph is large.
When the diameter is small, like in the case of the projective plane which we discuss
in more detail below, this bound is actually almost tight: The second largest singular
p
value of the boolean point-line incidence matrix of a projective plane of order n is n
while this matrix is n + 1 regular (c.f., e.g., [Alo86b]).
It is perhaps worth noting that in fact here there is a simple argument that gives a
slightly stronger result for boolean regular matrices. The sum of squares of the singular
values of B is the trace of B t B, which is N . As the spectral norm is
2

squares of the other singular values is N
2 (B)

r

=

(N
N

(N
)

1

, the sum of

), implying that

,

which is (slightly) larger than the bound above.

Proof of Lemma 4.4.1. Let M be a matrix so that kM k = kSk⇤ and Mi,j Si,j
all i, j. Assume without loss of
row of S. If

generality11

is the number of

1’s in the i’th

= 0, then S has only positive entries which implies kM k

N as claimed.

So, we may assume

i

1. Let t be the largest real so that
t2 =

That is, if

that

1 for

= 1 then t =
t=

N
2

(N

and if
)+

t)2

(N

.

(4.1)

> 1 then

p
(N

)2 + (
1

1)(N

)2

.

In both cases,
N
t= p

+1

.

We shall prove that
kM k

t.

There are two cases to consider. One is that for all i 2 [N ] we have
11

Multiplying a row by

1 does not a↵ect kSk⇤ .
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P

j

Mi,j

t. In

this case, if x is the all 1 vector then
kM xk
kxk

kM k

The second case is that there is i 2 [N ] so that

t.
P

j

Mi,j < t. Assume without loss of

generality that i = 1. Denote by C the subset of the columns j so that M1,j < 0. Thus,
X

j2C

X

|M1,j | >

M1,j

t

|[N ] \ C|

t

j62C

N
Convexity of x 7! x2 implies that
0
@
so by (4.1)

X

j2C

X

(|Mi,j |

(|C|  )

t.

12

X

|M1,j |A  |C|

j2C

(N

t)2

2
M1,j

1 for all i, j)

2
M1,j
,

= t2 .

j

In this case, if x is the vector with 1 in the first entry and 0 in all other entries then
T

k(M ) xk =

sX

2
M1,j

t = tkxk.

j

Since k(M )T k = kM k, it follows that kM k

t.

Forster’s theorem
Here we provide a proof of Forster’s theorem, that is based on the following key lemma,
which he proved.
Lemma 4.4.2 ([For02]). Let X ⇢ Rk be a finite set in general position, i.e., every k

vectors in it are linearly independent. Then, there exists an invertible matrix B so that
X

x2X

1
|X|
Bx ⌦ Bx =
I,
2
kBxk
k

where I is the identity matrix, and Bx ⌦ Bx is the rank one matrix with (i, j) entry

(Bx)i (Bx)j .

The lemma shows that every X in general position can be linearly mapped to BX
that is, in some sense, equidistributed. In a nutshell, the proof of the lemma is by
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finding B1 , B2 , . . . so that each Bi makes Bi

1X

closer to being equidistributed, and

finally using that the underlying object is compact, so that this process reaches its goal.
Proof of Theorem 4.13. Let M be a matrix so that kM k = kSk⇤ and Mi,j Si,j

1 for

all i, j. Clearly, sign-rank(S) = sign-rank(M ). Let X, Y be two subsets of size N of unit
vectors in Rk with k = sign-rank(M ) so that hx, yiMx,y > 0 for all x, y. Lemma 4.4.2
says that we can assume

X

x2X

x⌦x=

If necessary replace X by BX and Y by (B T )

N
I;
k
1Y

(4.2)

, and then normalize (the assumption

required in the lemma that X is in general position may be obtained by a slight
perturbation of its vectors).
The proof continues by bounding D =

P

x2X,y2Y

Mx,y hx, yi in two di↵erent ways.

First, bound D from above: Observe that for every two vectors u, v, Cauchy-Schwartz
inequality implies
hM u, vi  kM ukkvk  kM kkukkvk.

(4.3)

Thus,
D=

k X X
X

Mx,y xi yi

kM k

x2i

i=1 x2X y2Y



k
X
i=1

sX

x2X

sX

yi2

((4.3))

y2Y

v
v
u k
u k
X
uX X uX
2
t
 kM k
xi t
yi2 = kM kN.
i=1 x2X

i=1 y2Y

Second, bound D from below: Since |Mx,y |
D=

XX

x2X y2Y

4.4.2

Mx,y hx, yi

XX

(Cauchy-Schwartz)

(hx, yi)2 =

x2X y2Y

1 and |hx, yi|  1 for all x, y, using (4.2),
XX

y2Y x2X

hy, (x ⌦ x)yi =

N X
N2
hy, yi =
.
k
k
y2Y

VC-dimension one

Our goal in this section is to show that sign matrices with VC-dimension one have
sign-rank at most 3, and that 3 is tight. Before reading this section, it may be a nice
exercise to prove that the sign-rank of the N ⇥ N signed identity matrix is exactly three

(for N

4).

Let us start by recalling a geometric interpretation of sign-rank. Let M by an R ⇥ C

sign matrix. A d-dimensional embedding of M using half spaces consists of two maps
66

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

eR , eC so that for every row r 2 [R] and column c 2 [C], we have that eR (r) 2 Rd , eC (c)
is a half space in Rd , and Mr,c = 1 i↵ eR (r) 2 eC (c). The important property for us is

that if M has a d-dimensional embedding using half spaces then its sign-rank is at most
d + 1. The +1 comes from the fact that the hyperplanes defining the half spaces do not
necessarily pass through the origin.
Our goal in this section is to embed M with VC-dimension one in the plane using
half spaces. The embedding is constructive and uses the following known claim (see,
e.g., Theorem 11 in [DFSZ14]).
Claim 4.4.3 ([DFSZ14]). Let M be an R ⇥ C sign matrix with VC-dimension one so

that no row appears twice in it, and every column c is shattered (i.e. the two values ±1
appear in it). Then, there is a column c0 2 [C] and a row r0 2 [R] so that Mr0 ,c0 6= Mr,c0
for all r 6= r0 in [R].

Proof. For every column c, denote by onesc the number of rows r 2 [R] so that Mr,c = 1,
onesc }. Assume without loss of generality that m1  mc

and let mc = min{onesc , R

for all c, and that m1 = ones1 . Since all columns are shattered, m1
claim, it suffices to show that m1  1.

Assume towards a contradiction that m1

1. To prove the

2. For b 2 {1, 1}, denote by M (b) the

submatrix of M consisting of all rows r so that Mr,1 = b. The matrix M (1) has at least
two rows. Since all rows are di↵erent, there is a column c 6= 1 so that two rows in M (1)
di↵er in c. Specifically, column c is shattered in M (1) . Since VC(M ) = 1, it follows that
c is not shattered in M (
rows of the matrix

1) ,

M ( 1) .

which means that the value in column c is the same for all

Therefore, mc < m1 , which is a contradiction.

The embedding we construct has an extra structure which allows the induction to
go through: The rows are mapped to points on the unit circle (i.e. set of points x 2 R2
so that kxk = 1).

Lemma 4.4.4. Let M be an R ⇥ C sign matrix of VC-dimension one so that no row

appears twice in it. Then, M can be embedded in R2 using half spaces, where each row
is mapped to a point on the unit circle.
The lemma immediately implies Threorem 4.1 due to the connection to sign-rank
discussed above.
Proof. The proof follows by induction on C. If C = 1, the claim trivially holds.
The inductive step: If there is a column that is not shattered, then we can remove
it, apply induction, and then add a half space that either contains or does not contain
all points, as necessary. So, we can assume all columns are shattered. By Claim 4.4.3,
we can assume without loss of generality that M1,1 = 1 but Mr,1 =

1 for all r 6= 1.

Denote by r0 the row of M so that Mr0 ,c = M1,c for all c 6= 1, if such a row exists.

Let M 0 be the matrix obtained from M by deleting the first column, and row r0 if
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it exists, so that no row in M 0 appears twice. By induction, there is an appropriate
embedding of M 0 in R2 .
The following is illustrated in Figure 4.2. Let x 2 R2 be the point on the unit circle

to which the first row in M 0 was mapped to (this row corresponds to the first row of M

as well). The half spaces in the embedding of M 0 are defined by lines, which mark the
borders of the half spaces. The unit circle intersects these lines in finitely many points.
Let y, z be the two closest points to x among all these intersection points. Let y 0 be the
point on the circle in the middle between x, y, and let z 0 be the point on the circle in
the middle between x, z. Add to the configuration one more half space which is defined
by the line passing through y 0 , z 0 . If in addition row r0 exists, then map r0 to the point
x0 on the circle which is right in the middle between y, y 0 .

x

y0

z0

x0

z

y

Figure 4.2: An example of a neighbourhood of x. All other points in embedding of M 0
are to left of y and right of z on the circle. The half space defined by the line through
y 0 , z 0 is coloured light gray.

This is the construction. Its correctness follows by induction, by the choice of the
last added half space which separates x from all other points, and since if x0 exists it
belongs to the same cell as x in the embedding of M 0 .
We conclude the section by showing that the bound 3 above cannot be improved.
Proof of Claim 4.1.4. One may deduce the claim from Forster’s argument, but we
provide a more elementary argument. It suffices to consider the case N = 4. Consider
an arrangement of four half planes in R2 . These four half planes partition R2 to eight
cones with di↵erent sign signatures, as illustrated in Figure 4.3. Let M be the 8 ⇥ 4 sign

matrix whose rows are these sign signatures. The rows of M form a distance preserving
cycle (i.e. the distance along cycle is hamming distance) of length eight in the discrete
cube of dimension four12 .
12

The graph with vertex set {±1}4 where every two vectors of hamming distance one are connected
by an edge.
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Finally, the signed identity matrix is not a submatrix of M . To see this, note that
the four rows of the signed identity matrix have pairwise hamming distance two, but
there are no such four points (not even three points) on this cycle of length eight.
++
+++
+
+ + ++

+ ++
+
++
Figure 4.3: Four lines defining four half planes, and the corresponding eight sign
signatures.

4.4.3

sign-rank and VC-dimension

In this section we study the maximum possible sign-rank of N ⇥ N matrices with

VC-dimension d, presenting the proofs of Proposition 4.1.3 and Theorems 4.3 and 4.2.
We also show that the arguments supply a new, short proof and an improved estimate
for a problem in asymptotic enumeration of graphs studied by [ABBM11].
The upper bound
In this subsection we prove Theorem 4.3. The proof is short, but requires several
ingredients. The first one has been mentioned already, and appears in [AFR85]. For
a sign matrix S, let SC(S) denote the maximum number of sign changes (SC) along
a column of S. Define SC ⇤ (S) = min SC(M ) where the minimum is taken over all
matrices M obtained from S by a permutation of the rows.
Lemma 4.4.5 ([AFR85]). For any sign matrix S, sign-rank(S)  SC ⇤ (S) + 1.
Of course we can replace here rows by columns, but for our purpose the above version
will do. The second result we need is a theorem of [Wel88] (see also [CW89]). As
observed, for example, in [MWW93], plugging in its proof a result of [Hau95] improves
it by a logarithmic factor, yielding the result we describe next. For a function g mapping
positive integers to positive integers, we say that a sign matrix S satisfies a primal
shatter function g if for any integer t and any set I of m columns of S, the number of
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distinct projections of the rows of S on I is at most g(t). The result of Welzl (after its
optimization following [Hau95]) can be stated as follows13 .
Lemma 4.4.6 ([Wel88], see also [CW89, MWW93]). Let S be a sign matrix with N
rows that satisfies the primal shatter function g(t) = ctd for some constants c
d > 1. Then

SC ⇤ (S)



0 and

O(N 1 1/d ).

Proof of Theorem 4.3. Let S be an N ⇥ N sign matrix of VC-dimension d > 1. By
Sauer’s lemma [Sau72], it satisfies the primal shatter function g(t) = td . Hence, by
Lemma 4.4.6, SC ⇤ (S)  O(N 1

1/d ).

O(N 1 1/d ).

Therefore, by Lemma 4.4.5, sign-rank(S) 

On the tightness of the argument
The proof of Theorem 4.3 works, with essentially no change, for a larger class of sign
matrices than the ones with VC-dimension d. Indeed, the proof shows that the sign-rank
of any N ⇥ N matrix with primal shatter function at most ctd for some fixed c and
d > 1 is at most O(N 1

1/d ).

In this statement the estimate is sharp for all integers d, up

to a logarithmic factor. This follows from the construction in [ARS99], which supplies
N ⇥ N boolean matrices so that the number of 1 entries in them is at least ⌦(N 2

1/d ),

and they contain no d by D = (d

1)! + 1 submatrices of 1’s. These matrices satisfy
P
the primal shatter function g(t) = D dt + di=01 ti (with room to spare). Indeed, if we
have more than that many distinct projections on a set of t columns, we can omit all
projections of weight at most d

1. Each additional projection contains 1’s in at least

one set of size d, and the same d-set cannot be covered more than D times. Plugging
this matrix in the counting argument that gives a lower bound for the sign-rank using
Lemma 4.4.9 proven below supplies an ⌦(N 1

1/d / log N )

lower bound for the sign-rank

of many N ⇥ N matrices with primal shatter function O(td ).

We have seen in Lemma 4.4.5 that sign-rank is at most of order SC ⇤ . Moreover, for

a fixed r, many of the N ⇥ N sign matrices with sign-rank at most r also have SC ⇤

at most r: Indeed, a simple counting argument shows that the number of N ⇥ N sign
matrices M with SC(M ) < r is

2·

r 1✓
X
N
i=0

1
i

◆! N

= 2⌦(rN log N ) ,

so, the set of N ⇥ N sign matrices with SC ⇤ (M ) < r is a subset of size 2⌦(rN log N ) of
all N ⇥ N sign matrices with sign-rank at most r.

How many N ⇥ N matrices of sign-rank at most r are there? by Lemma 4.4.9 proved

in the next section, this number is at most 2O(rN log N ) . So, the set of matrices with
SC ⇤ < r is a rather large subset of the set of matrices with sign-rank at most r.
13

The statement in [Wel88] and the subsequent papers is formulated in terms of somewhat di↵erent
notions, but it is not difficult to check that it is equivalent to the statement below.
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It is reasonable, therefore, to wonder whether an inequality in the other direction
holds. Namely, whether all matrices of sign-rank r have SC ⇤ order of r. We now
describe an example which shows that this is far from being true, and also demonstrates
the tightness of Lemma 4.4.6. Namely, for every constant d > 1, there are N ⇥ N

matrices S, which satisfy the primal shatter function g(t) = ctd for a constant c, and on
the other hand SC ⇤ (S)

⌦(N 1

1/d ).

Consider the grid of points P = [n]d as a subset

of Rd . Denote by e1 , . . . , ed the standard unit vectors in Rd . For i 2 [n

1] and j 2 [d],

define the hyperplane hi,j = {x : hx, ej i > i + (1/2)}. Denote by H the set of these
1) axis parallel hyperplanes. Let S be the P ⇥ H sign matrix defined by P and

d(n

H. That is, Sp,h = 1 i↵ p 2 h. First, the matrix S satisfies the primal shatter function

ctd , since every family of t hyperplanes partition Rd to at most ctd cells. Second, we
show that
SC ⇤ (S)

nd
d(n

1
1)

|P |1 1/d
.
d

Indeed, fix some order on the rows of S, that is, order the points P = {p1 , . . . , pN } with
N = |P |. The key point is that one of the hyperplanes h0 2 H is so that the number of
1] for which Spi ,h0 6= Spi+1 ,h0 is at least (nd

i 2 [N

1)/(d(n

1)): For each i there is

at least one hyperplane h that separates pi and pi+1 , that is, for which Spi ,h 6= Spi+1 ,h .

The number of such pairs of points is nd
d(n

1, and the number of hyperplanes is just

1).

An algorithm approximating the sign-rank
In this section we describe an efficient algorithm that approximates the sign-rank
(Theorem 4.7).
The algorithm uses the following notion. Let V be a set. A pair v, u 2 V is crossed

by a vector c 2 {±1}V if c(v) 6= c(u). Let T be a tree with vertex set V = [N ] and edge

set E. Let S be a V ⇥ [N ] sign matrix. The stabbing number of T in S is the largest
number of edges in T that are crossed by the same column of S. For example, if T is a
path then T defines a linear order (permutation) on V and the stabbing number is the
largest number of sign changes among all columns with respect to this order.
Welzl [Wel88] gave an efficient algorithm for computing a path T with a low stabbing
number for matrices S with VC-dimension d. The analysis of the algorithm can be
improved by a logarithmic factor using a result of [Hau95].
Theorem 4.15 ([Wel88, Hau95]). There exists a polynomial time algorithm such that
given a V ⇥ [N ] sign matrix S with |V | = N , outputs a path on V with stabbing number

at most 200N 1

1/d

where d = V C(S).

For completeness, and since to the best of our knowledge no explicit proof of this
theorem appears in print, we provide a description and analysis of the algorithm. We
assume without loss of generality that the rows of S are pairwise distinct.
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We start by handling the case14 d = 1. In this case, we directly output a tree that
is a path (i.e., a linear order on V ). If d = 1, then Claim 4.4.3 implies that there is a
column with at most 2 sign changes with respect to any order on V . The algorithm first
finds by recursion a path T for the matrix obtained from S by removing this column,
and outputs the same path T for the matrix S as well. By induction, the resulting path
has stabbing number at most 2 (when there is a single column the stabbing number can
be made 1).
For d > 1, the algorithm constructs a sequence of N forests F0 , F1 , . . . , FN

1

over the

same vertex set V . The forest Fi has exactly i edges, and is defined by greedily adding
an edge ei to Fi
100N 1 1/d .

1.

As we prove below, the tree FN

The tree FN

1

has a stabbing number at most

is transformed to a path T as follows. Let v1 , v2 , . . . , v2N

1

be an eulerian path in the graph obtained by doubling every edge in FN
traverses each edge of FN

1

S0

exactly twice. Let

1.

be the matrix with 2N

number of sign changes in each column in

is at most 2 ·

100N 1 1/d .

This path
1 rows and

N columns obtained from S be putting row vi in S as row i, for i 2 [2N
S0

1

1]. The

Finally, let T

be the path obtained from the eulerian path by leaving a single copy of each row of S.
Since deleting rows from S 0 cannot increase the number of sign changes, the path T is
as stated.
The edge ei is chosen as follows. The algorithm maintains a probability distribution
pi on [N ]. The weight wi (e) of the pair e = {v, u} is the probability mass of the columns
e crosses, that is, wi (e) = pi ({j 2 [N ] : Su,j 6= Sv,j }). The algorithm chooses ei as an
edge with minimum wi -weight among all edges that are not in Fi
cycle in Fi

and do not close a

1

1.

The distributions p1 , . . . , pN are chosen iteratively as follows. The first distribution
p1 is the uniform distribution on [N ]. The distribution pi+1 is obtained from pi by
doubling the relative mass of each column that is crossed by ei . That is, let xi = wi (ei ),
and for every column j that is crossed by ei define pi+1 (j) =
column j define pi+1 (j) =

pi (j)
1+xi .

2pi (j)
1+xi ,

and for every other

This algorithm clearly produces a tree on V , and the running time is indeed
polynomial in N . It remains to prove correctness. We claim that each column is crossed
by at most O(N 1

1/d )

edges in T . To see this, let j be a column in S, and let k be the

number of edges crossing j. It follows that
pN (j) =

1
1
· 2k ·
N
(1 + x1 )(1 + x2 ) . . . (1 + xN

To upper bound k, we use the following claim.
Claim 4.4.7. For every i we have xi  4e2 (N
14

i)

1/d .

This analysis also provides an alternative proof for Lemma 4.4.4.
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1)

.

The claim completes the proof of Theorem 4.15: Since pN (j)  1 and d > 1,
k  log N + log (1 + x1 ) + . . . + log (1 + xN
 log(N ) + 2 (ln(1 + x1 ) + ... + ln(1 + xN
 log(N ) + 2(x1 + ... + xN
 log N + 8e2 N 1

1/d

1)

(8x : log(x)  2 ln(x))

1 ))

1)

 100N 1

1/d

.

The claim follows from the following theorem of Haussler.

Theorem 4.16 ([Hau95]). Let p be a probability distribution on [N ], and let ✏ > 0. Let
S 2 {±1}V ⇥[N ] be a sign matrix of VC-dimension d so that the p-distance between every

two distinct rows u, v is large:

p({j 2 [N ] : Sv,j 6= Su,j })

✏.

Then, the number of distinct rows in S is at most
e(d + 1) (2e/✏)d  4e2 /✏

d

.

Proof of Claim 4.4.7. Haussler’s theorem states that if the number of distinct rows is M ,
then there must be two distinct rows of pi -distance at most 4e2 M
connected components in Fi . Pick N

1/d .

There are N

i

i rows, one from each component. Therefore,

there are two of these rows whose distance is at most 4e2 M

1/d

= 4e2 (N

i)

1/d .

Now,

observe that the wi -weight of the pair {u, v} equals the pi -distance between u, v. Since
ei is chosen to have minimum weight, xi  4e2 (N

i)

1/d

We now describe the approximation algorithm. Let S be an N ⇥ N sign matrix of

VC-dimension d. Run Welzl’s algorithm on S, and get a permutation of the rows of S

that yield a low stabbing number. Let s be the maximum number of sign changes among
all columns of S with respect to this permutation. Output s + 1 as the approximation
to the sign-rank of S.
We now analyze the approximation ratio. By Lemma 4.4.5 the sign-rank of S is
at most s + 1. Therefore, the approximation factor

s+1
sign-rank(S)

is at least 1. On the

other hand, Proposition 4.1.3 implies that d  sign-rank(S). Thus, by the guarantee of

Welzl’s algorithm,

s+1
O
sign-rank(S)

N 1 1/d
sign-rank(S)

!

O

N1

1/d

d

!

.

This factor is maximized for d = ⇥(log N ) and is therefore at most O(N/ log N ).
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Counting VC classes
Here we prove Theorems 4.10 and 4.11. It is convenient for both to set
f=

d ✓ ◆
X
N
i=0

i

.

Proof of Theorem 4.10. We start with the upper bound. Enumerate the members of
each such class C as follows. Start with the (lexicographically) first member c 2 C,
call it c1 . Assuming c1 , c2 , . . . , ci have already been chosen, let ci+1 be the member c

among the remaining vectors in C whose hamming distance from the set {c1 , . . . , ci } is

minimum (in case of equalities we take the first one lexicographically). This gives an
enumeration c1 , . . . , cm of the members of C, and m  f .

We now upper bound the number of possible families. There are at most 2N ways

to choose c1 . If the distance of ci+1 from the previous sets is h = hi+1 , then we can
determine ci+1 by giving the index j  i so that the distance between ci+1 and cj is h,
and by giving the symmetric di↵erence of ci+1 and cj . There are less than m  f ways
n
h

to choose the index, and at most

< (eN/h)h options for the symmetric di↵erence.

The crucial point is that by Theorem 4.16 the number of i for which hi
e(d +

1)(2eN/D)d .

Hence the number of i for which hi is between

2`

D is less than
and 2`+1 is at

most e(d + 1)(2eN/2` )d . This upper bounds c(N, d) by at most
2N m f

Y⇣

(eN/2` )2

`+1

`

⌘e(d+1)(2eN/2` )d

d

d

 2N f f N (O(N )) = N (O(N )) .

We now present a lower bound on the number of (maximum) classes with VCdimension d. Take a family F of

N
d

/(d + 1) subsets of [N ] of size (d + 1) so that every

subset of size d is contained in exactly one of them. Such families exist by a recent
breakthrough result of Keevash [Kee14], provided the trivial divisibility conditions hold
N
and N > N (d). His proof also gives that there are N (1+o(1))( d )/(d+1) such families.
0

Now, construct a class C by taking all subsets of cardinality at most d

1, and for

each (d + 1)-subset in the family F take it and all its subsets of cardinality d besides
one. The VC-dimension of C is indeed d. The number of possible Cs that can be
constructed this way is at least the number of families F . Therefore, the number of
classes of VC-dimension d is at least the number of F s:
N

N (1+o(1))( d )/(d+1) = N (⌦(N/d)) .
d

Proof of Theorem 4.11. For the upper bound we use the known fact that every maximum
class is a connected subgraph of the boolean cube [GW94]. Thus, to upper bound the
number of maximum classes of VC-dimension d it is enough to upper bound the number
of connected subgraphs of the N -dimensional cube of size f . It is known (see, e.g.,
Lemma 2.1 in [Alo91]) that the number of connected subgraphs of size k in a graph with
74

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

m vertices and maximum degree D is at most m(eD)k . In our case, plugging k = f ,
m = 2N , D = N yields the desired bound 2N (eN )f = N (1+o(1))f .
For the lower bound, note that in the proof of Theorem 4.10 the constructed
classes were of size f , and therefore maximum classes. Therefore, there are at least
N
N (1+o(1))( d )/(d+1) maximum classes of VC-dimension d.
An application: counting graphs
Proof of Theorem 4.12. The key observation is that whenever we split the vertices of
a U (d + 1)-free graph into two disjoint sets of equal size, the bipartite graph between
them defines a matrix of VC-dimension at most d. Hence, the number of such bipartite
graphs is at most
T (N, d) = 2O(N

2 1/d

log N )

.

By a known lemma of Shearer [CGFS86], this implies that the total number of U (d + 1)free graphs on N vertices is less than T (N, d)2 = 2O(N

2 1/d

log N ) .

For completeness, we

include the simple details. The lemma we use is the following.
Lemma 4.4.8 ([CGFS86]). Let F be a family of vectors in S1 ⇥ S2 · · · ⇥ Sn . Let
G = {G1 , . . . , Gm } be a collection of subsets of [n], and suppose that each element
i 2 [n] belongs to at least k members of G. For each 1  i  m, let Fi be the set of all
projections of the members of F on the coordinates in Gi . Then
|F|k 
In our application, n =

N
2

m
Y
i=1

|Fi |.

and S1 = . . . = Sn = {0, 1}. The vectors represent

graphs on N vertices, each vector being the characteristic vector of a graph on N labeled
vertices. The set [n] corresponds to the set of all

N
2

potential edges. The family F

represents all U (d + 1)-free graphs. The collection G is the set of all complete bipartite

graphs with N/2 vertices in each color class. Each edge i 2 [n] belongs to at least (in
fact a bit more than) half of them, i.e., k

|F| 

m
Y
i=1

|Fi |

m/2. Hence,

!2/m

 ((T (N, d))m )2/m ,

as desired.
The lower bound
In this subsection we prove Theorem 4.2. Our approach follows the one of [AFR85],
which is based on known bounds for the number of sign patterns of real polynomials.
A similar approach has been subsequently used by [BES02] to derive lower bounds for
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f (N, d) for d

4, but here we do it in a slightly more sophisticated way and get better

bounds.
Although we can use the estimate in [AFR85] for the number of sign matrices with
a given sign-rank, we prefer to describe the argument by directly applying a result
of [War68], described next.
Let P = (P1 , P2 , . . . , Pm ) be a list of m real polynomials, each in ` variables. Define
the semi-variety
V = V (P ) = {x 2 R` : Pi (x) 6= 0 for all 1  i  m}.
For x 2 V , the sign pattern of P at x is the vector
(sign(P1 (x)), sign(P2 (x)), . . . , sign(Pm (x))) 2 { 1, 1}m .
Let s(P ) be the total number of sign patterns of P as x ranges over all of V . This
number is bounded from above by the number of connected components of V .
Theorem 4.17 ([War68]). Let P = (P1 , P2 , . . . , Pm ) be a list of real polynomials, each
in ` variables and of degree at most k. If m

` then the number of connected components

of V (P ) (and hence also s(P )) is at most (4ekm/`)` .
An N ⇥ N matrix M is of rank at most r i↵ it can be written as a product

M = M1 · M2 of an N ⇥ r matrix M1 by an r ⇥ N matrix M2 . Therefore, each entry of

M is a quadratic polynomial in the 2N r variables describing the entries of M1 and M2 .
We thus deduce the following from Warren’s Theorem stated above. A similar argument
has been used by [BL98b].
Lemma 4.4.9. Let r  N/2. Then, the number of N ⇥ N sign matrices of sign-rank

at most r does not exceed (O(N/r))2N r  2O(rN log N ) .

For a fixed r, this bound for the logarithm of the above quantity is tight up to
a constant factor: As argued in Subsection 4.4.3, there are at least some 2⌦(rN log N )
matrices of sign-rank r.
In order to derive the statement of Theorem 4.2 from the last lemma it suffices to
show that the number of N ⇥ N sign matrices of VC-dimension d is sufficiently large.

We proceed to do so. It is more convenient to discuss boolean matrices in what follows
(instead of their signed versions).
Proof of Theorem 4.2. There are 4 parts as follows.
1. The case d = 2: Consider the N ⇥ N incidence matrix A of the projective plane with

N points and N lines, considered in the previous sections. The number of 1 entries
in A is (1 + o(1))N 3/2 , and it does not contain J2⇥2 (the 2 ⇥ 2 all 1 matrix) as a

submatrix, since there is only one line passing through any two given points. Therefore,
any matrix obtained from it by replacing ones by zeros has VC-dimension at most 2,
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since every matrix of VC-dimension 3 must contain J2⇥2 as a submatrix. This gives us
2(1+o(1))N

3/2

distinct N ⇥ N sign matrices of VC-dimension at most 2. Lemma 4.4.9

therefore establishes the assertion of Theorem 4.2, part 1.

2. The case d = 3: Call a 5 ⇥ 4 binary matrix heavy if its rows are the all 1 row and
the 4 rows with Hamming weight 3. Call a 5 ⇥ 4 boolean matrix heavy-dominating if
there is a heavy matrix which is smaller or equal to it in every entry.

We claim that there is a boolean N ⇥ N matrix B so that the number of 1 entries in

it is at least ⌦(N 23/15 ), and it does not contain any heavy-dominating 5 ⇥ 4 submatrix.
Given such a matrix B, any matrix obtained from B by replacing some of the ones by
zeros have VC-dimension at most 3. This implies part 2 of Theorem 4.2, using Lemma
4.4.9 as before.
The existence of B is proved by a probabilistic argument. Let C be a random
binary matrix in which each entry, randomly and independently, is 1 with probability
1
.
2N 7/15

p=

Let X be the random variable counting the number of 1 entries of C minus

twice the number of 5 ⇥ 4 heavy-dominant submatrices C contains. By linearity of
expectation,

E(X)

N 2p

2N 4+5 p1·4+4·3 = ⌦(N 23/15 ).

Fix a matrix C for which the value of X is at least its expectation. Replace at most
two 1 entries by 0 in each heavy-dominant 5 ⇥ 4 submatrix in C to get the required
matrix B.

3. The case d = 4: The basic idea is as before, but here there is an explicit construction
that beats the probabilistic one. Indeed, [Bro66] constructed an N ⇥ N boolean matrix
B so that the number of 1 entries in B is at least ⌦(N 5/3 ) and it does not contain J3⇥3

as a submatrix (see also [ARS99] for another construction). No set of 5 rows in every
matrix obtained from this one by replacing 1’s by 0’s can be shattered, implying the
desired result as before.
4. The case d > 4: The proof here is similar to the one in part 2. We prove by a
probabilistic argument that there is an N ⇥ N binary matrix B so that the number of 1
entries in it is at least

⌦(N 2

(d2 +5d+2)/(d3 +2d2 +3d)

)

and it contains no heavy-dominant submatrix. Here, heavy-dominant means a 1 + (d +
1) +

d+1
2

by d + 1 matrix that is bigger or equal in each entry than the matrix whose

rows are all the distinct vectors of length d + 1 and Hamming weight at least d

1. Any

matrix obtained by replacing 1’s by 0’s in B cannot have VC-dimension exceeding d.
The result follows, again, from Lemma 4.4.9.
We start as before with a random matrix C in which each entry, randomly and
77

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

independently, is chosen to be 1 with probability
2 1 (d+1) (d+1
2 ) (d+1)
1
1·(d+1)+(d+1)·d+(d+1
2 )·(d 1)
p= ·N
2

1

=

1
2N (d2 +5d+2)/(d3 +2d2 +3d)

.

Let X be the random variable counting the number of 1 entries of C minus three times
the number of heavy-dominant submatrices C contains. As before, E(X)

⌦(N 2 p),

and by deleting some of the 1’s in C we get B.

4.4.4

Projective spaces

Here we prove Theorem 4.5 and Theorem 4.6.
Proof of Theorem 4.5. It is well known that the VC-dimension of A is d, but we provide
a brief explanation. The VC-dimension is at least d by considering any set of d
independent points (i.e. so that no strict subset of it spans it). The VC-dimension is at
most d since every set of d + 1 points is dependent in a d dimensional space.
The lower bound on the sign-rank follows immediately from Theorem 4.4, and the
following known bound on the spectral gap of these matrices.
Lemma 4.4.10. If B is the boolean version of A then
2 (B)

=

n

d 1
2

(n

nd

1)
1

1

 Nn,d2

1
+ 2d

.

The proof is so short that we include it here.
Proof. We use the following two known properties (see, e.g., [BR98]) of projective spaces.
Both the number of distinct hyperplanes through a point and the number of distinct
points on a hyperplane are Nn,d
points is Nn,d

1.

The number of hyperplanes through two distinct

2.

The first property implies that A is

= Nn,d

BB T = (Nn,d

+ Nn,d

1

Nn,d

2) I

1

regular. These properties also imply

2J

= nd

1

I + Nn,d

2 J,

where J is the all 1 matrix. Therefore, all singular values except the maximum one are
n

d 1
2

.

Proof of Theorem 4.6. We first show that R is indeed a maximum class of VC-dimension
2. The VC-dimension of R is 2: It is at least 2 because R contains the set of lines
whose VC-dimension is 2. It is at most 2 because no three points p1 , p2 , p3 are shattered.
Indeed if they all belong to a line ` then without loss of generality according to the order
of ` we have p1 < p2 < p3 which implies that the pattern 101 is missing. Otherwise,
they are not co-linear and the pattern 111 is missing.
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To see that R is a maximum class, note that there are exactly N + 1 intervals of size
at most one (one empty interval and N singletons). For each line ` 2 L, the number of
intervals of size at least two which are subsets of ` is exactly

|`|
2

=

n+1
2

. Since every

two distinct lines intersect in exactly one point, it follows that each interval of size at
least two is a subset of exactly one line. It follows that the number of intervals is
1+N +N ·

✓

n+1
2

◆

=1+N +

✓ ◆
N
.
2

Thus, R is indeed a maximum class of VC-dimension 2.
Next we show that there exists a choice of a linear order for each line such that the
1

resulting R has sign-rank ⌦(N 2 / log N ). By the proof of Theorem 4.2, case d = 2, there
is a choice of a subset for each line such that the resulting N subsets form a class of
1

sign-rank ⌦(N 2 / log N ). We can therefore pick the linear orders in such a way that each
of these N subsets forms an interval, and the resulting maximum class (of all possible
1

intervals with respect to these orders) has sign-rank at least as large as ⌦(N 2 / log N ).

4.4.5

Duality

Here we discuss the connection between VC-dimension and dual sign-rank.
We start with an equivalent definition of dual sign-rank, that is based on the following
notion. We say that a set of columns C is antipodally shattered in a sign matrix S if for
each v 2 {±1}C , either v or

v appear as a row in the restriction of S to the columns

in C.

Claim 4.4.11. The set of columns C is antipodally shattered in S if and only if in
every matrix M with sign(M ) = S the columns in C are linearly independent.
Proof. First, assume C is such that there exists some M with sign(M ) = S in which
the columns in C are linearly dependent. For a column j 2 C, denote by M (j) the j’th
P
column in M . Let {↵j : j 2 C} be a set of real numbers so that j2C ↵j M (j) = 0 and
not all ↵j ’s are zero. Consider the vector v 2 {±1}C such that vj = 1 if ↵j
vj =

1 if ↵j < 0. The restriction of S to C does not contain v nor

0 and

v as a row, which

certifies that C is not antipodally shattered by S.
Second, let C be a set of columns which is not antipodally shattered in S. Let
v 2 {±1}C be such that both v, v do not appear as a row in the restriction of S to C.
P
Consider the subspace U = {u 2 RC : j2C uj vj = 0}. For each sign vector s 2 {±1}C
so that s 6= ±v, the space U contains some vector us such that sign(us ) = s. Let M be
so that sign(M ) = S and in addition for each row in S that has pattern s 2 {±}C in S
restricted to C, the corresponding row in M restricted to C is us 2 U . All rows in M
restricted to C are in U , and therefore the set {M (j) : j 2 C} is linearly dependent.

Corollary 4.18. The dual sign-rank of S is the maximum size of a set of columns that
are antipodally shattered in S.
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Now, we prove Proposition 4.1.3:
V C(S)  dual-sign-rank(S)  2V C(S) + 1.
The left inequality: The VC-dimension of S is at most the maximum size of a set of
columns that is antipodally shattered in S, which by the above claim equals the dual
sign-rank of S.
The right inequality: Let C be a largest set of columns that is antipodally shattered
in S. By the claim above, the dual sign-rank of S is |C|. Let A ✓ C such that
|A| = b|C|/2c. If A is shattered in S then we are done. Otherwise, there exists some
v 2 {±1}A that does not appear in S restricted to A. Since C is antipodally shattered
by S, this implies that S contains all patterns in {±1}C whose restriction to A is
In particular, S shatters C \ A which is of size at least b|C|/2c.

80

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

v.

Bibliography
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Lothar. Comb. (electronic), B34h, 1995.

[Ris78]

J. Rissanen. Modeling by shortest data description. Automatica,
14(5):465 – 471, 1978.

[Ros57]

Frank Rosenblatt. The perceptron–a perceiving and recognizing automaton. Technical Report 85-460-1, Cornell Aeronautical Laboratory,
1957.

[RR12]

B. I. P. Rubinstein and J. H. Rubinstein. A geometric approach to
sample compression. Journal of Machine Learning Research, 13:1221–
1261, 2012.

[RRB14]

J. Hyam Rubinstein, Benjamin I. P. Rubinstein, and Peter L. Bartlett.
Bounding embeddings of VC classes into maximum classes. CoRR,
abs/1401.7388, 2014.
88

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

[RS10]

Alexander A. Razborov and Alexander A. Sherstov. The sign-rank of
AC(0). SIAM J. Comput., 39(5):1833–1855, 2010.

[Sau72]

Norbert Sauer. On the density of families of sets. J. Comb. Theory,
Ser. A, 13(1):145–147, 1972.

[SB14]

Shai Shalev-Shwartz and Shai Ben-David. Understanding Machine
Learning: From Theory to Algorithms. Cambridge University Press,
New York, NY, USA, 2014.

[Sch90]

R. E. Schapire. The strength of weak learnability. Machine Learning,
5:197–227, 1990.

[She08]

Alexander A. Sherstov. Halfspace matrices. Computational Complexity, 17(2):149–178, 2008.

[She10]

Alexander A. Sherstov. Communication complexity under product and
nonproduct distributions. Computational Complexity, 19(1):135–150,
2010.

[Sho90]

Peter W. Shor. Stretchabilltv of pseudolines is np-hard. In Applied Geometry And Discrete Mathematics, Proceedings of a DIMACS
Workshop, Providence, Rhode Island, USA, September 18, 1990, pages
531–554, 1990.

[SSM98]

Bernhard Schölkopf, Alexander J. Smola, and Klaus-Robert Müller.
Nonlinear component analysis as a kernel eigenvalue problem. Neural
Computation, 10(5):1299–1319, 1998.

[Tal94]

M. Talagrand. Sharper bounds for Gaussian and empirical processes.
Ann. Probab., 22(1):28–76, 1994.

[Val84]

L.G. Valiant. A theory of the learnable. Commun. ACM, 27:1134–1142,
1984.

[Vap98]

Vladimir Vapnik. Statistical learning theory. Wiley, 1998.

[VC71]

V.N. Vapnik and A.Ya. Chervonenkis. On the uniform convergence
of relative frequencies of events to their probabilities. Theory Probab.
Appl., 16:264–280, 1971.

[War68]

H. E. Warren. Lower bounds for approximation by nonlinear manifolds.
Trans. Amer. Math. Soc., 133:167–178, 1968.

[War03]

M. K. Warmuth. Compressing to VC dimension many points. In
COLT/Kernel, pages 743–744, 2003.
89

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

[Wel88]

Emo Welzl. Partition trees for triangle counting and other range
searching problems. In Proceedings of the Fourth Annual Symposium
on Computational Geometry, Urbana-Champaign, IL, USA, June 6-8,
1988, pages 23–33, 1988.

90

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

Technion - Computer Science Department - Ph.D. Thesis PHD-2016-07 - 2016

האגנוסטי ,ו (ii)-משפט קומפקטיות עבור למידות :למידות של בעיה  Hשקולה ללמידות של
כל תת בעיה סופית של  .Hלאחר מכן ,אנו עוברים להקשר כללי עוד יותר של למידה —
למידה מונחית תחת פונקציות הפסד כלליות )supervised learning under general loss
 ,(functionsהכולל בעיות רגרסיה ,סיווג ועוד .אנו מראים כי על מנת להרחיב את השקילות
בין ״דחיסה״ ו-״הכללה״ להקשר זה ,יש להשתמש בגרסא כללית יותר של סכימות דחיסה
הנקראת סכימות דחיסה מקורבות ) .(approximate sample compression schemesסכימות אלו
שונות מסכימות דחיסה רגילות בכך ששיחזור התיוגים יכול לשגות על חלק קטן מרשימת
הקלט .אנו משתמשים בשקילות בין ״דחיסה מקורבת״ ו״הכללה״ על מנת להראות
שבניגוד לבעיות סיווג ,אין שקילות בין למידה במובן  PACללמידה במובן אגנוסטי בהקשר
זה.
חלקה האחרון של עבודה זו עוסק ב — kernel machines-זוהי משפחה של אלגוריתמי
למידה המבוססת על אלגוריתם ה .(SVM) Support Vector Machine-למשפחה זו שימושים
מעשיים רבים כגון זיהוי כתב-יד ,סיווג תמונות ,רפואה ,ביואינפורמטיקה ועוד .אלגוריתם
ה SVM-הוא אלגוריתם ללמידת חצאי מרחבים של מרחב אוקלידי .אלגוריתם הSVM-
מהווה את אחת הדוגמאות הקלאסיות לסכימת דחיסה שבגינן  LittlestoneוWarmuth-
הגדירו סכימות אלו .השאלה בה אנו מתמקדים בחלק זה היא ״אילו בעיות למידה ניתן
לייצג במרחב אוקלידי באופן המאפשר את למידתן על ידי ?SVM״ .ראוי לציין ששיכונים
כאלו שכיחים בפועל; כך למשל באלגוריתמי  ,kernel machinesה kernel-בו משתמשים קובע
את הייצוג .מבחינה מתמטית השאלה הזו מיתרגמת לחקר מערכת הגומלין בין שני
פרמטרים :מימד ה VC-וה .sign-rank-לפרמטרים אלו יש שימושים בתחומים נוספים
ומגוונים כגון סיבוכיות תקשורת ,קומבינטוריקה ,וגיאומטריה .לכן ,לתוצאות שלנו יש
השלכות גם על תחומים אלו .לדוגמא ,הכלים שאנו מפתחים בחלק זה מאפשרים לנו
לענות על שאלה של  Franklמשנת  1989ושאלה של  Ben-David, Eironו Simon-משנת .2002
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תקציר
״הכללה״ ו-״תימצות״ הינם שני היבטים של ״למידה״ .מושג ה-״הכללה״ מתייחס
ליכולת להסיק יידע חדש מיידע קיים ,ומושג ה-״תימצות״ מתייחס ליכולת להסביר יידע
קיים באופן יעיל יותר .מושגים אלו קשורים זה בזה :הסברים מתומצתים לעתים חושפים
עקרונות בסיסיים החלים באופן כללי יותר ,ואילו ניבויים מדעיים בדרך כלל מבוססים על
תורות המושתתות על מספר קטן של חוקים.
עבודה זו חוקרת את הקשר בין ״הכללה״ ו-״תימצות״ בהקשר של למידה חישובית
) ;(machine learningהיא מתמקדת בסכימות דחיסה ) - (sample compression schemesסוג של
אלגוריתמי למידה בעלי תכונת ״תימצות״ מסויימת .על רגל אחת ,סכימת דחיסה בגודל k
מקבלת כקלט רשימה של דוגמאות מתוייגות באורך כלשהו ושומרת רק  kמתוכן באופן
שמאפשר את שיחזור התיוגים של שאר הדוגמאות ברשימה.
במאמר משנת  Littlestone 1986ו Warmuth-הגדירו סכימות דחיסה בהקשר של תורת
הסיווג הבינארי ) ,(binary classification theoryלאחר שהבחינו שאלגוריתמי למידה רבים
מהווים סכימות דחיסה יעילות .הם הוכיחו בהקשר זה כי דחיסה גוררת הכללה ושאלו
האם הכיוון השני תקף :כלומר ,האם לכל ״בעיה למידה״ קיימת סכימת דחיסה?
החלק הראשון של עבודה זו מוקדש למתן תשובה חיובית לשאלה זו .בחלק זה אנו
מראים שלכל בעיה עם מימד  VCבגודל  dיש סכימת דחיסה בגודל ).exp(d
החלק השני של העבודה מרחיב את הקשר בין ״דחיסה״ ו-״הכללה״ להקשריי למידה
רחבים יותר מאשר סיווג בינארי .בשלב ראשון אנו מתמקדים בבעיות סיווג כאשר אין
מגבלה על מספר המחלקות המסווגות ) .(multi-class categorizationבהקשר זה אנו מראים
כי ״הכללה״ שקולה לדחיסה לתת-רשימה באורך לוגריתמי ביחס לאורך רשימת הקלט ,וכי
תכונת ההתכנסות במידה אחידה ) (uniform convergence propertyגוררת דחיסה
לתת-רשימה באורך קבוע )שאינו תלוי באורכה של רשימת הקלט( .אנו משתמשים בשקילות
בין ״דחיסה״ ו-״הכללה״ על מנת להראות (i) :למידה במובן  PACשקולה ללמידה במובן
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המחקר בוצע בהנחייתם של פרופסור אמיר יהודיוף ופרופסור אמיר שפילקה ,בפקולטה למדעי
המחשב.
חלק מן התוצאות בחיבור זה פורסמו כמאמרים מאת המחבר ושותפיו למחקר בכנסים
ובכתבי־עת במהלך תקופת המחקר של המחבר ,אשר גרסאותיהם העדכניות ביותר הינן:
Shay Moran and Amir Yehudayoff. Sample compression schemes for VC classes. Accepted to
J. ACM, 2016.
Ofir David, Shay Moran, and Amir Yehudayoff. Supervised learning via the lens of compression.
Manuscript, 2016.
Noga Alon, Shay Moran, and Amir Yehudayoff. Sign rank versus VC dimension. Accepted to
the 29th Annual Conference on Learning Theory, 2016.

תודות
ברצוני להודות למנחים שלי ,אמיר יהודיוף ואמיר שפילקה ,על תמיכתם והדרכתם; מעבר להיותם
מורים מצוינים מבחינה מדעית-טכנית ,הם הדריכו אותי כיצד לערוך מחקר בדרך חיובית ,ועזרו לי
להפנים שהמוטיבציה הכי טובה וברת-קיימא למחקר היא סקרנות .כמו כן ,ברצוני להודות
למשפחתי וחבריי על תמיכתם התמידית ,במיוחד לקרולין ,אלון ,לבני ואייסי.

אני מודה לטכניון על התמיכה הכספית הנדיבה בהשתלמותי.
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הכללה ותימצות בתורת הלמידה

חיבור על מחקר
לשם מילוי חלקי של הדרישות לקבלת התואר דוקטור לפילוסופיה

שי מורן

הוגש לסנט הטכניון  -מכון טכנולוגי לישראל
אייר תשע״ו ,חיפה ,מאי 2016
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