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Abstract
Alterations in DNA copy number are characteristic to many cancer types and
are known to drive some cancer pathogenesis processes. These alterations
include large chromosomal gains and losses as well as smaller scale amplifications and deletions. Mapping regions of genomic aberration can provide
insight to cancer pathogenesis and lead to discovery of cancer-related genes
and the mechanisms by which they drive the disease.
High-resolution array comparative genomic hybridization (aCGH) is a
recently developed technology for mapping copy number changes in genomic
DNA. In this thesis, I present the work I have done, together with different
collaborators, on the development of computational tools and methods for
the design of aCGH arrays and the analysis of DNA copy number data.
Design of CGH arrays involves a multi-parameter optimization problem
in which the set of selected probes is optimized according to constraints
of specificity, sensitivity and coverage. Here I describe the computational
aspects of work that led to the design of one of the first oligonucleotidebased CGH arrays put into practice. Methods for optimizing probe coverage,
such as the ones described here, allow mapping of genomic breakpoints at
exon-level accuracy and support obtaining high resolution information on
new genomic constructs.
Analysis of aCGH data involves tasks related to identification of the genomic aberration structure of a measured sample, based on the CGH signal,
and to interpreting the biological functions that are affected by genomic
alterations. Here I describe Stepgram, a method for detecting genomic
aberrations based on a statistical interval score, that is considered to be
one of the most efficient algorithms for this task and that is implemented
in several software packages. Stepgram also plays an important role in a
new algorithm for normalization of aCGH data. In addition, I present a new
1
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algorithm (CoCoA) for detecting genomic aberrations that are common to
multiple cancer samples in an aCGH data set. Detection of common recurring aberrations allows focusing on events that may have an important role
in carcinogenesis.
Finally, I describe recent work that applied some of these methods to a
panel of 60 cancer cell-lines (NCI-60), and integrated the DNA copy number
data with expression profiles and drug sensitivity profiles of the same samples. Preliminary results show interesting new correlations between genomic
aberrations and sensitivity to specific chemical compounds suggesting causal
relations which may be of importance in developing cancer therapeutics. In
addition, I describe the use of aCGH analysis tools in unveiling the replication timing pattern of the mouse genome at a significantly high temporal
and genomic resolution.

2
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Notations and Abbreviations
DNA
cDNA
RNA
mRNA
CGH
aCGH
HD-CGH
BAC
FISH
Tm
bp
GI50
ChIP
TF
HG
mHG
CNV

—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—

Deoxyribonucleic Acid
complementary DNA
Ribonucleic Acid
messenger RNA
Comparative Genomic Hybridization
array-based CGH
High Definition CGH
Bacterial Artificial Chromosome
Fluorescent in situ Hybridization
melting temperature of a DNA duplex
base pair (genomic sequence length unit)
concentration of compound that achieves 50% decrease in growth rate
Chromatin Immuno-Precipitation
transcription factor
Hyper-Geometric distribution
minimum Hyper-Geometric enrichment score
Copy Number Variation
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Chapter 1
Introduction
1.1
1.1.1

Background
Genomic Alterations in Cancer

Instabilities in the genome structure are characteristic of many cancer types
and are thought to drive some cancer pathogenesis processes. These alterations include large chromosomal gains, losses and translocations as well
as smaller scale amplifications and deletions. Because of their role in cancer development, mapping regions of chromosomal instability are useful for
elucidating other components of the process. For example, since genomic
instability can trigger the over expression or activation of oncogenes and the
silencing of tumor suppressors, mapping regions of common genomic aberrations has been used to discover cancer related genes.
The following examples illustrate the role of genomic alterations as key
events in the development of different types of human cancers:
1. The product of the retinobalsoma tumor suppressor gene (RB1) has a
well known role as a general cell cycle regulator [23]. Loss of function of
the RB1 gene is often encountered in tumor cells, achieved by deletion
of a normal copy of the gene (13q14.2) and retention of a mutated
allele, which was either inherited or acquired [55].
2. ERBB2 (HER2) is a oncogene of the tyrosine kinase receptor family.
High levels of amplification at the genomic locus of this gene (17q12)
5

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

are identified in certain types of breast and ovarian tumors. Amplification of ERBB2 is associated with over-expression of the oncogene and
increased disease aggressiveness. This has made ERBB2 an attractive
target for specific antibody-based therapy, Herceptin, directed against
the extracellular domain of the ERBB2 receptor [31, 32]. Determination of ERBB2 gene amplification using FISH is used to predict the
efficacy of Herceptin therapy in women with advanced breast cancer
[13].
3. A well-characterized translocation event that is common in chronic
myeloid leukemia (CML) brings together the initial exons of the BCR
gene, originally located on Chromosome 9, and the terminal exons
of the ABL gene, originally located on Chromosome 22. The fused
chromosome (known as the “Philadelphia Chromosome”) results in a
chimeric oncogene product BCR-ABL with increased activation of ABL
tyrosine kinase activity. Imatinib (Gleevec), a drug that specifically inhibits tyrosine kinase activity is used to selectively target the BCR-ABL
fusion protein [15].
In these three examples specific genome alteration events (deletion, amplification, translocation) result in abnormal gene activity that has known
implications in tumor progression. Understanding genome aberrations is
therefore important for both the basic understanding of cancer and for diagnosis and clinical practice.

1.1.2

Array-based Comparative Genomic Hybridization

Alterations in DNA copy number have been initially measured using local fluorescence in situ hybridization-based techniques. These evolved to a genome
wide technique called Comparative Genomic Hybridization (CGH, see [30]),
now commonly used for the identification of chromosomal alterations in cancer [45, 5]. In this genome-wide cytogenetic method total genomic DNA
from test and reference samples is isolated and differentially labeled with
two fluorescent dyes (typically, test DNA with red dye (Cy5), and reference
DNA with green dye(Cy3)). The labeled DNA from both samples is then
mixed and co-hybridized to normal metaphase spreads (where chromosomes
6
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can be inspected visually). The relative hybridization intensity of the test
and reference signals is then proportional to the relative DNA copy numbers
at a given location, allowing detection of chromosomal amplifications and
deletions (see Figure 1.1c).
Classical CGH has, however, a limited resolution (10-20 Mbp). With
such low resolution it is impossible to predict the borders of the chromosomal changes or to identify changes in copy numbers of single genes and small
genomic regions. In a more advanced method termed array CGH (aCGH),
test and reference DNA are co-hybridized to a microarray of thousands to
millions of distinct genomic probes (see Figure 1.1d). The initial approach
used arrays of DNA from genomic clones such as BAC [51], providing complete genome tiling at Mbp resolution [60]. Next, cDNA arrays were used to
probe genomic content at the loci of transcribed genes [53, 29, 26, 14]. The
current approach to aCGH, developed in recent years, uses synthetic oligonucleotide probes, which can be used to detect changes in DNA copy number
of relatively small chromosomal regions [59, 11, 10, 6]. Due to the freedom
of design, using oligonucleotides arrays the resolution can, in theory, be finer
than single genes. An example of the evolution of the aCGH platform is
given in Figure 1.2. For an overview of aCGH and its applications in cancer,
see [50].

1.1.3

Computational Aspects of aCGH

The computational tasks associated with array CGH can be divided into two
categories:
• Tasks related to the design of oligonucleotide CGH arrays. A CGH array contains a limited number of probes, although the specific sequence
of the probes may differ between arrays. Given a particular biological
target and a set of constraints for the particular application, selection
of an optimal set of probes is a multi-parameter optimization problem.
• Tasks related to the analysis and interpretation of aCGH data. The
data derived from an aCGH assay provides information regarding the
DNA copy numbers at different genomic loci. Extracting biological
meaning from this data involves several computational problems including data processing, pattern recognition and the integration of data
from multiple samples as well as other sources.
7
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Figure 1.1: Comparative Genomic Hybridization (CGH): a) Total genomic DNA
is extracted from test and reference samples; b) DNA is differentially labeled with
fluorescent dyes; c) labeled DNA is co-hybridized to normal metaphases, or d) labeled
DNA is co-hybridized to a microarray containing DNA probes (aCGH).

Design of aCGH Arrays Selecting the set of probes for a particular
aCGH application involves the optimization of the trade-off between three
different parameters of the probes:
1. Sensitivity is a measure of a probe’s ability to strongly interact with
its target, and is typically assessed by considering the thermodynamic
stability of the probe-target complex. When selecting a complete set
of probes for an aCGH array it is important that the sensitivity of all
probes will be comparable under the same experimental conditions.
2. Specificity is a measure of a probe’s ability to discriminate between
its intended target and other non-specific molecules it might cross hybridize to, and is typically assessed by considering the similarity of the
target to the expected molecular background. In the context of an
aCGH assay, this means reducing the expected cross-reactivity of the
probe to the entire genome.
3. Coverage – When an array is designed for the purpose of pinpointing
8
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Figure 1.2: The evolution of aCGH. Copy number changes in Chromosome 17 of
a breast cancer cell-line BT-474 measured by aCGH: a) BAC array (28 probes) [60],
b) cDNA array (364 probes) [54], and c) oligonucleotide array (2,117 probes) [6].
genomic breakpoints, an important consideration in the design is to
minimize the uncertainty at which the breakpoints are mapped, wherever they may be. Thus, probes should be somehow uniformly spaced,
so as to be not “too far” from the location of any possible breakpoint.
Analysis of aCGH Data Following an aCGH experiment, the derived
DNA copy number ratios are mapped to the genomic coordinates of the
probes. Assuming that the reference sample is a normal genome, the increases and decreases in the measurements provide a map of the deletions
and amplifications in the genome of the test sample (see, for example, Figure 1.3a).
However, biological interpretation of aCGH data is not trivial. One of the
9
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central goals of DNA copy number analysis is to identify genes (and other genomic elements) whose biological function is affected by genomic aberrations,
and whose altered behavior has a functional effect on tumor development.
To this end, computational analysis of aCGH data presents tasks of data
processing and interpretation, as well as tasks involving comparison of data
from multiple experiments and of different types. The computational issues
that will be discussed in this work are:
1. Data Centralization – Assuming that the reference is a normal genome,
we typically seek to normalize aCGH signals, such that a “normal”
number of copies is represented by a standard value of 0 (on a logarithmic scale). Since data is not guaranteed to be (and typically isn’t)
normally distributed, or even symmetrically distributed, the task of
setting the baseline is not a trivial one.
2. Aberration Calling – Given the (noisy) genomic copy number signal,
the most basic analysis step is to accurately reconstruct the genomic
aberration structure. Practically, we seek the set of aberrations (genomic segments and their respective amplification/deletion levels) that
best explain the observed data. For an example of aberration calls in
aCGH data see Figure 1.3b.
3. Common Aberrations – Given the large degree of instability of the
genome in cancer cells, most of the genomic aberrations that are detected using aCGH are random events. One way of identifying aberrations of biological importance is to determine aberrations that are
significantly more common than would be expected at random, in a
given set of samples. The existence of common genomic aberrations
suggests that some of the random events are being selected in the evolutionary tumor development process.
4. Downstream Effects of Genomic Aberrations – An additional strategy
for identifying genomic aberrations with biological significance is to
correlate the existence of specific aberrations with different downstream
elements such as expression levels of resident or distant genes, or with
phenotypic data such as response to drug treatment.

10
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Figure 1.3: a) DNA copy number from array CGH of colon cell-line HT29 (Data
from Barrett et al [6], Appendix A.1). X-axis represents position along chromosome 8.
Y-axis represents log2 ratio between the test and reference (normal) measurements. b)
Aberration calls for same data – red line denotes amplification, green line — deletion.
Dashed lines denote the estimated breakpoints of the aberrations.

1.1.4

Related Work

Only a small number of papers describe computational aspects of probe design for aCGH. Clearly, probe design issues did not arise in earlier stages of
the evolution of the aCGH technology, since DNA of “natural” design (BAC,
cDNA) was used. The first oligonucleotide arrays that were used for aCGH
were expression arrays (that is, microarrays that were originally designed for
measuring expressed mRNA). Some basic probe selection techniques, using
BLAT sequence alignment to the complete human genome, were employed to
filter the probes that were predicted to be unsuitable for aCGH (i.e. probes
with no or multiple hits to the complete genome) [11]. Little information regarding probe design issues is given in further studies, using oligonucleotide
arrays design for genomic DNA, presumably since these are mostly commercial arrays (e.g. [10]). Some probe design criteria were provided by Lucito
and co-workers for the representational oligonucleotide microarray (ROMA)
[43]. These include criteria for thermodynamic homogeneity (GC content,
AT/GC runs), as well as criteria for probe uniqueness (based on sequence
alignment to the entire genome). To the best of our knowledge, published
work on probe design for aCGH focuses only on probe sensitivity and specificity parameters, an not on any type of genome coverage criterion.
Computational aspects of aCGH data analysis, on the other hand, have
received significantly greater attention in the literature. A surprising number
11
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of different algorithms have been suggested for the most basic computational
problem of aCGH data analysis, that of determining the boundaries of amplification and deletion events in measurement data from a single sample. The
suggested methods can be roughly partitioned into three general approaches:
• Smoothing algorithms – These are algorithms that do not detect the
aberration boundaries directly but rather attempt to smooth the data
while maintaining sensitivity to abrupt changes. Genomic alteration
events are then typically identified by using a threshold. Examples of
smoothing algorithms are GLAD, based on adaptive weight smoothing
[28], and a wavelet-based algorithm [27].
• Hidden Markov Model (HMM) based algorithms – These algorithms
attempt to model the underlying DNA copy numbers as hidden states
with certain transition probabilities and emission distributions (e.g.,
[21, 59]). Although this model seems reasonable HMM-based algorithms for aberration calling typically show relatively poor performance,
presumably since more complex properties of the data are ignored (e.g.
sample heterogeneity).
• Segmentation algorithms – Many of the the suggested algorithms do
not detect genomic aberrations directly, but rather attempt to identify
genomic breakpoints by detecting abrupt changes in the DNA copy
number vector. The output of these algorithms is a segmentation of
the data into segments that are relatively homogeneous, and the aberration calling (i.e. labeling of each segment as amplified, deleted or
normal) is done in a subsequent step. Probably the most popular of
the segmentation methods is CBS (Circular Binary Segmentation algorithm [49]). Other segmentation algorithm are ChARM [47] that uses
an edge detection filter, and CLAC [64], that is based on a top-down
clustering approach.
Of the three approaches described above, the most successful is considered
to be the segmentation approach, since it does not assume much about the
data (unlike the HMM approach), yet gives meaningful results at the highest
resolution afforded by the array (unlike the smoothing approach). A comparison study of some of these algorithms was published by Lai et al [35]. It
should be noted that algorithmic efficiency is not discussed in any of these
studies, and some of the more successful algorithms are relatively slow. For
12
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example, an improved version of CBS takes an order of hours to segment a
typical dataset [63].
As noted before, many of the aberration patterns detected in the genomes
of cancer cells are a result of random recombination events that are characteristic of the high level of genomic instability in these cells. Most studies
that attempt to uncover biological insight from the aberration patterns do
so by analyzing a large set of samples, and identifying genomic regions in
which aberrations of a certain type are frequent. The most popular method
for visualizing aberration frequency, the penetrance score, is calculated as
the fraction of the samples that contain an amplification (or deletion), and
is typically plotted as a function of the genomic position (see Figure 1.4).
For examples of penetrance analysis of lung, breast and oral tumor panels
see [62, 48, 4].

Figure 1.4: a) Aberration calls for 41 breast cancer samples (data from [54]), red
denotes gains, green — losses; b) Penetrance plot for same data. Red and green curves
denote the frequency of amplifications/deletions in the dataset.

13
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Although it is a useful visualization tool, the penetrance score itself does
not convey any information regarding the statistical significance of common
aberrations. To date, little attention has been given in the literature to formal treatments of this task. An important exception is the work of Diskin
et al [16]. The method described in this work, called STAC (Significance
Testing for Aberrant Copy number) addresses the detection of DNA copy
number aberrations across multiple aCGH experiments by using two complementary statistical scores in combination with a heuristic search strategy.
The significance of both statistics is assessed, and p-values are assigned to
each location in the genome by using a permutation approach. STACs search
is computationally intensive and is therefor limited to low resolution (BAC)
arrays. Furthermore, it treats gains and losses as a binary signal (as does
the penetrance score) and does not takes into account the amplitude of the
measured signal.
Perhaps the most interesting aspect of analysis of aCGH data, is the
search for downstream effects of genomic aberrations. The basic hypothesis
underlying this research direction is that the effect of genomic aberrations on
the behavior of the cancer cell is mediated by genomic elements such as genes,
or non-coding RNA, whose altered copy number causes some change in their
functionality. For example, an amplified gene may be over-expressed, causing
the coded protein to show an abnormally high level of activity. Most attention in the literature has been given to the correlation between DNA copy
numbers and expression level of protein-coding genes. Despite the existence
of some evidence to the contrary [52, 62], most studies of joint aCGH and
expression data report overwhelming correlation between changes in DNA
copy number and expression of coding genes (e.g. [54, 29, 36, 2]). A different view of downstream effects of genomic aberrations may be unveiled
by examining the correlations of changes in DNA copy number with phenotypic data, such as drug response profiles. Two recent studies using the
NCI-60 cell line panel showed that significant correlation of this type does
exist for selected genes [22, 12]. In the first of these two studies Garraway and
co-workers identified and validated the implication of an amplification of a
specific transcription factor (MITF) on the sensitivity of melanoma cell-lines
to specific chemotherapeutic agents, thus implying that direct targeting of
this amplified gene may offer a potential therapeutic approach to melanoma.

14
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1.2

Overview

In this thesis, I present the work I have done, together with different collaborators, on the development of computational tools and methods for the
design of aCGH arrays and the analysis of DNA copy number data. Most of
the work has been published in several papers that appear in an appendix of
this thesis (Appendix A).
The contribution of the work contained in these papers is summarized
in the Results Chapter. Methods for design of CGH arrays are presented
in Section 2.1 and methods for aCGH analysis are presented in Section 2.2,
including recent results whose publication is in preparation (Sections 2.2.42.2.5). Some additional related results are presented in Section 2.3. The
implications of our work are presented in the Discussion Chapter, as well as
future directions in which this work may be continued.

15
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Chapter 2
Results
2.1

Design of CGH Arrays

The progression of aCGH to the oligonucleotide microarray platform opened
a large variety of possibilities for biological applications that were infeasible
with previous platforms. If probe selection in BAC and cDNA was constricted
to existing BAC and cDNA libraries, oligonucleotide probes can be designed
for any desired genomic target, as well as for hypothetical targets (such as
rearranged genomic sequences).
Design of the first aCGH specific oligonucleotide microarrays, in collaboration with the Bio-Medical Assays Group (BMAG) at Agilent Laboratories,
was targeted at the application of measuring DNA copy numbers of the
entire human genome. The computational problems associated with this application were mostly focused on determining parameters for prediction and
assessment of probe performance and implementing efficient tools for optimal selection of high-performing probes from a large (order of 108 ) set of
candidate probes.
As oligo-based aCGH matured, applications requiring custom High-Definition
CGH arrays (HD-CGH) imposed additional optimization constraints on the
array design problem. HD-CGH arrays are typically intended to measure
changes in DNA copy number of specific genomic regions, in extremely high
resolution. Methods for optimizing probe coverage, in addition to probe
performance, are required in this setting.
17
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2.1.1

Optimization of Probe Performance

The advancement of a robust and flexible oligonucleotide aCGH platform, in
collaboration with the Bio-Medical Assays Group at Agilent Laboratories, is
described in the following paper [6]. Here I summarize the computational
aspects of this, and related, work:
• M.T. Barrett, A. Scheffer, A. Ben-Dor, N. Sampas, D. Lipson, R. Kincaid, P. Tsang, B. Curry, K. Baird, P.S. Meltzer, Z. Yakhini, L. Bruhn,
and S. Laderman. “Comparative Genomic Hybridization using Oligonucleotide Microarrays and Total Genomic DNA”.
PNAS, Vol. 101, No. 51, 21 December 2004, pp. 17765-17770. (Appendix A.1)
The first attempt to measure copy numbers of genomic DNA using an
oligonucleotide microarray was performed on an expression array (human
1A microarray, Agilent Technologies) containing probes for 17,086 unique
genes. This set of probes was filtered by comparing all probe sequences to the
sequence of the entire human genome (UCSC build hg12, June 2002 [33]). 755
probes were removed since they were not contiguous in the genome, probably
due to crossing of exon-intron boundaries or errors in transcript sequences.
5,175 additional probes that, although unique in the transcriptome, gave
more than one hit in the genome were also removed from the analysis.
To begin exploring the freedom of design that oligo arrays allow, we
created arrays that included 21,253 probes representing unique genomic sequences that span chromosomes 16, 17, 18 and X at average spacings of
16, 10.5, 23 and 31 Kbp, respectively. These probes, in contrast to the
probes on the expression arrays that are restricted to the 3’ regions of expressed sequences, represent unique genomic sequences, include coding and
non-coding sequences, and have a narrower range of Tm (melting temperature) values. The initial assessment of the performance of the array was done
by hybridization to cell lines with variable copy numbers of the X chromosome (1-5 copies), compared to 2X DNA as reference. Figure 2.1 shows a
comparison of the median log-ratios for the X-chromosome probes from these
hybridizations on the expression array (373 probes) and the CGH array (4,878
probes). Notably, the median ratios for the measured values on the CGH arrays are in closest agreement with the expected values (−1, 0, log2 32 , 1, log2 52 ).
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Figure 2.1: Performance of expression and CGH arrays for detecting varying copy
numbers of X chromosome. Median and standard deviations of measured fluorescence
log-ratios of X-chromosome probes, vs their theoretical values for a) expression array
(373 probes), slope=0.47; b) CGH array (4,878 probes), slope=0.99. For full details
see Appendix A.1, Figure 3.

The probes on chromosomes 16, 17 and 18 were used for demonstrating the
ability to detect genomic aberrations in several biological model cell lines.
As mentioned in the Introduction (Section 1.2), two different types of
parameters control the performance of an oligonucleotide probe. Sensitivity
is a measure of the probe’s ability to strongly interact with its target, and
is assessed by considering the thermodynamic stability of the probe-target
complex (e.g. Tm – the melting temperature of the probe-target duplex, and
∆∆G – the change in free energy during the hybridization reaction). In
designing the CGH array measures were taken to make the range of probe
Tm as narrow as possible, thereby increasing the uniformity of the probes’
performance under the assay conditions. Overall, considerations of probe
sensitivity for CGH arrays are similar to those for expression arrays, and will
not be described here.
Specificity is a measure of a probe’s ability to discriminate between its
intended target and other non-specific molecules it might cross hybridize to,
and is assessed by considering the similarity of the target to the molecular
background. The molecular background of an aCGH assay is the entire
genome (3 · 109 bp) in contrast with the much smaller transcriptome (order
of 107 bp) that is the background of an expression profiling assay.
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Homology to the human genome background was assessed using the ProbeSpec application, that was developed by us for probe specificity analysis for
expression microarrays [41]. Basically, the application performs a indexbased search similar to BLAST [3] and reports all homologous subsequences
of the background sequence that are within a pre-specified Hamming distance, or other distance measures, from the query (target) sequence. Here,
we modified the application to account for the much larger human genome
background. Since the entire genome can not be processed (or even maintained in memory) at one time, the application was broken down into two
parts – an indexing application and a scoring application. The indexing application partitions the background into multiple exclusive subsequences that
are indexed separately, while the scoring application scores the given probe
sequences by sequentially loading and searching each of the index files.
The degree of agreement between measured and theoretical values for the
probes on chromosome X was used to optimize parameters for prediction of
probe quality. A large number of 60-mer probes, with varying specificity attributes, were used to measure 1-5 copies of chromosome X. For each probe we
calculated a slope parameter, according to a linear fit between measured and
theoretical values (theoretically, the value of the slope is unbounded; practically, it varies from 0=no specificity to 1=complete specificity). We then
analyzed the ability of different parameters of probe specificity to separate
the poorly-performing probes (in terms of slope) from the well-performing
probes. Figure 2.2 demonstrates one of the parameters that we found to be
a good predictor of probe performance: minDist – the minimum Hamming
distance between the probe sequence and all subsequences of the background.
minDist predicts the availability of background subsequence which can form
a stable duplex with the probe. As can be seen in Figure 2.2, there is a clear
value of minDist at which the performance of the probes decreases dramatically. Note the anomaly of probe performance at high values of minDist,
which may be explained by bias of GC content in the genome.
Following these results, a probe quality score was derived, composed of
the above-mentioned specificity score and other measures of probe sensitivity.
A high-throughput distributed version of ProbeSpec (running on a 20 CPU
cluster) was then used to create a complete catalog of high-quality probes
for the entire human genome (∼ 8 million probes).
An independent validation of the predictive value of the probe quality
score was demonstrated in a different study. A HD-CGH array was designed
20
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Figure 2.2: Parameters used for prediction of probe specificity vs probe performance
measured on a series of 1-5 copies of Chromosome X: minDist, the minimum Hamming
distance between the probe sequence and all subsequences of the background. Bottom
panel depicts value of minDist for 20,000 probes, ranked in increasing order; and top
panel depicts the respective performance of the probes (slope, see text for details).
Plots were smoothed for clarity.

for mapping a previously known 3-copy segment of Chromosome 17 in a
human fibroblast cell-line. Due to the required high density, probes with
varying quality scores were included in the array design. The probes’ ability
to correctly measure the 3 copies of DNA as a function of their predicted quality score is depicted in Figure 2.3, demonstrating that high-quality probes
indeed show significantly superior performance.

2.1.2

Optimization of Probe Coverage

The resolution at which genomic alterations can be mapped by means of
oligonucleotide aCGH is limited by two factors: the availability of highquality probes for the target genomic sequence and the array real-estate.
Optimization of the probe selection process is required for CGH arrays that
are designed to probe specific genomic regions in very high resolution without
compromising probe quality constraints. The following paper addresses the
21
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Figure 2.3: Demonstration of the predictive power of the probe quality score. a)
CGH measurements of a 1Mbp segment of Chromosome 17 of a human fibroblast
cell-line, containing a transition from 2 to 3 copies (941 probes). b) Quality scores of
the probes used in this measurement. Note the significant decrease in probe quality at
the low complexity (repetitive) regions around the sequence gap at 63.5–63.6 Mbp. c)
Correlation between probe quality scores and actual measurements for 716 probes in
the 3-copy segment. Expected log-ratio levels for 2 and 3 copies are marked by dashed
lines.

problem of optimizing probe selection for high-resolution aCGH [42]. Here I
summarize the main contributions of this paper:
• Doron Lipson, Zohar Yakhini, and Yonatan Aumann, “Optimization of Probe Coverage for High-Resolution Oligonucleotide
aCGH”. Bioinformatics, 23(2):e77-e83, 2007. (Appendix A.2)

Probe Coverage Problem As mentioned in the previous section, two
types of parameters are typically considered when evaluating candidate probes
for hybridization assays: sensitivity and specificity. When designing oligonucleotide probes for high-resolution aCGH an additional criterion should also
be taken into consideration - that of coverage. Specifically, when an array is
designed for the purpose of pinpointing genomic breakpoints, an important
consideration in the design is to minimize the uncertainty at which the breakpoints are mapped, wherever they may be. Thus, probes should be somehow
uniformly spaced, so as to be not “too far” from the location of any possible
breakpoint. Two factors limit the precision that can obtained:
22
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• With a limited array capacity, probes cannot be placed at each genomic
location. Rather, they must be spread across the region of interest. In
this case, the localization of a genomic event can only be determined by
the pair of flanking probes. We shall seek that for all genomic locations,
the gap between this pair of probes is as small as possible.
• Some genomic regions do not contain any candidate probes, or only
probes of poor quality. In such cases, large gaps between probes are
inevitable. Any breakpoint occurring within these gaps can only possibly be localized to within the pair of candidate probes bordering the
gap.
Thus, we seek to choose a set of probes that is uniformly close to all genomic
locations – whenever possible, and as close as possible to the points within
the large gaps. The following definition captures this intuition:
Definition 2.1.1 (Whenever Possible (WP) -cover) Given a genomic
region G, a set of candidate probes P and a parameter , a subset C =
(c1 , . . . , ck ) ⊆ P is a whenever possible -cover of G with respect to P if for
any genomic location x ∈ G, the following holds. Let ci and ci+1 be the two
selected probes closest to x from the left and from the right, respectively (if
x < c1 then c0 is set to be the left-end of G, and for x > ck , ck+1 is the
right-end of G). Then, one of the following holds:
1. ci+1 − ci ≤  (i.e. the flanking selected probes are within  distance of
each other), or
2. there is no candidate probe between ci and ci+1 .
For such a cover C, we say that the resolution of C is .
Assume that we are given as set of probes P = (p1 , . . . , pn ) identified by
their genomic location: P ⊂ N. Let q : P → R+ be the quality function
associating a quality score with each probe (local measures of quality are
also applicable). Given a fixed number of probes in the array, the problem
of designing an aCGH array is therefore a bicriteria optimization problem:
Select a subset of probes that are (i) of high quality (ii) with high resolution.
A standard approach to such bicriteria problems is to optimize one criterion,
given a constraint on the other. In our case, this gives rise to the following
optimization problem:
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Problem 2.1.2 (Probe Selection – Resolution Optimization) Given an
integer k, genomic region G and quality threshold τ , find the minimal possible
resolution ∗ and a probe subset C ⊂ P such that:
1. |C| = k,
2. C contains only τ -good probes,
3. C is a WP ∗ -cover of G with respect to the τ -good probes.
UniProbe Algorithm Given a quality threshold τ we can filter P to include only τ -good probes. In order to solve the resolution optimization problem, we first consider the reverse optimization problem:
Problem 2.1.3 Given a genomic region G and a fixed value of , find a WP
-cover C for G of minimal size.
It is easy to show that a greedy algorithm solves this problem in linear time
(see Appendix A.2, Algorithm 1).
In the probe selection problem, we are given a number k of probes and
seek to optimize the resolution. We do so by performing a binary search
on the resolutions, using the greedy algorithm as the decision criteria. The
procedure performs a binary search for the optimal  within the range [1, |G|].
Clearly, the optimal  is a distance between some two probes pi , pj ∈ P̄
(otherwise,  could be reduced to the closest distance). There are O(n2 )
such pairwise distances. Thus a balanced binary search could pinpoint the
optimal value in O(log n) recursive calls. However, these O(n2 ) pairwise
distances are not provided to us explicitly, and enumerating them all would
take O(n2 ) steps by itself. Thus, we seek to somehow perform a balanced
binary search on this O(n2 )-sized space without explicitly enumerating it.
Interestingly, this can be done in O(n log n) time. The key element is to find
a good split value (pivot) in linear time. We provide a randomized procedure
to find such a split value efficiently (see Appendix A.2, Algorithm 3). The
algorithm is implemented in an application called UniProbe.
Application We demonstrate the application of UniProbe on a typical
scenario of high-resolution probe design. Assume we are searching for a
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genomic breakpoint at the 6 Mbp p-terminus of chromosome 10. Given a set
of 82,500 quality-scored candidate probes taken from a probe database, we
would like to select 3,000 oligonucleotide probes that offer the best guaranteed
resolution of detecting breakpoints. In theory, placing the probes at equal
spacing would provide a guaranteed 2Kbp resolution, in the sense that the
genomic distance between each pair of consecutive probes would be 2Kbp.
However, achieving this theoretical resolution is impossible due to unclosed
gaps in the genomic sequence and regions with low quality probes.
We compare the set of probes selected by UniProbe to two different naive
methods for uniformly-spaced probe selection. The first method (Qual) selects probes on the basis of their quality alone, assuming that randomness
in the positions of the superior probes will lead to some degree of uniformity in their coverage. The second naive method (Bin) is based on binning:
The total genomic segment is divided into 3,000 equally-sized bins, and the
highest-quality probe in each bin is selected. Note that no probes can be
selected from empty bins, reducing the total number of selected probes to
below 3,000.
Figure 2.4a compares of the resolution performance of the different algorithms – Qual, Bin, and UniProbe with three different values of τ : 0.5,
0.75 and 0.85. For each algorithm, and for each genomic distance d ≤ 6Kbp,
we note the fraction of genomic positions in the entire segment that lie within
gaps of size ≤ d between adjacent selected probes. For comparison we depict
the optimal performance that could be expected from probes that are placed
at equal spacing along the segment (Unif ). Figure 2.4b depicts the quality
distributions of the selected probes.
The algorithm UniProbe guarantees a “whenever possible” resolution
of  = 2080 − 2260 for different τ , and some 80% of all genomic positions
are located within gaps of size ≤  between adjacent selected probes. The
remaining 20% are located within gaps that cannot be probed at the guaranteed resolution. The new algorithm outperforms Qual and Bin for all
three values of τ . Overall, the resolution obtained by UniProbe is close to
optimal, with values of  approaching the optimal 2Kbp. The quality of the
probes selected by UniProbe, although slightly inferior to those selected by
Bin, are still satisfactory high.
The power, and limitations, of high-resolution mapping of genomic breakpoints by HD-CGH were demonstrated in a study designed to map a 3-copy
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Figure 2.4: Comparison of the resolution performance of the naive algorithms
Qual and Bin, and the new algorithm UniProbe (UP) with quality threshold τ =
0.5, 0.75, 0.85. a) Resolution performance – the curve for each algorithm describes
the fraction of genomic positions within the target genomic segment that lie within
a gap of up to the given size between adjacent selected probes. Unif describes the
theoretical optimal result that could be expected from probes that are placed at equal
spacing along the segment. b) Quality performance – the curve for each algorithm
describes the distribution of quality scores of the selected probes.

gain of a segment of Chromosome 17 in a human fibroblast cell-line 1 . This
gain is believed to be associated with the malignant transformation of this
cell-line and was previously characterized at low resolution [46]. The target
of this study was to characterize the breakpoint in high resolution, and reveal
any genes that are affected by it.
The HD-CGH array designed for this project contained 9,200 probes for
Chromosome 17, 950 of them spanning a 1 Mbp segment that was previously found to contain the genomic breakpoint ( = 580. The low number
of probes, with respect to the expected number at this resolution was due
to large regions of repetitive sequence, see Figure 2.3b). The results of hybridization of genomic DNA of the cell-line to this array were conclusive:
The breakpoint could be mapped into the boundary between two exons of a
transcription factor located in this genomic segment (see Figure 2.5). The
biological consequence of this genomic event, as well as a possible fusion to
Chromosome X, are under current investigation.
An additional insight may be derived from this result. Despite the highresolution of the array, the detected breakpoint was mapped into a 4Kbp
1

I thank Yossi Buganim and Varda Rotter from the Department of Molecular Cell
Biology at the Weizmann Institute for their collaboration on this project
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Figure 2.5: HD-CGH analysis of genomic breakpoint in 17q: a) CGH measurements
of 1 Mbp segment of 17q in human fibroblast cell-line (2 and 3 copies denoted by
dashed lines). b) Alignment of detected breakpoint to UCSC genome browser [33]
maps breakpoint onto intronic sequence of a transcription factor.

gap between adjacent probes. No decent-quality probes could be obtained in
this gap, making this result unavoidable. The fact that the breakpoint of the
genomic event occurs at this low-complexity repetitive sequence is probably
not a coincidence and underlines the fact that genomic breakpoints have
an inclination to take place at repetitive sequences. Therefore, our ability
to map such breakpoints at ultra-high resolution using any sequence-based
technology may be inherently limited.
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2.2

Analysis of aCGH Data

The output of an aCGH assay is vector of DNA copy number values that
can be mapped to the genomic coordinates of the probes (e.g., Figure 1.3a).
Biological interpretation of this vector is performed at two levels. First is the
interpretation of the genomic aberrations at a single-sample sample. This
involves normalization of the data, and identifying genomic segments that
contain a deletion or amplification. The second level includes analyses of
panels of multiple samples, attempting to discover biologically-meaningful
patterns that emerge from the background of seemingly random genomic
aberration events.
Here I will describe our approach to normalization and aberration calling
in DNA copy number data from a single sample, based on a highly-efficient
algorithm called Stepgram. Stepgram is now used as a basic data processing
tool in several aCGH analysis packages, including the commercial CGHAnalytics [1]. I will also describe some of our work on biological interpretation
of DNA copy number changes, based on a statistical framework for analysis of
common aberrations, and integration of aCGH, expression, and drug response
profile data on the NCI-60 panel of cell-lines.
In a recent study, we used CGH arrays to measure the time-course of
replication of genomic DNA in mouse cells. Despite the drastically different
biological nature of this process we used the tools developed for analysis of
genomic aberrations to characterize the different segments of the genome that
are replicated at various stages of the S-phase of the cell-cycle. The results
obtained in this study demonstrate the applicability of these tools to a wide
range of applications.

2.2.1

Aberration Calling

The first step in analyzing DNA copy number data from aCGH arrays consists of identifying aberrant (amplified or deleted) regions in each individual
sample. Our approach to this problem, including several efficient algorithms
for data analysis, is described in the following paper [37]. Here I summarize
the main contributions of this paper:
• Doron Lipson, Yonatan Aumann, Amir Ben-Dor, Nathan Linial, and
Zohar Yakhini. “Efficient Calculation of Interval Scores for
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DNA Copy Number Data Analysis”. Proceedings of RECOMB
’05, LNCS 3500, p. 83, Springer-Verlag, 2005. Also in Journal of Computational Biology, Vol. 13, No. 2: 215-228, 2006. (Appendix A.3)
As described in the Introduction (Section 1.1.4) current literature on analyzing DNA copy number data describes several approaches to the task of
calling aberrations, the most popular of which are based on segmenting the
data into relatively homogeneous segments based on identification of abrupt
changes in the distribution of the data points (e.g. [64, 49]). Our approach
differs from others by the fact that we search directly for genomic intervals with consistent high or low signals which significantly deviate from the
baseline (corresponding to a normal genome), rather than searching for the
breakpoints.
The Maximum Scoring Interval Problem Let V = (v1 , · · · , vn ) denote a vector of DNA copy number data for a genomic segment (e.g., a chromosome), where vi denotes the (normalized) data for the i-th probe along
the segment. The underlying model of chromosomal instabilities suggests
that amplification and deletion events typically span several probes along
the chromosome. Therefore, if the target chromosome contains amplification
or deletion events then we expect to see many consecutive positive entries
in V (amplification), or many consecutive negative entries (deletion). On
the other hand, if the target chromosome is normal (no aberration), we expect no localized effects. Intuitively, we look for intervals (sets of consecutive
probes) where signal sums are significantly larger or significantly smaller than
expected at random. To formalize this intuition we assume (null model) that
there is no aberration present in the target DNA, and therefore the variation
in V represents only the noise of the measurement.
Assuming that the measurement noise along the chromosome is independent for distinct probes and normally distributed, let µ and σ denote the
mean and standard deviation of the normal genomic data (typically, after
normalization µ = 0). Given an interval I spanning |I| probes, let
X (vi − µ)
p
.
ϕ(I) =
σ |I|
i∈I
Under the null model, ϕ(I) has a Normal(0, 1) distribution, for any I.
Thus, We can use ϕ(I) (which does not depend on probe density) to assess
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the statistical significance of values in I using a large deviation bound [19].
Given a vector V , we therefore seek all intervals I with |ϕ(I)| exceeding a
certain threshold. Setting the threshold to avoid false positives we report
all these intervals as putative aberrations. This formulation gives rise to the
following optimization problem:
Problem 2.2.1 (Maximum Scoring Interval) Given a vector V , find the
interval I ⊆ [1, n] that maximizes the score ϕ(I).
Clearly, finding the interval with maximal score can be done by exhaustive
search, checking all possible intervals. However, even for a single sample case
this would take O(n2 ) steps, which rapidly becomes time consuming, as the
number of measured genomic loci grows to tens of thousands. Moreover,
even for n ≈ 104 O(n2 ) does not allow for interactive data analysis, which is
called for by practitioners.
LookAhead Algorithm We describe two algorithms for finding the interval with maximal score in subquadratic time. The first, called LookAhead,
is a branch-and-bound approach. The algorithm operates by considering all
possible interval start-points, in sequence. For each start-point i, we check
the intervals with endpoints in increasing distance from i. The basic idea is
to try and not consider all possible endpoints, but rather to skip some that
will clearly not provide the optimum. Assume that we are given two parameters t and m, where t is a lower bound on the optimal score (t ≤ maxI ϕ(I))
and m is an upper bound on the value of any single element (m ≥ maxi vi ).
Assume that
an interval of length k: I = [i, i + k − 1]
P we have just considered
σ
√
with σ = i∈I vi , and ϕ(I) = k . After checking the interval I, an exhaustive algorithm would continue to the next endpoint, and check the interval
I1 = [i, i+k]. However, this might not always be necessary. If σ is sufficiently
small and k is sufficiently large then I1 may stand no chance of obtaining
ϕ(I1 ) > t. Thus, using these parameters we can determine the first value
of x for which ϕ(Ix ) has a chance of surpassing t, and skip the next (x − 1)
intervals.
The improvement in efficiency depends on the actual number of endpoints
that are skipped. This number, in turn, depends on the tightness of the two
bounds t and m. Various considerations and pre-processing procedures can
be used to achieve improved bounds, where the most efficient variation yields
a practical O(n1.5 ) running time (see Appendix A.3, Algorithm 2).
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Geometric Family Algorithm A second algorithm, is based on a linear
time approximation scheme. We define a family I of intervals of increasing
lengths, the geometric family, as follows. For integral j, let kj = (1 + )j and
∆j = kj . For j = 0, . . . , log(1+) n, let


n − kj
I(j) = [i∆j , i∆j + kj − 1] : 0 ≤ i ≤
∆j
In words, I(j) consists of intervals of size kj evenly spaced ∆j apart. Set
log
n
I = ∪j=0(1+) I(j). The approximation algorithm, named GFA (for Geometric Family Approximation), simply computes scores for all J ∈ I and outputs
the highest scoring one (see Appendix A.3, Algorithm
prove that, for
p 1). We −1
 ≤ 1/5, this algorithm provides an α() = (1 − 2(2 + )) approximation to the maximal score. Note that α() → 1 as  → 0. Hence, the above
constitutes an approximation scheme. The complexity of the algorithm is
determined by the number of intervals in I. For each j, the intervals of Ij
n
are ∆j apart. Thus, |Ij | ≤ ∆nj = (1+)
j . Hence, the total complexity of the
algorithm is:
log(1+) n

|I| ≤

X
j=0

∞

n
nX
(1 + )−j ≤
(1 + )−j = −2 n = O(n−2 )

 j=0

Let M be the maximum score of the intervals in I. To find the maximal
score of all intervals, we concentrate only on intervals J ∈ I with ϕ(J) ≥
M/α. For each interval J we define the cover zone of J to be those intervals I
for which J is the leftmost largest interval. We then search these cover zones
using LookAhead for the true optimum. Although the worst-case running
time of GFA is O(n2 ), its practical running time is linear.
Applications Figure 2.6 depicts results of benchmarking the Exhaustive,
LookAhead and GFA algorithms on synthetic data as well as data from
biological origin. Although GFA appears to show the best asymptotic performance (linear), for current values of n both LookAhead and GFA perform
equally well, outperforming the exhaustive approach significantly.
Above, we presented algorithms for finding the single highest scoring interval. Practically, we are interested in finding all intervals with scores above
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Figure 2.6: Benchmarking results of the Exhaustive, LookAhead and GFA algorithms on synthetic vectors of varying lengths and six biological DNA copy number
vectors from [54] and [29]. Running times are in seconds; simulations performed on a
0.8GHz Pentium III (see Appendix A.3, Table 1 for details). Linear regression to log-log
plots suggest that running times of the Exhaustive, LookAhead and GFA algorithms
are O(n2 ), O(n1.5 ) and O(n), respectively.

some given threshold τ , as well as significant negative scores. Finding multiple aberrations is obtained by first finding the top scoring aberration in V
or its inverse, −V , and then recursively operating on the remaining left and
right intervals. We may also find nested aberrations by recursing within the
interval of aberration. The complete recursive algorithm, using LookAhead
as the internal routine for finding the maximum scoring interval, was implemented as a standalone application called Stepgram, available publicly at:
http://bioinfo.cs.technion.ac.il/stepgram/.
Figure 2.7 depicts genomic aberration identified by Stepgram in aCGH
data of Chromosome 11 of a breast cancer cell line (BT-474 – data from [6]).
All aberrations with scores τ > 6 were identified, including nested intervals.

2.2.2

Centering of aCGH Data

Calling aberrations in DNA copy number data is based on deviation from
some baseline representing the “normal” copy number. Little attention has
been given in the literature to the problem of automatically setting this
baseline. However, traditional methods such as using the average or median
of the data fail for highly-aberrant genomes such as those of cancer cell lines,
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Figure 2.7: Significant alterations in breast cancer cell line BT-474, Chromosome
11 (2,072 probes, data from [6]), identified by Stepgram with threshold τ = 4. a)
Raw aCGH data; b) Identified aberrations: Red intervals denote amplifications, green
intervals — deletions.

due abnormality of the distribution of the measurements. Our approach to
the problem of aCGH data centering is described in the following paper [39].
Here I summarize the main contributions of this paper:
• Doron Lipson, Amir Ben-Dor, and Zohar Yakhini. “Determining the
Center of array-CGH Data”. In preparation. (Appendix A.4)
The basis for assigning a statistical aberration score to an interval involves
the assumption of a zero value for the data – the mean around which we
expect the data to be distributed when no aberration occurred. Currently,
aCGH data fluorescence ratios are typically normalized for each array by
setting the average log fluorescence ratio for all array elements to zero. For
illustration, consider a male vs female aCGH assay. As all probes residing on
chromosome X are expected to yield a non-zero log fluorescence ratio and all
other probes are expected to yield signals centered around zero we don’t, in
fact, expect the normalization above to yield a value that represents the real
center of the diploid part of the sample. In this case, it is easy to overcome
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the problem by excluding the X chromosome from the centralization process,
but in most cases the aberrant regions of the genome are not well defined
a-priori.
Our approach to aCGH data centralization originates from the following
principle: Map the center of the aCGH data vector to a value that yields
the simplest explanation of the data – the one postulating a minimal number
of aberrations. In samples that are mostly diploid (e.g. the male vs female
discussed above) the center value will correspond to a copy number of 2.
This is not necessarily the case in tumor samples or cell-lines that contain
aneuploid genomes. In these cases, the center value will correspond to the
most common ploidy of the sample, possibly different than 2. However, in
these cases the definition of the “correct” baseline, from the biological point
of view, is not clear to begin with.
We describe a method for centralizing a given DNA copy number vector V = (v1 , · · · , vn ). The output of this method is a correction value (the
zero-value, ζ), which is to be subtracted from each individual measurement
in order to correctly centralize the data. For a given aberration-calling algorithm (such as Stepgram, defined in the previous section) its output can
be viewed as a partition of probes into two sets: those that lie within called
aberrations (aberrant probes), and those that do not (non-aberrant probes).
The principle of our method is to select a zero-value that minimizes the fraction of non-aberrant probes. We do so by scanning some range of putative
zero-values and computing, for each zero-value a, the fraction of non-aberrant
probes – f (a). The chosen zero-value will the one for which a maximal fraction of non-aberrant probes is attained:
ζ = argmaxa f (a)
Figure 2.8 demonstrates the effect of centralization on the aberration
calls of a cell-line with a complex genome. The measured function f (a) of
this data is depicted in Figure 2.9. The precision of the obtained value ζ
is dependent mostly on the resolution of the scan of putative values. The
resolution of the scan is, of course, limited only by the efficiency of aberrationcalling algorithm, which is called upon repeatedly. Two features allow us
to significantly increase the resolution of the scan and consequently – the
accuracy of ζ, achieving an interactive-time centralization algorithm:
• The use of a highly efficient aberration-calling algorithm, such as Step34
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Figure 2.8: aCGH data from human breast cancer cell-line T47D (6,044 probes)
[54]. Aberration calls based on setting the center of the data (the baseline) to a) the
average of the data, b) the most common ploidy, using the methods described here.
Red intervals denote amplifications, green intervals — deletions.

gram, allows us to run the algorithm repeatedly.
• Clearly, for most samples the shape of the function f (a) and, more
importantly – its maxima, are defined by long fragments of the genome
with unvarying copy numbers, rather than by short complex patterns
that may appear in limited genomic locations. Consequently, sampling the data vector C can artificially lower the number of data points
without significantly altering the result of the centralization process
(see Figure 2.9).
The algorithm is implemented as a stand-alone application called CenterCGH, available publicly at: http://bioinfo.cs.technion.ac.il/centercgh/.
An interesting by-product of the centralization process is the function
f (a) which describes the fraction of the non-aberrant probes for a range of
putative zero-values. It is clear that this function contains relevant infor35
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Figure 2.9: The fraction of non-aberrant probes (f (a)) as a function of the putative
zero-value (a) for a human breast-cancer cell-line T47D, whose aCGH data is depicted
in Figure 2.8. Blue line represents function for raw data, pink line — sampled data
(k = 10). Here, ζ = 0.25 (dashed red line).

mation in addition to the value at which the global maximum is attained,
ζ. Further analysis of the function, exemplified in Figure 2.9, reveals several other useful characteristics of the function which are the basis for future
work:
• Multiple local optima in the function correspond to copy numbers that
are common to different parts of the genome of the sample being measured. The specific values at which these optima are attained may be
of use for assessing absolute copy numbers of aberrant regions of the
genome, as well as the absolute common ploidy of the sample’s genome.
• The width of the peaks in the function are characteristic of the uncertainty of the measured data points. These values may be used for
assessing the significance of the detected aberrations, and for assessing
the measurement quality.

2.2.3

Common Aberrations

Although efforts of computational analysis of aCGH data to date have been
focused mostly on accurate detection of aberration patterns in single samples,
it appears that most of the alterations detected in cancer samples are random
events that arise due to the large degree of instability of the genome in
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cancer cells, and do not necessarily have any direct influence on cellular
function. However, it is long known that specific genomic alterations (such as
ones exemplified in Section 1.1.1) are observed frequently in certain types of
tumors, and reflect common themes in cancer biology that have interpretable,
causal ramifications. Hence, the task of identifying and mapping common,
overlapping genomic aberrations across a sample set is of high importance;
it can provide insight for the discovery of oncogenes, tumor suppressors, and
the mechanisms by which they drive cancer development.
A computational framework for identification and statistical characterization of genomic aberrations that are common to multiple cancer samples
in a CGH data set, including several efficient algorithmic approaches within
this framework, is described in the following paper [9]. Here I summarize the
main contributions of this paper:
• A. Ben-Dor, D. Lipson, A. Tsalenko, M. Reimers, L.O. Baumbusch,
M.T. Barrett, J.N. Weinstein, A. Borresen-Dale, and Z. Yakhini, “Framework for Identifying Common Aberrations in DNA Copy Number Data”. Accepted for presentation at RECOMB ’07. (Appendix A.5)
Framework In a nutshell, the framework for identifying and statistically
scoring aberrations that are reoccurring in multiple samples consists of four
steps.
1. Aberration Calling – Each of the samples’ data vector is analyzed
independently, and a set of aberrations (amplifications and deletions)
is identified.
2. Listing candidate intervals - Given the collection of aberration sets
called for all samples, we construct a list of genomic intervals that will
be evaluated. We refer to these intervals as candidate intervals.
3. Scoring hcandidate interval, samplei – In this step, we calculate a
statistical significance score for each candidate interval with respect to
each sample.
4. Scoring candidate intervals – For each candidate interval, we combine the per-sample scores derived in the previous step into a comprehensive score for the candidate interval and estimate its statistical
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Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

significance. In addition, we also identify for each candidate interval
the set of samples that supports it.
At the end of the process, we list the top-scoring candidate intervals together
with their support sets. The framework is modular in nature, in the sense
that different algorithms and statistical models and methods can be used in
each of the different steps.
The starting point of the procedure of identifying statistically significant
common aberrations is a set of aberrant segments for each sample. We assume that, independent of the particular aberration-calling algorithm, the
set of aberration calls for a particular sample and a particular chromosome
can be represented by a step-function – a collection of discrete segments parallel to the x-axis, that together span the entire chromosome. Formally, for
a sample s, denote the length (in Mb) of the chromosome by `. A stepfunction Fs : [0, `] −→ R contains a segment for each aberration call (with
the appropriate boundaries and height), or segments of height zero for nonaberrant regions of the chromosome. An example of a suitable aberration
calling algorithm, Stepgram [37], was described in Section 2.2.1.
Next we describe three algorithms based on the framework. For simplicity,
we will describe only scores related to common amplifications, although it
is clear that symmetric scores apply to common deletions. We denote by
V = (v1 , · · · , vn ) the vector of DNA copy number data for a given sample.
Penterance Score A commonly-used measure for common aberrations is
the penetrance score, described in Section 1.1.4 and Figure 1.4. Although it
is not a measure of statistical significance, it can be used to exemplify the
different steps of the process (following the aberration calling step):
2. Candidate intervals – For the penetrance score, candidate intervals
are defined simply as the positions of the probes in the aCGH array.
3. Scoring hinterval, samplei For a given probe i and sample s the
amplification penetrance score is defined as a binary score α(i, s) =
1Fs (vi )>t for some threshold t.
4. Scoring candidate intervals The overall
penetrance score for a given
P
probe i is defined simply as α(i) = s α(i, s). As noted before, this
score does not reflect any measure of statistical significance.
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Context-Corrected Scores A variant of the penetrance score provides a
measure of statistical significance of the common aberration at the specified
probe. The significance is defined with respect to the genomic background
of each sample, as represented by the pattern of aberrations for each of
the samples. In other words, given the specific set of aberration calls for
each sample, we wish to describe our “surprise” at seeing a specific set of
aberrations co-localized at the same genomic position. Note that the context
provided for the score may be either genomic or chromosomal.
2. Candidate intervals – As before, the candidate intervals are defined
as the positions of the probes in the aCGH array.
3. Scoring hinterval, samplei The context-corrected score of a given
probe i and sample s reflects the probability of finding a probe of
similar (or higher) amplitude given the context of the sample:
p(i, s) =

|{vj ∈ V : Fs (vj ) ≥ Fs (vi )}|
.
|V |

4. Scoring candidate intervals Given a set of samples S of size m we
seek the subset of samples that will provide maximal significance. Assume, w.l.o.g., that p(i, 1) ≤ p(i, 2) ≤ . . . ≤ p(i, m). For the first k
samples, the probability of concurrently observing k or more scores of
probability p = p(i, k) or lower is obtained using the Binomial distribution (since we’re interested in at least two samples, we ignore the
first):
ρk (i) = Binom(k − 1, m − 1, p) =

m−1
X
j=k−1




m−1 i
p (1 − p)m−j−1
j

We define the score of I, to be the minimum of these scores over all
values of k, namely,
ρ(i) = min ρk (i).
k=2,...,m

Although the context-corrected penetrance algorithm will clearly detect
statistically significant common aberrations that are affecting a single probe,
its ability to detect larger significant aberrations is not guaranteed. In some
39

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

cases, a multi-probe common aberration may be significant as a whole, although the score of each single probe contained in the aberration may not
show statistical significance.
The third algorithm for identifying significant common aberrations expands the concept of a context-corrected significance score to intervals that
are larger than a single probe. We do so by modifying the the second step
of the framework:
2. Candidate intervals – Consider a particular chromosome, c, and denote by T = {[b1 , e1 ], . . . , [bk , ek ]} the set of all genomic intervals in c
that are called as aberrant in any of the samples. The set of candidate
intervals in c is defined to be all intervals in T and intersections thereof,
that is I = T ∪ {t ∩ s : t, s ∈ T }. Note that the size of I is quadratic in
k, the number of called aberrations, and can be constructed in O(n).
Following this step, we score each candidate interval as was done for the previous score (see Appendix A.5 for details). This final variant of the framework
is named CoCoA (for Context-corrected Common Aberrations).
Application We demonstrate the application of the different algorithms on
a set of 20 primary breast tumor samples [7]. Due to the relative homogeneity
of this panel, we expected to encounter common aberrations typical of breast
cancer. We first compared the three algorithms – simple penetrance, contextcorrected penetrance, and CoCoA. Overall, the three algorithms detected
similar patterns, although the specific output contained obvious differences.
Figure 2.10 depicts the output of the three algorithms for Chromosome 9 of
the breast tumor dataset.
The most prominent common aberrations in the chromosome shown are
clearly the large amplification between 110-120Mb and the smaller deletion
at 95Mb, both of which were detected by all algorithms. The results of the
simple penetrance method, which is a non-statistical method, can be interpreted loosely based on setting of some arbitrary threshold. It is clear that a
significant part of the genome can be considered to contain common aberrations if that method is used. The context-corrected penetrance method gives
improved output in the sense that only very specific parts of the chromosome
are deemed to contain common aberrations, based on a very modest threshold
ρ(I) < 10−3 . Clearly, from the biological point of view, specific output of this
40
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Figure 2.10: Common aberrations in a panel of 20 breast tumor samples [7],
chromosome 9: a) Aberration calls in each of the tumor samples (amplifications
noted in red, deletion in green); b) unweighted penetrance (fraction of samples),
c) context-corrected penetrance, d) CoCoA, where each probe was scored according
to the maximal-scoring interval containing it. Scores for last two methods are given in
− log10 ρ(I) units, only aberrations with score ρ(I) < 10−3 and larger than one probe
are denoted. Positive values denote amplifications, negative values — deletions. Some
specific common aberrations in the data are highlighted by arrows at the top of the
figure. (See Appendix A.5, Figure 2 for details).
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type, a result of the correction for the chromosomal context, is highly preferable. The superiority of the common aberrations method (CoCoA) lies in
the higher significance that it gives common aberrations that are longer than
one probe, allowing higher sensitivity for lower-amplitude common aberrations without loss of specificity. An example of the increased sensitivity is
the common amplification detected between 1-5Mb. That aberration is not
clearly visible in the output of the two methods based on single probes.
Two specific common focal deletions that were identified in the data set
are depicted in Figure 2.11. The two deletions, identified in 5q13.2 and
9q22.32, appear to be disrupting two genes with direct involvement in tumor
development – CCNB1 (a cyclin gene) and FANCC (a gene encoding a DNA
repair protein), respectively.
a)

b)

Figure 2.11: Two common focal deletions identified in a panel of 20 breast tumor
samples: a) Common deletion in 9q22.32 disrupting FANCC – a gene that encodes a
DNA repair protein (11/20 samples, ρ(I) = 10−21 ), b) Common deletion in 5q13.2
disrupting a cyclin gene CCNB1 (8/20 samples, ρ(I) = 10−11.8 ).

2.2.4

Downstream Effects of Genomic Aberrations

According to the current understanding of the process of carcinogenesis the
accumulation of alterations in genomic DNA of the cancer cells (including
mutations, changes in copy number, and other genomic rearrangements) influences the functionality of encoded genes (oncogenes and tumor suppressor
genes) and other genomic elements (e.g. non-coding RNA) which, in turn,
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modify phenotypic characteristics of the cells such as proliferation rate, sensitivity to external stimuli, and differentiation (see, e.g. [34]). Integration
of DNA copy number data with different profiling data of the same biological samples can help to elucidate the causal relationship between genomic
alterations and changes in phenotype.
In this section I will summarize our work on analysis of downstream effects
of genomic aberrations, by integration of DNA copy number, expression level
and drug sensitivity data. The first of the following two papers introduced
some initial concepts in analysis of joint aCGH and expression data [38]. The
second describes a correlative analysis of different types of measurements of
a panel of 60 cell-lines, commonly known as the NCI-60 panel [40]:
• Doron Lipson, Amir Ben-Dor, Elinor Dehan, and Zohar Yakhini. “Joint
Analysis of DNA Copy Numbers and Gene Expression Levels”. Proceedings of WABI 2004, LNCS 3240, p. 135, Springer-Verlag,
2004. (Appendix A.6)
• D. Lipson, M. Reimers, A. Ben-Dor, K. Bussey, W.C. Reinhold , M.T.
Barrett, J.N. Weinstein, Z. Yakhini. “Integrative Analysis of NCI60 Panel Reveals Candidate Key Genetic Regulators Affected
by Genomic Alterations”. In preparation.
The NCI-60 panel, consisting of 60 human cancer cell lines derived from 9
different tissues of origin, has been characterized by a wide variety of methods
at the DNA, RNA, protein, and functional levels. The cells have also been
profiled by exposure to more than 100,000 different chemical agents [24, 58,
57]. In this study we integrated new high-resolution DNA copy number data
of the NCI-60 panel with existing expression and drug activity data [58] to
identify DNA copy number changes that are affecting genetic regulators that
may be associated with sensitivity to chemical compounds.
Genomic aberrations in the 60 cell-lines were characterized by an aberrationcalling application (Stepgram [37], described in Section 2.2.1). A whole
genome aberration summary of the panel is depicted in Figure 2.12a. Several
common aberrations were identified across the panel using a method for statistical analysis of common aberrations (CoCoA [9], see Section 2.2.3). The
most striking of these is a common deletion of CDKN2A (p16), a well characterized tumor suppressor gene, which appears in approximately third of
the samples, crossing the boundaries of cell-line subtype (see Figure 2.12b).
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Figure 2.12: a) NCI-60 whole genome aberration summary. Aberrations detected
with Stepgram [37]: Red color indicates amplified interval, green color indicates deleted
interval. Rows represent the 60 cell lines (BR: breast, CNS: central nervous system,
CO: colon, LC: lung, LE: leukemia, ME: melanoma, OV: ovarian, PR: prostate, RE:
renal). b) Common deletion detected in 9p, hitting CDKN2A (p16).
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To measure the effect of genomic aberrations on expression levels we
compare the DNA copy numbers and expression levels of each individual gene
across the panel. To improve the accuracy of the DNA copy number estimate
for a given gene at a given sample we use the processed aberration level
described by the step-function at the genomic locus of the gene, rather than
its raw probe measurement. The effect of gene copy number on transcript
expression can be demonstrated at different levels:
• At the single gene/sample level: For each gene g and sample s we
have two values: DNA copy number (from the processed aCGH data)
– d(g, s), and expression level – e(g, s). Comparing these paired values
over all genes and samples (over 106 pairs) demonstrates a significant
correlation. However, overall, changes in DNA copy number account for
only 5-10% of the variance in the expression levels (see Figure 2.13a).
• At the single gene level, across the sample set: For each gene g we
~ and ~e(g) describing the matched processed DNA
have two vectors d(g)
copy number and expression level measurements across the sample set.
The correlation between these two vectors represents the effect of DNA
copy numbers on expression levels for this gene. The distribution of
all correlation values shows a significant shift, with respect to the null
distribution (see Figure 2.13b). Correlation may be assessed using different scores, most commonly:
– Pearson’s correlation coefficient is a measure of the linear dependency between the two vectors, and is the most commonly used
correlation score (e.g. [54]). However, this score is highly sensitive
to outliers.
– Partitioning the samples into two subsets, according to the existence of an gain or loss at the DNA level, enables using a Student’s
t-test to score the difference in expression levels between these two
subsets (e.g. [29]).
– Non-parametric tests, such as Spearman’s correlation coefficient,
or MDP [38].
• At the genome level, the presence of over- or under-expressed genes may
be compared to the existence of genomic amplifications or deletions,
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Figure 2.13: Overall effect of genomic aberrations on expression levels: a) Comparison of DNA copy number (binned) and expression level values at the single gene/sample
level; b) Distribution of correlations between 60-sample vectors of DNA copy number
and expression, compared to the expected distribution (by simulation); c) Enrichment
of over- and under-expressed genes in amplified and deleted genomic intervals. Each
point represents an interval, enrichment score in − log10 mHG units (see Section 2.3.1).

respectively. Interval-based enrichment analysis of over- or underexpressed genes indicates that the effect of genomic aberrations is indeed a regional effect, as could be expected, and not a per-gene effect
(see Figure 2.13c). To statistically score enrichment we developed a
non-parametric variant of the Hyper-Geometric distribution (see Section 2.3.1).
Similar to previous studies (see Section 1.1.4) a significant effect of genomic aberrations on the expression levels of resident genes is observed in the
NCI-60 datset. Many genes with known roles in carcinogenesis (e.g. NRAS,
MAPK1, TP53, and CDKN2A, see Figure 2.14) are affected by changes in
DNA copy number. However, it is expected that many other affected genes
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Figure 2.14: Genes with known roles in carcinogenesis, for which significant correlation between DNA copy numbers and expression was detected. DNA copy numbers
and expression levels given in log2 (ratio) units. Pearson correlation coefficient is indicated (r).

are only bystanders that are not directly involved in the carcinogenesis process (we call these passenger genes). Analysis of the GO annotations of genes
with significant copy number-expression correlation (using GoMiner [66]) reveals that that several cancer-related GO terms (e.g. RNA/DNA/protein
metabolism, DNA repair, cell cycle) are statistically enriched (p< 10−20 )
suggesting that genomic alteration of these genes is preferentially selected
(see Figure 2.15). However, since the effect of genomic aberrations on expression is so common, it has limited use in identified target genes, but rather
can be used for filtering candidates.
In parallel, we searched for candidate genes whose DNA copy number
and expression level show significant correlation with phenotypic characteristics, namely sensitivity to treatment over a large panel of chemical agents
(data from [58]). Analysis of correlations between DNA copy numbers and
drug sensitivity profiles have two main advantages over similar studies using
47

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

Figure 2.15: GO term enrichment analysis of significantly correlated genes (r > 0.32). All GO terms with significant
enrichment (p < 10−8 ) are colored, darker colored terms are more significantly enriched. Most significant terms include:
RNA metabolism (p < 10−42 ), DNA metabolism (p < 10−30 ), DNA repair (p < 10−24 ), protein transport (p < 10−28 ),
intracellular transport (p < 10−29 ), protein metabolism (p < 10−25 ) and cell cycle ((p < 10−21 ).
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expression level data alone. First, the DNA copy numbers, which are based
on a pre-processing aberration-calling procedure, are expected to be more
reliable than the noisier expression data (where single, or few, measurements
are typically used per gene). Second, since genomic aberrations are believed
to be initial events (i.e. they do not affect each other) our ability to discover causal relationships between aberrations and changes in phenotype is
increased. We calculated correlation between copy number data from the
entire genome to a selected panel of 1,400 chemical compounds that were
selected from the database (see [58]). The correlation patterns with a subset of these compounds, with known mechanisms of action, are depicted in
Figure 2.16. Focusing on the high-scoring correlations we identified a small
number of putative genetic regulators whose transcription levels are significantly affected by genomics aberrations, and that appear to be associated
with changes in sensitivity to specific chemical compounds. For example, the
deletion of CDKN2A in many of the cell-lines is associated with increased
sensitivity to chemical agents such as Cytarabine. The implication of MITF
as a lineage survival oncogene [22], as well as the related SOX10, are also
identified by our approach (see Figure 2.17). Current work is centered on
suggesting possible control mechanisms of putative genetic regulators, and
validation of some these regulators by means of specific siRNA experiments.

2.2.5

DNA Replication Patterns

Although the most common application of DNA copy number measurement
is clearly in detection of aberrations in cancer genomes, there are several
additional applications that can benefit from the aCGH platform. For example, different developmental disorders, such as Down’s Syndrome, result
from abnormal changes in DNA copy number. Here I will describe a different
application of aCGH involving an additional biological state in which variations in DNA copy number are encountered – the replication of DNA during
cell cycle.
Replication of the genome during the S phase of the cell-cycle is a highly
regulated process. Recent studies of the replication timing patterns in the
genomes of drosophila and human [44, 65] demonstrated significant correlation between replication timing and transcriptional activity of encoded genes,
although there are many genes that do not fit this scheme. In addition, little
is known about the genomic organization of the replication time zones. In a
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Figure 2.16: Pearson correlation between DNA copy numbers and sensitivity profiles
to 118 compounds, grouped by mechanism of action (see [58]) (right panel). Number
of compounds with significant correlation (p < 0.05, by simulation) (left panel). Y-axis
ordered by genomic position. Drug sensitivity measured in units of − log10 GI50 .

recent study, we monitored the time of replication of the mouse genome at
high temporal resolution using aCGH arrays. In this section I will describe
some of the computational aspects of this work, which will appear in the
following paper [18]:
• Shlomit Farkash-Amar, Doron Lipson, Andreas Polten, Charles Helmstetter, Zohar Yakhini and Itamar Simon, “High resolution mapping of the mouse genome replication timing suggests that
replication plays a role in gene regulation”. In preparation.
A novel synchronization technique allowed fractioning genomic DNA of
mouse into seven different fractions along the S phase of the cell cycle. To
obtain a high resolution map of the replication time zones DNA from each
fraction was amplified, labeled and hybridized to a whole-genome mouse
CGH array (Agilent Mouse Genome CGH 44K), against a whole genome reference. Analysis of the DNA copy numbers of different parts of the genome,
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Figure 2.17: Correlation of changes in gene copy number of CDKN2A and MITF
with drug sensitivity profiles. DNA copy numbers given in log2 (ratio) units, sensitivity
in − log10 GI50 units. Pearson correlation coefficients are indicated (r).

in the different fractions, revealed clear separation into early, middle and
late replicating domains. To accurately define the boundaries between the
different domains we used aberration-calling methods, described in previous
sections, to analyze the genomic signals. For each sample, we first centered
the aCGH data according to most common ploidy (using the CenterCGH
method described in Section 2.2.2), and then segmented the data according
to the different DNA copy numbers in different replication zones (using the
Stepgram method described in Section 2.2.1). Finally, to correctly compare the different fractions we recentered the data using the 10th percentile
as the baseline (this was required since a considerably larger fraction of the
measured DNA replicated at the earlier fractions than in the later fractions).
The result of the analysis process for each of the samples is depicted in
Figure 2.18a, demonstrating the significant agreement between the measurements in the different fractions (e.g. regions that show high signal in the
early fraction, show a low signal in the late fraction).
To define the characteristic replication time of each genomic segment, we
fitted the seven measurements obtained for each probe (in the seven fractions) to a Gaussian curve. For probes that gave a good fit to a a narrow
Gaussian, the peak of the Gaussian indicates the characteristic replication
time. Remarkably, 84% of the genome gave a good fit (correlation > 0.7) to
the Gaussian model (a 3-fold increase relative to the expected for randomized
data), indicating that, indeed, a most of the genome replicates in a distinct
time during the S phase. Figure 2.18c depicts the resulting replication map
for mouse chromosome 17.
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Figure 2.18: Replication time zones in the mouse genome, Chromosome 17: a)
DNA copy number measurements from 7 fractions along the S phase of the cell cycle,
red lines denote step-function; b) Example of processed measurements for 4 genomic
loci across the 7 fractions, fitted to Gaussian curves; c) Positions of peaks of Gaussian
curves define the replication map of the chromosome.

Subsequently, we used the newly-measured replication time landscape to
characterize the properties of the genomic replication zones and to explore
the correlations between replication times and gene transcription. A paper
describing the biological results of this study is in preparation [18].
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2.3

Additional Results

2.3.1

Enrichment Analysis

Many applications in computational biology require statistical assessment
of the degree of enrichment of elements from one particular subset A in a
different subset B, within a pre-specified set of elements. For example, given
a set of promoter sequences we can define A to be the subset of sequences
containing a particular motif, and B to be the subset of sequences to which a
particular transcription factor (TF) physically binds to in a ChIP (Chromatin
Immuno-Precipitation) experiment. Significant enrichment of elements of A
within B (or vice-versa) may indicate that the transcription factor recognizes
the sequence motif as a physical binding site in the DNA (e.g., [25]).
Statistical scoring of enrichment is typically done using the Hyper-Geometric
(HG) distribution, or its derivative – Fisher’s exact test [20]. However, consider the following variant of the problem: Instead of a specific subset B, we
are given a ranking of the elements in the set, and the enrichment problem is
modified accordingly: Are elements of A significantly enriched at the top of
the ranked list. Practically, this modified version of the enrichment problem
is one that typically appears in biological settings. For example, in the above
scenario the ChIP experiment would most likely result in a ranking of the
sequences by the level of binding of the transcription factor, rather than a
clear partition into binding and non-binding subsets.
A simple solution to the “ranked enrichment” problem is to partition the
ranked list into two subsets using an arbitrary threshold, thereby reverting
to the original variant of the problem. However, in many cases the choice of
this cutoff is unclear. The following paper describes a statistical method for
enrichment analysis of ranked lists, in the context of searching for sequence
motifs [17]. Here I will summarize the computational aspects of this method:
• Eran Eden, Doron Lipson, Sivan Yogev, and Zohar Yakhini. “Discovering Motifs in Ranked Lists of DNA Sequences”. PLoS
Computational Biology, 3(3):e39, 2007. (Appendix A.7)
Let N be the total number of elements in a given set (the promoter
sequences), B – the size of a given subset (sequences that the to which the
TF binds), and n – the size of the target subset (sequences that contain a
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specific motif). If X is a random variable describing the size of the overlap
between the two subsets then the probability of finding b or more elements
in the overlap is given by the tail probability of the HG distribution:
min(n,B)

Prob(X ≥ b) = HGT(b; N, B, n) =

X

n
i



i=b

N −n
B−i

N
B


.

Now, consider a set of ranked elements (by order of TF binding) and
some binary labeling of the set λ = λ1 , ..., λN ∈ {0, 1}N . The binary labels
represent the attribute (motif occurrence). The minimum Hyper-Geometric
(mHG) score is defined as:
mHG(λ) = min HGT(bn (λ); N, B, n),
1≤n<N

P
where bn (λ) = ni=1 λi (by definition, B = bN (λ)). In words, the mHG score
reflects the surprise of seeing the observed density of 1’s at the top of the
list under the null assumption that all configurations of 1’s in the vector are
equiprobable.
Clearly, despite the fact that the mHG score is based on the HG distribution, this score itself is not a probability function due to the use of multiple
testing. Interestingly, the exact p-value of a given mHG score can be calculated by dynamic programming. This approach is related to previously
described work on calculation of exact p-values of other combinatorial scores
[8].
Note that the mHG score depends solely on the content of label vector λ.
Set N and B, and consider the space of all binary label vectors with B 1’s and
N − B 0’s: Λ = {0, 1}(N −B,B) . Assume that we are given a vector λ0 ∈ Λ, for
which we calculate the mHG score mHG(λ0 ) = p. We would like to determine
pval(p) = Prob(mHG(λ) ≤ p) under a uniform distribution of vectors in Λ.
Given a mHG score p we calculate pval(p) by means of path counting. The
space of all label vectors Λ is represented as a two-dimensional grid ranging
from (0, 0) at the bottom-left to (N, B) at the top-right. Each specific label
vector λ ∈ Λ is represented by a path (0, 0) → (N, B) composed of N distinct
steps, where the ith step is (1, 0) if λi = 0 and (1, 1) if λi = 1 (see Figure 2.19).
Each point (n, b) on the grid corresponds to a threshold n, and the respective
value b = bn (λ). It can therefore be associated with a specific HGT score:
HGTn (λ) = HGT(bn (λ); N, B, n). A subset of the points on the grid can
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Figure 2.19: Two-dimensional grid used for calculating mHG p-value. Light shaded
area describes all attainable values of n and b. Dark shaded area describes the subset
R: all values of n and b for which HGT(b; N, B, n) ≤ p. Two (0, 0) → (N, B) paths
are depicted: The path λ1 traverses R, demonstrating that mHG(λ1 ) ≤ p; the path
λ2 does not traverse R, demonstrating that mHG(λ2 ) > p. See Appendix A.7 Figure
7 for details.

be characterized as those points (n, b) for which HGT(b; N, B, n) ≤ p. We
denote this subset R = R(p) (see Figure 2.19).
The (0, 0) → (N, B) path representing λ visits (N − 1) distinct grid
points (excluding the endpoints), representing the (N − 1) different HGT
scores that are considered when calculating its mHG score. mHG(λ) ≤ p
iff the path representing λ visits R. Denote by Π(n, b) the total number of
paths (0, 0) → (n, b) and by ΠR (n, b) the number of paths (0, 0) → (n, b) not
visiting R. We then have:
pval(p) =

Π(N, B) − ΠR (N, B)
ΠR (N, B)
|{λ ∈ Λ : mHG(λ) ≤ p}|
=
= 1−
|Λ|
Π(N, B)
Π(N, B)

ΠR (n, b) can be computed from ΠR (n − 1, b) and ΠR (n − 1, b − 1). Consequently, ΠR (N, B) can be calculated by dynamic programming in O(N 2 )
(see Appendix A.7), thereby allowing us to calculate pval(p) directly from
the above formula.
Application of Enrichment Scores in aCGH Analysis As noted at
the beginning of this section, enrichment analysis has numerous applications
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in computational biology. In aCGH data analysis, a particularly interesting application is the identification of significantly enriched intervals. For
example, given a set of amplified genomic segments and a set of ranked elements with genomic positions (e.g. over-expressed genes) we can determine
which of the amplified segments is significantly enriched in over-expressed
genes. Using mHG, we do not need to predefine an arbitrary threshold for
over-expression. An example of this application is given in Figure 2.13c,
demonstrating that amplified genomic segments indeed tend to be enriched
in over-expressed genes, and deleted segments — in under-expressed genes.
Interestingly, even if we have no DNA copy number data available, we can
use enrichment analysis of over- and under-expressed genes to predict which
genomic segments are amplified or deleted – by considering all intervals, and
picking out the most significantly enriched ones.
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Chapter 3
Discussion
The development of aCGH, and more specifically – oligonucleotide aCGH,
in recent years dramatically increased the resolution at which we can study
the characteristics of genomic rearrangements in various biological settings.
The impact is most significant on our ability to accurately map copy number
changes in cancer genomes, since these cells commonly display different levels of genomic rearrangement. The appearance and accumulation of genomic
aberrations are believed to be central events in the process of tumor initiation
and progression. High resolution CGH arrays allow us to detect increasingly
focused aberrations, and to pinpoint breakpoints of genomic rearrangements
at an accuracy that may allow the identification of new genomic constructs.
Latest development of aCGH technology enables probing whole genomes at
order of Kbp average resolution. In combination with high-definition arrays,
genomic breakpoints can theoretically be mapped at a resolution that approaches single bases. Practically, however, the resolution at which genomic
breakpoints can be mapped may be limited by the DNA sequence itself, since
these tend to occur at low-complexity repetitive sequence (see Section 2.1.2).
Time will tell if this inherent limitation of aCGH resolution can be overcome.
Closely following the development of CGH arrays, many computational
tools for characterizing the aberration structure of cancer genomes based on
DNA copy number data were developed. Currently, given the high quality data that is acquired using commercial arrays, many of the methods for
aberration-calling produce satisfactory and reproducible descriptions of the
genomic aberration patterns. In our work, we put an emphasis on developing an aberration-calling method that is highly efficient, while maintaining
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the accuracy of the results. As a consequence, Stepgram (described in
Section 2.2.1) is one of the fastest methods for analysis of raw DNA copy
number data, demonstrating running times of single seconds even for large
arrays. The efficiency of the algorithm is important not only due to the rapid
increase in array capacity (arrays with millions of probes are now available)
and sample set size (hundreds of samples in single studies), but also in order
to enable efficient higher-level methods that may use the aberration-calling
step as a subroutine (e.g. CenterCGH and algorithms for detecting common aberrations).
As the basic task of fitting the best aberration pattern to a given aCGH
data vector has been given adequate solutions, current work on aCGH signal analysis attempts to address second-order obstructive issues. Such issues
include drifts in the aCGH signal, heterogeneous samples, and high-order
aneuploidy (cells having >2 copies of the entire genome). Methods under development also attempt to incorporate sequence information into the
aberration-calling strategy, e.g. by increasing the likelihood of breakpoints
at low-complexity sequence. Another aspect of single-sample data analysis
involves the task of extracting absolute DNA copy numbers from the aCGH
signal, a task which is more difficult than could initially be expected.
However, as described in this work, accurate identification of genomic
aberrations is only the initial step in uncovering specific genomic alteration
events that are significant to the process of tumor development. Little has
been done, on the computational front, to fully exploit the power of large
panels of tumors characterized by aCGH. Here I described a new tool that
we developed for identifying aberrations that significantly reoccur in tumor
samples (CoCoA, Section 2.2.3), but there is still a significant need for tools
for performing related tasks. For example, although these issues have been
deeply explored for expression profiling data, no significant work has been
published to date (to the best of my knowledge) concerning machine learning
aspects of aCGH analysis such as: Identification of genomic aberrations that
discriminate between tumor subtypes, classification of tumor samples based
on their aberration patterns, or class discovery within heterogeneous classes
of tumor based on genomic aberrations. Moreover, little has been done to
comprehensively characterize the association between different genomic alterations based on aCGH data, which may provide significant biological insight.
In the realm of integrative analysis of DNA copy number data together
with parallel information at the transcript, protein, and pharmacological lev58
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els, I have described some preliminary results from our work on identification
of putative genomic regulators affected by genomic aberrations based on the
NCI-60 cell-line panel (Section 2.2.4). Similar studies incorporating mostly
gene expression profile data have been performed on sets of tumors from
different cancer subtypes. The general conclusion that seems to be the common outcome of these studies is that DNA copy number changes significantly
influence gene expression levels wherever they appear in the genome. This
insight strengthens the hypothesis that the effect of genomic aberrations on
the phenotype of tumor cells manifests via altered transcript levels, albeit
it weakens the utility of this correlation in identifying the target genes. In
consequence, it appears that aCGH and expression data must be integrated
with additional data sources (such as phenotypic data) in order to fully realize their potential. In addition, the influence of changes in DNA copy number
on other genomic elements (such as regulatory factors, and non-coding RNA)
has yet to be explored.
Although changes in DNA copy number are most typically associated
with malignancy, recent work [59, 56, 61] has unveiled that DNA copy number variations (CNVs) are actually a common source of genetic diversity in
the general population, and that these variations may possibly have direct
functional effects. As a consequence, it is likely that analysis of DNA copy
number using aCGH may become a popular method for genotype profiling
studies, in addition to its central place in oncogenomic analysis. Additionally, other uses of aCGH are possible, such as studies of genome replication
patterns (as described in Section 2.2.5), DNA methylation patterns, etc.
As a final note I would like to point to the recent initiation of the pilot
phase of The Cancer Genome Atlas (TCGA, see http://cancergenome.nih.gov/)
as a near-future source of high quality and large volume of DNA copy number data from various subtypes of tumors. The Cancer Genome Atlas is a
comprehensive and coordinated effort by the NCI and NHGRI to accelerate
the understanding of the molecular basis of cancer through the application
of multiple genome analysis technologies on a large and carefully-regulated
cohort of tumor samples. In its initial phase this project is expected to collect
and characterize hundreds of samples of lung, brain (glioblastoma), and ovarian tumors. Thereby it will provide a significant database on which methods
for extracting biological meaning from DNA copy number data can be efficiently developed and through which significant discoveries can be made,
affecting cancer diagnostics and therapeutics.
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cancer 兩 DNA microarrays 兩 genome

A

rray-based comparative genomic hybridization (aCGH) allows
the identification of chromosomal regions of gains and losses
in cancers and genetic diseases (1–5). Oligonucleotide-array probes
can be designed in silico for any sequenced region of a genome, thus
allowing genome-wide and higher-density region-specific coverage,
in principle. Application-specific designs, assays, and analysis methods allow routine use of oligonucleotide arrays for gene-expression
studies and characterization of DNA polymorphisms and mutations
(6–11). Typically, these applications use labeled targets of markedly
reduced complexity relative to a complete genome (for example,
expressed sequences in transcriptional profiling and PCR amplicons for polymorphic allele analyses). The usefulness of oligonucleotide arrays for aCGH has also been examined by using targets
of reduced complexity (12–16). However, the broadest use of
aCGH, including both a simplified preparation of targets and
hybridization of samples to any array design of interest, requires
preserving the greatest possible complexity of targets derived from
whole-genome samples. Therefore, we investigated and developed
probe-design criteria, assay conditions, and analysis methods that
enable 60-mer oligonucleotide arrays to be used for CGH measurements even when using total genomic DNA.
We used two array designs for these studies. The first design,
consisting of 60-mer oligonucleotide probes designed and vali-

dated for expression profiling of ⬎17,000 transcripts (expression
array), was used to develop initial assay conditions for aCGH.
The second design consisted of custom microarrays containing
a higher density of probes that represent unique genomic
sequences for selected chromosomes (CGH array). The content
of the CGH array was biased toward gene regions, but it also
included noncoding regions for chromosome-wide coverage.
These arrays were used to explore performance improvements
that could be made possible by developing oligonucleotide
probe-selection methods specifically for CGH.
Materials and Methods
Genomic DNA. We obtained genomic DNA from normal male

46,XY and normal female 46,XX from Promega. The following cell
lines are part of the National Institute of General Medical Sciences
Human Genetic Cell Repository and were obtained from the
Coriell Institute for Medical Research (Camden, NJ): 47,XXX
(repository no. GM04626), 48,XXXX (repository no. GM01415D),
49,XXXXX (repository no. GM05009C), and the 18q deletionsyndrome cell line (repository no. GM50122). The colon (COLO
320DM, HT 29, and HCT116) and breast (MDA-MB-231 and
MDA-MB-453) carcinoma cell lines were obtained from the American Type Culture Collection. Each cell line was grown under the
conditions recommended by the supplier. Genomic DNA was
prepared from each cell line by using the DNeasy tissue kit (Qiagen,
Germantown, MD). Tumor biopsies were collected from 1980–
2003 and accessed by means of the National Cooperative Human
Tissue Network (Charlottesville, VA). Total cellular DNA was
isolated from fresh-frozen tumor specimens by using TRIzol reagent (Invitrogen) extraction techniques and further purified by
phenol–chloroform extraction.
Oligonucleotide Microarrays. Expression array. The human 1A microarray (Agilent Technologies) contained in situ synthesized 60mer oligonucleotides representing 17,086 unique human genes. The
probes on these arrays were designed primarily for 3⬘ regions of
expressed sequences in the human genome.
CGH array. A custom oligonucleotide array designed for CGH
contained 4,878 chromosome-X, 3,293 chromosome-18, 7,723 chromosome-17, and 5,464 chromosome-16 60-mer probes. These
probes included both coding and noncoding sequences on these
chromosomes. Also, there were 917 other autosomal probes on the
CGH array that were common to both designs.
Freely available online through the PNAS open access option.
Abbreviations: CGH, comparative genomic hybridization; aCGH, array-based CGH.
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Array-based comparative genomic hybridization (CGH) measures
copy-number variations at multiple loci simultaneously, providing
an important tool for studying cancer and developmental disorders
and for developing diagnostic and therapeutic targets. Arrays for
CGH based on PCR products representing assemblies of BAC or
cDNA clones typically require maintenance, propagation, replication, and verification of large clone sets. Furthermore, it is difficult
to control the specificity of the hybridization to the complex
sequences that are present in each feature of such arrays. To
develop a more robust and flexible platform, we created probedesign methods and assay protocols that make oligonucleotide
microarrays synthesized in situ by inkjet technology compatible
with array-based comparative genomic hybridization applications
employing samples of total genomic DNA. Hybridization of a series
of cell lines with variable numbers of X chromosomes to arrays
designed for CGH measurements gave median ratios for X-chromosome probes within 6% of the theoretical values (0.5 for XY兾XX,
1.0 for XX兾XX, 1.4 for XXX兾XX, 2.1 for XXXX兾XX, and 2.6 for
XXXXX兾XX). Furthermore, these arrays detected and mapped regions of single-copy losses, homozygous deletions, and amplicons
of various sizes in different model systems, including diploid cells
with a chromosomal breakpoint that has been mapped and sequenced to a precise nucleotide and tumor cell lines with highly
variable regions of gains and losses. Our results demonstrate that
oligonucleotide arrays designed for CGH provide a robust and
precise platform for detecting chromosomal alterations throughout a genome with high sensitivity even when using full-complexity genomic samples.

aCGH. For each CGH hybridization, we digested 20 g of genomic

DNA from the reference (46,XX female) and the corresponding
experimental sample with AluI (20 units) and RsaI (20 units)
(Promega). Alternatively, 10 ng of genomic DNA from the reference and experimental sample was amplified with 29 polymerase
according to the supplier’s protocols (Qiagen) before restriction
digestion. All digests were done for a minimum of 2 h at 37°C and
then verified by agarose gel analysis. Individual reference and
experimental samples were then filtered by using the QIAQuick
PCR clean-up kit (Qiagen). Labeling reactions were performed
with 6 g of purified restricted DNA and a Bioprime labeling kit
(Invitrogen) according to the manufacturer’s instructions in a
volume of 50 l with a modified dNTP pool containing 120 ⌴
each of dATP, dGTP, and dCTP; 60 ⌴ dTTP; and 60 ⌴
Cy5-dUTP (for the experimental sample) or Cy3-dUTP (for the
46,XX female reference) (PerkinElmer). Labeled targets were
subsequently filtered by using a Centricon YM-30 column (Millipore). Experimental and reference targets for each hybridization
were pooled and mixed with 50 g of human Cot-1 DNA (Invitrogen)兾100 g of yeast tRNA (Invitrogen)兾1⫻ hybridization control
targets (SP310, Operon Technologies, Alameda, CA). The target
mixture was purified, concentrated with a Centricon YM-30 column, resuspended to a final volume of 250 l, and then mixed with
an equal volume of Agilent 2⫻ in situ hybridization buffer.
Before hybridization to the array, the 500-l hybridization mixtures were denatured at 100°C for 1.5 min and incubated at 37°C for
30 min. To remove any precipitate, the mixture was centrifuged at
ⱖ14,000 ⫻ g for 5 min and transferred to a new tube, leaving a small
residual volume (ⱕ5 l). The sample was applied to the array by
using an Agilent microarray hybridization chamber, and hybridization was carried out for 14–18 h at 65°C in a rotating oven (Robbins
Scientific, Mountain View, CA) at 4 rpm. The arrays were then
disassembled in 0.5⫻ SSC兾0.005% Triton X-102 (wash 1) at 65°C
then washed for 10 min at room temperature in wash 1, followed by
5 min at room temperature in 0.1⫻ SSC兾0.005% Triton X-102
(wash 2). Slides were dried and scanned by using an Agilent
2565AA DNA microarray scanner.

in plots of raw data are obscured by even a small percentage of
outlier probes. Therefore, we applied a 50-kb moving average, as
calculated below, to plots presented in Figs. 4–6. The log2 ratio
measured for all m probes of the chromosome was smoothed by
using the following weighted moving average:
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where yi is the measured log2 ratio at xi. The weights are given
by the following triangular function:
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Image and Data Analysis. Microarray images were analyzed by using

software (version 6.1.1, Agilent Technologies). Default settings were used, except that probes from autosomal chromosomes were used for dye normalization by using the
locally weighted linear-regression curve fit option. Also, we used
signals from negative control features for background subtraction.
The expression array design included 10 replicate features for a
subset of 100 probes. For each probe with replicate features, the
mean and standard deviation of background-subtracted signals was
calculated in both channels independently after the elimination of
outliers. Outlier feature rejection was based on limits of 1.5
intraquartile ranges from the median.
We applied three filtering procedures to our expression array
data sets. First, 97 of the 17,086 probes were removed from our
analyses because they had mean signals in the reference channel of
less than three standard deviations above the mean of the negative
control feature signals in at least three of five hybridizations.
Second, to remove probes that cross mRNA splice boundaries, we
removed the 755 probes that were not contiguous in the genome.
Last, all expression-array probes were screened for homology
against the whole human genome (http:兾兾genome.ucsc.edu; June
28, 2002). There were 5,175 probes that, although unique in the
transcriptome, gave more than one hit in the genome and were
removed subsequently from our analyses. This filter excluded
probes with even as many as 19 mismatches to a second homologous
site. A total of 11,072 probes on the expression arrays satisfied all
three filtering criteria.
We did not apply any filters to the CGH array data sets.
However, given the high density of probes per chromosome on
the CGH arrays, visual interpretation of known genomic lesions

FEATURE EXTRACTION

Fig. 1. Detection of copy-number variations in tumor cell lines with expression arrays. The log2 ratios of the 292 probes mapped on chromosome 8 that
represent unique genomic sequences and had mean signals in the reference
channel greater than three standard deviations above the mean of the
negative control feature signals are plotted for COLO 320DM (A) and HT 29 (B)
colorectal carcinoma cell lines as a function of chromosomal position with no
moving averages. Previously characterized genomic lesions including highlevel amplification of MYC in COLO 320DM and simultaneous 8p deletion and
amplification of 8q in HT 29 cells were observed. Complete data for COLO
320DM and HT 29 are given in Data Sets 1– 4 and Figs. 7 and 8, which are
published as supporting information on the PNAS web site.
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where xi is the chromosomal position (in bases) of probe i, and
W is the half width of the triangular function.
To begin exploring error modeling of aCGH data, we colorcoded points in CGH array plots by using the following method.
The variance of each smoothed point is estimated in terms of the
uncertainties of each of the points as follows:
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Results and Discussion
Designed for Expression Arrays. To characterize the capability of

60-mer oligonucleotide microarrays to detect and map regions of
amplification and deletion throughout the genome, we used the
expression array to measure copy-number variations in four well
characterized tumor cell lines (COLO 320DM, HT 29, MDA-MB231, and MDA-MB-453) with chromosomal abnormalities that
have been analyzed by BAC aCGH (3) (Data Sets 1–8, which are
published as supporting information on the PNAS web site). The
lesions detected in the tumor cells include a high-level (log2 ratio ⫽
6.4) amplification of MYC in COLO 320DM and an amplicon
spanning 8q23.1–24.23 with a 3-fold (log2 ratio, 1.5) increase in the
copy number of MYC with simultaneous single-copy 8p deletion in
HT 29 (Fig. 1). These values are in quantitative agreement with
previously published aCGH results (2, 3). For each cell line, plots

GENETICS

where  is the standard deviation of the log2 ratio for each set of
chromosome-specific probes on the CGH array in a series of
hybridizations with cell lines that are diploid for the entire chromosome under investigation. In each example, probes with log2

ratios ⬎2公V are shown in red (increase in copy number), probes
with log2 ratios ⬍2公V are shown in green (decrease in copy
number), and all remaining probes are shown in blue (no change).

Fig. 2.
Detection of copy-number
variations in sarcoma tissues with cDNA
and oligonucleotide expression arrays.
Log2 ratios are plotted with no moving
average as a function of chromosomal
position (Mb) for the cDNA (A) and oligonucleotide (B) arrays, showing detection of amplified regions in ST112,
ST130, and ST240. The custom cDNA
arrays contained PCR products representing 511 clones mapped to chromosome 12 (26). The oligonucleotidearray data plots include ratios from 399
oligonucleotide probes from chromosome 12 that represent unique
genomic sequences and had mean signals in the reference channel greater
than three standard deviations above
the mean of the negative-control feature signals. Data sets for chromosome-12 probes on the oligonucleotide
arrays for the four sarcoma patient
samples are given in Data Sets 9 –12,
which are published as supporting information on the PNAS web site.

Barrett et al.- Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007
PNAS
Technion

兩 December 21, 2004 兩 vol. 101 兩 no. 51 兩 17767

Fig. 3. Performance of expression and
CGH arrays for detecting varying copy
numbers of the X chromosome. Distributions and medians (dashed lines) of log2
ratios from X-chromosome oligonucleotide probes in XY兾XX (blue), XX兾XX
(green), XXX兾XX (red), XXXX兾XX (teal),
and XXXXX兾XX (purple) hybridizations on
expression (A) and CGH (C) arrays. Measured mean (open circles) and median
(filled circles) fluorescence ratios of X-chromosome probes are plotted versus theoretical ratios for the expression (B) and CGH
(D) arrays. Error bars represent the standard deviation for each median value. Median fluorescence ratios were as follows:
0.7 (XY兾XX), 1.0 (XX兾XX), 1.1 (XXX兾XX), 1.3
(XXXX兾XX), and 1.7 (XXXXX兾XX) for the
expression array; and 0.5 (XY兾XX), 1.0 (XX兾
XX), 1.4 (XXX兾XX), 2.1 (XXXX兾XX), and 2.6
(XXXXXXX) for the CGH arrays. The expression arrays contain 644 X-chromosome
probes designed for transcriptional analysis. A total of 269 of these X-chromosome
probes failed the homology filter, and another two X-chromosome probes failed the
low-signal filter. Thus, each expressionarray plot includes 373 X-chromosome
probes representing unique genomic sequences that gave signal intensities at least
three standard deviations above the average of negative control feature signals.
CGH array plots include all of the 4,878
chromosome-X probes on these arrays. The
minimum error rate for detection of single
copy deletions of X-chromosome sequences in XY versus XX hybridizations was 21% for the 373 filtered X-chromosome probes on the expression arrays and 5%
for the 4,878 X-chromosome probes on the CGH arrays. X-chromosome probe sequences and complete data sets for expression arrays and CGH arrays from the
five X-series cell lines and cumulative frequency distributions for the CGH arrays are given in Tables 1 and 2, Data Sets 13–22, and Fig. 12 which are published
as supporting information on the PNAS web site.

of fluorescence ratios by position along each chromosome after
smoothing with a full-width moving average of 1 Mb revealed
features common to these data and previously published BAC
aCGH results (Figs. 7–10, which are published as supporting
information on the PNAS web site) (3).
To test oligonucleotide aCGH with in vivo material, we used the
expression arrays to screen four soft-tissue sarcomas analyzed
previously with cDNA aCGH. A comparison using a common build
of the human genome to map probe positions revealed a striking
similarity between the cDNA and oligonucleotide aCGH profiles
(Fig. 2). For example, amplicons on 12q that contained known
targets of amplification in sarcomas were identified in these tumors
by both array platforms (17–20) (Data Sets 9–12).
Designed for CGH Arrays. To begin exploring the freedom of design

that in situ-synthesized 60-mer arrays allow, we created arrays that
included 21,253 probes representing unique genomic sequences
that span chromosomes X, 18, 17, and 16 at average spacings of 31,
23, 10.5, and 16 kb, respectively. These probes, in contrast to the
probes on the expression arrays that are restricted to the 3⬘ regions
of expressed sequences, represent unique genomic sequences,
include coding and noncoding sequences, and have a narrower
range of Tm values. For example, the X-chromosome probes have
Tm values that range from 72–101°C on the expression arrays and
from 75–87°C on the CGH arrays.
The initial assessment of the performance of these arrays was
done with hybridizations of genomic DNA samples from a series of
cell lines with variable copy numbers of the X chromosome using
46,XX DNA as a reference. A comparison of the median ratios for
the X-chromosome probes from these hybridizations on the expression array (373 probes) and the CGH array (4,878 probes)

revealed that the correlation coefficients were 0.98 and 0.99,
respectively, and the slope increased from 0.47 to 0.96 (Fig. 3). The
widths of the distributions of the ratios of the X-chromosome
probes were broadest for XXXX兾XX and XXXXX兾XX hybridizations, similar to previous studies (2, 3), possibly reflecting the
variability in these samples. Notably, however, the median ratio
values on the CGH arrays of the X-chromosome probes in these
data were 0.5 for XY兾XX, 1.0 for XX兾XX, 1.4 for XXX兾XX, 2.1
for XXXX兾XX, and 2.6 for XXXXX兾XX (Fig. 3 C and D). To our
knowledge, these data are in the closest agreement with the ideal
values of 0.5, 1.0, 1.5, 2.0, and 2.5 reported for aCGH. These data
emphasize the usefulness of designing and selecting in situsynthesized oligonucleotide probes for aCGH assays.
To assess our ability to detect and map intrachromosomal
single-copy losses, we examined the 3,293 probes on these arrays
representing unique genomic sequences at an average spacing of
⬇23 kb along chromosome 18 in the 18q-syndrome patient-derived
cell line GM50122. The breakpoint in this cell line has been mapped
and sequenced to an exact nucleotide position (21). The single-copy
loss on 18q was detected, and the breakpoint region was localized
visually and numerically to the known genomic location by using a
moving average of 50 kb and our noise model for chromosome 18
(Fig. 4).
In addition to single-copy losses, tumor cells may contain homozygous deletions that target specific genes. Therefore, to assess
our ability to detect and map homozygous deletions by using the
CGH array, we used HCT116 colon carcinoma cells as a model
system. These cells contain two known homozygous deletions on
chromosome 16 that include the A2BP1 gene (16p13.2) and the
FRA16D locus (16q23.2) (22, 23). The first of these homozygous
deletions was detected by BAC aCGH, whereas the second ho-
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Fig. 4. Detection and mapping of single-copy intrachromosomal losses on
chromosome 18q with CGH arrays. (A) The log2 ratios of the 3,293 chromosome-18 probes are plotted as a function of chromosomal position (⫻10 Mb)
for hybridization of the GM50122 18q- cell line to the CGH array using a 50-kb
moving average. Regions of loss (green), gain (red), and no change (blue) were
color-coded by using a noise model based on six independent hybridizations
with samples containing normal chromosome 18 with the CGH array (see
Materials and Methods). (B) Localized view of breakpoint region on 18q21.3.
Arrows indicate the nucleotide position (59,462,941) of the defined breakpoint in this cell line. The minimum error rate for detection of single-copy
deletions of 18q21.3-qtel sequences in GM50122 versus XX hybridizations was
9% for the 637 18q probes that mapped distal to the breakpoint region on the
CGH arrays. Data for GM050122 are given in Data Sets 23 and 24, which are
published as supporting information on the PNAS web site.

mozygous deletion (16q) was characterized by positional cloning.
The only loci with probes on these arrays whose measured log2
ratios were below a theoretical threshold of ⫺2 in replicate experiments were 16p13.2 (nine probes) and 16q23.2 (two probes) (Fig.
5). The nine probes at 16p13.2 map to the first exon of the A2BP1
gene, consistent with prior BAC array data, and further defining the
boundary of the deletion. Also, we observed a small terminal 16p
loss and duplication on the end of the q-arm, consistent with
previous BAC aCGH results (3).
Last, to assess the ability of oligonucleotide arrays to map and
characterize chromosomes with complex rearrangements in aneuploid tumor cells, we used chromosome 17 in TP53mut MDA-MB-

Fig. 5. Detection of homozygous deletions in HCT116 colon carcinoma cells
with CGH arrays. (A) The log2 ratios of the 5464 chromosome-16 probes are
plotted as a function of chromosomal position using a 50-kb weighted moving
average. Regions of loss (green), gain (red), and no change (blue) were
color-coded by using a noise model based on eight independent hybridizations with samples containing normal chromosome 16 with the CGH array (see
Materials and Methods). The known homozygous deletions at the (1) A2BP1
(16p) and (2) FRA16D (16q) loci are shown. (B and C) Localized view of 16p
homozygous deletion (B) and 16q homozygous deletion (C). Also, loss of
terminal 16p (3) and duplication of terminal 16q (4) were detected. Data sets
for HCT116 are given in Data Sets 25 and 26, which are published as supporting
information on the PNAS web site.

435 cells as a model (24). The CGH arrays contained 7,723 probes
across chromosome 17, providing an average spacing of ⬍11 kb
between probes. Loss on 17p that spanned the TP53 locus at
17p13.1 was visualized by using a weighted moving-average window
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Fig. 6. Detection of complex chromosome-17 rearrangements in MDA-MB-453 cells with CGH arrays. The log2 ratios of the 7,723 chromosome-17 probes are
plotted as a function of chromosomal position by using a 50-kb weighted moving average. (A) Regions of loss (green), gain (red), and no change (blue) in
MDA-MB-453 cells were color-coded by using a noise model based on eight independent hybridizations of samples containing normal chromosome-17 (see
Materials and Methods). Loss of 17p that spans the TP53 locus (p13.1) was observed. Also, distinct regions of amplification and loss were detected on the q arm.
(B) Representative example of log2 ratios for chromosome-17 probes in a 46,XX self兾self hybridization. Complete data sets for MDA-MB-453 and 46,XX self兾self
are given in Data Sets 27 and 28, which are published as supporting information on the PNAS web site.

of 50 kb (Fig. 6). Also, distinct regions of gain (e.g., q21.32-q21.33,
q23.2-q24.3, q25.1, and q25.3) and loss (e.g., 17q21.2-q21.31, q23.2,
and q24.3) were detected with these arrays, consistent with previously published aCGH data (3). Recent studies have shown that
highly processive DNA polymerases, such as 29, can be used to
prepare templates from limiting starting materials for aCGH
measurements (25). The same patterns of chromosome 17 losses
and gains in MDA-MB-453 cells were detected with the CGH
arrays by using 10 ng of starting material and 29 amplification (Fig.
11, which is published as supporting information on the PNAS web
site).
Our results demonstrate that in situ synthesized 60-mer oligonucleotide arrays can reproducibly detect genomic lesions
including single-copy and homozygous deletions, as well as
variable amplicons even when using whole genomes as targets.

Also, we show that our initial design and selection of oligonucleotide probes for CGH measurements enable more accurate
measurements of genomic DNA copy-number changes than
60-mer probes optimized for mRNA detection. These findings
imply that additional theoretical and experimental efforts to
refine probe sequence selection, assay protocols, and analysis
methods may yield further improvements in performance. The
ability to use full-complexity samples with oligonucleotide arrays
provides researchers the flexibility and performance to study
copy-number variation in essentially any region of the genome
with a single, simplified sample preparation. Thus, our data
suggest that this technology could emerge as a standard tool for
research and diagnostics of cancer and genetic disease.
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ABSTRACT
Motivation: The resolution at which genomic alterations can
be mapped by means of oligonucleotide aCGH (array-based
Comparative Genomic Hybridization) is limited by two factors: the
availability of high-quality probes for the the target genomic sequence
and the array real-estate. Optimization of the probe selection process
is required for arrays that are designed to probe specific genomic
regions in very high resolution without compromising probe quality
constraints.
Results: In this paper we describe a well-defined optimization
problem associated with the problem of probe selection for highresolution aCGH arrays. We propose the whenever possible -cover
as a formulation that faithfully captures the requirement of probe
selection problem, and provide a fast randomized algorithm that
solves the optimization problem in O(n log n) time, as well as a
deterministic algorithm with the same asymptotic performance. We
apply the method in a typical high-definition array design scenario and
demonstrate its superiority with respect to alternative approaches.
Availability: Address requests to the authors.
Contact: dlipson@cs.technion.ac.il

1

INTRODUCTION

Alterations in DNA copy number are characteristic of many cancer
types and are thought to drive some cancer pathogenesis processes.
These alterations include large chromosomal gains and losses as
well as smaller scale amplifications and deletions. Because of their
role in cancer development, regions of chromosomal instability are
useful for elucidating other components of the process. For example,
since genomic instability can trigger the activation of oncogenes and
the silencing of tumor suppressors, mapping regions of common
genomic aberrations has been used to discover cancer related genes.
Understanding genome aberrations is important for both the basic
understanding of cancer and for diagnosis and clinical practice.
Alterations in DNA copy number have been initially measured
using local fluorescence in situ hybridization-based techniques.
These evolved to a genome wide technique called Comparative
Genomic Hybridization (CGH, see [6]), now commonly used for
the identification of chromosomal alterations in cancer [12, 2].
In this genome-wide cytogenetic method differentially labeled
tumor and normal DNA are co-hybridized to normal metaphases.
Ratios between the two labels allow the detection of chromosomal
amplifications and deletions of regions that may harbor oncogenes
and tumor suppressor genes. Classical CGH has, however, a
∗ To

whom correspondence should be addressed.

limited resolution (10-20 Mbp). With such low resolution it is
impossible to predict the borders of the chromosomal changes
or to identify changes in copy numbers of single genes and
small genomic regions. In a more advanced method termed array
CGH (aCGH), tumor and normal DNA are co-hybridized to a
microarray of thousands of BAC, cDNA or oligonucleotide probes
[13, 14, 10, 5, 4, 3]. The use of aCGH allows the determination
of changes in DNA copy number of relatively small chromosomal
regions. Using oligonucleotides arrays the resolution can, in theory,
be finer than single genes.
In fact, when using oligonucleotides the resolution appears to
have no limitation as these can be designed to probe any region
in the genome of interest. In reality the resolution is limited for
two main reasons. One is the fact that not all genomic locations
can be effectively probed. For example, genomic locations that are
not unique to the genome (genomic repeats) or genomic regions
with extreme GC content limit the design of specific probes.
The other limitation is array real-estate – the number of genomic
regions that can be probed in one array. Note that for technology
implementations that use redundant probes this number is much
smaller than the number of features on the array.
In this work we address the joint optimization of these two
resolution limiting factors. The methods we develop are useful in
the context of designing high-definition arrays. These are arrays
designed to probe specific genomic regions in very high resolution.
For this purpose a dense set of probes is selected for the region of
interest. We are interested in doing so while maintaining optimal
coverage and without compromising probe quality constraints.
Major determinants of probe quality are its expected sensitivity,
which is predicted by thermodynamic evaluation of the probetarget complex, and specificity, which is inferred from the extent
to which close repeats of the probe can be found in the genome.
In previous work [8, 9, 11, 15] probe sensitivity and specificity
have been studied mostly in the context of expression profiling.
The background context in CGH is different and so is the
thermodynamics but the overall considerations remain valid. The
methods described in the current paper are completely independent
from those used for assigning quality to candidate probes and
can therefore be applicable to any such assignment, including one
derived from experimental data.
Lucito et al [10] describe design criteria that are based on an
empirically derived quality assignment only. That is – they choose
to use all probes with a given quality or better without taking
any uniformity considerations into account. This approach leads to
having regions that are more densely probed than others as well
as to coverage discontinuities. When studying a given genomic
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Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

1

Lipson et al

region we are typically not biased to any specific sub-regions and
seek to obtain copy number information for all sub-regions. It is
therefore best to have a uniform (equi-distant) distribution of probes
in the region. This way we best avoid coverage discontinuities and
have comparable information about all sub-regions. However, a
uniformly distributed set of probes will greatly compromise quality
considerations. We may be selecting probes that are highly nonspecific, for example. This paper describes methods that assume
a given quality threshold above which probes are acceptable and
then optimize the coverage using only these candidate probes and
working with the array real-estate constraints.
The rest of the paper is organized as follows: In Section 2
we describe a new score that accounts for probe coverage, and
formally define the optimization problem. In Section 3 we describe
two algorithms that efficiently solve the defined problem: a fast
stochastic algorithm, and a deterministic variant. Finally, in
Section 4, we demonstrate the application of our method in a
biological scenario, and compare the obtained results with some
alternative methods.

2

MATHEMATICAL FORMULATION

In this section we formally define the optimization problems
associated with probe selection for aCGH arrays, as discussed in
the Introduction. We believe that such a formal definition is of
independent interest, as the problem is most commonly stated in
ill-defined terms.
Two types of parameters are typically considered when evaluating
candidate probes for a hybridization assay. Sensitivity is a measure
of a probe’s ability to strongly interact with its target, and is
typically assessed by considering the thermodynamic stability of the
probe-target complex. Specificity is a measure of a probe’s ability
to discriminate between its intended target and other non-specific
molecules it might cross hybridize to, and is typically assessed by
considering the similarity of the target to the expected molecular
background (e.g. the entire transcriptome in an expression profiling
assay, or the entire genome in a aCGH assay). Methods for
predicting the sensitivity and specificity of candidate probes have
been extensively studied in the past (see Introduction) and will
not be considered here. Instead, we shall assume we are provided
with a quality parameter q(p), specifying the overall predicted
performance of the probe p.
When designing oligonucleotide probes for aCGH an additional
criterion should also be taken into consideration – that of coverage.
Specifically, when an array is designed for the purpose of
pinpointing genomic breakpoints, an important consideration in the
design is to minimize the uncertainty at which the breakpoints are
mapped, wherever they may be. Thus, probes should somehow
uniformly spaced, so as to be not “too far” from the location of any
possible breakpoint.
Accordingly, when designing an aCGH array, we are interested
to in selecting “highest quality” probes, with the “best possible”
coverage. In this section we provide formal definitions that capture
the intuitive meaning of these notions.

2.1

Probe Quality

Let P be the set of candidate probes. For brevity, we identify each
probe with its genomic location, thus P ⊂ N. Let q : P → R+
be the quality function associating a quality score with each probe.

Intuitively, we are interested in using the “best possible” probes,
i.e. those with the highest quality score. However, the high quality
probes may not be evenly distributed within the genomic area of
interest. Thus, choosing the globally best probes may result in poor
coverage of the genome. Hence, rather than using the globally
highest quality probes, we seek to use the locally best probes.
Specifically, for a probe p ∈ P and window size w, we define the
w-local quality of p to be the percentile of q(p) within scores in the
w window around p. Formally, let Pw be the set of candidate probes
within the window [p − w/2, p + w/2]. Then
qw (p) =

|{p0 ∈ Pw : q(p0 ) ≤ q(p)}|
|Pw |

(1)

We now define the “good probes” to be those with high local
quality. Formally, for a window size w and threshold τ ∈ [0, 1], the
w-local τ -good probes are all the probes p for which qw (p) ≥ τ .
We shall seek to use only probes which are w-local τ -good, for some
proper choice of w and τ . We note that it is also possible to optimize
for τ , as explained later.

2.2

Probe Coverage

As mentioned, we are also interested that the probes “cover” the
genomic region of interest with the most granular coverage possible.
Specifically, if there is a breakpoint at some point on the genome,
we would like to be able to determine its location as precisely
as possible. However, two factors limit the precision that can
obtained:
• With a limited number of probes in the array, probes cannot be
placed at each genomic location. Rather, they must be spread
across the region of interest. In this case, the localization of
genomic events can only be determined by the pair of flanking
probes. We shall seek that for all genomic locations, the gap
between this pair of probes is as small as possible.
• Some genomic regions do not contain any candidate probes, or
only probes of poor quality. In such cases, large gaps between
probes are inevitable. Any breakpoint occurring within these
gaps can only be localized pair of candidate probe bordering
the gap.
Thus, we seek to choose a set of probes that uniformly cover all
genomic locations – whenever possible, and as close as possible
to the points within the large gaps – otherwise. The following
definition captures this intuition:
D EFINITION 2.1. Given a genomic region G = [gbeg , gend ], a
set of candidate probes P = {p1 , . . . , pn } and a parameter , a
subset C = {pi1 , . . . , pik } is a whenever possible (WP) -cover of
G with respect to P if, when setting pi0 = p0 = gbeg and pik+1 =
pn+1 = gend , for every two adjacent selected probes pij , pij+1 ∈
C (0 ≤ j ≤ k) one of the following holds:
1. pij+1 − pij ≤ , or
2. ij+1 = ij + 1 (pij , pij+1 are consecutive candidate probes).
For such a cover C, we say that the resolution of C is .
Thus, a WP -cover of G guarantees that for any possible
breakpoint x, it can either be localized to within  base-pairs, or
to within the best resolution that could have been obtained even
if all candidate probes would have been used. We believe that the
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notion of WP -cover faithfully captures the requirements of probe
selection.

2.3

The Optimization Problem

Given a fixed number of probes in the array, the problem of
designing an aCGH array is therefore a bicriteria optimization
problem: select a subset of probes that are (i) of high quality (ii) with
high resolution. A standard approach to such bicriteria problems is
to optimize one criterion, given a constraint on the other. In our case,
this gives rise to the following two optimization problems:
P ROBLEM 2.2 (Probe Selection – Resolution Optimization).
Given an integer k, genomic region G, window size w and quality
threshold τ , find the minimal possible resolution ∗ and a probe
subset C ⊂ P such that:
1. |C| = k,
2. C is a WP ∗ -cover of G with respect to the τ -good probes,
3. for each p ∈ C, qw (p) ≥ τ
P ROBLEM 2.3 (Probe Selection – Quality Optimization). Given
an integer k, genomic region G, window size w and resolution
threshold , find a maximum quality score τ ∗ , and a probe subset
C ⊂ P such that:

3.1

Determining the τ -Good Probes

Given a window size w, it is possible to calculate qw (p) for each
p ∈ P by scanning the genome with a sliding window of size w.
As we slide the window from left to right, at each step, at most one
candidate probe is added and one omitted. We maintain the quality
scores of the probes in the window in a balanced binary search
tree. This tree can be maintained in O(n log m) steps, using any
of the known balanced tree data structures (here m is the maximum
number of probes in a window of size w). For each probe p, its wlocal quality score can be obtained in O(log m) steps, by finding
its rank in the search tree. Thus, the w-local quality of all candidate
probes can be determined in O(n log m) steps. This also allows to
determine the τ -good probes, for any threshold τ . From here and
on, we denote by P̄ = (p1 , p2 , . . . , pn̄ ) (p1 < p2 < · · · < pn̄ ) the
sequence of τ -good candidate probes, for the chosen threshold τ .

3.2

Finding the Minimal Size for a WP -Cover

In order to solve the resolution optimization problem, we first
consider the reverse optimization problem:
P ROBLEM 3.1. Given a genomic region G = [gbeg , gend ] and a
fixed value of , find a WP -cover C for G of minimal size.
Algorithm 1, based on a greedy approach, solves this problem in
O(n̄) steps.

1. |C| = k
2. C is a WP -cover of G with respect to the τ ∗ -good probes,
3. for each p ∈ C, qw (p) ≥ τ ∗
In this paper we focus on the resolution optimization version, but
also provide efficient solutions to the quality optimization version.

2.4

Problem Variants

2.4.1 Multiple Genomic Segments. A simple but important
variant of the problem involves multiple genomic segments. In many
cases, an aCGH array is designed to assay more than a single
genomic segment at a time, most typically different chromosomal
segments. In this case we would like to uniformly cover all the
genomic regions of interest.
2.4.2 Biased Selection. Another useful variant of the problem
involves biased selection of probes in certain genomic segments.
The most typical application of this variant is for increasing the
resolution of probes in gene coding regions at the expense of noncoding regions, while preserving the uniform resolution within each
of the subtypes.

Algorithm 1 Find a minimal size WP -cover
FindMinCover()
1: c0 ← gbeg
2: i ← 0
3: while gend − ci >  do
4:
Set ci+1 to be the rightmost candidate probe following ci
such that ci+1 − ci ≤ .
5:
If no such probe exists: ci+1 is the next candidate probe to
the right of ci .
6:
i←i+1
7: return C = {c1 , ..., ci }.

C LAIM 3.2. The subset C returned by Algorithm 1 is a WP cover of G.
P ROOF. For each selected probe ci two cases are possible:
1. ci+1 is within distance  of ci .

3

ALGORITHMS

In this section we describe efficient algorithms for the probe
selection problem, focusing on the resolution optimization version.
We first show how to determine the minimal number of probes
required for a WP -cover, for a given . We then use this procedure
to search for the minimal  for a given number of probes. We provide
a fast randomized algorithm, described in Section 3.3.1, that finds
the optimal  in O(n log n) steps. A deterministic algorithm with the
same asymptotic performance is described in Section 3.3.2. Finally,
we show how these algorithms can be extended to accommodate the
variants of the problem that were described in Section 2.4.

2. ci+1 is not within distance  of ci−1 . In this case, by the
algorithm, ci and ci+1 are consecutive candidate probes in P̄ .
C LAIM 3.3. There is no WP -cover C ∗ for G with |C ∗ | < |C|.
P ROOF. Assume there is such a C ∗ , with |C ∗ | = k∗ . Let c∗i ∈
C be the first i such that c∗i > ci (there must be one since c∗k∗ >
ck∗ ). Accordingly, c∗i−1 ≤ ci−1 . Two cases are possible:
∗

1. (ci − ci−1 ) >  and therefore (c∗i − c∗i−1 ) > .
2. ci was chosen as the rightmost probe following ci−1 such that
ci − ci−1 ≤ . Consequently, (c∗i − c∗i−1 ) > .
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In both cases (c∗i − c∗i−1 ) > . In addition, the probe ci is between
ci−1 and c∗i and therefore (c∗i−1 and c∗i are not consecutive probes
in P̄ , contradicting the fact that C ∗ is a WP -cover.

3.3

Optimizing Resolution

In the probe selection problem, we are given a number k of probes
and seek to optimize the resolution. We do so by performing a binary
search on the resolutions, using Algorithm 1 as the decision criteria.
The recursive binary search procedure is described in Algorithm 2.

Algorithm 3 Fast randomized selection of split value
Randomized-FindSplit(low,high)
1: for i = 1, 2, . . . , n̄ do
2:
`(i) ← argmin{pj : |pj − pi | ∈ [low, high]}
3:
h(i) ← argmax{pj : |pj − pi | ∈ [low, high]}
n̄
4: σ ←
i=1 h(i) − `(i) + 1
5: r ← random integer in [1, σ]
6: hi0 , j0 i ← r-th element of the set
{hi, ji|i ∈ [1..n̄], j ∈ [`(i)..h(i)]}
7: return split = |pj0 − pi0 |

P

Algorithm 2 Find a k-sized WP -cover with minimal 
UniProbe(k,G,P̄ )
1: return RecursiveOptimizeResolution(k,1,|G|)
RecursiveOptimizeResolution(k,low,high)
1: if low = high then
2:
C ← FindMinCover(low)
3:
return C
4: split ← FindSplit(low,high)
5: C ← FindMinCover(split)
6: if |C| > k then
7:
return RecursiveOptimizeResolution(k,split,high)
8: else
9:
return RecursiveOptimizeResolution(k,low,split)

The procedure performs a binary search for the optimal  within
the range [1, |G|]. Clearly, the optimal  is a distance between some
two probes pi , pj ∈ P̄ (otherwise,  could be reduced to the closest
distance). There are O(n̄2 ) such pairwise distances. Thus a balanced
binary search could pinpoint the optimal value in O(log n̄) recursive
calls. However, these O(n̄2 ) pairwise distances are not provided
to us explicitly, and enumerating them all would take O(n̄2 ) steps
by itself. Thus, we seek to somehow perform a balanced binary
search on this O(n̄2 )-sized space without explicitly enumerating
it. Interestingly, this can be done in optimal time, as explained
hereunder. The key element is to find a good split value (Line 4).
We provide both randomized and deterministic procedures to find
such a split value efficiently.
Each invocation of the RecursiveOptimizeResolution procedure
takes O(n̄) steps (the complexity of FindMinCover). Provided that
the depth of the recursion is O(log n̄), the overall complexity is
O(n̄ log n̄).

later. Given these values, we can compute the size of X (Line
4), and choose a random element from this set (Lines 5-6). The
distance of this pair is the split value (Line 7). It is easy to see that
with probability 1/2 the split value is between the 25-th and 75-th
percentile of the distances of pairs in X. Hence, after an expected
O(log n̄) recursive calls of Algorithm 2, the recursion ends.
It remains to show how to efficiently compute `(i) and h(i). Note
that `(1) ≤ `(2) ≤ · · · ≤ `(n̄), and similarly for h(i). Thus, with
a single scan over the indexes 1, . . . , n̄, we can determine all `(i)’s
and h(i)’s. We thus obtain:
C LAIM 3.4. Algorithms 2 and 3 solve the resolution optimization
version of the Probe Selection problem in O(n̄ log n̄) expected time
(where n̄ is the number of τ -good candidate probes).
3.3.2 Deterministic Split Selection. We now show how to
deterministically find a “relatively-balanced” split. Specifically, we
present a deterministic procedure that finds a split value such that
for at least 1/4 of pairs in X the distance is above the split value,
and for at least 1/4 of the pairs – the distance is below (recall that X
is the set of all probe pairs hpi , pj i such that the distance between
the two is in the range [low, high]). A pseudo-code description of the
procedure is provided as Algorithm 4, and an explanation follows.
In the procedure, we use the following notations. For each i =
1, . . . , n̄ we denote:
• `(i) – smallest index such that |p`(i) − pi | ∈ [low, high]
• h(i) – largest index such that |ph(i) − pi | ∈ [low, high]
• d(i) = h(i) − `(i) + 1 – number of pairwise distances within
the range [low, high] that start at the probe pi
• m(i) =

3.3.1 Fast Randomized Split Selection. We first describe a fast
randomized procedure for the selection of the split value. The
procedure provides that the expected number of recursive calls in
Algorithm 2 is O(log n̄). A description of the algorithm is provided
as Algorithm 3, and an explanation follows.
Let X = X(low, high) be the set of all pairs of probes
hpi , pj i such that the distance between the two is within the range
[low, high]. We wish to find a split value split such that the number
of pairs in X for which the distance is above split is roughly the
same as the number of pairs for which the distance is under split.
For a given starting probe pi , let `(i) be the smallest index such
that hpi , p`(i) i ∈ X (i.e. |p`(i) − pi | ∈ [low, high]), and let h(i)
be the largest such index. Clearly for any j between `(i) and h(i),
hpi , pj i ∈ X. The algorithm first determines `(i) and h(i), for all
i = 1, . . . , n̄. This can be completed in O(n̄) steps, as explained

j

`(i)+h(i)
2

k

– midpoint between `(i) and h(i).

• v(i) = |pm(i) − pi | – distance from pi to its corresponding
mid-point
The values of `(i) and h(i) can be computed in O(n̄) steps for all i
collectively, as explained above in the description of the randomized
procedure. The other values can be computed from `(i) and h(i) in
an additional O(n̄) steps.
Consider the set of mid-point distances {v(i) : i ∈ [1..n̄]}. For a
given î, let
below(î) = {hi, ji : v(i) ≤ v(î), j ≤ m(i)}

(2)

For any hi, ji ∈ below(î), necessarily |pj −pi | ≤ v(î). Similarly,
setting

4
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i∗ ≥ i then i∗ ∈ S + . Now the test at Line 8 will fail and the next
iteration will be with S = S + , and the claim holds.
The running time of executing a single iteration of the function
RecursiveSearch is dominated by Lines 4-7, all of which can be
completed in O(|S|) steps. At each recursive call, the size of S is
reduced by half. Hence, the entire process is completed in O(n̄)
steps.

Algorithm 4 Deterministic selection of split value
Deterministic-FindSplit(low,high)
1: for all i = 1, . . . , n̄ do
2:
initialize d(i), m(i), v(i)
n̄
3: σ ←
i=1 d(i)
4: S ← {1, . . . , n̄}
5: return RecursiveSplit(S,0)
RecursiveSplit(S,b)
1: if |S| = 1 then
2:
let i0 be such that S = {i0 }
3:
return v(i0 )
4: α ← median of{v(i) : i ∈ S}
5: S − ← {i ∈ S : v(i) ≤ α}
6: S + ← {i ∈ S : v(i) ≥ α}
7: b̂ →
− dd(i)/2e
i∈S

P

We thus obtain:
C LAIM 3.7. Algorithms 2 and 4 solve the resolution optimization
version of the Probe Selection problem in O(n̄ log n̄) steps (where
n̄ is the number of τ -good candidate probes).

P

8: if b̂ + b > σ/4 then
9:
return RecursiveSplit(S − ,b)
10: else
11:
return RecursiveSplit(S + ,b + b̂)

above(î) = {hi, ji : v(i) ≥ v(î), j ≥ m(i)}

(3)

we have that |pj − pi | ≥ v(î) for all hi, ji ∈ above(î). Thus,
we seek to find an i for which both below(i) and above(i) are large.
Specifically, let i∗ be such that:
∗

1. |below(i )| ≥ |X|/4,
2. below(i∗ ) is the smallest possible, subject to the above
constraint.
Then,
C LAIM 3.5. For i∗ as defined above,
1. |below(i∗ )| ≥ |X|/4
2. |above(i∗ )| ≥ |X|/4
P ROOF. .
1. By definition |below(i∗ )| ≥ |X|/4.
2. Suppose that |above(i∗ )| < |X|/4.
Let i1 = argmax{v(i) : v(i) < v(i∗ )}. Note that below(i1 ) ∪
above(i∗ ) covers at least half of X. Thus, |below(i1 )| ≥
|X|/4. However, below(i1 ) ⊂ below(i∗ ), in contradiction to
the minimality of below(i∗ ).
Thus, choosing v(i∗ ) as a split value guarantees that at least a
constant fraction of the search space is eliminated.
C LAIM 3.6. Algorithm 4 returns v(i∗ ) in O(n̄) steps.
P ROOF. We first prove that it returns v(i∗ ). By induction we
prove that at all recursive calls to the function RecursiveSearch,
S always contains i∗ . Initially, S is {1, . . . , n̄} and the claim
holds. Suppose that i∗ ∈ S for some call of the recursive function.
Consider the i for which v(i) is the median chosen in Line 4. If
i∗ < i then i∗ ∈ S − . The value of b + b̂ is exactly the size
of below(i). Hence, the test at Line 8 will succeed and the next
iteration will be with S = S − and the claim holds. Similarly, if

We note that the problem of finding a good split value is closely
related to the general problem of finding the j-th smallest interpoint distance, for a given set of n points in Rd [16, 1]. Indeed,
our algorithm for minimizing the resolution can be converted to
an O(n log n) algorithm for finding the j-th smallest inter-point
distance for points in R1 . [16] shows that for any d, the j-th smallest
L∞ distance can be determined O(dn logd n) steps. For d = 1
this provides the same bounds as our algorithm (in R1 the L∞
metric coincides with euclidian distance). We note however, that
the methods used in [16] are much more complex than the ones we
use here.

3.4

Algorithmic Variants

We now show how to solve the different problem variants discussed
in Sections 2.3 and 2.4.
3.4.1 Quality Optimization. Suppose we wish to optimize
quality, rather than resolution, as described in Problem 2.3. In this
case we perform an algorithm similar to Algorithm 2, using a binary
search on quality, rather than resolution. In this case the number of
different quality values is bounded by n, so a simple binary search
can be employed.
3.4.2 Multiple Genomic Segments. The case of multiple genomic
regions is handled almost identically to the single segment case. To
do so, note that for any collection of disjoint genomic segments
G1 , G2 , . . . , Gt , any WP -cover C for this collection can be
divided into a collection of disjoint covers C1 , C2 , . . . , Ct , each
constituting a WP -cover for the corresponding Gj . Thus, the
minimal WP -cover for G1 , G2 , . . . , Gt , is the union of the
minimal covers for each of the Gj ’s. Accordingly, in the binary
search algorithm (Algorithm 2), we create the minimal cover for the
collection of segments (Lines 2 and 5) as the union of the individual
covers. All the rest of the algorithms remain the same, with the
understanding that the distance between probes in separate segments
is infinite.
3.4.3 Biased Selection. Suppose that we have two types of
regions, say coding and non-coding, and we seek a cover for which
the resolution in the coding regions is γ more granular than that in
the non-coding regions. To do so, we multiply all distances within
the coding regions by a factor of γ and run the algorithm described
above. We will obtain an optimal cover, such that the resolution of
the coding region is smaller by a factor of γ from that of the noncoding region. This technique can be extended for more than two
types of regions as well.

5
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APPLICATION

We demonstrate the application of UniProbe (Algorithm 2) on
a typical scenario of high-resolution probe design. Assume we
are searching for a genomic breakpoint at the 6Mbp p-terminus
of chromosome 10. Given a set of candidate probes, we would
like to select 3,000 oligonucleotide probes that offer the best
guaranteed resolution of detecting the breakpoint. Figure 1 depicts
a set of 82,500 candidate probes, taken from our probe database
(unpublished data). Each point represents the genomic position and
quality score of a single probe, predicted from thermodynamical
consideration of the probe sequence and comparison to the entire
genome background.
In theory, placing the probes at equal spacing would provide a
guaranteed 2Kbp resolution, in the sense that the genomic distance
between each pair of consecutive probes would be 2Kbp. However,
approaching this theoretical resolution is impossible. For example,
unclosed gaps in the genomic sequence at positions 0–50Kbp and
5.63–5.68Mbp (UCSC Genome Browser, [7]) are genomic regions
at which maximal resolution cannot be obtained. In addition, we
require that highest quality probes are used while sustaining a high
degree of uniformity. As can be seen in Figure 1 this dual objective
may force us to use probes of lower quality in genomic regions that
contain only inferior probes, e.g. at 50–130Kbp or 4.97–5.07Mbp.

It is clear that the algorithm Qual performs very badly, in terms
of resolution, as could be expected from an algorithm that does
not take uniformity directly into consideration, although the probe
qualities are clearly superior. The algorithm UniProbe guarantees
a “whenever possible” resolution of  = 2085, 2186, 2258 for τ =
0.5, 0.75, 0.85, respectively, and some 80% of all genomic positions
are located within gaps of size ≤  between adjacent selected
probes. The remaining 20% are located within gaps that cannot be
probed at the guaranteed resolution. The new algorithm outperforms
Bin for all three values of τ . The performance of Bin converges with
UniProbe for values of d > 4000. This observation is explained
by the fact that Bin may deviate from the optimal solution by a
maximal factor of 2 (the maximal distance between probes in two
consecutive non-empty bins is twice the size of the bin). Overall, the
resolution obtained by UniProbe is close to optimal, with values
of  approaching the optimal 2Kbp. By definition, this resolution
is guaranteed for all genomic locations for which this is possible
whereas the closest possible probes are guaranteed for the remaining
locations, which are located within gaps in the candidate probe set.
The quality of the probes selected by UniProbe , although slightly
inferior to those selected by Bin, are still satisfactory high.

Fig. 1. 82,500 candidate probes in chromosome 10 0-6 Mbp. Each point
represents the genomic position and predicted quality score of a single probe.

We compare the set of probes selected by UniProbe to two
different naive methods for uniformly-spaced probe selection. The
first method (Qual) selects probes on the basis of their quality
alone, assuming that randomness in the positions of the superior
probes will lead to some degree of uniformity in their coverage.
This method was described by Lucito et al [10] for designing a
whole-genome representational oligonucleotide array, where the
probes with the best empirical performance were chosen. Here, we
select the 3,000 probes with highest quality score. The second naive
method (Bin) is based on binning: The total genomic segment is
divided into 3,000 equally-sized bins, and the highest-quality probe
in each bin is selected. Note that no probes can be selected from
empty bins, reducing the number of selected probes to below 3,000.
Figure 2a compares of the resolution performance of the different
algorithms – Qual, Bin, and UniProbe with three different values
of τ : 0.5, 0.75 and 0.85 (w = 2Kbp). For each algorithm, and for
each genomic distance d ≤ 6Kbp, we note the fraction of genomic
positions in the complete segment that lie within gaps of size ≤
d between adjacent selected probe. For comparison we depict the
optimal performance that could be expected from probes that are
placed at equal spacing along the segment (Unif). Figure 2b depicts
the quality distributions of the selected probes.

Fig. 2. Comparison of the resolution performance of the naive algorithms
Qual and Bin, and the new algorithm UniProbe (UP) with quality threshold
τ = 0.5, 0.75, 0.85. a) Resolution performance – the curve for each
algorithm describes the fraction of genomic positions within the target
genomic segment that lie within a gap of up to the given size between
adjacent selected probes. Unif describes the theoretical optimal result that
could be expected from probes that are placed at equal spacing along the
segment. b) Quality performance – the curve for each algorithm describes
the distribution of quality scores of the selected probes.
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Abstract
Background. DNA amplifications and deletions characterize cancer genome and are often related to disease evolution. Microarray based techniques for measuring these DNA copy-number changes use fluorescence ratios at arrayed
DNA elements (BACs, cDNA or oligonucleotides) to provide signals at high resolution, in terms of genomic locations.
These data are then further analyzed to map aberrations and boundaries and identify biologically significant structures.
Methods. We develop a statistical framework that enables the casting of several DNA copy number data analysis
questions as optimization problems
P pover real valued vectors of signals. The simplest form of the optimization problem
seeks to maximize ϕ(I) =
vi / |I| over all subintervals I in the input vector. We present
and prove a linear time

−2
approximation scheme for this problem. Namely, a process with time complexity O n
that outputs an interval for
which ϕ(I) is at least Opt/α(), where Opt is the actual optimum and α() → 1 as  → 0. We further develop practical
implementations that improve the performance of the naive quadratic approach by orders of magnitude. We discuss
properties of optimal intervals and how they apply to the algorithm performance.
Examples. We benchmark our algorithms on synthetic as well as publicly available DNA copy number data. We
demonstrate the use of these methods for identifying aberrations in single samples as well as common alterations in
fixed sets and subsets of breast cancer samples.
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Introduction

Alterations in DNA copy number are characteristic of many cancer types and are thought to drive some cancer pathogenesis processes. These alterations include large chromosomal gains and losses as well as smaller scale amplifications
and deletions. Because of their role in cancer development, regions of chromosomal instability are useful for elucidating
other components of the process. For example, since genomic instability can trigger the over expression or activation
of oncogenes and the silencing of tumor suppressors, mapping regions of common genomic aberrations has been used
to discover cancer related genes. Understanding genome aberrations is important for both the basic understanding of
cancer and for diagnosis and clinical practice.
Alterations in DNA copy number have been initially measured using local fluorescence in situ hybridization-based
techniques. These evolved to a genome wide technique called Comparative Genomic Hybridization (CGH, see [11]),
now commonly used for the identification of chromosomal alterations in cancer [14, 1]. In this genome-wide cytogenetic
method differentially labeled tumor and normal DNA are co-hybridized to normal metaphases. Ratios between the two
labels allow the detection of chromosomal amplifications and deletions of regions that may harbor oncogenes and
tumor suppressor genes. Classical CGH has, however, a limited resolution (10-20 Mbp). With such low resolution
it is impossible to predict the borders of the chromosomal changes or to identify changes in copy numbers of single
genes and small genomic regions. In a more advanced method termed array CGH (aCGH), tumor and normal DNA are
co-hybridized to a microarray of thousands of genomic clones of BAC, cDNA or oligonucleotide probes [18, 9, 16, 7,
10, 2, 6]. The use of aCGH allows the determination of changes in DNA copy number of relatively small chromosomal
regions. Using oligonucleotides arrays the resolution can, in theory, be finer than single genes.
To fully realize the advantages associated with the emerging high resolution technologies, practitioners need appropriate efficient data analysis methods. A common first step in analyzing DNA copy number (DCN) data consists
of identifying aberrant (amplified or deleted) regions in each individual sample. Indeed, current literature on analyzing DCN data describes several approaches to this task, based on a variety of optimization techniques. Hupe et al
[15] develop a methodology for automatic detection of breakpoints and aberrant regions, based on Adaptive Weight
Smoothing ([20]), a segmentation technique that fits a piecewise constant function to an input function. The fit is based
on maximizing the likelihood of the (observed) function given the piecewise constant model, penalized for the number
of transitions. The penalty weight is a parameter of the process. Sebat et al [10], in a pioneering paper, study DCN
variations that naturally occur in normal populations. Using an HMM based approach they compare signals for two
individuals and seek intervals of 4 or more probes in which DCNs are likely to be different. A common shortcoming
of many other current approaches is lack of principled optimization criteria that drive the method. Even when a figure
of merit forms the mathematical basis of the process such as in [10], convergence of the optimization process is not
guaranteed.
Further steps in analyzing DCN data include the automatic elucidation of more complex structures. A central task
involves the discovery of common aberrations, either in a fixed set of studied samples or in an unsupervised mode,
where we search for intervals that are aberrant in some significant subset of the samples. There are no formal treatments
of this problem in the literature but most studies do report common aberrations and their locations. The relationship of
DCN variation and expression levels of genes that reside in the aberrant region is of considerable interest. By measuring
DNA copy numbers and mRNA expression levels on the same set of samples we gain access to the relationship of copy
number alterations to how they are manifested in altering expression profiles. In [17] the authors used (metaphase slides)
CGH to identify large scale amplifications in 23 metastatic colon cancer samples. For each identified large amplified
region they compared the median expression levels of genes that reside there (2146 genes total), in the samples where
amplification was detected, to the median expression levels of these genes in 9 normal control colon samples. A 2-fold
over-expression was found in 81 of these genes. No quantitative statistical assessment of the results is given. In [19]
a more decisive observation is reported. For breast cancer samples the authors establish a strong global correlation
between copy number changes and expression level variation. Hyman et al [9] report similar findings. The statistics
used by both latter studies is based on simulations and takes into account single gene correlations but not local regional
effects. In Section 2.3 we show how our general framework enables us to efficiently compute correlations between gene
expression vectors and DCN vectors of genomic intervals, greatly extending the scope of the analysis.
Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007
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In summary, current literature on CGH data analysis does not address several important aspects of DCN data analysis
and addresses others in an informal mathematical setup. In particular, the methods described in current literature do
not directly address the tasks of identifying aberrations that are common to a significant subset of a study sample set.
In Section 2 we present methods that optimize a clear, statistically motivated, score function for genomic intervals.
The analysis then reports all high scoring intervals as candidate aberrant regions. Our algorithmic approach yields
performance guarantees as described in Sections 3 and 4. The methods can be used to automatically map aberration
boundaries as well as to identify aberrations in subsets and correlations with gene expression, all within the same
mathematical framework. Actual results from analyzing DCN data are described in Section 5.
Our approach is based on finding intervals of consistent high or low signals within an ordered set of signals, coming
form measuring a set of genomic locations and considered in their genomic order. This principle motivates us to assign
scores to intervals I of signals. The scores are designed to reflect the statistical significance of the observed consistency
of high or low signals. These interval scores are useful in many levels of the analysis of DCN data. By using adequately
defined statistical scores we transform the task of suggesting significant common aberrations as well as other tasks to
optimizing segment scores in real valued vectors. Segment scores are also useful in interpreting other types of genomic
data such as LOD scores in genetic analysis ([13]).
The computational problem of optimizing interval scores for vectors of real numbers is related to segmentation
problems, widely used in time series analysis as well as in image processing ([8, 5].

2

Interval Scores for CGH

In this section we formally define interval scores for identifying aberrant chromosomal intervals using DCN data. In
Section 2.1 we define a basic score that is used to identify aberrations in a single sample. In Sections 2.2 and 2.3 we
extend the score to accommodate data from multiple samples as well as joint DCN and gene-expression data.

2.1

Aberrant Intervals in Single Samples

Detection of chromosomal aberrations in a single sample is performed for each chromosome separately. Let V =
(v1 , . . . , vn ) denote a vector of DCN data for one chromosome (or chromosome arm) of a single sample, where vi
denotes the (normalized) data for the i-th probe along the chromosome. The underlying model of chromosomal instabilities suggests that amplification and deletion events typically span several probes along the chromosome. Therefore,
if the target chromosome contains amplification or deletion events then we expect to see many consecutive positive entries in V (amplification), or many consecutive negative entries (deletion). On the other hand, if the target chromosome
is normal (no aberration), we expect no localized effects. Intuitively, we look for intervals (sets of consecutive probes)
where signal sums are significantly larger or significantly smaller than expected at random. To formalize this intuition
we assume (null model) that there is no aberration present in the target DNA, and therefore the variation in V represents
only the noise of the measurement.
Assuming that the measurement noise along the chromosome is independent for distinct probes and normally distributed 1 , let µ and σ denote the mean and standard deviation of the normal genomic data (typically, after normalization
µ = 0). Given an interval I spanning |I| probes, let
ϕsig (I) =

X (vi − µ)
p
.
σ |I|
i∈I

(1)

Under the null model, ϕsig (I) has a Normal(0, 1) distribution, for any I. Thus, We can use ϕsig (I) to assess the
statistical significance of values in I using, for example, the following large deviation bound [4]:
1
1 1 2
Prob(|ϕsig (I)| > z) ≈ √ · e− 2 z .
z
2π
1

(2)

The normality assumption of the noise can be somewhat relaxed as the distribution of average noise for large intervals will, in any event, be
close to normal (central limit theorem).
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Given a vector of measured DCN data V , we therefore seek all intervals I with ϕsig (I) exceeding a certain threshold.
Setting the threshold to avoid false positives we report all these intervals as putative aberrations.

2.2

Aberrant Intervals in Multiple Samples

When DCN data from multiple samples is available it may, of course, be processed one sample at a time. However, it
is possible to take advantage of the additional data to increase the significance of the located aberrations by searching
for common aberrations. More important than the statistical advantage, common aberrations are indicative of genomic
alterations selected for in the tumor development process and may therefore be of higher biological relevance.
Given a set of samples S, and a matrix V = {vs,i } of CGH values where vs,i denotes the (normalized) data for the
i-th probe in sample s ∈ S, identification of common aberrations may be done in one of two modes. In the fixed set
mode we search for genomic intervals that are significantly aberrant (either amplified or deleted) in all samples in S. In
the class discovery mode we search for genomic intervals I for which there exists a subset of the samples C ⊆ S such
that I is significantly aberrant only in the samples within C.
2.2.1

Fixed Set of Samples

A simple variant of the single-sample score (1) allows accommodation of multiple samples. Given an interval I, let
sig

ϕS (I) =

X X (vs,i − µ)
p
.
σ |I| · |S|
s∈S i∈I

(3)

Although this score will indeed indicate whether I contains a significant aberration within the samples in S, it does not
have the ability to discern between an uncommon aberration that is highly manifested in only one sample, and a common
aberration that has a more moderate effect on all samples. In order to focus on common aberrations, we employ a robust
variant of the score: Given some threshold τ + , we create a binary dataset: B = {bs,i } where bs,i = 1 if vs,i > τ +
and bs,i = 0 otherwise. Assuming (null model) that the appearance of 1s in B is independent for distinct probes and
samples we expect the number of positive values in the submatrix defined by I × S to be Binom(n, p) distributed with
P
P
bs,i
n = |I| · |S| and p = Prob(vs,i > τ + ) = s∈S ni=1 |B|
. The significance of k 1s in I × S can be assessed by the
binomial tail probability:
n  
X
n i
p (1 − p)(n−i) .
(4)
i
i=k

For algorithmic convenience we utilize the Normal approximation of the above [3]. Namely, for each probe i we define
the score of an interval I as in (3):
X X (bs,i − ν)
p
ϕrob
,
(5)
S (I) =
ρ
|I|
·
|S|
s∈S i∈I
p
where ν = p and ρ = p(1 − p) are the mean and standard deviation of the variables bs,i . A high score ϕrob
S (I) is
indicative of a common amplification in I. A similar score indicates deletions using a negative threshold τ − .
2.2.2

Class Discovery

In the mode of class discovery we search a genomic interval I and a subset C ⊆ S such that I is significantly aberrant
on the samples within C. Formally, we search for a pair (I, C) that maximizes the score:
ϕsig (I, C) =

X X (vs,i − µ)
p
.
σ
|I|
·
|C|
s∈C i∈I

(6)

ϕrob (I, C) =

X X (bs,i − ν)
p
.
ρ
|I|
·
|C|
s∈C i∈I

(7)

A robust form of this score is:
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2.3

Regional Correlation to Gene Expression

In previous work [12] we introduced the Regional Correlation Score as a measure of correlation between the expression
levels pattern of a gene and an aberration in or close to its genomic locus. For any given gene g, with a known genomic
location, the goal is to find whether there is an aberration in its chromosome that potentially effects the transcription
levels of g. Formally, we are given a vector e of expression level measurements of g over a set samples S, and a set
of vectors V = (v1 , ..., vn ) of the same length corresponding to genomically ordered probes on the same chromosome,
where each vector contains DCN values over the same set of samples S. For a genomic interval I ⊂ [1, ..., n] we define
a regional correlation score:
P
r(e, vi )
cor
p
ϕ (I, e) = i∈I
,
(8)
|I|
where r(e, vi ) is some correlation score (e.g. Pearson correlation) between the vectors e and vi . We are interested
in determining whether there is some interval I for which ϕcor (I, e) is significantly high. Note that for this decision
problem it is sufficient to use an approximation process, such as described in Section 3.

2.4

A Tight Upper Bound for the Number of Optimal Intervals

In general, we are interested in finding the interval with the maximal score. A natural question is thus what is the maximal possible number of intervals with maximal score. The following theorem, proof of which appears in Appendix A,
provides a tight bound on this number.
Theorem 2.1. Given any of the above scores, there can be n and at most n maximal intervals.

3

Approximation Scheme

In the previous section we described interval scores arising from several different motivations related to the analysis
DCN data. Despite the varying settings, the form of the interval scores in the different cases is similar. We are interested
in finding the interval with maximal score. Clearly, this can be done by exhaustive search, checking all possible intervals.
However, even for the single sample case this would take Θ(n2 ) steps, which rapidly becomes time consuming, as the
number of measured genomic loci grows to tens of thousands. Moreover, even for n ≈ 104 , Θ(n2 ) does not allow
for interactive data analysis, which is called for by practitioners. For the class discovery case, a näive solution would
require an exponential Θ(n2 2|S| ) number of steps. Thus, we seek more efficient algorithms. In this section we present
a linear time approximation scheme. Then, based on this approximation scheme, we show how to efficiently find the
actual optimal interval.

3.1

Fixed Sample Set

Note that the single sample case is a specific case of the fixed multiple-sample case (|S| = 1), on which we concentrate.
For this case there are two interval scores defined in Section 2.2. The optimization problem for both these scores,
as well as the score for regional correlations of Section 2.3, can all be cast as a general optimization problem. Let
W = (w1 , . . . , wn ) be a sequence of numbers. For an interval I define
P
i∈I wi
ϕ(I) = p
(9)
|I|
P

Setting wi =

s∈S (vs,i −µ)

σ

√

|S|

P

sig

gives ϕ(I) = ϕS (I); setting wi =

s∈S (bs,i −ν)

ρ

√

|S|

gives ϕ(I) = ϕrob
S (I); and setting

wi = r(e, vi ) gives ϕ(I) = ϕcor (I, e). Thus, we focus on the problem of optimizing ϕ(I) for a general sequence W .
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3.1.1

A Geometric Family of Intervals

P
For an interval I = [x, y] define sum(I) = yi=x wi . Fix  > 0. We define a family I of intervals of increasing lengths,
the geometric family, as follows. For integral j, let kj = (1 + )j and ∆j = kj . For j = 0, . . . , log(1+) n, let


n − kj
I(j) = [i∆j , i∆j + kj − 1] : 0 ≤ i ≤
∆j
log

n

In words, I(j) consists of intervals of size kj evenly spaced ∆j apart. Set I = ∪j=0(1+) I(j). The following lemma
shows that any interval I ⊆ [1..n] contains an interval of I that has “almost” the same size.
Lemma 3.1. Let I be an interval, and J – the leftmost longest interval of I fully contained in I. Then

|I|−|J|
|I|

≤ 2 + 2 .

Proof. Let j be such that |J| = kj . In I there is an interval of size kj+1 every ∆j+1 steps. Thus, since there are no
intervals of size kj+1 contained in I, it must be that |I| < kj+1 + ∆j+1 . Therefore
|I| − |J| < kj+1 + ∆j+1 − kj = (1 + )kj + (1 + )kj − kj = (2 + 2 )kj ≤ (2 + 2 )|I|



3.1.2 The Approximation Algorithm for a Fixed Set
The approximation algorithm simply computes scores for all J ∈ I and outputs the highest scoring one:
Algorithm 1 Approximation Algorithm - Fixed Sample Case
Input: Sequence W = {wi }.
Output: Interval J with score approximating the optimal score.
sum([1, 0]) = 0
for j = 1 to n sum([1, j]) = sum([1, j − 1]) + wj
sum([1, y])−sum([1, x − 1])
Foreach J = [x, y] ∈ I ϕ(J) =
|I|1/2
output Jmax = argmaxJ∈I {ϕ(J)}

The approximation guarantee of the algorithm is based on the following lemma:
Lemma 3.2. For  ≤ 1/5 the following holds. Let I ∗ be an interval with the
p optimal score and let J be the leftmost
longest interval of I contained in I. Then ϕ(J) ≥ ϕ(I ∗ )/α, with α = (1 − 2(2 + ))−1 .
Proof. Set M ∗ = ϕ(I ∗ ). Assume by contradiction that ϕ(J) < M ∗ /α. Denote J = [u, v] and I ∗ = [x, y]. Define
A = [x, u − 1] and B = [v + 1, y] (the segments of I ∗ protruding beyond J to the left and right). We have,
M ∗ = ϕ(I ∗ ) =
≤ ϕ(A) ·
≤
≤
≤
<

sum(A) |A|1/2
sum(J) |J|1/2
sum(B) |B|1/2
sum(A) + sum(J) + sum(B)
=
·
+
·
+
·
|I ∗ |1/2
|A|1/2 |I ∗ |1/2
|J|1/2 |I ∗ |1/2
|B|1/2 |I ∗ |1/2

|J|1/2
|B|1/2
|A|1/2
+
ϕ(J)
·
+
ϕ(B)
·
|I ∗ |1/2
|I ∗ |1/2
|I ∗ |1/2

|J|1/2
|B|1/2
|A|1/2
M ∗ ∗ 1/2 + ϕ(J) ∗ 1/2 + M ∗ ∗ 1/2 ≤
|I |
|I |
|I |
1/2

√
|A| + |B|
2M ∗ + ϕ(J)
∗
|I |
p
2(2 + 2 ) · M ∗ + ϕ(J),
p
2(2 + 2 ) · M ∗ + M ∗ /α = M ∗ ,

|A|1/2 + |B|1/2
|I ∗ |1/2

!
M ∗ + ϕ(J)

(10)
(11)
(12)
(13)

in contradiction. In the above, (10) follows from the optimality of M ∗ ; (11) follows from arithmetic-geometric means
inequality; (12) follows from Lemma 3.1; and (13) by the contradiction assumption and by the definition of α.

Thus, since the optimal interval must contain at least one interval of I, we get,
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Theorem 3.3. For  ≤ 1/5, Algorithm 1 provides an α() = (1 −

2(2 + ))−1 approximation to the maximal score.

p

Note that α() → 1 as  → 0. Hence, the above constitutes an approximation scheme.
Complexity. The complexity of the algorithm is determined by the number of intervals in I. For each j, the intervals
n
of Ij are ∆j apart. Thus, |Ij | ≤ ∆nj = (1+)
j . Hence, the total complexity of the algorithm is:
log(1+) n

|I| ≤

X
j=0

3.2

∞

n
nX
(1 + )−j ≤
(1 + )−j = −2 n = O(n−2 )


j=0

Class Discovery

Consider the problem of optimizing the scores ϕsig (I, C) and ϕrob (I, C). Similar to the fixed sample case, both
problems can be cast as an instance of the general optimization problem. For an interval I and C ⊆ S let:
P
i∈I,s∈C ws,i
ϕ(I, C) = p
, opt(I) = max ϕ(I, C)
C⊆S
|I| · |C|
Note that maxI,C {ϕ(I, C)} = maxI {opt(I)}.
3.2.1 Computing opt(I)
We now show how to efficiently compute opt(I), without
actually checking all possible subsets C ⊆ S. The key idea
P
is the following. Note that for any C, ϕ(I, C) = s∈C sums (I)/(|C||I|)1/2 . Thus, for a fixed |C| = k, ϕ(I, C) is
maximized by taking k s’s with the largest sums (I). Thus, we need only sort the samples by this order, and consider
the |S| possible sizes, which is done in O(|S| log |S|). A description of the algorithm is provided in Appendix B.
3.2.2 The Approximation Algorithm for Class Discovery
Recall the geometric family of intervals I, as defined in Section 3.1. For the approximation algorithm, for each J ∈ I
compute opt(J). Let Jmax be the interval with the largest opt(J). Using the Algorithm 4 find the C for which opt(J)
is obtained, and output the pair J, C. The approximation ratio obtained for the class discovery case is identical to that
of the fixed case, and the analysis is also very similar.
p
Theorem 3.4. For any  ≤ 1/5, the above algorithm provides an α() = (1 − 2(2 + ))−1 approximation to the
maximal score.
The proof, which is essentially identical to that of Theorem 3.3, is omitted. Again, since α() approaches 1 as 
approaches 0, the above constitutes an approximation scheme.
Complexity. Computing ϕ([1, j], s) for j = 1, . . . , n, takes O(|S|n) steps. For each J ∈ I computing opt(J) is
O(|S| log |S|). There are O(n−2 ) intervals in I. Thus, the total number of steps for the algorithm is O(n|S| log |S|−2 ).

4

Finding the Optimal Interval

In the previous section we showed how to approximate the optimal score. We now show how to find the absolute optimal
score and interval. We present two algorithms. First, we present the LookAhead algorithm. Then, we present the GFA
(Geometric Family Algorithm) which is based on a combination of the LookAhead algorithm, and the approximation
algorithm described above. We note that for both algorithms we cannot prove that their worst case performance is better
than O(n2 ), but in Section 5 we show that in practice LookAhead run in O(n1.5 ) and GFA runs in linear time.
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4.1

LookAhead Algorithm

Consider the fixed sample case. The algorithm operates by considering all possible interval starting points, in sequence.
For each starting point i, we check the intervals with ending point in increasing distance from i. The basic idea is to try
and not consider all possible ending point, but rather to skip some that will clearly not provide the optimum. Assume
that we are given two parameters t and m, where t is a lower bound on the optimal score (t ≤ maxI ϕ(I)) and m is
an upper bound on the value of any single element (m ≥ maxi wi ). Assume that we have just considered an interval
of length k: I = [i, ..., i + k − 1] with σ = sum(I), and ϕ(I) = √σk . After checking the interval I, an exhaustive
algorithm would continue to the next ending point, and check the interval I1 = [i, ..., i + k]. However, this might not
always be necessary. If σ is sufficiently small and k is sufficiently large then I1 may stand no chance of obtaining
ϕ(I1 ) > t. For any x, setting Ix = [i, ..., i + k + x] (skipping the next (x − 1) intervals) an upper bound on the score
√
√
of Ix is given by ϕ(Ix ) ≤ σ+mx
. Thus, ϕ(Ix ) has a chance of surpassing t only if t ≤ σ+mx
. Solving for x, we obtain
k+x
k+x
√
2
2
2
x ≥ (t − 2mσ + 4k − 4mσ + t )/2m . Thus, the next ending point to consider is i + h − 1, where h = dk + xe.
The improvement in efficiency depends on the number of ending points that are skipped. This number, in turn,
depends on the tightness of the two bounds t and m. Initially, t may be set to t = maxi wi . As we proceed t is replaced
by the maximal score encountered so far, gradually improving performance.
m provides an upper bound on the values of single elements in W . In the description above, we used the global
maximum m = maxi wi . However, using this bound may limit the usefulness of the LookAhead approach, since even
a single high value in the data will severely limit the skip size. Thus, we use a local approach, were we bound the value
of the single elements within a window of size κ. The most efficient definition of localPbounds is by using the slope
j

w`

maximum: For a window size κ, for all 1 ≤ i < n, pre-calculate, fi = maxi<j≤i+κ `=i+1
. Although fi is not
j−i
an upper
P bound on the value of elements within the κ-window following i, the value of fi x is indeed an upper bound
on i+x
j=i+1 wj within the κ-window, maintaining the correctness of our approach. Note that the skip size must, in this
set-up, be limited by the window size: h = min(dk + xe , κ). Here, larger values of κ give better performance although
√
preprocessing time limits the practical window size to O( n).
The psuedocode in Algorithm 2 summarizes this variant of the LookAhead algorithm.
Algorithm 2 LookAhead algorithm - fixed sample case
Input: Sequence W , window size κ.
Output: The maximum-scoring interval I.
Preprocessing
t = maxi wi
I = [argmaxi wi ]
sum[1, 0] = 0;
for i = 1 to n do

Pj

w`

fi = maxi<j≤i+w `=i+1
j−i
sum[1, i] = sum([1, i − 1]) + wi

maxScore = 0
for i = 1 to n do
σ = wi , k = 1
while i + k − 1< n do
√

x = min(w, (t2 − 2mσ + 4k − 4mσ + t2 )/2m2 ) (∗)
k =k+x
σ = sum([1, i + k]) − sum([1, i − 1])
score = √σk
if score > maxScore then
maxScore = score, I = [i, i + k − 1]

A simple variant of the LookAhead algorithm allows to limit the search for the maximal scoring interval only to
intervals starting within a fixed zone Z1 and ending with another fixed zone Z2 . This is obtained by limiting the two
loops in the algorithm to the required ranges. The GFA algorithm, described shortly, uses this variant of the algorithm.
Class Discovery. Application of the LookAhead heuristic to the class discovery mode is more complex, since the size
of the subset C optimizing the score of each interval may vary. The following variation accommodates this difficulty,
albeit at reduced algorithmic efficiency. Given the matrix W over a samples set S, create a vector d = di as follows.
For
P
j

ws

,i

√ ` .
each 1 ≤ i ≤ n order the set {ws,i : s ∈ S} in decreasing order: ws1 ,i ≥ ... ≥ ws|S| ,i . Set di = maxj:1≤j≤|S| `=1
j
The vector d is used only in the preprocessing step, to compute the slope values fi . At the main loop of the algorithm,
the score of a specific interval [i, i + k − 1] is computed from the original data matrix W .
The correctness of the variant follows from the observation that if the subset C1 maximizes the score of interval I1
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and subset C2 maximizes the score of an extended interval I2 (i.e. I1 ⊂ I2 ), setting x = |I2 | − |I1 |, then:
p
P
P
P
P
s∈C2
i∈I2 ws,i
s∈C2
i∈I1 ws,i + fi x |C2 |
p
p
opt(I2 ) =
≤
|I2 | · |C2 |
|I2 | · |C2 |
p
P
P
fi x |C2 |
fi x
fi x
s∈C1
i∈I1 ws,i
p
= opt(I1 ) + p
≤
+p
= opt(I1 ) + p
|I2 |
|I1 | + x
|I1 | · |C1 |
|I2 | · |C2 |

(14)

which can then be solved for x in the step marked by (∗) in Algorithm 2.

4.2

Geometric Family Algorithm (GFA)

GFA is based on a combination of the approximation algorithm of Section 3, which is used to zero-in on “candidate
zones”, and the LookAhead algorithm, which is then used to search within these candidate zones.
Specifically, let M be the maximum score of the intervals in I, and let M ∗ be the maximal score of all intervals.
Consider an interval J ∈ I with ϕ(J) < M/α ≤ M ∗ /α. By Lemma 3.2, if I ∗ is the optimal interval then J
cannot be the leftmost largest interval of I contained in I ∗ . Thus, when searching for the optimal interval, we need
not consider any interval for which J is the leftmost largest interval. For each interval J we define the cover zone of
J to be those intervals I for which J is the leftmost largest interval. Specifically, for J = [x, y] such that |J| = kj ,
let L - COV(J) = x − ∆j + 1 and R - COV(J) = x + kj+1 − 2. The cover zone of J is COVER(J) = {I = [u, v] :
u ∈ [L - COV(J), x], v ∈ [y, R - COV(J)]}. In GFA we concentrate only on intervals J with ϕ(J) ≥ M/α, and search
COVER (J) for the optimal interval using the LookAhead algorithm. If several intervals overlap, then we combine their
cover zones, as described in Algorithm 3.
Algorithm 3 Finding the Optimal Interval - Fixed Sample Case
Input: W = {wi }n
i=1 .
Output: The maximum-scoring interval Imax .
forall J ∈ I compute ϕ(J)
M = maxJ∈I {ϕ(J)}, U = {J ∈ I : ϕ(J) > M/α}
while U 6= ∅ do
J 0 = argmaxJ∈U {ϕ(J)}, U 0 = {J ∈ U : J ∩ J 0 6= ∅}
0
0
0
0
L - COV (U ) = min{ L - COV(J) : J ∈ U } and R - COV(U ) = max{ R - COV(J) : J ∈ U }
J∩ = ∩J∈U 0 J. Denote J∩ = [l-J∩ , r-J∩ ]
Run LookAhead to find the max score interval among the intervals starting in [L - COV(U 0 ), l-J∩ ] and ending in [r-J∩ , R - COV(U 0 )].
Denote the optimal by Iopt (U 0 ).
U = U − U0
Imax = argmaxI (U 0 ) {ϕ(Iopt (U 0 ))}
opt
return Imax

Class Discovery. The algorithm for the class discovery case is identical to that of the fixed sample case except that
instead of using ϕ(J) we use opt(J), and using Algorithm 4.

4.3

Finding Multiple Aberrations

In the previous section we showed how to find the aberration with the highest score. In many cases, we want to find the
k most significant aberrations, for some fixed k, or to find all aberrations with score beyond some threshold t.
Fixed Sample. For the fixed sample case, finding multiple aberrations is obtained by first finding the top scoring
aberration, and then recursing on the remaining left and right intervals. If we also seek possible deletions or additions
within the aberration, then we also need to recurse within the interval of aberration. We note that when using the
GFA algorithm, in the recursion we need not recompute the scores of intervals in the geometric family I. Rather, we
compute these scores only ones, and in each recursive step, we find the max score within each region, and rerun the
internal search (using LookAhead) within the candidate cover zones.
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Class Discovery. For the class discovery case, we must first clearly define the desirable output; specifically, how to
handle overlaps between the high scoring rectangles (I ×C). If no overlaps are permitted, then one can use the following
algorithm. First, find the optimal rectangle I × C, as above. Then, change all entries ws,i , s ∈ C, i ∈ I to −∞ and
recurse. This procedure will output non-overlapping rectangles, ordered by decreasing score. If overlaps are permitted,
then it is necessary to define how much overlap is permitted and of what type. We defer this issue to further research.

5

Performance Benchmarking and Examples

In this section we present results of applying the scores and methods described in the previous sections to several
datasets. In Section 5.1 we benchmark the performance of both the LookAhead and GFA algorithms on synthetic
datasets, as well as provide results of applying them to analyze data from breast cancer cell-lines [9] and breast tumor
data [19]. In Section 5.2 we demonstrate results of applying the multiple-sample methods to DCN data from breast
cancer tumor, using both the fixed sample mode and the class discovery mode.

5.1

Single Samples

We benchmark the performance of the exhaustive, LookAhead and GFA approaches on synthetic data, generated as
follows. A vector V = {vi } is created by independently drawing n values from the Normal(0,1) distribution. A
synthetic amplification is “planted” in a randomly placed interval I. The length of I is drawn randomly from the
distribution Geom(0.01)+10, and the amplitude of the amplification is drawn uniformly in the range [0.5, 10]. Synthetic
data was created for four different values of n - 1,000, 5,000, 10,000, and 50,000. In addition, we applied the algorithms
to six different biological DCN vectors from [19] and [9]. Benchmarking results of finding the maximum scoring
interval are summarized in Table 5.1. Note that the data from different chromosomes were concatenated for each
biological sample to produce significantly long benchmark instances.
Figure 1 depicts high scoring intervals identified in chromosome-17, based on aCGH data from a breast cancer
cell line sample (MDA-MB-453 - 7723 probes). Here, all intervals with scores > 4 were identified, including nested
intervals. Running time of the full search dropped from 1.1 secs per sample with the exhaustive search, to 0.22 secs
using the recursive LookAhead heuristic. The running times of the exhaustive, LookAhead and GFA algorithms exhibit
growth rates of O(n2 ), O(n1.5 ) and O(n), respectively.

n
# of instances
Exhaustive
LookAhead
GFA

Rand1
1,000
1000
0.0190
0.0045
0.0098

Rand2
5,000
200
0.467
0.044
0.047

Rand3
10,000
100
1.877
0.120
0.093

Rand4
50,000
100
57.924
1.450
0.495

Pol
6,095
3
0.688
0.053
0.079

Hym
11,994
3
2.687
0.143
0.125

Table 1: Benchmarking results of the Exhaustive, LookAhead and GFA algorithms on synthetic vectors of varying lengths (Rand1-Rand4),
and on six different biological DCN vectors from [19] (Pol) and [9] (Hym). Running times are reported in seconds; simulations performed on a
0.8GHz Pentium III PC. For Hym and Pol data from all chromosomes was concatenated to produce significant sized benchmarks. LookAhead
√
was run with κ = n, and GFA with  = 0.1. Linear regression to log-log plots suggest that running times of the Exhaustive, LookAhead and
GFA algorithms are O(n2 ), O(n1.5 ) and O(n), respectively.

5.2

Multiple Samples

Fixed Sample Set. We searched for common alterations in the two different breast cancer datasets. We used ϕrob
to detect common aberrations in a set of 14 breast cancer cell line samples (data from [9]). Figure 2 depicts the
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Figure 1: Significant alterations in breast cancer cell line sample MDA-MB-453, chromosome 17 (7723 probes). The thin line indicates the
raw data, smoothed with a 1Mb moving average window. Overlaid thick lined step function denotes the identified aberrations, where intervals
sig
sig
above the x-axis denote amplifications with score ϕS (I) > 4 and intervals below the x-axis – deletions with score ϕS (I) < −4. The relative
y-position of each interval indicates the average signal in the altered interval.

chromosomal map of common aberrations that were identified with a score of |ϕrob
S (I)| > 4.5. No intervals with scores
of this magnitude were located when the analysis was repeated on random data.
Class Discovery. We used scorerob to detect classes of common alterations in 41 breast tumor samples (data from
[19]). A large number of significant common alterations were identified in this dataset, with significantly high intervals
scores, ϕrob (I, C) > 12. Again, no intervals with scores of this magnitude were located when the analysis was repeated
on randomly permuted data. Some large aberrations were identified, including alterations affecting entire chromosomal
arms as described in the literature [19]. Specifically, amplifications in 1q, 8q, 17q, and 20q, and deletions in 1p, 3p,
8p, and 13q, were identified, as well as numerous additional smaller alterations. Some of these regions contain known
oncogenes (e.g. MYC (8q24), ERBB2 (17q12) , CCND1 (11q13) and ZNF217 (20q13)) and tumor suppressor genes
(e.g. RB (13q14), TP53 (17p13), BRCA1 (17q21) and BRCA2 (13q13)). Figure 2 depicts two significant common
alterations that were identified in 8p (deletion) and 11q (amplification). An interesting aspect of the problem, which
we did not attempt to address here, is the separation and visualization of different located aberrations, many of which
contain significant intersections.

Figure 2: a) Common alterations detected in 14 breast cancer cell line samples (data from [9]), in fixed set mode. All alterations with score
|ϕrob
S (I)| > 4.5 are depicted - amplifications by red marks, and deletions by green marks. Dark blue marks denote all probe positions. b)
Common deletion in 8p (ϕrob (I, C) = 23.6) and common amplification in 11q (ϕrob (I, C) = 22.8) identified in two subsets of 41 breast
cancer samples in class discovery mode, τ = 0 (data from [19]). X-axis denotes chromosomal position. Samples are arbitrarily ordered in y-axis
to preserve a different class structure for each alteration. Red positions denote positive values and green – negative values.
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Proof of Theorem 2.1

Let f : R → R be a strictly concave function (that is tf (x) + (1 − t)f (y) < f (tx + (1 − t)y) for all 0 < t < 1).
We define the score of an interval I with respect to f , denoted Sf (I), to be the sum of I’s entries divided by f (|I|). In
√
particular, for f (x) = x, S(I) coincides with the interval score function we use throughout this paper.
 For a given vector of real numbers, of length n, let m > 0 denote the maximal interval score obtained (among all
n
2 intervals). We call an interval optimal if its score equals m. The following theorem bounds the number of optimal
intervals:
Theorem A.1. There can be at most n optimal intervals.
Claim A.2. For all x, y > z > 0 the following inequality holds: f (x) + f (y) > f (z) + f (x + y − z) Proof. Define
t = (x − z)/(x + y − 2z). Note that
x = t(x + y − z) + (1 − t)z, and y = tz + (1 − t)(x + y − z).
As f is strictly concave, and 0 < t < 1
tf (x + y − z) + (1 − t)f (z) < f (t(x + y − z) + (1 − t)(z)) = f (x)
tf (z) + (1 − t)f (x + y − z) < f (t(z) + (1 − t)(x + y − z)) = f (y)
Summing the above two inequalities, we get
f (x + y + z) + f (z) < f (x) + f (y)
Claim A.3. If two optimal intervals I and J intersect each other than either I properly contains J or vise versa.
Claim A.4. If two optimal intervals I and J are disjoint, there must be at least one point between them which is not
included in either. Otherwise, consider the interval K = I; J representing their union.
Let I be a collection of optimal intervals. For each x ∈ {1, . . . , n} we denote by I(x) the set set of optimal intervals
that contains x.
Claim A.5. All intervals in I(x) have different sizes. Proof. Any two optimal intervals that contains x intersect. By
Claim A.3 one of them properly contains the other. Thus, they have different size.
We define for each x the smallest interval that contains x, denoted by T (x). Note that by the previous claim, there
can be only one minimal interval that contains x. To complete the upper bound proof, we show now that the mapping
T : {1, . . . , n} ← I is onto.
Lemma A.6. For each optimal interval I there exist a point x such that T (x) = I. Proof. Let I be an optimal interval,
I = [i, ←, j]. We consider two cases
• The leftmost point i, of I, is not included in any interval J ⊂ I. By ClaimA.3 all the intervals that contains i must
contain I, and thus I is the smallest interval that contains i. Therefore T (i) = I.
• Otherwise, let J denote the largest interval that is properly contained in I and i ∈ J. let k denote the rightmost
point in J. We show now that T (k + 1) = I.
First note that since J is properly contained in I, and J contains the leftmost point of I, J cannot contain the
rightmost point of I. Therefore k + 1 ∈ I. Assume, towards contradiction, that there exist a shorter interval I 0
that contains k + 1. As I 0 intersect I and it is shorter, it must be (Claim A.3) properly contained in I. Let i0 ≥ i
denote the leftmost point of I 0 . We consider three case
– i0 = i. In this case i ∈ I 0 , and J ⊂ I 0 a contradiction to the definition of J.
Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007
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– i < i0 ≤ k. In this we contradict Claim A.3 as
k ∈ J ∩ I 0 , i ∈ J \ I 0 , k + 1 ∈ I 0 \ J.
– i0 = k + 1. In this case, k + 1 is the leftmost point of I 0 , while k is the leftmost point of J, a contradiction
to Claim A.4.
Therefore, there I is the smallest interval containing k + 1, and thus T (k + 1) = I.
We conclude
Theorem A.7. There can be at most n optimal intervals
This bound is, in fact, tight as can be seen by considering any prefix of v1 = 1, ...vi = f (i) − f (i − 1), ....

B

Algorithm for computing opt(I)

For a Matrix W and an interval I, the following algorithm efficiently computes opt(I). Note that we assume that for
each s and j, sums ([1, j]) is already known. This can be done in a preprocessing phase, for all s and j in O(n|S|).
Algorithm 4 Computing opt(I)
Input: Matrix W = {ws,i }, Interval I = [x, y].
Output: opt(I).
Foreach s ∈ S compute sums (I) = sums ([1, y]) − sums ([1, x − 1])
Sort the values of sums (I) in decreasing order. Let s1 , . . . , sm be the order of the s’s.
sum(0) = 0
for ` = 1 to m do
sum(`) = sum(` − 1) + sum(I)s`
√
Output opt(I) = max` {sum(`)/ `}
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ABSTRACT
Motivation: Many statistical and algorithmic approaches to aberration calling in aCGH data are based on the assumption that the data
points are distributed around some zero value when no aberration
occurs. Currently aCGH data fluorescence ratios are typically normalized for each array by setting the average log fluorescence ratio
for all array elements to zero. This may lead to erroneous aberration
calls for highly-aberrant genomes such as in tumor samples.
Results: We present an efficient method for determining the center
in array-CGH data. Our method is based on the principle of seeking
the simplest explanation of the data – a center postulating a minimal
number of aberrations. We apply an implementation of our method,
CenterCGH, to a set of aCGH samples from various sources.

1

INTRODUCTION

Many genomic and genetic studies are directed to the identification
of differences in gene dosage and DNA copy number among cell
populations for the purpose of improving the understanding of
human disease conditions and the success in correctly diagnosing
them. For example, many malignancies involve the gain or loss of
DNA sequences (alterations in copy number), sometimes entire
chromosomes, that may result in activation of oncogenes or inactivation of tumor suppressor genes. The identification of the genetic
events leading to neoplastic transformation and subsequent progression can facilitate efforts to define the biological basis for disease, improve prognostication of therapeutic response, and permit
earlier tumor detection. In addition, prenatal genetic problems
frequently result from loss or gain of chromosome segments (such
as trisomy 21).
Comparative genomic hybridization (CGH) is a technique that is
used to evaluate variations in genomic copy number in cells. In the
classical version of CGH, genomic DNA is isolated from normal
reference cells, as well as from test cells (e.g., tumor cells). The
two nucleic acids are differentially labeled and then simultaneously
hybridized in situ to metaphase chromosomes of a reference cell.
Chromosomal regions in the test cells which are at increased or
decreased copy number can be identified by detecting regions
where the ratio of signal from the two distinguishably labeled nucleic acids is altered (Kallioniemi et al, 1993). In further technology development the metaphase chromosomes are replaced by
microarrays with probes that represent the genome. Pinkel et al
(1998) used BAC probes to measure changes in DNA copy numbers for human breast tumor samples. Pollack et al (1999) used
cDNA array to measure gene copy changes in similar specimens.
Recent technology developments introduced oligonucleotide array
platforms for array based comparative genomic hybridization
(aCGH) analyses (Bignell et al, 2004, Brennan et al, 2004, Barrett
et al, 2004). One of the major advantages of the oligonucleotide
array platform is that oligonucleotide probes can be designed in

silico for any sequenced region, coding and non-coding), of a genome of interest.
To fully realize the advantages associated with the emerging
high resolution technologies, practitioners need appropriate efficient data analysis methods. A common first step in analyzing
DNA copy number data consists of identifying aberrant (amplified
or deleted) regions in each individual sample. aCGH yields data
that can be represented as a vector of log-ratio values associated
with the genomic location of the probe at which they were measured.
Several statistical and algorithmic approaches to aberration calling are described in the literature. Some of these approaches employ a two-stage process – first the data vector is segmented and
then the segments are designated as aberrant or not. An example of
this two-stage approach is the Circular Binary Segmentation
method (Olshen et al, 2004) as well as in a recent review study
(Lai et al, 2005). Other approaches such as using HMMs (Fridlyand et al, 2004) or optimizing a statistical score that measure aberrations (Lipson et al, 2005) identify aberrant and non-aberrant
intervals in one stage and therefore jointly perform the segmentation and the statistical calling.
The basis for assigning a statistical aberration score to an interval involves, whether in a two-stage or in a one-stage approach,
assuming a zero value for the data – the mean around which we
expect the data to be distributed when no aberration occurred. Currently aCGH data fluorescence ratios are typically normalized for
each array by setting the average log fluorescence ratio for all array
elements to zero. For illustration, consider a male vs female aCGH
assay. As all probes residing on chromosome X are expected to
yield a non-zero log fluorescence ratio and as all other probes are
expected to yield signals centered around zero we don’t, in fact,
expect the normalization above to yield a value that represents the
real center of the diploid part of the sample. In this case, it is easy
to overcome the problem by excluding the X chromosome from the
centralization process, but in most cases the aberrant regions of the
genome are not well defined a-priori. The purpose of the methods
described in this paper is to provide a more sound approach to
identifying that center.
The task of identifying the zero in aCGH data is important since
aberration-calling statistics can be affected by differences in this
value. Fig 1 describes aCGH data from the entire genome of the
human breast cancer cell-line T47D, measured on cDNA arrays
(Pollack et al, 2002). Two sets of identified aberrations are depicted, as determined by the algorithm Stepgram (Lipson et al,
2005). The first is under the null assumption of signals normally
distributed centered around the 0 (as determined by the average log
normalization scheme) and the second, simpler one, is obtained
under the null assumption that signals are centered at ζ = -0.26.
This exemplifies the principle followed by the methods presented here – map the center of the aCGH data vector to a value
that yields the simplest explanation of the data – the one postulat-
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ing a minimal number of aberrations. In samples that are mostly
diploid (e.g. the male vs female discussed above) the center value
will correspond to a copy number of 2. This is not necessarily the
case in tumor samples or cell-lines that contain aneuploid genomes. In these cases, the center value will correspond to the most
common ploidy of the sample, possibly different than 2.
In the rest of the paper we present the details of the computational centralization method and describe some more usage examples.

2

METHODS

In this section we will describe a method for centralizing a given
aCGH data vector C = (c1 ,..., c n ) of measured log-ratio values
along the entire genome of some biological sample. The output of
this method is a correction value ζ (the zero-value), which is to be
subtracted from each individual measurement in order to correctly
centralize the data.

2.1

General Method

We begin with a general method that identifies the zero-value for a
given data vector C, based on any aberration calling algorithm. We
regard an aberration-calling algorithm as an algorithm that takes
the vector C as input, and outputs a list of aberrant subintervals of
[1…n]. The output of the algorithm can also be viewed as a partition of the probes into two sets: those that lie within called aberra-

tions (aberrant probes), and those that do not (non-aberrant
probes).
The main principle of our method is that the selected zero-value
should be one that offers the simplest explanation of the data or, in
other words, one that reduces the extent of the aberrations that
need to be called in order to accurately describe the data. A simple
implementation of this principle is achieved by scanning some
reasonable range of putative zero-values and computing, for each
zero-value a, the fraction of non-aberrant probes – f (a ) . The
chosen zero-value will the one for which a maximal fraction of
non-aberrant probes is attained:

ζ = arg max a f (a )

(1)

Figure 2 depicts the function f (a ) for the same sample that
was presented in Figure 1, using an interval score based aberrationcalling algorithm. Note that this function attains several local
maxima, which correspond to copy numbers that are common to
different parts of the genome of the sample being measured. A
global maximum is attained at the most common ploidy of the
genome (in this example, ζ =-0.26).
The precision of the zero-value is dependent mostly on the resolution of the scan of putative values. The resolution of the scan is,
of course, limited only by the efficiency of aberration-calling algorithm, which is called upon repeatedly.

a)

b)

Fig. 1. aCGH data from human breast cancer cell-line T47D (Pollack et al, 2002). X-axis: probes by genomic order; Y-axis: log fluorescence ratio. a)
Segmentation and aberration calling based on setting the center of the data (the value of 0) to be the average lo fluorescence ratio. Pink bars are intervals
that are aberrant relative to 0, with a mean that is >10 standard deviations away from its expected value. Yellow bars represent segments that do not pass
the statistical significance threshold to be called aberrations. b) Segmentation and aberration calling based on setting the center of the data (the value of
0) using the methods of this paper. Aberration calling is at the same level of confidence.

2
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2.2

Fast Approach for aCGH Centralization

For some aberration-calling algorithms it is possible to significantly increase the efficiency at which the function f (a ) is computed for each putative zero-value, thereby allowing to scan the
required range at significantly higher resolution. In this section we
will describe a fast heuristic for efficient calculation of the zerovalue when employing the interval-scoring algorithm for aberration calling, Stepgram (Lipson et al, 2005).
Clearly, for most samples the shape of the function f (a ) and,
more importantly – its maxima, are defined by long fragments of
the genome with unvarying copy numbers, rather than by short
complex patterns that may appear in limited genomic locations. As
a result, the high resolution of modern CGH arrays may actually be
a burden for the centralization procedure, rather than an advantage,
since the efficiency of the aberration-calling algorithm is a function of the number of measurements provided by the array.
Consequently, we can artificially lower the number of data
points in the vector C by sampling, without significantly altering
the result of the centralization process. Note, that the underlying
statistics of the aberration-calling algorithm may need to be
changed accordingly. For example, the aberration-calling algorithm we use here, Stepgram, identifies alterations in the aCGH
vector C by recursively scanning the vector for an interval I that
maximized the statistical score (see Lipson et al, 2005, for details):

S( I ) =

∑i∈I c i

Fig. 2. The fraction of non-aberrant probes, f(a), as a function of the
putative zero-value (a) for a human breast-cancer cell-line T47D,
whose aCGH data is depicted in figure 1. Here ζ =-0.26 (red line).
a) Raw data, resolution=0.05; b) Sampled data (k=10), resolution=0.01.

(2)

|I|
An interval I is defined as an aberration if its score exceeds some
given threshold S(I)>t. Is sampled data is used as input to the algorithm (e.g. by replacing each k points with their average) then the
statistical score should be altered accordingly (in this case, by using an modified threshold t ' = t ⋅ k . Figure 2b depicts the function for the same data after sampling with k=10, increasing the
efficiency of the algorithm 30-fold. Note that despite the seemingly
free lunch, the result of the fast approach is an approximation and
may lead to an altered position of the zero-value (e.g. when there
are two maxima in the function f (a ) with similar heights).

3

APPLICATION

The fast approach for aCGH centralization, based on the Stepgram
algorithm, is implemented in the application CenterCGH (available at http://bioinfo.cs.technion.ac.il/centercgh/).
We demonstrate the application of the centralization method on
aCGH data from several cell-lines from the NCI-60 panel, measured on 44K oligonucleotide arrays. In Figure 3 we exhibit, for two
of the samples, the fraction of non-aberrant probes as a function of
the putative zero-values, as well as the aberration calls for this
data, following correction by the selected zero-value ζ.
Running time of the application is dependent upon two factors:
the range and resolution of the scan for putative zero-values (i.e.
the search grid), and the efficiency of the aberration-calling algorithm. The running time of CenterCGH on 12 cell-line samples,
using a grid of -1 to 1 with 0.02 steps (101 values) was 14 minutes
with no sampling (i.e. 70 seconds per array); 75 seconds with sampling, k=10 (6.25 seconds per array); and 42 seconds with sampling, k=50 (3.5 seconds per array). Centering results did not differ
significantly between the different runs (+/- 0.02). All tests were
performed on a 3.0GHz Pentium 4 processor.

4

DISCUSSION

Many statistical and algorithmic approaches to aberration calling in
aCGH data are based on the assumption that the data points are
distributed around some zero value when no aberration occurs. In
this paper we presented a method for determining a zero-value for
aCGH data that yields the simplest explanation of the data – a
minimal number of called aberrations.
The most prominent features of the described method are:
(1)

The method is based on a principled optimization criterion
– maximizing the fraction of non-aberrant probes. This is
in contrast to other ad-hoc methods that may be suggested
for data centralization, such as data filtering or smoothing

(2)

Using the Stepgram aberration-calling algorithm yields an
fast implementation of the centralization method, enabling
interactive application of the method.

(3)

The method requires a small number of parameters. The
general method requires setting of the grid range and resolution although, clearly, automatic setting of these parameters can be implemented easily. Both the general algorithm and the heuristic require setting a threshold for the
aberration-calling algorithm’s sensitivity, but the result is
rather insensitive to this value.
An interesting by-product of the general centralization process is
the function f (a ) which describes the fraction of the nonaberrant probes for a range of putative zero-values. It is clear that
this function contains much more information than the zero-value
itself, which manifests as the global maximum of the function.
Further analysis of the function, exemplified in Figure 2, reveals

3
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a)

b)

Fig. 3. Centralization of 44K aCGH data from two breast cancer cell-line samples: a) BT-549, b) MDA-MB-231. For each cell-line, the right panel
depicts the fraction of non-aberrant probes, f(a), as a function of the putative zero-value with the selected zero-value, ζ, marked by a red line. The left
panel depicts the centralized data. X-axis: probes by genomic order; Y-axis: log fluorescence ratio. Aberrant intervals are marked in pink.

several other useful characteristics of the function which are the
basis for future work:
(1)

Multiple local optima in the function correspond to copy
numbers that are common to different parts of the genome
of the sample being measured. The specific values at
which these optima are attained may be of use for assessing absolute copy numbers of aberrant regions of the genome, as well as the absolute common ploidy of the sample’s genome.

(2)

The width of the peaks in the function are characteristic of
the uncertainty of the measured data points. These values
may be used for assessing the significance of the detected
aberrations.
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Abstract. High-resolution array comparative genomic hybridization
(aCGH) provides exon-level mapping of DNA aberrations in cells or tissues. Such aberrations are central to carcinogenesis and, in many cases,
central to targeted therapy of the cancers. Some of the aberrations are
sporadic, one-of-a-kind changes in particular tumor samples; others occur frequently and reﬂect common themes in cancer biology that have
interpretable, causal ramiﬁcations. Hence, the diﬃcult task of identifying and mapping common, overlapping genomic aberrations (including
ampliﬁcations and deletions) across a sample set is an important one; it
can provide insight for the discovery of oncogenes, tumor suppressors,
and the mechanisms by which they drive cancer development.
In this paper we present an eﬃcient computational framework for
identiﬁcation and statistical characterization of genomic aberrations that
are common to multiple cancer samples in a CGH data set. We present
and compare three diﬀerent algorithmic approaches within the context
of that framework. Finally, we apply our methods to two datasets – a
collection of 20 breast cancer samples and a panel of 60 diverse human
tumor cell lines (the NCI-60). Those analyses identiﬁed both known and
novel common aberrations containing cancer-related genes. The potential
impact of the analytical methods is well demonstrated by new insights
into the patterns of deletion of CDKN2A (p16), a tumor suppressor gene
crucial for the genesis of many types of cancer.
Keywords: CGH, cancer, microarray data analysis, common aberrations, breast cancer, NCI-60.

1

Introduction

Alterations in DNA copy number are characteristic of many cancer types and drive
some cancer pathogenesis processes as well as several developmental disorders.
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These alterations include large chromosomal gains and losses as well as smaller
scale ampliﬁcations and deletions. Genomic instability can often trigger the overexpression or activation of oncogenes and the silencing of tumor suppressors.
Mapping regions of common genomic aberrations can therefore provide insight to
cancer pathogenesis and lead to discovery of cancer-related genes and the mechanisms by which they drive the disease. Genomic aberrations are also routinely used
for diagnosis and clinical practice. For example, Erbb2 ampliﬁcation is a strong predictor of Herceptin activity in breast cancer patients [1]. Similarly, ampliﬁcations
of MDM2 and CDK4 genes on chromosome 12q13-15 are useful in distinguishing
well-diﬀerentiated liposarcomas from benign adipose tumors [2].
Technologies for measuring alterations in DNA copy number include local
ﬂuorescence in situ hybridization-based techniques, Comparative Genomic Hybridization (CGH [3,4,5]) and the advanced method termed array CGH (aCGH).
In aCGH diﬀerentially labeled tumor and normal DNA are co-hybridized to a microarray of thousands to hundreds of thousands of genomic BAC clones, cDNA or
oligonucleotide probes [6,7,8,9,10,11,12]. The use of oligonucleotide aCGH allows
the determination of changes in DNA copy number of relatively small chromosomal regions. Using high density arrays allows very high DNA copy number
resolution, in terms of genomic distances, down to single Kb and less.
A common ﬁrst step in analyzing DNA copy number alterations (CNAs) data
consists of identifying aberrant (ampliﬁed or deleted) regions in each individual
sample. Aberration calling is the subject of extensive literature [13,14,15,16,17].
We brieﬂy address this step of the process in Section 2.1.
To realize the full power of multi-sample, high-resolution oligo-aCGH studies,
we are interested in eﬃcient computational methods that enable the automatic
elucidation of more complex structures. The focus of this paper is the discovery of common genomic aberrations, either in a ﬁxed set of samples or in a
signiﬁcant subset of the samples. To date, little attention has been given in
the literature to formal treatments of this task. Two important exceptions are
the work of Disking et al [18] and Rouveirol et al [19]. In [18] the authors developed a method called Signiﬁcance Testing for Aberrant Copy number (STAC) to
address the detection of DNA copy number aberrations across multiple aCGH
experiments. STAC uses two complementary statistical scores in combination
with a heuristic search strategy. The signiﬁcance of both statistics is assessed,
and p-values are assigned to each location in the genome by using a permutation approach. In the work of Rouveirol et al [19] the authors propose a formal
framework for the task of detecting commonly aberrant regions in CGH data,
and present two algorithms (MAR and CMAR) for this task. The framework
requires, however, a segmentation algorithm that categorize each data point as
being gained/lost/normal. Therefore, this approach requires setting an arbitrary
threshold for the discretization step, and is not sensitive to the actual copy number change. In addition, the methods of Lipson et al [20], based on optimizing
a statistically motivated score function for genomic intervals can be adapted to
automatic identiﬁcation of aberrations that are common in subsets of the sample set. Despite the lack of formal approaches to identifying common aberrations
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many studies do report common aberrations and their locations. Typically these
aberrations are determined by counting and applying human judgment to single
sample calls.
In this paper we present an eﬃcient computational framework for identiﬁcation and statistical characterization of common genomic aberrations. In Section 2
we start with a description of the overall structure of the framework. The ﬁrst
step, aimed at per-sample aberration calling is described in Section 2.1. The rest
of Section 2 is devoted to detailed description of three speciﬁc approaches for
detecting common aberrations. In Section 2.2 we present the commonly used
penetrance method, and its weighted version. We introduce a context-corrected
version of penetrance in Section 2.3. We conclude the methods section in Section 2.4 with the CoCoA algorithm, that extends the context-corrected statistical
approach to multi-probe intervals.
In Section 3 we apply our methods to two DNA copy number cancer datasets,
one derived from a collection of 20 breast cancer samples, and the other a set of 60
cell lines. We compare the results of the three approached using the breast cancer
dataset, and highlight several interesting signiﬁcant aberrations that contain
cancer related genes.

2

Framework

In this section we describe a framework for identifying and statistically scoring
aberrations that are reoccurring in multiple samples. In a nutshell, the process
consists of four steps.
1. Aberration Calling – Each of the samples’ data vector is analyzed independently, and a set of aberrations (ampliﬁcations and deletions) is identiﬁed.
2. Listing candidate intervals - Given the collection of aberration sets called
for all samples, we construct a list of genomic intervals that will be evaluated.
We refer to these intervals as candidate intervals.
3. Scoring candidate interval, sample – In this step, we calculate a statistical signiﬁcance score for each candidate interval with respect to each
sample.
4. Scoring candidate intervals – For each candidate interval, we combine the
per-sample scores derived in the previous step into a comprehensive score for
the candidate interval and estimate its statistical signiﬁcance. In addition, we
also identify for each candidate interval the set of samples that supports it.
At the end of the process, we list the top-scoring candidate intervals together
with their support sets.
The framework is modular in nature, in the sense that diﬀerent algorithms
and statistical models and methods can be used in each of the diﬀerent steps. For
example, alternative algorithms can be used to call aberrations in the ﬁrst step.
Similarly, alternative approaches may be employed to deﬁne candidate intervals
and interval scores.
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In the rest of this section we will describe several speciﬁc embodiments of the
framework. We begin (Section 2.1) by discussing single sample aberration calling,
which may be viewed as the input of the common aberration analysis procedure.
In Sections 2.2-2.4 we describe three diﬀerent algorithms based on the framework.
For simplicity, we will describe only scores related to common ampliﬁcations,
although it is clear that symmetric scores apply to common deletions.
2.1

Single Sample Aberration Calling

The starting point of the procedure of identifying statistically signiﬁcant common
aberrations is a set of aberrant segments for each sample. In this paper we
assume that, independent of the particular aberration-calling algorithm, the set
of aberration calls for a particular sample and a particular chromosome can be
represented by a step-function. The latter consists of discrete segments parallel
to the x-axis, that together span the entire chromosome. Formally, for a sample
s, denote the length (in Mb) of the chromosome by . A step-function Fs :
[0, ] −→ R contains a segment for each aberration call (with the appropriate
boundaries and height). In addition, segments of height zero are used to represent
non-aberrant regions of the chromosome. See Figure 1 for an example of a stepfunction.

Fig. 1. Step-function derived from chromosome 8 data for colon carcinoma cell line
HT29, data from Agilent 44K aCGH array. Solid blue line shows the step-function Fs .

In this study we used the StepGram algorithm for single sample aberration
calling. StepGram runs in subquadratic time in terms of the number of probes
on the chromosome. That translates to < 1 sec for 44K probes, and 3 sec for
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185K probes with current the implementation. StepGram is therefore particularly suitable for analysis of large datasets and useful in the context of looking
for common aberrations. The details of StepGram were described previously by
Lipson et al [20], and an overview is provided here for completeness.
StepGram. Given a vector of real values V = (v1 , . . . , vn ) (corresponding to
normalized log-ratio measurements along a particular chromosome) the optimization problem solved by 
StepGram
√ involves identifying the interval I ⊆ [1, n]
that maximizes the score | i∈I vi / I|. A branch-and-bound approach allows
solving this problem in O(n1.5 ) time complexity in practice. Following identiﬁcation of the maximal scoring interval the analysis is repeated by recursion to the
left, to the right, and within the identiﬁed interval until some lower threshold
score is attained. A stand-alone implementation of the StepGram algorithm is
publicly available at http://bioinfo.cs.technion.ac.il/stepgram/.
Other aberration-calling algorithms. Several other algorithms for identifying
aberrations in DNA copy number data have been described. These include CBS
[15] based on binary segmentation, CLAC [16] based on clustering, aCGH [13]
based on HMM, ACE [21] based on FDR, and others. Comparison studies of
several of these algorithms were conducted by Lai et al [14] and by Willenbrock
et al [17]. Note that many of them are segmentation algorithms in the sense that
they partition the chromosome into segments of equal copy number but do not
attempt to identify which of those segments are aberrant. For the purpose of
identifying common aberrations the segmentation output is typically suﬃcient.
2.2

Weighted and Unweighted Penetrance

We begin by describing the commonly-used penetrance score and its role within
the common aberrations analysis framework. Although the penetrance score is
not a measure of statistical signiﬁcance, it does exemplify the diﬀerent steps of
the process.
Candidate intervals. In the case of the penetrance score, the candidate intervals
are deﬁned simply as the positions of the probes in the aCGH array. Similar
deﬁnitions, such as uniformly-spaced pseudo-probes, are also possible. In either
case, for a particular chromosome the candidate intervals can be formally deﬁned
as a set of non-overlapping intervals I = {[xi − , xi + ]}. Here  is an arbitrary
constant smaller then the minimum distance between any two probes on the
array.
Scoring interval, sample. For a given interval I = [xi − , xi + ] and sample
s the unweighted ampliﬁcation penetrance score is deﬁned as a binary score
α(I, s) = 1Fs (xi )>t for some threshold t. The weighted penetrance scores take
into account also the height of the aberration: α (I, s) = 1Fs (xi )>t · Fs (xi ).
Scoring candidate intervals. The overall
penetrance score for a given candidate
interval I is deﬁned simply as α(I) = s α(I, s). As noted before, this score
does not reﬂect any measure of statistical signiﬁcance.
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Context-Corrected Penetrance

A variant of the penetrance score provides a measure of statistical signiﬁcance of
the common aberration at the speciﬁed probe. The signiﬁcance is deﬁned with
respect to the genomic background of each sample, as represented by the pattern
of aberrations over each of the samples. In other words, given the speciﬁc set of
aberration calls for each sample, we wish to describe our “surprise” at seeing a
speciﬁc set of aberrations co-localized at the same genomic position. Note that
the context provided for the score may be either genomic or chromosomal.
Candidate intervals. As was in the case of the penetrance score, the candidate
intervals are deﬁned as as a set of non-overlapping intervals at speciﬁc genomic
positions: I = {[xi − , xi + ]}.
Scoring interval, sample. For the context-corrected score, we wish the score
of a given interval I = [xi − , xi + ] and sample s to reﬂect the probability
of ﬁnding an interval of similar (or higher) amplitude given the context of the
sample. The score is therefore deﬁned as
p(I, s) =

|{xj ∈ I : Fs (xj ) ≥ Fs (xi )}|
.
|I|

Scoring candidate intervals. Let S be the set of samples, with m = |S|. For
a given interval I we now have m scores. Note that the interval I might be
aberrant in only a subset of the samples, we therefore seek the subset of samples
that will provide maximal signiﬁcance. Assume, w.l.o.g., that p(I, 1) ≤ p(I, 2) ≤
. . . ≤ p(I, m). Looking at the ﬁrst k samples, the probability of concurrently
observing k or more scores of probability p = p(I, k) or lower is provided by the
Binomial distribution:
m  

m i
p (1 − p)m−i
ρk (I) = Binom(k, m, p) =
i
i=k

Since we are interested in identifying aberrations that occur in at least two
samples, and to address multiple testing concerns, we deﬁne a more conservative
score that ignores the ﬁrst success in the computation,


ρk (I) = Binom(k − 1, m − 1, p)
We deﬁne the score of I, to be the minimum of these scores over all values of k,
namely,

ρk (I).
ρ(I) =
min
k=1,...,m−1

2.4

Context-Corrected Common Aberrations (CoCoA)

Although the context-corrected penetrance algorithm will clearly detect statistically signiﬁcant common aberrations that are aﬀecting a single probe, its ability
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to detect larger signiﬁcant aberrations is not guaranteed. In some cases, a multiprobe common aberration may be signiﬁcant as a whole, although the score of
each single probe contained in the aberration may not show statistical signiﬁcance. For example, consider the case in which each of many samples contains
many random high-amplitude single-probe ampliﬁcations and a common large
moderate-amplitude ampliﬁcation. In that case, the size of the aberration may
help us to determine its signiﬁcance, since not many random aberrations of the
same size will be detected in the background.
The third, most sophisticated, algorithm for identifying signiﬁcant common
aberrations expands the concept of a context-corrected signiﬁcance score to intervals that are larger than a single probe.
Candidate intervals. Consider a particular chromosome, c, and denote by T =
{[b1 , e1 ], . . . , [bk , ek ]} the set of all genomic intervals in c that are called as aberrant in any of the samples. The set of candidate intervals in c is deﬁned to be all
genomic intervals that starts at the left side of one interval from T and end at
the right side of another. That is, I = {[bi , ej ] : 1 ≤ i, j ≤ k, and bi ≤ ej }. Note
that the size of I is quadratic in k, the number of called aberrations. A smaller
list of candidate intervals can be constructed by considering only intervals in T
and intersections thereof. that is I = T ∪ {t ∩ s : t, s ∈ T }. The size of I is
typically o(k 2 ), and can be constructed in linear time (proof omitted).
Scoring interval, sample. Applying the same reasoning as for the ContextCorrected Penetrance, we wish the score of a given interval I = [b, e] and sample
s to reﬂect the probability of ﬁnding an interval of the same length with a similar
(or higher) amplitude given the context of the sample. More speciﬁcally, assume
we pick a random interval J of the same size as I in the context (that is, in
the same chromosome, or in the entire genome). The score is deﬁned as the
probability that the average height of J would be as high (or higher) as the
height of I,
p(I, s) = PrJ:|J|=|I| (hs (J) ≥ hs (I)) .
where |I| denotes the genomic size I, and hs (J) denotes the average height of the
step-function Fs over the interval J. We outline now how to computed p(I, s)
eﬃciently (in linear time). Denote by Fs, (·) the -window moving average of
Fs . The score p(I, s), can now be expressed as a function of Fs, ,
p(I, s) =

|x : Fs, (x) ≥ hs (I)|
.
c−

where c denoted the length of the chromosome. Since Fs is a step-function,
its moving average Fs, is a piecewise-linear function. Thus, we can eﬃciently
identify the regions where Fs, (x) ≥ hs (i), and compute p(I, s).
Scoring candidate intervals. After computing context-corrected per-sample
scores for I, we combine them into a statistical score for I using the same binomial distribution calculation as detailed in Section 2.3.
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Results

In this section we demonstrate the application of the above methods to DNA
copy number data from two datasets, both measured using Agilent 44K aCGH
arrays:
1. A set of 20 primary breast tumor samples were included in this study. These
samples are part of a larger patient cohort consisting of 920 breast cancer
patients stage I and II referred for surgical treatment and where detection of
isolated tumor cells in bone marrow was performed (The Oslo Micrometastases Study) [22]. Tumor material were fresh frozen immediately after surgery
and stored at -80C until use. Although the sample set includes several distinct subtypes that had previously been characterized [23,24], due to its
relative homogeneity, we expected to encounter common aberrations typical
of breast cancer.
2. A diverse set of 60 cancer cell-lines known as the NCI-60 cell line panel [25].
The NCI-60 panel has been used by the Developmental Therapeutics Program (DTP) of the U.S. National Cancer Institute (NCI) to screen > 100, 000
chemical compounds and natural product extracts for anticancer activity
since 1990 [26,27,25]. The NCI-60 panel is comprised of cell lines from diverse human cancers, including leukemias, melanomas, and cancers of renal,
ovarian, lung, colon, breast, prostate, and central nervous system origin. The
NCI-60 have been proﬁled more comprehensively at the DNA, RNA, protein,
and functional levels than any other set of cells in existence. The resulting
information on molecular characteristics and their relationship to patterns
of drug activity have proven fruitful for studies of drug mechanisms of action
and resistance [28,29,30,31,25]. Because of its diversity, we expected to ﬁnd
mostly aberrations common only to speciﬁc tissue of origin, and possibly
some that were found more generally in the panel.
We ﬁrst compared three algorithms – simple unweighted penetrance, contextcorrected penetrance, and CoCoA – on the breast tumor dataset. Overall, the
three algorithms detected similar patterns, although the speciﬁc output contained obvious diﬀerences. In Figure 2 we show the output of the three algorithms for chromosome 9 of the breast tumor dataset. The top panel (a) depicts
the aberration calls made on that set of samples, using the StepGram algorithm
[20]1 . Several common aberrations, detectable by visual inspection, are indicated
at the top of the panel by green and red arrows (deletions and ampliﬁcations,
respectively). The lower three panels (b-d) depict the output of the three algorithms for the chromosome, aligned by genomic position along the x-axis.
Output for the simple penetrance method is expressed in fraction of aﬀected
samples, whereas the output for the remaining algorithms is expressed in units
of − log10 ρ(I). Note that while the output of the two penetrance algorithms
(b,c) is simple to plot in genomic coordinates (by probe location), the output
1

The data points were ﬁrst centered by most common ploidy. StepGram was then
applied with a threshold parameter of 5 stds.
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Fig. 2. Common aberrations in a panel of 20 breast tumor samples, chromosome 9: a)
Aberration calls in each of the tumor samples (ampliﬁcations noted in red, deletion in
green). Aberrations were called using StepGram algorithm [20] on centered data, with
threshold of 5 stds; b) unweighted penetrance (fraction of samples), c) context-corrected
penetrance, d) context-corrected common aberrations (CoCoA), where each probe was
scored according to the maximal-scoring interval containing it. Positive values denote
ampliﬁcations, negative values — deletions. Scores for last two methods are given in
− log 10 ρ(I) units, only aberrations with score ρ(I) < 10−3 and larger than one probe
are denoted. Some speciﬁc common aberrations in the data are highlighted by arrows
at the top of the ﬁgure.

of the CoCoA algorithm was transformed into a genomic plot by setting the
value of each probe to the score of the maximally-scoring common interval that
contains it.
The most prominent common aberrations in the chromosome shown are
clearly the large ampliﬁcation between 110-120Mb and the smaller deletion at
95Mb, both of which were detected by all algorithms. The results of the simple
penetrance method, which is a non-statistical method, can be interpreted loosely
based on setting of some arbitrary threshold. It is clear that a signiﬁcant part
of the genome can be considered to contain common aberrations if that method
is used. The context-corrected penetrance method gives improved output in the
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Table 1. Number of common aberrations in the breast cancer data
< 200Kb
≥ 200Kb
Total
a)

Ampliﬁcations Deletions Total
160
118
278
86
32
118
246
150
396
b)

Fig. 3. Two common focal deletions identiﬁed in a panel of 20 breast tumor samples: a)
Common deletion in 9q22.32 disrupting FANCC – a gene that encodes a DNA repair
protein (11/20 samples, ρ(I) = 10−21 ), b) Common deletion in 5q13.2 disrupting a
cyclin gene CCNB1 (8/20 samples, ρ(I) = 10−11.8 )

sense that only very speciﬁc parts of the chromosome are deemed to contain
common aberrations, based on a very modest threshold ρ(I) < 10−3 . Clearly,
from the biological point of view, speciﬁc output of this type, a result of the
correction for the chromosomal context, is highly preferable.
The superiority of the common aberrations method (CoCoA) lies in the higher
signiﬁcance that it gives common aberrations that are longer than one probe.
This feature allows higher sensitivity for lower-amplitude common aberrations
without loss of speciﬁcity. An example of the increased sensitivity is the common
ampliﬁcation detected between 1-5Mb. That aberration is not clearly visible in
the outputs of the two methods based on single probe.
Overall, CoCoA identiﬁed 396 disjoint common aberrations with score ρ(I) <
10−3 in the breast tumor dataset (see Table 1). The range of sizes of the common
aberrations identiﬁed on the basis of more than a single probe is 1.7Kb - 60Mb.
The aberrations are supported by 3-17 samples each. Two speciﬁc common focal
deletions that were identiﬁed in the data set are depicted in Figure 3. The two
Table 2. Number of common aberrations in the NCI-60 data
< 200Kb
≥ 200Kb
Total

Ampliﬁcations Deletions Total
216
145
361
60
50
110
276
195
471
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Fig. 4. A common deletion in 9p that reoccurs in a large fraction (20/60) of the celllines of the NCI-60 panel. Common aberration analysis points to the focus of the
deletion as being the known tumor suppressor gene CDNK2A (p16), with ρ(I) = 10−54 .

deletions, identiﬁed in 5q13.2 and 9q22.32, appear to be disrupting two genes
with direct involvement in tumor development – CCNB1 (a cyclin gene) and
FANCC (a gene encoding a DNA repair protein), respectively. Slightly larger
intervals are also aberrant in many samples. The highlighted intervals, however,
have the strongest statistical signiﬁcance.
In the NCI-60 cell line panel CoCoA identiﬁed 471 common aberrations
(see Table 2). The range of sizes of the common aberrations identiﬁed on the basis of more than a single probe is 0.5kb - 100Mb, and aberrations are supported
by 3-38 samples each.
One striking common aberration detected in the NCI-60 dataset was a deletion of CDKN2A (p16), a well-characterized tumor-suppressor gene (Figure 4).
Clearly the deletion of this gene is a common feature of many of the cell-lines
(20/60 of the samples), crossing the boundaries of cell-line subtype. Note also
that even though some samples have deletions over larger regions, they all overlap at the genomic location of the p16 gene itself. This observation indicates
that a selective pressure to delete p16 was part of the development of all 20 cell
line populations and represents a very common feature of cancer development.
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Discussion

In this paper we propose a computational framework for identifying and analyzing copy number aberrations (ampliﬁcations and deletions) that occur across
multiple samples and for assessing their statistical signiﬁcance. The framework
allows using diﬀerent aberration calling algorithms as input, independent of their
statistical modeling.
Two central features of our methods are: A)When assessing the signiﬁcance of
a particular aberration, we use the height of the aberration, as opposed to requiring an additional threshold to discretize the aberration calls. B) The ability to
address the context of the aberration structures in the individual samples. Given
a candidate interval, its signiﬁcance at a particular sample depends not only on
the average height of the candidate interval, but also on the overall prevalence
of aberrations in that sample. We describe two methods that have those important features. The CoCoA method scores intervals while the context-corrected
penetrance method scores individual loci. In theory, there is a larger statistical
power in considering multi-loci aberrations as both a supporting sample set and
a genomic interval are identiﬁed together. Another diﬀerence between probe level
and interval level analysis, is that in probe level analysis an additional thresholding step is required to determine the boundaries of the common aberrations.
Note that for any single locus penetrance based method intervals with consistent
high scoring can theoretically arise from aberrations in diﬀerent sets of samples.
In practice this is usually not the case. When scoring intervals, as CoCoA does,
sample integrity is always preserved: the set of samples over which an interval is
reported as a common aberration is the same for all loci spanned by said interval.
Our framework is very eﬃcient. When run on the NCI60 sample set our process takes under 1 minute, including the ﬁrst step of single sample aberration
calling, using StepGram. This enables interactive data analysis that is not possible for less eﬃcient approaches. This combined approach will scale up to larger
datasets and to denser arrays that allow for much ﬁner mapping of aberrant regions. We emphasize that this requires not only an eﬃcient approach to common
aberrations but also a very eﬃcient aberration-calling methods.
One important previous formal treatment of calling common aberrations in
CGH data is described in [18]. The method described therein, called STAC,
is based on a heuristic search seeking to optimize statistical scores assigned
to candidate regions of common aberrations. STAC’s search is computationally
intensive and performance is further limited by relying on permutations and
simulations to obtain signiﬁcance estimates. According to the paper’s Supplementary material STAC implementation takes days to run on relatively small
datasets of 42 and 47 samples, measured using a low resolution (approximately
1Mb) technology. STAC treats gains and losses as binary and does not takes into
account the exact amplitude of the measured signal.
We have shown examples of applying the framework on a set of breast cancer
samples that identify both known and novel cancer related genes. It is interesting
to note p16 as a universal deletion in the NCI60 panel. FANCC, a gene from the
Fanconi anemia group of genes (FA), which codes to a DNA repair protein is
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deleted in 11 out of the 20 breast cancer samples. FA genes are known to be cofactors interacting with BRCA2 in breast cancer pathogenesis. In a recent study
[32] the authors demonstrate a role for the FA pathway in interstrand crosslink repair which is independent from that of BRCA2 in the same process. This
ﬁnding and our implication of FANCC as a fairly focal common breast cancer
deletion together suggest an important role for FANCC under-functioning in
cancer pathogenesis.
Lastly, we note that the methods herein presented can be extended to identify
diﬀerential aberrations in DNA copy number data coming from several phenotypic classes. A more detailed investigation of this application will be the topic
of future work.
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Abstract. Genomic instabilities, amplifications, deletions and translocations are often observed in tumor cells. In the process of cancer pathogenesis cells acquire multiple genomic alterations, some of which drive the
process by triggering overexpression of oncogenes and by silencing tumor
suppressors and DNA repair genes. We present data analysis methods
designed to study the overall transcriptional effects of DNA copy number alterations. Alterations can be measured using several techniques
including microarray based hybridization assays. The data have unique
properties due to the strong dependence between measurement values
in close genomic loci. To account for this dependence in studying the
correlation of DNA copy number to expression levels we develop versions of standard correlation methods that apply to genomic regions and
methods for assessing the statistical significance of the observed results.
In joint DNA copy number and expression data we define significantly
altered submatrices as submatrices where a statistically significant correlation of DNA copy number to expression is observed. We develop
heuristic approaches to identify these structures in data matrices. We
apply all methods to several datasets, highlighting results that can not
be obtained by direct approaches or without using the regional view.

1

Introduction

Alterations in DNA copy number (DCN ) are characteristic of many cancer
types and are thought to drive some cancer pathogenesis processes. Alterations
include large chromosomal gains and losses as well as smaller scale amplifications and deletions. Genomic instability triggers the overexpression or activation of oncogenes and the silencing of tumor suppressors and DNA repair
genes. Alterations in DCN have been initially measured using local fluorescence
in situ hybridization-based techniques. These evolved to a genome wide technique called Comparative Genomic Hybridization (CGH, see [8]), now commonly
used for the identification of chromosomal alterations in cancer [10, 2]). In this
genome-wide cytogenetic method differentially labelled tumor and normal DNA
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are co-hybridized to normal metaphases. Fluorescence level ratios between the
two labels allow the detection of chromosomal amplifications and deletions. This
method has, however, a limited resolution (10-20 Mbp) which maks it impossible
to predict the borders of chromosomal changes or to identify changes in copy
numbers of single genes and small genomic regions. In a more advanced method
termed array CGH (aCGH) the tumor and normal DNA are co-hybridized to
a microarray of thousands of genomic clones of BAC, cDNA or oligonucleotide
probes ([13, 11, 6]). The use of aCGH allows the determination of changes in DCN
of relatively small chromosomal regions. When using oligonucleotide arrays the
resolution can, in theory, be finer than single genes.
The development of high resolution mapping of DCN alterations and the
progress of expression profiling technologies enable the study of the effects of
chromosomal alterations on cellular processes and how these are mediated through
altered expression of genes residing in altered regions. By measuring DNA copy
numbers and mRNA expression levels on the same set of samples we gain access
to the relationship of copy number alterations to how they are manifested in
altering expression profiles. In [12] the authors used (metaphase slides) CGH
to identify large scale amplifications in 23 metastatic colon cancer samples and
performed expression profiling on the same samples. They observed some correlation between DCN and expression levels but on overall effect of alterations
on transciption. In [14] an opposite observation is reported, for breast cancer
samples. That is: a strong global correlation between copy number changes and
expression level variation is observed. Similarly, Hyman et al [7] studied copy
number alterations in 14 breast cancer cell lines and identified 270 genes with
expression levels that are systematically attributable to gene amplification. The
statistics used by both latter studies is based on simulations and takes into account single gene correlations but not local regional effects. Recently, Linn et
al studied expression patterns and genome alterations in DFSP and discovered
common 17q and 22q amplifications that are associated with elevated expression
of resident genes [9].
Our purpose in this paper is to provide algorithmic and statistical methods to
rigorously support data analysis designed to improve our understanding of copy
number to transcription relationships (specifically in aCGH data). Regions of
high correlation are potentially related to the tumor pathogenesis. More specifically, genes affected by changes in DCN potentially play a role in driving tumor
differentiation. Note that the correlation between expression data vectors and
their corresponding (same gene) DCN data vectors should behave completely
random if all the variation in the DCN vector arises due to experimental errors.
We are therefore mostly interested in detection of statistically significant correlations. These might not show up when low resolution and global data analysis
approaches are employed. For example, low penetrance (not all cells in the sample) and low prevalence (not all samples in the study) alterations might effect
expression below the 2-fold mark and only in some of the samples, but in a significant manner when a genomic region is considered. In addition – the detection
of regions that manifest a significant correlation can aid in detecting actual low
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penetrance alterations in high resolution even if the DCN data, alone, do not
support such discoveries.
Throughout the paper we use C and E to denote the DNA copy number and
gene expression data matrices, where the (i, j)-th entry of each matrix represent
the data for the ith gene in the jth sample. We abbreviate “DNA copy number”
and “gene expression” as DCN and GE respectively.
In Section 2 we describe methods to quantify the correlation observed for
any pair of rows C(i, ·) and E(i, ·). In Section 3 we extend these to account for
the regional character of DCN alterations. In Section 4 we discuss submatrices
of affected samples and genes. Conclusions are discussed in Section 5.
Datasets We demonstrate our methods on two joint DCN-GE breast cancer
datasets. The first, described in [14] is of 6,095 genes across 41 samples (4 cell
lines, 37 primary breast tumors). The second, from [7] is of 13,824 genes across
14 cell-line samples. All datasets are measured on cDNA microarrays.

2

Correlation Scoring Methods

Consider a single gene g and let u = ug and v = vg denote the corresponding
DCN and GE data vectors of g. Let n denote the number of samples (length of
u and v). In this section we present several approaches for scoring g by looking
for dependencies between u and v.
2.1

Pearson Product Moment Correlation

The most common measure of the dependence between two vectors u, v is the
Pearson correlation coefficient:
P
(u − ū)(v − v̄)
pP
.
(1)
r(u, v) = pP
(u − ū)2
(v − v̄)2
r measures the degree to which u and v maintain a linear relationship. It may
therefore be less suitable when the DCN and GE values follow some non-linear
relationship. Nonetheless, previous large-scale DCN-GE comparative studies [14]
used Pearson correlation as a sole scoring method to evaluate dependence.
2.2

Separating-Cross Correlation

A different methodology for comparing gene copy measurements with gene expression levels, such as the one described in [7] utilizes user chosen thresholds
for classifying DCN measurements as deleted or amplified and for classifying GE
measurements as under-expressed or over-expressed. Such methods do not rely
on any assumption of linearity or on the value of the mean; however, they are
somewhat dependent on the specific choice of thresholds. The separating-crosses
scores we now introduce are a generalized approach to threshold-based analysis
of the dependence between two vectors.
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We can view the two vectors u and v as n points (ui , vi ) in the plain. An axis
parallel cross t = tx,y , centered at (x, y), partitions the plain into four quadrants,
denoted by At , Bt , Ct , and Dt (See figure 2). We denote by at the number of
points (ui , vi ) that belong to the quadrant At . The other quadrants counts bt , ct
and dt are defined similarly. Clearly, at + bt + ct + dt = n.
Roughly speaking, u and v are correlated if there exist a cross t such that both
a and d are large (compared with b and c). More generally, assume we are given
a function of the quadrants counts (such a function is called a cross-function),
f (a, b, c, d). We are interested in the maximal obtainable value of f :
F (u, v) = max{f (at , bt , ct , dt )}.
t

(2)

The function F is called a separating cross score function.
Let π denote the ranks of the samples with respect to the vector u. That is,
u(π −1 (1)) < · · · < u(π −1 (n)). For example, for u = (2, 1.5, 9, 0.4), π = (3, 2, 4, 1).
Similarly, we denote by τ the samples permutation induced by v. Since crossfunctions (and thus score functions) depend only on quadrants counts and not
on the actual locations of the points, we have F (u, v) = F (π, τ ). Thus, for
every function f (π, τ, t), we can compute F (π, τ ) by examining (n − 1)2 possible
crosses. We describe one cross score function, the Maximal Diagonal Product
(MDP). Consider the separating-cross-function DP(π, τ, t) = at · dt , which we
call Diagonal Product (DP), and the corresponding score function:
MDP(π, τ ) = max{DP(π, τ, t)}.
t

(3)

A useful attribute of the MDP score is that it provides a distinction between
samples that contribute to the maximum score (points within At and Dt ) and
those that do not (points within Bt and Ct ). We make use of this attribute in
identifying affected samples in Section 4. The combinatorial nature of this score
allows rigorous calculation of its statistical properties, the discussion of which is
beyond the scope of this paper.

3

Regional Analysis

Some cancer related alterations in genomic DNA have direct effect on mRNA
levels, possibly leading to downstream functional deficiencies. These alterations
are most likely localized in one or more of the following aspects:
1. The alteration in genomic DNA is limited to certain chromosomal segments.
2. The expression of all genes within a specific genomic segment may not be
effected to the same extent.
3. Not all samples contain identical or similar genomic alterations.
4. Within specific samples, alterations occur with varying levels of penetrance.
Previous work on DCN-GE expression relationship consider only correlation
between the gene-expression levels of single genes and their respective DNA copy
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number measurements. Pollack et al [14] study the global behavior of DCN-GE
correlation and show that the distribution of Pearson correlation values between
DCN and GE differs from the expected distribution. They report 54 amplified
genes with moderately or highly elevated expression levels. Hyman et al [7]
also demonstrate global single gene correlations and identify 270 genes with
expression levels significantly influenced by changes in DCN .
CGH based studies show that chromosomal alterations frequently apply to
long stretches of the genome that may span a large number of genes. The expression pattern of a gene that is affected by such an aberration is expected to
correlate not only with the copy number of its own coding DNA but also with
the DCN measurements of neighboring genes. We therefore expect that analysis
that takes regional effects into account to yield better results that might offset
the negative effects of noise in the data or low penetrance. Both [14] and [7] did
not account for such regional considerations. In this section we suggest a framework for considering local correlation between genomic alteration and variance
in gene expression levels, that accounts for regional effects.
Given a gene gi we define its k-neighborhood as the continuous sequence
of genes indexed by Γk (i) = (i − k, ..., i + k). A straightforward approach to
quantifying the correlation of the gene’s GE vector E(i, ·) with the DCN vectors
in its neighborhood Γk (i) is by calculating the average correlation of E(i, ·) to
each of the respective DCN vectors:
r(i, Γk (i)) =

i+k
X
1
r(i, j),
2k + 1

(4)

j=i−k

where r(i, j) is any correlation measure between the vectors E(i, ·) and C(j, ·).
Alternative approaches to regional correlation include the correlation of E(i, ·)
to the vector of (weighted or uniform) average DCN in Γk (i), or the product of
the p-values of the respective correlations.
Permuted Data When performing analyses that take gene order into account we
compare results to a null model that assumes neighboring genes are independent of each other. To this end, we also perform our analysis on gene-permuted
matrices E 0 and C 0 where the same permutation was applied to the rows of
both matrices. We expect regional effect results to be dependent on the original
chromosomal order of the genes.
Computing p-Values To identify regions where DCN and GE correlate beyond
the extent expected for the consistent DCN values we perform the simulation
analysis outlined below. The general idea is to evaluate a locus dependent pvalue for chromosomal regions. Correlations in regions where a very consistent
DCN measurements are observed need to cross much higher thresholds to be
significant since distributions expected at random in such regions have larger
variation (weaker smoothing effect of averaging because of the consistent DCN
values). Consider a neighborhood Γk (i) and fix L, the size of simulation applied.
We randomly draw L−1 expression vectors (rows of E) indexed by i1 , i2 , ..., iL−1 ,
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and for each compute rl = r(il , Γk (i)), the correlation of the random expression
vector to the neighborhood Γk (i). To the correlation r∗ = r(i, Γk (i)), actually
observed at i, we assign its rank ρ amongst r1 , r2 , ..., rL−1 , r∗ , a number between
1 and L. The p-value for the region correlation observed at i is pV (i) = ρ/L.
3.1

Results

We applied the above locus dependent p-value calculations to investigate copy
number to expression correlations in [14]. Figure 1 depicts the cumulative distribution of pV (i), where i ranges over all genes in the dataset. As expected,
randomly permuting the dataset yields a straight line that can be used as reference (curve E), while significant single gene correlations (i.e. r(i, i) , curve C)
are overabundant at all p-values. Significant correlations are even more abundant when computed for neighborhoods of size k = 2 and k = 10 (curves B and
A, respectively). Note that these results depend on both the chromosomal order
(as the gene-permuted data yields a lower abundance of significant correlation
scores than single gene correlations, curve D) and on direct DCN to GE correlations (due to the method of calculating pV (i) ). The region-dependent pV (i)
scores enable the identification of loci where the gene expression levels significantly correlate with the DCN measurements with greater statistical confidence.
For illustration, consider a threshold of pV (i) ≤ 0.001. A random dataset of
6000 genes is expected to contain 6 genes with this score whereas single gene
correlations yield 164 such genes (FDR = 3.7%). Averaged correlation against
Γ2 (i) yields 214 significant loci (FDR = 2.8%) and working with Γ10 (i) yields 289
significant loci (FDR = 2.1%). Thus, using region-based analysis delivers almost
80% more loci where DCN-GE correlation may be identified with high confidence. Furthermore, additional regions of correlation are thus detected (details
in the supplement [1]).

Fig. 1. a) Cumulative distribution of values of pV (i) (p-value of the average correlation
r(i, Γ (i))), for neighborhoods of size k = 10 (A), k = 2 (B), single genes (C), and for
gene-permuted data with a neighborhood of size k = 2 (D). Randomly permuted data
yields a straight line, as expected (E). b) Zoom of lower values of the same curves at
logarithmic scale. Note the different values attained at pV (i) = 10−3 .
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7

Genomic-Continuous Submatrices

In the previous section we mentioned that genomic alterations are often localized
to a subset of the samples as well as to a specific chromosomal segment. In this
section we discuss the task of detecting both the genomic segment in which an
aberration has occurred, the affected samples and the transcriptional effect of
the aberration. To this end we define a model of significantly altered genomiccontinuous submatrices and present two algorithmic approaches for detecting
them. We then apply the suggested methods to the two breast cancer datasets.
4.1

Definition

For a given pair of DCN and GE matrices C, E over an ordered set of genes G
and a set of samples S we define a genomic-continuous submatrix (GCSM) as
M = G0 × S 0 where G0 ⊂ G is a continuous segment of genes and S 0 ⊆ S is a
subset of samples, and its complement submatrix M = G0 × {S − S 0 }. Let C(M )
and E(M ) denote the projections of the matrices C and E on the subsets G0
and S 0 (the DCN and GE submatrices corresponding to M ).
Under our biological model, a genomic alteration in a given chromosomal
segment and a given sample should affect most of the DCN measurements in
this segment but only some of the respective GE measurements (since changes
in expression depend on other factors that determine regulation). Informally, we
say that a given GCSM M is significantly amplified if:
– Most DNA copy values in the set C(M ) are positive.
– Some genes gi ∈ G0 have higher expression values {E(i, j) : sj ∈ S 0 } com/ S 0 }.
pared to {E(i, j) : sj ∈
More formally, let us define a score that reflects the degree to which M is
significantly amplified. First, we define a score F (M ; C) that reflects overabundance of positive values in C(M ) in comparison to C(M ) using the hypergeometric distribution. Let N = |C(M ∪ M )| and n = |C(M )|. Let K and k be the
number of positive values in C(M ∪ M ) and C(M ), respectively. Given N, n, K
the hypergeometric probability of finding k or more positive values in C(M ) is:
F (M ; C) = HG(N, K, n, k) =

N
X

n
i



i=k

N −n
K−i

N
K


.

(5)

Similarly, we define a score F (M ; E) that reflects the overabundance of genes
in G0 that are significantly differentially expressed, comparing S 0 and S − S 0 ,
in the correct direction (higher in S 0 than in S − S 0 ). A TNoM (Threshold
Number of Misclassifications) score may be assigned to each gene according to
its performance as a S 0 versus S − S 0 classifier [5, 3]. Rigorous p-values can be
calculated for TNoM. If the probability, for a single gene, of obtaining a score
of s or better under the null model is p(s) then the number of genes with scores
s or better, amongst the |G0 | genes examined, is Binomial(n, p(s)) distributed.
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Let n(s) denote the number of genes with such scores actually observed in the
data. Let σ(s) be the tail probability of the Binomial(n, p(s)) distribution, at
n(s). F (M ; E) is then defined to be max0≤s≤|S 0 | − log(σ(s)). For a more detailed
description of differential expression overabundance please see [4].
Under the null model, DCN and GE vectors are completely uncorrelated. A
total score for an amplification in M is:
F (M ; C, E) = − [log10 F (M ; C) + log10 F (M ; E)]

(6)

The above discussion addresses amplifications only. However, any deletion in
a subset S 0 is equivalent, under F , to an amplification in S − S 0 .
4.2

Algorithmic Approach

Locating a partition of samples that maximizes TNoM overabundance for a given
set of genes is by itself a difficult task that has been approached by heuristic
methods [4]. The problem of locating a partition that maximizes a combined
hypergeometric and TNoM overabundance score is clearly at least as hard, and
consequently we resort to heuristic approaches for locating significantly altered
GCSMs. Note that due to the fact that we are looking for continuous segments
only, all possible segments may be enumerated in O(n2 ), where n is the number of
genes. The difficulty remains in determining which subset S 0 maximizes F ((G0 ×
S 0 ); C, E) for a given segment G0 . We suggest two algorithmic approaches:
Max-Hypergeometric Algorithm As the definition of the score of a GCSM
M is composed of two parts, a reasonable heuristic approach to locating highscoring GCSMs is to select the sample partitions that maximize one part of
the score – the hypergeometric score – for each possible segment, and for these
partitions to calculate the combined score. For a given segment G0 the calculation
of maxS 0 ⊆S [− log(F ((G0 ×S 0 ); C)] may be performed in (O(|S|)) time by ordering
the samples according to decreasing number of positive entries, as described in
the following psuedo code:
Algorithm 1 MHA - Max-Hypergeometric Algorithm
Input: C, E, t - a significance threshold, l - maximum segment length.
Output: A list of high scoring GCSMs, L.
for all segments G0 ⊂ G of length ≤ l do
For each sample si ∈ S let pi =# of positive entries in C(G0 , si ).
Order the samples s.t. pπ(1) ≥ ... ≥ pπ(|S|) .
maxScore = max1≤i<|S| F ((G0 , {Sπ(1) , ..., Sπ(i) }); C, E).
if maxScore > t then
Add M = (G0 , S 0 ) to L.

Consistent Correlation Algorithm One shortcoming of MHA is that it depends on a sufficiently strong pattern in the DCN measurements alone in order
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to detect high-scoring GCSMs. However, in Section 3 we argued that in some
cases significant correlation between DCN and GE patterns is indicative of a
chromosomal aberration even when the DCN signal per se is weak. The second
algorithmic approach relies on DCN -GE correlations for locating candidate partitions S 0 . To this end, we make use of a helpful attribute of the MDP correlation
score. Recall from Section 2.2 that for a given gene gi the score MDP(i) defines
a cross-threshold t for which the product At · Dt is maximized (see Figure 2). It
is therefore straightforward to separate the samples that contribute to the score
MDP(i) – those within At or Dt – from those that do not (within Bt or Ct ).
Taking into consideration the chromosomal neighborhood of gi we can increase
our confidence that gi ’s expression level in a specific sample is affected by the
aberration. Consider, for example, a sample s that falls in Dt when computing MDP(i, j) for E(i) and all relevant C(j). The probability of such an event
occurring at random decreases exponentially with k.
For a gene gi and a sample s ∈ S we define the sample MDP score of s as:
SMDP(s, i) =

i+k
X

 

1
1s∈At (i,j) MDP(i, j) − 1s∈Dt (i,j) MDP(i, j) ,
2k + 1
j=i−k

where At (i, j) and Dt (i, j) are the sets of samples that fall into quadrants At
and Dt for the threshold t that attains the MDP for E(i) and C(j). Note that
−MDP(i, Γk (i)) ≤ SMDP(s, i) ≤ MDP(i, Γk (i)) and extrema are attained if s
falls in either At or Dt in all of the crosses.
The above method allows us to rank the samples si ∈ S according to increasing odds that they have been affected by an amplification. As before, this
ranking suggests O(|S|) partitions to be evaluated. In practice, we may opt to
run the algorithm on a filtered set of genes G̃ ⊂ G that pass some minimal
regional correlation threshold, in accordance with the statistics mentioned in
Section 3.
Algorithm 2 CCA - Consistent Correlation Algorithm
Input: C, E, G̃ - a subset of genes, k - the neighborhood size, t - a significance
threshold, l - maximum segment length.
Output: A list of high scoring GCSMs, L.
for all genes gi ∈ G̃ do
For each sample sj ∈ S calculate pi = SMDP(sj , i).
Order the samples s.t. pπ(1) ≥ ... ≥ pπ(|S|) .
for all segments G0 ⊂ G of length ≤ l s.t. gi ∈ G0 do
maxScore = max1≤i<|S| F ((G0 , {Sπ(1) , ..., Sπ(i) }); C, E).
if maxScore > t then
Add M = (G0 , S 0 ) to L.

Analysis Note that the two algorithms are appropriate for two different types
of high-scoring GCSMs. MHA is optimal when F (M ; C) is a dominant factor of
the total score, i.e. when the DCN measurements alone point to a chromosomal
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aberration. CCA is appropriate when there is a strong correlation between E(M )
and C(M ) suggesting that both F (M ; C) and F (M ; E) have a significant part
in the total score. In the latter case we expect that a chromosomal alteration
has a significant effect on transcriptional activity. A third extremal case, for
which neither algorithm is appropriate, is the case in which F (M ; E) alone is
a dominant factor of the total score. A biological interpretation of this event
is co-regulation of neighboring genes, unlinked to chromosomal aberration (as
in an operon). This type of effect is not in the scope of this study and may be
overlooked by both algorithms.
4.3

Results

We applied both algorithms to detect high-scoring GCSMs in the joint DCN-GE
breast tumor data of Pollack et al [14], using a threshold of F (M ; C, E) > 30. A
considerable number of significant GCSMs was detected both by MHA and CCA
spanning genomic segments of 5-52 loci, or 0.25-4Mbp. The two algorithms locate
similar but not identical high-scoring GCSMs. MHA produced no GCSMs with
scores above the given threshold for either randomly permuted data or the same
dataset where the genomic order was randomly permuted, verifying that the high
scores attained were due to regional phenomena (see Figure 3). A distribution
with intermediate values is obtained when MHA is run on a the dataset where
only the genomic order of the expression vectors was randomly permuted, suggesting that the DCN matrix on its own is accountable only for a fraction of the
high scores obtained for the complete data. CCA does not produce any results
on random data since, by definition, it initiates a search only when the regional
correlation score is statistically significant. Genomic aberrations were located
in various chromosomal segments, including 1p, 1q, 3p, 8p, 8q, 13q, 17q and
20q reported in [14] and in several additional locations. These include a GCSM
with F (M ) = 60.3 in 17q (28-32Mbp), and an a GCSM with F (M ) = 50.2 in
11q (69-73Mbp). Genes affected by altered GCSMs include TP53, FGFR1 and
ERBB2, known to be involved in breast cancer (see supplement [1] for a complete list of high-scoring GCSMs, and some affected genes). Similar results were
obtained for the joint DCN-GE breast cancer cell-line dataset of Hyman et al
[7]. Our method validates the novel alterations in 9p13 (GCSM score 25.5) and
in 17q21.3 (GCSM score 37). The same aberrations were located in a subset of
the samples of [14], with GCSM scores of 32.5 and 53 respectively. Figure 4 depicts a significant alteration in 17q11 that is significantly associated with altered
expression levels of 5 resident genes (data from [14]).

5

Conclusion

The advanced stage of expression profiling technologies, coupled with continued
development of aCGH and other technologies for measuring DCN alterations
enable a more comprehensive study of the molecular profile of cancer. Specifically, these technology advances enable the generation of joint data sets where
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Fig. 3. Distribution of GCSM scores obtained by
MHA on data of [14] (Data), on randomly permuted
data (Rand), and on randomly permuted gene order
(both DCN and GE - Perm; only GE - PermExp).

DCN and GE values are measured on the same set of samples and genes. Using
these data to understand cancer pathogenesis mechanisms related to alterations
and their transcriptional effects will require the development of adequate data
analysis methodology and tools. In this paper we provide a first statistical and
algorithmic treatment of this methodology.
We describe methods for assessing the correlation of DCN to GE for single genes, taking into account regional effects. We also develop a statisitical and
algorithmic framework for identifying altered regions with a correlated transcriptional effect. Applying our methods to published breast cancer data we provide
stronge evidence of the transcriptional effects of altered DCN and identify chromosomal segments and sample subsets where these effects are more pronounced.
Specifically, we identify regions where a statistically significant alteration affects
more than one resident gene.
In future work we intend to improve the algorithmics and to further develop
rigorous statistics for biologically meaningful structures in DCN-GE data.
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Computational methods for discovery of sequence elements that are enriched in a target set compared with a
background set are fundamental in molecular biology research. One example is the discovery of transcription factor
binding motifs that are inferred from ChIP–chip (chromatin immuno-precipitation on a microarray) measurements.
Several major challenges in sequence motif discovery still require consideration: (i) the need for a principled approach
to partitioning the data into target and background sets; (ii) the lack of rigorous models and of an exact p-value for
measuring motif enrichment; (iii) the need for an appropriate framework for accounting for motif multiplicity; (iv) the
tendency, in many of the existing methods, to report presumably significant motifs even when applied to randomly
generated data. In this paper we present a statistical framework for discovering enriched sequence elements in ranked
lists that resolves these four issues. We demonstrate the implementation of this framework in a software application,
termed DRIM (discovery of rank imbalanced motifs), which identifies sequence motifs in lists of ranked DNA sequences.
We applied DRIM to ChIP–chip and CpG methylation data and obtained the following results. (i) Identification of 50
novel putative transcription factor (TF) binding sites in yeast ChIP–chip data. The biological function of some of them
was further investigated to gain new insights on transcription regulation networks in yeast. For example, our
discoveries enable the elucidation of the network of the TF ARO80. Another finding concerns a systematic TF binding
enhancement to sequences containing CA repeats. (ii) Discovery of novel motifs in human cancer CpG methylation
data. Remarkably, most of these motifs are similar to DNA sequence elements bound by the Polycomb complex that
promotes histone methylation. Our findings thus support a model in which histone methylation and CpG methylation
are mechanistically linked. Overall, we demonstrate that the statistical framework embodied in the DRIM software tool
is highly effective for identifying regulatory sequence elements in a variety of applications ranging from expression
and ChIP–chip to CpG methylation data. DRIM is publicly available at http://bioinfo.cs.technion.ac.il/drim.
Citation: Eden E, Lipson D, Yogev S, Yakhini Z (2007) Discovering motifs in ranked lists of DNA sequences. PLoS Comput Biol 3(3): e39. doi:10.1371/journal.pcbi.0030039

proﬁle has gained much attention in the literature. Any
approach to motif discovery must address several fundamental issues. The ﬁrst issue is the way by which motifs are
represented. There are several strategies for motif representation: using a k-mer of IUPAC symbols where each symbol
represents a ﬁxed set of possible nucleotides at a single
position (examples of methods that use this representation
include REDUCE [3], YMF [4,5], ANN-SPEC [6], and a
hypergeometric-based method [7]) or using a position weight
matrix (PWM), which speciﬁes the probability of observing
each nucleotide at each motif position (for example MEME
[8], BioProspector [9], MotifBooster [10], DME-X [11], and
AlignACE [12]). Both representations assume base position
independence. Alternatively, higher order representations
that capture positional dependencies have been proposed

Introduction
Background
This paper examines the problem of discovering ‘‘interesting’’ sequence motifs in biological sequence data. A widely
accepted and more formal deﬁnition of this task is: given a
target set and a background set of sequences (or a background
model), identify sequence motifs that are enriched in the target set
compared with the background set.
The purpose of this paper is to extend this formulation and
to make it more ﬂexible so as to enable the determination of
the target and background set in a data driven manner.
Discovery of sequences or attributes that are enriched in a
target set compared with a background set (or model) has
become increasingly useful in a wide range of applications in
molecular biology research. For example, discovery of DNA
sequence motifs that are overabundant in a set of promoter
regions of co-expressed genes (determined by clustering of
expression data) can suggest an explanation for this coexpression. Another example is the discovery of DNA
sequences that are enriched in a set of promoter regions to
which a certain transcription factor (TF) binds strongly,
inferred from chromatin immuno-precipitation on a microarray (ChIP–chip) [1] measurements. The same principle may
be extended to many other applications such as discovery of
genomic elements enriched in a set of highly methylated CpG
island sequences [2].
Due to its importance, this task of discovering enriched
DNA subsequences and capturing their corresponding motif
PLoS Computational Biology | www.ploscompbiol.org

Editor: Ernest Fraenkel, Massachusetts Institute of Technology, United States of
America
Received July 25, 2006; Accepted January 5, 2007; Published March 23, 2007
Copyright: Ó 2007 Eden et al. This is an open-access article distributed under the
terms of the Creative Commons Attribution License, which permits unrestricted
use, distribution, and reproduction in any medium, provided the original author
and source are credited.
Abbreviations: ChIP–chip, chromatin immuno-precipitation on a microarray;
DRIM, discovery of rank imbalanced motifs; mDIP, methyl-DNA immunoprecipitation; mHG, minimal hypergeometric; OC, other condition; TF, transcription factor;
TFBS, transcription factor binding sites; YPD, rich media condition
* To whom correspondence should be addressed. E-mail: eraneden@cs.technion.ac.
il or eraneden@gmail.com (EE), zohar_yakhini@agilent.com (ZY)

0001

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

March 2007 | Volume 3 | Issue 3 | e39

Discovering Motifs in Ranked Lists

Author Summary

and background sets. Many methods rely on the user to provide
these two sets and search for motifs that are overabundant in
the former set compared with the latter. The question of how
to partition the data into target and background sets is left to
the user. However, the boundary between the sets is often
unclear and the exact choice of sequences in each set
arbitrary. For example, suppose that one wishes to identify
motifs within promoter sequences that constitute putative
TFBS. An obvious strategy would be to partition the set of
promoter sequences into target and background sets according to the TF binding signal (as measured by ChIP–chip
experiments). The two sets would contain the sequences to
which the TF binds ‘‘strongly’’ and ‘‘weakly,’’ respectively. A
motif detection algorithm could then be applied to ﬁnd
motifs that are overabundant in the target set compared with
the background set. In this scenario, the positioning of the
cutoff between the strong and weak binding signal is
somewhat arbitrary. Obviously, the ﬁnal outcome of the
motif identiﬁcation process can be highly dependent on this
choice of cutoff. A stringent cutoff will result in the exclusion
of informative sequences from the target set while a
promiscuous cutoff will cause inclusion of nonrelevant
sequences—both extremes hinder the accuracy of motif
prediction. This example demonstrates a fundamental difﬁculty in partitioning most types of data. Several methods
attempt to circumvent this hurdle. For example, REDUCE [3]
uses a regression model on the entire set of sequences.
However, it is difﬁcult to justify this model in the context of
multiple motif occurrence (as explained below). In other
work, a variant of the Kolmogorov-Smirnov test was used for
motif discovery [24]. This approach successfully circumvents
arbitrary data partition. However, it has other limitations
such as the failure to address multiple motif occurrences in a
single promoter, and the lack of an exact characterization of
the null distribution. Overall, the following four major
challenges in motif discovery still require consideration: (c1)
the cutoff used to partition data into a target set and
background set of sequences is often chosen arbitrarily; (c2)
lack of an exact statistical score and p-value for motif
enrichment. Current methods typically use arbitrarily set
thresholds or simulations, which are inherently limited in
precision and costly in terms of running time; (c3) a need for
an appropriate framework that accounts for multiple motif
occurrences in a single promoter. For example, how should
one quantify the signiﬁcance of a single motif occurrence in a
promoter against two motif occurrences in a promoter?
Linear models [3] assume that the weight of the latter is
double that of the former. However, it is difﬁcult to justify
this approach since biological systems do not necessarily
operate in such a linear fashion. Another issue related to
motif multiplicity is low complexity or repetitive regions.
These regions often contain multiple copies of degenerate
motifs (e.g., CA repeats). Since the nucleotide frequency
underlying these regions substantially deviates from the
standard background frequency, they often cause false-motif
discoveries. Consequently, most methods mask these regions
in the preprocessing stage and thereby lose vital information
that might reside therein; (c4) criticism has been made over
the fact that motif discovery methods tend to report
presumably signiﬁcant motifs even when applied on randomly generated data [25]. These motifs are clear cases of
false positives and should be avoided.

A computational problem with many applications in molecular
biology is to identify short DNA sequence patterns (motifs) that are
significantly overrepresented in a target set of genomic sequences
relative to a background set of genomic sequences. One example is
a target set that contains DNA sequences to which a specific
transcription factor protein was experimentally measured as bound
while the background set contains sequences to which the same
transcription factor was not bound. Overrepresented sequence
motifs in the target set may represent a subsequence that is
molecularly recognized by the transcription factor. An inherent
limitation of the above formulation of the problem lies in the fact
that in many cases data cannot be clearly partitioned into distinct
target and background sets in a biologically justified manner. We
describe a statistical framework for discovering motifs in a list of
genomic sequences that are ranked according to a biological
parameter or measurement (e.g., transcription factor to sequence
binding measurements). Our approach circumvents the need to
partition the data into target and background sets using arbitrarily
set parameters. The framework is implemented in a software tool
called DRIM. The application of DRIM led to the identification of
novel putative transcription factor binding sites in yeast and to the
discovery of previously unknown motifs in CpG methylation regions
in human cancer cell lines.

(e.g., HMM and Bayesian networks motif representations
[13]). While these representations circumvent the position
independence assumption, they are more vulnerable to
overﬁtting and lack of data for determining model parameters. The method described in this paper uses the k-mer
model with symbols above IUPAC.
The second issue is devising a motif scoring scheme. Many
strategies for scoring motifs have been suggested in the
literature. One simple yet powerful approach uses the
hypergeometric distribution for identifying enriched motif
kernels in a set of sequences and then expanding these motifs
using an EM algorithm [7]. The framework described in this
paper is a natural extension of the approach of [7]. YMF [4,5]
is an exhaustive search algorithm which associates each motif
with a z-score. AlignACE [12] uses a Gibbs sampling algorithm
for ﬁnding global sequence alignments and produces a MAP
score. This score is an internal metric used to determine the
signiﬁcance of an alignment. MEME [8] uses an expectation
maximization strategy and outputs the log-likelihood and
relative entropy associated with each motif.
Once a scoring scheme is devised, a deﬁned motif search
space is scanned (either heuristically or exhaustively) and
motifs with signiﬁcantly high scores are identiﬁed. To
determine the statistical signiﬁcance of the obtained scores,
many methods resort to simulations or ad hoc thresholds.
Several excellent reviews narrate the different strategies for
motif detection and use quantitative benchmarking to
compare their performance [14–18]. A related aspect of
motif discovery, which is outside the scope of this paper,
focuses on properties of clusters and modules of TF binding
sites (TFBS). Examples of approaches that search for
combinatorial patterns and modules underlying TF binding
and gene expression include [19–23].

Open Challenges in Motif Discovery
One issue of motif discovery that is often overlooked
concerns the partition of the input set of sequences into target
PLoS Computational Biology | www.ploscompbiol.org
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Data Lends Itself to Ranking in a Natural Manner

testing corrections, which diminish the score’s sensitivity, we
provide a novel algorithm for computing the exact p-value of
mHG scores (see Methods, Calculating the p-value of the
mHG score). This eliminates the need to resort to simulations
or exhaustively calculated tables.
Our method also includes a new approach to modeling
motif multiplicity by incorporating a multidimensional
hypergeometric framework (see Methods, Multidimensional
mHG score). Unlike some models, which assume linearity
(e.g., that two binding motifs have twice the binding capacity
as one motif), our model does not make such pre-assumptions. Instead, the degree of surprise is adjusted for each
motif according to its own occurrence multiplicity distribution.
DRIM scans through a motif space, computes the mHG pvalue of these motifs and reports the signiﬁcant ones (see
Methods, The DRIM software).

In this paper we describe a novel method that attempts to
solve the above-mentioned four challenges in a principled
manner. It exploits the following observation: data often
lends itself to ranking in a natural manner, e.g., ranking
sequences according to TF binding signal: ranking according
to CpG methylation signal, ranking according to distance in
expression space from a set of co-expressed genes, ranking
according to differential expression, etc. We exploit this
inherent ranking property of biological data in order to
circumvent the need for an arbitrary and difﬁcult-to-justify
data partition. Consequently, we propose the following
formulation of the motif ﬁnding task: given a list of ranked
sequences, identify motifs that are overabundant at either end of the
list.
Our solution employs a statistical score termed mHG
(minimal hypergeometric) [26]. It is related to the concept of
rank-imbalanced motifs, which are sequence motifs that tend to
appear at either end of a ranked sequence list. In previous
work [26], the authors used mHG to identify sequence motifs
in expression data. We use this simple yet powerful approach
as the starting point for our study.

Proof of Principle
We begin by testing our method on synthetically generated
clear-cut positive and negative control cases. We do this to
verify that DRIM accurately identiﬁes motifs in well-characterized and experimentally veriﬁed examples and at the same
time avoids false identiﬁcation of motifs in randomly ordered
genomic sequences. The latter objective is of particular
importance since the issue of false identiﬁcation has been
mentioned as one of the main shortcomings of motif
discovery approaches. For example, in a previous study, six
different motif discovery applications were used to search for
TFBS motifs [25]. Each of the programs attempted to measure
the signiﬁcance of its results using one or more enrichment
scores. The authors report that the applications outputted
high-scoring motifs even when applied to random selections
of intergenic regions. A different paper reports clusters of
genes whose expression patterns correlate to the expression
of a particular TF [27]. These clusters were then analyzed for
enriched motifs. Again, the authors report that random sets,
with sizes matching those of the real clusters, contained a
large number of motifs with signiﬁcant scores.
To test our method’s false-prediction rate, we performed
the following negative control experiment: ﬁve different
random permutations of ChIP–chip data were generated by
randomly selecting 400 promoters and randomly permuting
their ranks. DRIM was then applied to these ranked lists and
scanned more than 100,000 different motifs in each one.
None of the motifs that were scanned had a signiﬁcant
corrected mHG p-value ,103. Note that to get the corrected
p-values, two levels of multiple test corrections are performed: correcting for the number motifs that are tested; and
correcting for multiple cutoffs that are tested as part of the
mHG optimization process.
How do the p-values of random motifs compare with those
of true biological motifs? To test this, we chose ﬁve TFs
(BAS1, GAL4, CBF1, INO2, and LEU3) whose motif binding
sites are well-characterized and experimentally veriﬁed. We
applied DRIM to the ChIP–chip data of these TFs as reported
in [25]. In all instances, the true motifs were identiﬁed with
corrected p-values of 106, 109, 1076, 1018, and 108,
respectively. A comparison of the p-value distribution of the
motifs in the randomly ordered sequences with that of the
veriﬁed TFBS motifs is given in Figure S3. In all instances the
true TFBS motifs were predicted with p-values that were

Overview
The rest of this paper is divided into two main parts, each
of which is self-contained: in the Results we brieﬂy outline
our method and describe new biological ﬁndings that were
obtained by applying this method to biological data. We
address challenge (c4) by testing the algorithm on randomly
ranked real genomic sequences. In the Methods, we describe
the mHG probabilistic and algorithmic framework and
explain how we deal with challenges (c1)–(c3).

Results
Statistics and Algorithms in a Nutshell
Based on the mHG framework, we developed a software
tool termed DRIM (discovery of rank imbalanced motifs) for motif
identiﬁcation in DNA sequences. A ﬂow chart of DRIM is
provided in Figure 1. The formal introduction and details of
the mHG statistics are given in Methods. However, to
facilitate the explanation and interpretation of our biological
results, we begin with a brief description of the method.
Suppose we are given a set of DNA sequences and some
measured signal associated with each sequence. We rank the
sequences according to the signal. Now, given a sequence
motif, we wish to assess whether that motif tends to appear
more often at the ‘‘top’’ of a list compared with the
‘‘remainder’’ of the list. The mHG score captures this type
of motif signiﬁcance. More precisely, the mHG score reﬂects
the surprise of seeing the observed density of motif
occurrences at the top of the list compared with the rest of
the list under the null assumption that all conﬁgurations of
motif occurrences in the list are equiprobable. A unique
feature of the mHG statistics is that the cutoff between the
top and the rest of the list is chosen in a data-driven manner
so as to maximize the motif enrichment. This is done by
computing the motif enrichment over all possible set
partitions and identifying the cutoff at which maximal
statistical signiﬁcance is observed.
The search for this optimal cutoff introduces a multiple
testing problem. To solve this without resorting to multiple
PLoS Computational Biology | www.ploscompbiol.org
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Figure 1. DRIM Flow Chart
DRIM receives a list of DNA sequences as input and a criterion by which the sequences should be ranked, for example, TF binding signals as measured
by ChIP ChIP–chip:
(i) The sequences are ranked according to the criterion.
(ii) A ‘‘blind search’’ is performed over all the motifs that reside in the restricted motif space (in this study the restricted motif space contains ;100,000
motifs, see Methods, The DRIM software). For each motif an occurrence vector is generated. Each position in the vector is the number of motif
occurrences in the corresponding sequence, (the figure shows the vector for the motif CACGTGW).
(iii) The motif significance is computed using the mHG scheme, and the optimal partition into target and background sets in terms of motif enrichment
is identified. The promising motif seeds are passed as input to the heuristic motif search model and the rest are filtered out.
(iv,v) The motif seeds are expanded in an iterative manner (the mHG is computed in each lap), until a local optimum motif is found.
(vi) The exact mHG p-value of the motif is computed. If it has a p-value , 103, then it is predicted as a true motif (the choice of this threshold is
explained in Results, Proof of principle). The output of the system is the motif representation above IUPAC, its PSSM, mHG p-value, and optimal set
partition cutoff.
doi:10.1371/journal.pcbi.0030039.g001

several orders of magnitude more signiﬁcant than the best pvalue of a motif in the randomly permuted data. This
indicates that the enrichment signals of true TFBS, as
captured by the mHG p-value, are clearly distinct from the
signals we expect to ﬁnd in random rankings of genomic
sequences.

the array). This was used as input for DRIM, which then
searched for motifs that tend to appear densely at the top of
the ranked lists. If such a motif does exist, with a p-value less
than 103, then we hypothesize that it is biologically
signiﬁcant and that it contributes to the TF’s binding, either
directly or indirectly.
The results on the Harbison ﬁltered dataset are summarized in Table S2. A TF was assigned a motif if such was found
in at least one condition. We compared the DRIM predictions
with previously reported TFBS discoveries in ChIP–chip that
incorporated predictions of six other motif discovery
methods and conservation data [25]. The results of this
comparison are summarized in Figure 2.
Overall, DRIM identiﬁed 50 motifs that were not picked up
by the six other methods as reported in [25]. We further
investigated these putative TFBS for additional evidence that
they are biologically meaningful. First, we found that seven of
them (ASH1, GCR1, HAP2, MET31, MIG1, RIM101, and
RTG3) are in agreement with previously published results

TFBS Prediction Using ChIP–chip
To further test the effectiveness of our method, we used it
for identiﬁcation of TFBS in yeast by applying it to the
Harbison and Lee–ﬁltered ChIP–chip datasets [25,28], containing measurements of 207 TF binding experiments in
several conditions (for details regarding dataset-ﬁltering see
Methods). Interestingly, we observed that in many of these
datasets longer intergenic regions are biased toward stronger
TF binding. We elaborate on this sequence length bias in the
Methods section and in Figure S1.
In each of the ChIP–chip experiments, we ranked the
intergenic regions according to the TF binding signal (we use
the p-value of enrichment for the sequence represented on
PLoS Computational Biology | www.ploscompbiol.org
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Figure 2. Comparison between Predictions of DRIM and Published Predictions of Six Other Methods and Conservation Data as Reported in [25]
Overall, out of 162 unique TFs, DRIM identified significant motifs for 82 TFs with p-value ,103. Out of the 162 TFs, DRIM and the other applications
agree on 96 TFs: 27 TFs for which a similar motif was found and 69 TFs for which no significant motifs were found. There are five TFs for which the
motifs predicted by DRIM and other applications differ; 11 for which the other applications identified motifs that DRIM did not; and 50 for which DRIM
identified a motif that the other applications did not (for details see Tables S2 and S3). Sequence logos were generated using the RNA Structure Logo
software [56].
doi:10.1371/journal.pcbi.0030039.g002

among four promoters, three of which have two copies of
BSAro80 each. This unusual motif distribution is combinatorially surprising and therefore suggests biological signiﬁcance. We note that BSAro8 shares some similarity with a
previously reported Aro80 motif [29,32]. However, the
sequence of BSAro8 provides new insights into the mechanism
of the yeast Ehrlich pathway that cannot be explained by the
previously described motif. (i) It was previously shown that
Aro80 enhances the transcription of Aro9 and Aro10 [30,32].
We found BSAro80 in the promoters of both genes—two
copies in each promoter. (ii) Interestingly, BSAro80 appears in
the promoter of the gene coding to the Aro80 protein. Since
the BSAro8 motif appears only in four promoters in the entire
genome, it is highly unlikely that this occurred by chance. We
therefore hypothesize that Aro80 self-regulates its own
transcription by directly binding to its own promoter. (iii)
The fourth promoter (when ranking according to Aro80 rich
media ChIP–chip data [25]) contains two BSAro80 elements,
one on the sense and the other on the anti-sense. This
conﬁguration is shared by two divergently transcribed genes,
NAF1 and Esbp6. The latter gene was previously shown to
have increased transcription in the presence of phenylalanine
as sole nitrogen source [30], suggesting it may play a role in
the Ehrlich pathway. Esbp6 is a monocarboxylate permease
and might be involved in the transfer of substrates of the
Ehrlich pathway across the plasma membrane. (iv) We
analyzed the conservation of BSAro8 in four yeast strains
and found all seven of its copies to be conserved in the
different strains. (v) Aro80 belongs to the Zn2Cys6 family of
TFs that are known to bind CCG elements separated by a

that are based on experimental techniques other than ChIP–
chip. Second, we compared them with a list of conserved
regulatory sites in yeast that was recently inferred using
conservation-based algorithms [29]. Ten of our putative TFBS
match these conserved sites (ARG81, ARO80, ASH1, CRZ1,
DAL81, HAP2, IME1, MET31, MIG1, and RTG3). Taken
together, these ﬁndings provide a strong indication that at
least some of the new motifs identiﬁed by DRIM are true
biological signals. In the following subsections, we focus on a
few of these putative TFBS (see Figure 3) and present
additional evidence that supports their biological role. We
use these ﬁndings to discover new interactions in the yeast
genetic regulatory network.
Aro80 transcription regulatory network. The Aro80 TF
regulates the utilization of secondary nitrogen sources such as
aromatic amino acids, as part of the Ehrlich pathway [30]. In
particular, it is involved in the regulation of 2-phenylethanol,
a compound with a rose-like odor, which is the most-used
fragrance in the perfume and cosmetics industry [31]. Due to
its commercial potential, the optimized production of this
substance has received much attention [31].
We identiﬁed the remarkably large motif,
WWNCCGANRNWNNCCGNRRNNW, in Aro80 rich media
ChIP–chip data [25] with p-value , 1011 (see Figure 3). We
refer to this putative binding site as BSAro80. Furthermore, we
discovered the same motif in two other independent sources
of data: Aro80 rich media experiment in the Lee ﬁltered
dataset and Aro80 SM condition (amino acid starvation), both
with p-value , 106. Only seven copies of this motif occurred
in the entire yeast genome. These seven copies are distributed
PLoS Computational Biology | www.ploscompbiol.org

0005

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

March 2007 | Volume 3 | Issue 3 | e39

Discovering Motifs in Ranked Lists

Figure 3. Examples of TFs for Which DRIM Identifies Novel Motifs
We further investigated these motifs and show evidence of their biological function. YPD, H2O2, and SM denote the ChIP–chip experimental conditions
[25] in which the motifs were identified.
doi:10.1371/journal.pcbi.0030039.g003

103) for partitioning the data included 16 other promoters
in the target set, in addition to the four promoters in which
BSAro80 appears. Consequentially, the signal-to-noise ratio
decreases, which might explain why other methods did not
identify the BSAro80 element.
Taken together, our results suggest the predicted BSAro80
motif is indeed an Aro80 binding site.
CA repeats are correlated with TF binding. We identiﬁed a
bi-nucleotide CA repeat motif with variable length ranging
from six to 62 in the Harbison ﬁltered dataset. The CA repeat
motif was found to be highly enriched for seven TFs: ARR1,
GCR2, IME4, and ACE2 in rich media condition and AFT2,
MAL33, and SFP1 in H2O2Hi condition. Furthermore, for two
of these TFs (GCR2, IME4), we rediscovered the same CA
repeat motif in the Lee ﬁltered dataset. In other words, for
the speciﬁed TFs, we identify a highly signiﬁcant correlation
between a sequence’s capacity to bind the TF and the
presence of a CA repeat in the sequence. This type of low
complexity motifs are often ﬁltered by current methods. One
exception is a recent work in which a CACACACACAC
sequence was found to be enriched in Rap1 experiments [33].
It has been previously hypothesized that CA repeats might
have a functional role in TF binding [34]. It was proposed that
CA repeats, which are often conserved in evolutionary distant
organisms, are likely to impose a unique DNA tertiary
structure that aids in the identiﬁcation of other speciﬁc
regulatory elements [34]. Our ﬁndings constitute concrete
evidence to this phenomena in seven (of 82) different TFs.
They are also in agreement with another study in which CA

spacing. Indeed, in addition to other conserved nucleotides,
the motif contains CCG gapped tri-nucleotides. (vi) In a
previous study, in order to identify cis-acting sequences
involved in Aro9 induction, a series of deletions were
produced in the Aro9 promoter region, and the expression
of a reporter gene was monitored [32]. The authors
concluded that the sequence CCGN7CCGN7CCGN7CCG in
the Aro9 promoter is responsible for Aro80 binding. We
note, however, that the changes in expression caused by the
mutations can be interpreted differently, and in fact they are
even more consistent with our BSAro80 motif. Deletions or
mutations that simultaneously altered all motif copies in the
promoter dramatically reduced expression, while those which
altered only some of the copies caused a more mild decrease.
Other deletions that did not affect any BSAro80 motif did not
affect the expression at all. A detailed analysis of the BSAro80
element with respect to these mutagenesis studies is given in
Figure S4.
A putative transcription network of Aro80 that incorporates these ﬁndings is shown in Figure 4. Note that GATA
binding sites are found adjacent to the BSAro80 motif. We
further discuss the potential role of these motifs in the
Discussion.
The predicted motif BSAro80 exempliﬁes the usefulness of
the mHG ﬂexible cutoff. Our process partitioned the data
into a target set containing the top ﬁrst four promoters (the
only promoters in the genome in which the motif resides) and
a background set containing the rest of the promoters. Other
methods that used a ﬁxed binding signal cutoff (p-value ,
PLoS Computational Biology | www.ploscompbiol.org
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Figure 4. The Hypothetical Regulatory Network of Aro80
Copies of the BSAro80 motif (on the sense and antisense) are shown as rectangles on the promoter regions.
(A) BSAro80 is conserved in four strains of yeast as shown using the University of California Santa Cruz browser conservation plots. Aro80 regulates the
utilization of secondary nitrogen sources such as aromatic amino acids by binding genes that participate in the catabolism of aromatic amino acids. We
hypothesize that it also binds to its own promoter region and introduces a positive feedback self loop.
(B) Part of the Aro80 promoter sequence is shown with bases of the BSAro80 motif colored in red. Interestingly, there are three GATA binding sites that
are adjacent to the BSAro80 motif (bases colored in green). These sites bind GATA factors that are known to play a role in nitrogen catabolite repression.
We hypothesize that they are also involved in the repression of Aro80 expression by physically binding to the region near BSAro80, thus making it
inaccessible to Aro80 binding. This in turn breaks the positive feedback loop and represses the expression of Aro80 itself and other Aro80 regulated
genes.
doi:10.1371/journal.pcbi.0030039.g004

motifs, M1 ¼ TGTGGCSS and M2 ¼ CACGTG, in rich media
ChIP–chip experiments of three different TFs: Met4, Met31,
and Met32. Furthermore, we rediscovered the same motifs in
other experimental conditions of the same TFs. Met4, Met31,
and Met32 are three factors involved in the sulfur amino acid
pathway, and the fact that the same two motifs were
independently predicted for each of the TFs is unlikely to
occur by chance, suggesting the predictions are biologically
meaningful. In a previous work it was shown that Met4 is
tethered to the DNA sequence AAACTGTG via two alternative complexes, Met4-Met28-Met31 and Met4-Met28-Met32
(the binding is thought to occur via Met31/32) [37]. This
sequence partially overlaps motif M1. Furthermore, the
complex Met4-Met28-Cbf1 was shown to bind motif M2 [38].
Previous ﬁndings are summarized in Figure S5A. The above
explains why we predict M1 for Met4 and M2 for Met31/32.
However, it does not explain why we also predict M2 for Met4
and M1 for Met31/32. The most likely explanation for this is
the existence of a direct interaction between the two
complexes Met4-Met28-Cbf1 and Met4-Met28-Met31/32. If
such an interaction exists, then the cross linking would ﬁx the
two complexes and cause the immunoprecipitation of Met4,
Met31, and Met32 to precipitate the same set of sequences,
thus causing the same motifs to appear in the experiments of
all three TFs, which is exactly what DRIM identiﬁes. This
point is illustrated in Figure S5B. The idea of direct

repeat–containing sequences in the human gamma-globin
gene promoter required for efﬁcient transcription were
identiﬁed using in vitro site-directed mutagenesis [35]. Taken
together, our ﬁndings and other observations suggest CA
repeats play a role in the DNA binding of some TFs.
Detection of indirect TF–DNA binding using ChIP–chip.
IME1 is a TF that activates transcription of early meiotic
genes. We identiﬁed a motif, CGGCCG, with p-value , 1011
that is enriched in the sequences to which IME1 binds in
H2O2 condition. Although this motif was not identiﬁed by
other methods as reported in [25], we found evidence that
suggests it is biologically meaningful. First, we note that this
motif is a perfect palindrome, which is often characteristic of
TF binding sites. Second, the same motif was identiﬁed as
evolutionarily conserved in IME1-bound sequences as inferred from ChIP–chip data [29]. Third, IME1 interacts with
Ume6, also a transcriptional regulator of early meiotic genes,
which was previously shown to bind the same DNA motif,
CGGCCG [36]. We conclude that the IME1-discovered motif
is likely due to the following scenario: IME1 binds to Ume6,
which binds to CGGCCG sequences on the DNA. The cross
linking in the ChIP–chip protocol ﬁxes these bindings, and
the immunoprecipitation of IME1 actually precipitates the
entire complex. We therefore get enriched CGGCCG
sequences in IME1 experiments due to indirect binding to
this DNA motif.
In another example, we identiﬁed the same two distinct
PLoS Computational Biology | www.ploscompbiol.org
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Table 1. Enriched Motifs Associated with CpG Methylation in Four Human Cancer Cell Lines and Comparison to Motifs in Regions
Bound by the Polycomb Complex
Cell Line

CpG Methylation
Motif

Number of
Experiments

Average
p-Value

Notes

Polycomb
Complex Motif

Caco-2
Caco-2
Caco-2
Caco-2
Carcinoma
PC3
PC3
PC3
PC3
PC3
Polyp
Polyp
Polyp

SSCCCCANGa
CNGCTGCa
GAGGGA
DGAGAGV
CA repeat
CA repeat
GGGGTNCCa
ACACNCAC
GCTGC
RGCGCAA
CA repeat
CNNGCGCCa
GCTGCNBB

4
3
2
2
2
1
1
2
2
2
2
3
2

,1010
,105
,104
,104
,1079
,107
,106
,1010
,105
,104
,1058
,1013
,106

Novel prediction
Novel prediction
In agreement with [2]
Novel prediction
Novel prediction
Novel prediction
In agreement with [2]
In agreement with [2]
Novel prediction
Novel prediction
Novel prediction
Novel prediction
Novel prediction

Yes [41,44]
Yes [41]
Yes
Yes
Yes
Yes

[41,43,44]
[41,42]
[41,42]
[44]

Yes [41]
Yes [41,42]
Yes [44]
Yes [41]

Number of Experiments corresponds to the number of replicate experiments of the same cell line in which the same motif was independently identified. The CA repeat motifs have a
variable length.
Polycomb Complex Motif denotes motifs that appear in regions bound by the Polycomb complex [41,42,44].
a
Motifs that have G-C content .66%. Their enrichments are partially attributed to the G-C content bias that is found in the CpG methylation data.
doi:10.1371/journal.pcbi.0030039.t001

with hypermethylated promoters at the top. Note that
different replicates of the same cell line may yield different
ranking of the promoters.
DRIM identiﬁed signiﬁcantly enriched motifs in each of the
four cancer cell lines. Table 1 shows all the motifs that were
independently discovered in at least two different replicates
of the same experiment or that are in agreement with
previous work [2]. Overall, DRIM discovered 13 motifs: ten
novel motifs and three that have been previously predicted in
hypermethylated CpG island promoters in the same cancer
cell lines [2]. Some of these motifs have also been independently identiﬁed in methylated CpG regions of other cell lines
[39,40].
Interestingly, nine of the novel ten motifs were independently identiﬁed in DNA regions to which the proteins of the
Polycomb complex bind [41–43]. The Polycomb complex is
involved in gene repression through epigenetic silencing and
chromatin remodeling, a process that involves histone
methylation. The fact that these two distinct key epigenetic
repression systems, namely histone methylation and CpG
methylation, bind to regions that share a similar set of
sequence motifs suggests they are linked. To further establish
this link we applied DRIM to Polycomb complex bound
promoters in human embryonic ﬁbroblasts [44]. We found
four motifs that are similar to the CpG methylation motifs
(Table 1). Our ﬁndings are consistent with a recent paper that
showed that the EZH2 Polycomb protein binds methyltransferases via the Polycomb complex [45].
Most of the motifs we found are similar across more than
one type of cancer cell line, e.g., variants of the GCTGCT
motif appear in Caco-2, PC3, and Polyp1 cancer cell lines.
This suggests that the same DNA binding factors are involved
in CpG methylation of different types of cancers. It is also
important to note that some of the motifs we discovered are
G–C rich. The enrichment of these motifs may be partially
attributed to the G–C content bias that is found in CpG
methylation data.
The DRIM motif identiﬁcation process can be used not

interaction between the two complexes is also in agreement
with previous results [37].
Overall, the results shown in this subsection demonstrate
that DRIM is able to identify previously ignored subtle signals
in ChIP–chip data that stem from indirect bindings of factors
to DNA. This type of information can be useful for inferring
novel protein–protein interactions.
Condition-dependent motifs. A comparison was made
between the predicted motifs of the same TF in different
experimental conditions (see Table S2). These seem to fall
into two main categories: (i) motifs whose enrichment is
condition-dependent, and (ii) motifs whose enrichment is
condition-independent, suggesting the TF is bound to the
DNA regardless of condition. In the latter, although the same
motif was predicted in different conditions, the motif
enrichment varied considerably. For instance, the GAL4
binding site CGGN11CCG, previously reported in [1] and
other literature, was predicted in both YPD and galactose
conditions. However, the enrichment varied considerably
with p-values 107 and 1011, respectively. This several-fold
difference in enrichment is consistent with what is known
about the role of GAL4 in galactose metabolism. It suggests
that GAL4 has a preference to bind CGGN11CCG DNA
regardless of condition. However, in the presence of galactose
and absence of glucose, this preference becomes much more
signiﬁcant. Another example of a condition-invariant motif
whose binding strength is subject to experimental condition
is that of the Aro80 TF. This demonstrates that DRIM can be
used not only to identify binding sites but also to distinguish
between different modes of TF binding.

Motif Discovery in Human Methylated CpG Islands
To examine our method’s ability to predict sequence
motifs that stem from data other than TF binding, DRIM was
applied to a dataset containing the human cancer cell line–
methylated CpG islands (for dataset details, see Methods) to
seek for motifs that are enriched in hypermethylated regions.
The promoters were ranked according to methylation signal,
PLoS Computational Biology | www.ploscompbiol.org
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Figure 6. Comparison of the Target Sets Sizes as Determined by the
Fixed versus the mHG Flexible Cutoffs
Each dot represents a ChIP–chip experiment where the x and y
coordinates are the number of promoters with p , 10 (standard
cutoff) and the number of promoters as determined by the mHG cutoff,
respectively. The dotted line is x ¼ y. TF names are given in Table S4.
doi:10.1371/journal.pcbi.0030039.g006

Figure 5. Comparison between HG and mHG Enrichment
The mHG and HG methods were applied to ChIP–chip data of six TFs.
The sequences were ranked according to the ChIP–chip binding signal,
and the enrichment of the correct binding motif was recorded using
mHG and HG with fixed target sets containing the top 10, 100, and 1,000
sequences as well as all sequences with ChIP–chip signal ,103. All
scores were corrected for multiple motif testing. The mHG score is also
corrected for the multiple cutoff testing. The 103 and mHG cutoffs for
each experiment are shown. It can be seen that the two cutoffs are
significantly different and that for all the tested TFs mHG produces better
results than HG in terms of enrichment of the true motif.
doi:10.1371/journal.pcbi.0030039.g005

work [25] the authors use a cutoff of p-value , 103 on the
ChIP–chip signal in order to deﬁne the target set for motif
searching. In contrast, the mHG score uses a data-driven
ﬂexible cutoff and chooses the set partition that maximizes
the motif enrichment.
To more systematically investigate the advantages of using
a ﬂexible cutoff, we compared mHG with ﬁxed set partition
HG [7] by disabling the ﬂexible cutoff feature in DRIM. The
comparison was performed on ChIP–chip data of TFs whose
motif binding sites are well-characterized as well as on the
Aro80 binding site we identiﬁed. For each TF, we ranked the
sequences according to the ChIP–chip binding signal,
generated the motif occurrence vector, and computed its
HG enrichment using ﬁxed target sets containing the top 10,
100, and 1,000 sequences as well as all sequences with ChIP–
chip signal ,103. The results are summarized in Figure 5. We
note that all of the scores are corrected for multiple-motif
testing. The mHG score is also corrected for the multiplecutoff testing. The mHG method yields superior results in all
six cases.
We performed additional comparisons of the mHG versus
the HG methods by applying both methods to simulations of
motif occurrence vectors (see Text S7 and Figure S6). In these
simulations mHG showed signiﬁcantly better performance
than HG.
To further investigate the issue of setting a cutoff, we
compare, for a given TF and condition in the ChIP–chip
dataset, the number of promoters for which the binding
signal ,103 (denoted #(103)) with the number of promoters
at which mHG was attained (denoted n*). For 82 experiments,
#(103)  4 and for 46 of these #(103) ¼ 0. In these cases a
103 ﬁxed cutoff reduces the size of the target set and limits
the usability of any discovery algorithm. In Figure 6 we
compare #(103) and n* for some of the cases at which a motif
was found by mHG. Note that in a signiﬁcant number of cases
the mHG score identiﬁed a signiﬁcantly enriched motif even
when #(103) was very low. One extreme case is the TF SOK2
in YPD condition for which#(103) ¼ 0, yet mHG found a
signiﬁcantly enriched motif.
Controlling false positives. The second advantageous
property of the mHG score is its ability to rigorously control

only to identify novel motifs but also to partition the data in a
biologically meaningful manner. In [2] the authors used a
ﬁxed threshold on the methylation signal (p-value , 0.001 ) to
partition the dataset. Consequently, they identiﬁed 135
hypermethylated promoters. A data-driven partition would
be to use the threshold that yielded the maximal motif
enrichment. For example, in the Caco2 cell line, we identiﬁed
the same motif as in the previous work [2]. However, the
motif maximal enrichment was found in the top 209
promoters (an increase of 54% in target set size).

Motif Discovery in Human ChIP–chip Data
Human TFBS tend to be longer and ‘‘fuzzier’’ than TFBS of
lower eukaryotes, and it is important to evaluate our
method’s performance on such motifs. To this end, we
applied DRIM to the ChIP–chip experiments of HNF1a,
HNF4a, HNF6 in liver and pancreas islets [46], as well as to
that of CREB [47]. For each of the TFs, we generated a list of
sequences containing 1,000 bases upstream and 300 downstream of the transcription start site (TSS). We ranked the list
according to the TF ChIP–chip signal and used it as input to
DRIM. DRIM successfully detected the TFBS of these TFs that
are reported in TRANSFAC with extremely signiﬁcant pvalues: HNF1a liver—GTTAMWNATT (p ¼ 108), HNF4a
Islets—SCGGAAR (p ¼ 1053), HNF6 Liver—ATCRAT (p ¼
1057), and HNF6 Islets—ATCRAT (p ¼ 1061). In the CREB
experiments we identiﬁed the palindromic motif TGACGTCA (p ¼ 1016), which is known to bind CREB [47].

Comparison with Other Methods
Three properties of the mHG enrichment score embodied
in DRIM offer advantages over other motif discovery
methods: the dynamic cutoff, the rigorous control over false
positives, and the motif multiplicity model.
Dynamic versus rigid cutoffs. Most methods use an
arbitrary cutoff for set partition. For example, in previous
PLoS Computational Biology | www.ploscompbiol.org
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Figure 7. Motif Occurrences in the Top 59 (of ;6,000) Promoters That Were Ranked According to Met32 Binding Signal
A comparison is made between the data-driven mHG cutoff and the arbitrary fixed cutoff. It can be seen that the motifs are significantly more enriched
when the list is partitioned using the mHG cutoff.
doi:10.1371/journal.pcbi.0030039.g007

solve challenges (c1)–(c4) (see Introduction, Open challenges
in motif discovery).
To address challenge (c1), instead of choosing an arbitrary
cutoff for set partition, we search for a cutoff that partitions
the data in a way that maximizes the motif enrichment. We
present evidence that shows that the ﬂexible mHG cutoff
outperforms the rigid cutoff. One example of this is shown in
Figure 5, where the ﬂexible cutoff yields better results for all
the tested TFs. Another example of the advantage of a ﬂexible
cutoff is the two motifs detected in three TFs involved in the
sulfur amino acid pathway (Met4, Met31, and Met32). Figure 7
shows the number of motif occurrences in each of the top 59
promoters that were ranked according to Met32 binding
signal (data from [25]). The motifs are highly frequent in the
top 18 promoters, after which a strong drop in motif
frequency is observed. DRIM identiﬁes this, and partitions
the set accordingly. In comparison, relying on the standard
cutoff of 103 results in a target set of the top 48 promoters,
most of which do not contain this motif. The signal-to-noise
ratio is thus diminished, which may explain why these motifs
were previously overlooked.
While the ﬂexible cutoff is advantageous in many instances,
it also introduces a multiple testing problem. To circumvent
this (without resorting to strict multiple testing corrections
that may mask the biological signal), we developed an
efﬁcient algorithm for computing the exact p-value of a
given mHG score. This addresses challenge (c2). Another
advantage of this exact statistical score is its straightforward
biological interpretation: the mHG p-value reﬂects the
probability of seeing the observed density of motif occurrences at the top of the ranked list under the null assumption
that all conﬁgurations of motif occurrences are equiprobable.
Motif multiplicity is often indicative of biological function.
It is therefore paramount to incorporate this type of
information into the motif prediction model. We do so in a
data-driven manner by developing the multi-mHG framework, thus addressing challenge (c3). The advantages of the
multi-mHG model over the binary model are presented in
Results, Binary versus multidimensional enrichment.
False prediction of motifs in randomly generated data is
often mentioned as one of the drawbacks of computational
motif discovery [25]. We report the testing of DRIM on
random permutations of ranked sequences. When tested on
more than 100,000 motifs, DRIM did not identify any
signiﬁcant motifs, thus addressing challenge (c4). The low
false-positive prediction of our method is mainly attributed

false positives, due to calculation of an exact p-value. This
attribute is best demonstrated by comparing the performance of DRIM versus other motif-ﬁnding tools on negative
controls, that is, datasets whose original ranking was
randomly permuted. It is clear that in these cases we should
not ﬁnd signiﬁcantly enriched motifs. To this end we used the
same benchmark on which DRIM was tested (see Results,
Proof of principle). Using the same ﬁve random permutations
of ChIP–chip data, we applied the algorithms AlignACE [12],
MEME [8], and MDscan [33] on each of the random sets. Both
AlignACE and MEME reported signiﬁcant motifs with many
A’s, probably due to the existence of polyA tails in the
intergenic regions. MDscan was used with a precompiled
background from yeast intergenic regions, and therefore it
did not report the polyA motifs, yet it did report motifs
including repeats of TA, probably as a result of TATA boxes.
In comparison, DRIM did not identify any signiﬁcant motifs
in any of the random sets.
Binary versus multidimensional enrichment. The third
advantageous property is the extension of the binary enrichment analysis to the multidimensional enrichment analysis
(see Methods, Multidimensional mHG score). The latter forms
the basis for dealing with motif multiplicity in a data-driven
manner. To test this property, we compared DRIM, which
uses the multi-mHG framework, with a restricted version of
DRIM, which uses the standard binary enrichment framework. Out of 31 binding motifs identiﬁed by DRIM that were
also identiﬁed in other literature, the restricted version was
able to identify only 23. Furthermore, in some instances, both
methods were able to identify the correct motif site; however,
the motif signiﬁcance using the multi-mHG framework was
several fold more signiﬁcant without incurring additional
false predictions.

Discussion
In this paper we examine the problem of discovering
‘‘interesting’’ motif sequences in biological sequence data.
While this problem has often been regarded as tantamount to
discovering enriched motifs in a target set versus a background set, we point out an inherent limitation to this
formulation of the problem. Speciﬁcally, in most cases,
biological measurement data does not lend itself to a single,
well-substantiated partition into target and background sets.
It does, however, lend itself to ranking in a natural manner.
Our approach exploits this natural ranking and attempts to
PLoS Computational Biology | www.ploscompbiol.org
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We also applied DRIM to high-throughput measurements of
methylated CpG islands [2] in human cancer cells, in order to try
to identify motifs that are enriched in hypermethylated regions.
Interestingly, we identiﬁed GA and CA repeat elements as highly
enriched in methylated CpG regions of four different cancer cell
lines. This is in agreement with previous studies of CpG
methylated regions in other cell lines [39,40]. It is interesting
to ask whether these repeat elements play some active role in
CpG methylation. In [40] the authors give statistical argumentation against such a hypothesis. Instead, they hypothesize that CA
(or TG) repeats are caused by an increased mutation rate of
methylated CpGs that are deaminated into TpGs. Even if true,
this still does not explain the enrichment of the GA repeats.
Further experimental and bioinformatic interrogation of this
point is therefore called upon.
Overall, DRIM discovered ten novel motifs in methylated
CpG regions. Strikingly, nine of them are similar to DNA
sequence elements that bind the Polycomb complex in
Drosophila and/or human [41,42, 44]. The Polycomb complex
is involved in epigenetic silencing via histone methylation.
The suggested link between histone methylation and CpG
methylation is in agreement with recent work that demonstrated the EZH2 protein interacts with DNA methyltransferases via the Polycomb complex [45]. We also note that the
DNA sequence motifs of the two pathways were conserved in
Drosophila and human, which is complementary to the
observation that the Polycomb proteins are evolutionarily
conserved [44,49]. Many of the motifs we found in the CpG
methylation data are similar across different types of cancer
cell lines. This may suggest that the CpG methylation
mechanism is orchestrated by DNA binding factors that are
similar in different types of cancer cell lines.
Perhaps the most important conclusion that can be drawn
from this study is that looking at biological sequence data in a
ranked manner rather than using an arbitrary ﬁxed cutoff to
partition the data enables the detection of biological signals
that are otherwise overlooked. This suggests that other motif
detection methods that rely on ﬁxed cutoffs may beneﬁt from
dynamic partitioning. While the effectiveness of our approach
was demonstrated on ChIP–chip and methylation data, it can
also be applied to a wide range of other data types such as
expression data or GO analysis. The DRIM application is
publicly available at http://bioinfo.cs.technion.ac.il/drim.

to the fact that it is based on rigorous statistics and relies on
an exact p-value.
Another important issue that still requires consideration is
the characterization of the motif search space. In this study
we performed an exhaustive scanning of a restricted motif
space (containing ;105 motifs) followed by a heuristic search
for larger motifs. However, the motif search space can be
further extended to include motifs that are longer, ‘‘fuzzier,’’
or more complex. Additional considerations such as the
distance of the motif from the transcription start site may be
taken into account as well as logical relations between
different motifs (e.g., ‘‘OR,’’ ‘‘AND’’ operations). It is clear
that many of these features are required to correctly model
complex regulation patterns that are observed in higher
eukaryotes. Two inherent limitations need to be considered
when extending the search space: ﬁrst, as the size of the motif
search space increases, the problem of efﬁciently searching
the deﬁned space becomes more acute in terms of running
time. Second, since the size of the search space is virtually
endless, the problem of multiple testing rapidly erodes the
signal-to-noise ratio, requiring an appropriate reﬁnement of
the statistical models.
To test our method, we constructed a dataset containing
ChIP–chip experiments of 203 putative TFs in Saccharomyces
cerevisiae [25,28]. Surprisingly, we discovered a signiﬁcant
length bias in roughly one-third of these experiments. One
possible explanation for this phenomenon is nonspeciﬁc
binding between TFs and DNA, which causes longer
sequences to bind more TFs. This explanation is also
consistent with the ‘‘TF sliding hypothesis’’ [48]. Why only
some TFs exhibit this length bias binding tendency remains
an open question. To avoid false positives due to this
phenomenon, we opted to ﬁlter out all ChIP–chip experiments that had signiﬁcant length bias. Future work should
address this point and focus on developing statistics that are
insensitive to this type of bias.
We analyzed the ﬁltered dataset using DRIM and report
novel putative TFBS motifs. Additional evidence that
indicates the newly discovered motifs are biologically functional was also presented. One interesting ﬁnding is that the
Aro80 motif we identiﬁed, which exists only in seven copies
throughout the entire yeast genome, resides in Aro809s own
promoter. This ﬁnding suggests that Aro80 regulates its own
transcription by binding to its own promoter. Additionally,
three GATA binding sites that reside in the Aro80 promoter
adjacent to the motif occurrence lead us to speculate that
Aro809s putative self binding is inhibited by competing
GATA binding factors (for details see Figure 4B).
Another interesting observation is the CA repeat motifs,
which we identiﬁed in seven different yeast TFs as well as in
human DNA methylation. This type of low complexity motifs
have so far been mostly ignored or ﬁltered out by other
computational methods. By contrast there is no need to
resort to this type of artiﬁcial ﬁltering when using the mHG
statistics. Our ﬁndings in yeast suggest that for certain TFs
there is a signiﬁcant correlation between a sequence’s
capacity to bind a TF and the presence of a CA repeat in
the sequence. This supports a previous hypothesis that CA
repeats alter the structure of DNA and thus contribute to TF
binding [34]. Our ﬁndings constitute concrete evidence of
this phenomenon and suggest it may be more frequent than
previously appreciated.
PLoS Computational Biology | www.ploscompbiol.org

Materials and Methods
The minimum hypergeometric score. In this subsection we
introduce the basics of the mHG statistics, and demonstrate how it can
be applied in a straightforward manner to eliminate the need for an
arbitrary choice of threshold. To explain the biological motivation of
mHG, consider the following scenario: suppose we have a set of promoter
regions each associated with a measurement, e.g., a TF binding signal as
measured by ChIP–chip [1]. We wish to determine whether a particular
motif speciﬁed in IUPAC notation, say CASGTGW, is likely to be a TFBS
motif. We rank the promoters according to their binding signals—strong
binding at the top of the list and the weak at the bottom (Figure 1i). Next,
we generate a binary occurrence vector with one or zero entries
dependent on whether or not the respective promoter contains a copy of
the motif (Figure 1ii). For simplicity we ignore cases where a promoter
contains multiple copies of the motif (a reﬁned model, which takes motif
multiplicity into account, will be discussed later). Motifs that yield binary
vectors with a high density of 19s at the top of the list are good candidates
for being TFBS.
Let us assume for the moment that we know the correct physicalbased cutoff on the TF binding signal. The data could then be
separated into ‘‘strong binding promoters’’ (i.e., the target set) and
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f0,1g(NB,B). Assume that we are given a vector k02K, for which
we calculate the mHG score mHG(k0) ¼ p. We would like to
determine pval(p) ¼ Prob(mHG(k)  p) under a uniform distribution of vectors in K. Given an mHG score p, we do this by means of
path counting. The space of all label vectors K ¼ f0,1g(NB,B) is
represented as a two-dimensional grid ranging from (0,0) at the
bottom left to (N,B) at the top right. Each speciﬁc label vector k2K
is represented by a path (0,0) ! (N,B) composed of N distinct steps.
The ith step in the path describing a vector k is (1,0) if ki ¼ 0 and
(1,1) if ki ¼ 1 (see Figure 8). Each point (n,b) on the grid corresponds
to a threshold (on ranks) n, and the respective value b ¼ bn(1). It can
therefore be associated with a speciﬁc HGT score: HGTn(k) ¼ HGT
(bn(k );N,B,n). A subset of the points on the grid can be characterized
as those points (n,b) for which HGT (b;N,B,n)  p. We denote this
subset R ¼ R(p) (see Figure 8).
The (0,0) ! (N,B) path representing k visits N distinct grid points
(excluding the point (0,0)), representing the N different HGT scores
that are considered when calculating its mHG score: mHG(k) ¼
min1n,NHGTn(k). mHG(k)  p if the path representing k visits R.
Denote by P(n,b) the total number of paths (0,0) ! (n,b) and by
PR(n,b) the number of paths (0,0) !(n,b) not visiting R. We then have:

Figure 8. Two-Dimensional Grid Used for Calculating mHG p-Value
In this example N ¼ 20, B ¼ 10, p ¼ 0.1. Light-shaded area describes all
attainable values of n and b. Dark-shaded area describes the subset R:
all values of n and b for which HGT(b;N,B,n)  p. Two (0,0) ! (N,B)
paths are depicted, representing the binary label vectors
k1 ¼ f1 , 1 , 1 , 0 , 1 , 0 , 1 , 1 , 1 , 0 , 1 , 0 , . 0 , 0 , 0 , 1 , 0 , 1 , 0 , 0 g a n d k2 ¼
f0,0,0,1,0,1,1,1,0,0,0,1,1,0,1,0,0,1,1,1g. The path k1 traverses R, demonstrating that mHG (k1)  p. The path k2 does not traverse R,
demonstrating that mHG (k1) . p.
doi:10.1371/journal.pcbi.0030039.g008

pvalðpÞ ¼

jfk 2 K : mHGðkÞ  pgj PðN; BÞ  PR ðN; BÞ
¼
jKj
PðN; BÞ

¼1
‘‘weak binding promoters’’ (i.e., the background set). We are now
interested to know whether there is a particular motif for which the
target set contains signiﬁcantly more motif occurrences than the
background set. Let N be the total number of promoters B of which
contain the motif, and n the size of the target set. Let X be a random
variable describing the number of motif occurrences in the target set.
Assuming a uniform distribution over all occurrence vectors with
these characteristics, the probability of ﬁnding exactly b occurrences
in the target set has a hypergeometric distribution, namely:
 

n
N n
b
Bb
 
ð1Þ
ProbðX ¼ bÞ ¼ HGðb; N; B; nÞ ¼
N
B

PR ðN; BÞ
PðN; BÞ

We calculate PR(n,b) by means of dynamic programming. Initially,
set PR (0,0) ¼ 1 and PR(n,b) ¼ 0 for b ¼1 and along the diagonal b ¼ n
þ 1, 0  n  B. Then, for each 1  n  N, and max(0,B  N þ n)  b 
min(B,n) calculate PR(n,b) using the formula:
ifðn; bÞ 2 R
PR ðn; bÞ ¼ 0
PR ðn; bÞ ¼ PR ðn  1; bÞ þ PR ðn  1; b  1Þ ifðn; bÞ 2
=R
In total, we perform a O(N2) routine in order to calculate PR(N,B)
for a given score p. Trivially, we have P(N, B) ¼ ð N
B Þ and pval(p) may
be directly computed from Equation 4.
Multidimensional mHG score. So far we have dealt with enrichment of binary attributes, in which a one or zero indicated whether
or not the attribute appeared. There are cases where one would like
to associate a number with an attribute. We revisit the scenario we
described in previous sections in which we tried to determine
whether a particular motif is likely to be a TFBS motif. The
promoters were ranked according to their binding signals, and the
corresponding binary occurrence vector was generated. Notice that
some promoters may contain several copies of a particular motif.
Clearly, this information is valuable and should be incorporated in
the enrichment analysis. How exactly to incorporate this information
is not clear. For example, consider two motif occurrence vectors
generated for two different motifs, where the top ten entries of the
vectors are all 1’s and all 2’s, respectively. Is the second motif more
enriched than the ﬁrst? Clearly, this depends on the rarity of double
motif occurrences compared with single occurrences in the corresponding vectors. If the frequency of 2’s is lower than that of 1’s, then
the second motif is more signiﬁcant. However, if they are equally
frequent (this is often the case for degenerate motifs such as poly A’s)
then both motifs are equally enriched.
To quantitatively capture this notion and address motif multiplicity in a data-driven manner, we propose a multidimensional
hypergeometric model, which extends the previously deﬁned framework for enrichment analysis to nonbinary label vectors. Formally, let
k be a uniformly drawn label vector k P
¼ k1,. . .,kN 2 f0. . .kgN
containing B1 1’s, B2 2’s . . . Bk k’s and ðN  kj¼1 Bj Þ. We would like
to test for enrichment of 1’s, 2’s...k’s at the top of k. We deﬁne the
multidimensional hypergeometric score (multiHG) for a set S of size
N consisting of k þ 1 subsets S0, S1, S2 . . . , Sk of respective sizes N – (B1
þ B2 þ . . .Bk), B1, B2. . ., Bk. Given a subset S9  S of size n, the
probability of ﬁnding exactly b1 elements of S1 and b2 elements of
S2. . ., bk elements of Sk within S9 is:

The tail probability of ﬁnding b or more occurrences in the target set
is:
 

n
N n
minðn;BÞ
X
i
Bi
 
ð2Þ
ProbðX  bÞ ¼ HGTðb; N; B; nÞ ¼
N
i¼b
B
As we don’t really always have a strict deﬁnition of the target set,
we employ a strategy that seeks a partition for which the motif
enrichment is the most signiﬁcant, and compute the enrichment
under that particular partition. Formally, consider a set of ranked
elements and some binary labeling of the set k ¼ k1,. . .,kN 2 f0,1gN.
The binary labels represent the attribute (e.g., motif occurrence). The
mHG score is deﬁned as:
ð3Þ
mHGðkÞ ¼ min1n , N HGTðbn ðkÞ; N; B; nÞ;
Pn
where bn(k) ¼ i¼1 ki . In words, the mHG score reﬂects the surprise
of seeing the observed density of 1’s at the top of the list under the
null assumption that all conﬁgurations of 1’s in the vector are
equiprobable. The cutoff between the top of the list and the rest of
the list is chosen in a data-driven manner so as to maximize the
enrichment (Figure 1iii). We discuss other variants of the mHG score
in Texts S2 and S3.
Calculating the p-value of the mHG score. The mHG ﬂexible choice
of cutoff introduces a multiple testing complication and therefore
gives rise to the need for computing the exact p-value. In Text S1 and
Figure S2 we demonstrate several bounds for mHG p-values. These
bounds may be used for rapid assessment of the p-value of a given
mHG score, which can be instrumental in improving algorithmic
efﬁciency. In this section, we describe a novel dynamic programming
algorithm for calculating the exact p-value of a given mHG score. This
approach is related to a previously described approach for calculating exact p-values of other combinatorial scores ([50,51], with details
in [52]).
As noted in the previous section, the mHG score depends solely
on the content of the label vector k. Set N and B, and consider the
space of all binary label vectors with B 19s and NB 09s: K ¼
PLoS Computational Biology | www.ploscompbiol.org
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¼
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2 copies of a motif. To test whether this assumption is reasonable in
the case of true TFBS motifs, we examined the occurrence
distribution of TFBS motifs that were experimentally veriﬁed in S.
cerevisiae (see Figure 9). It can be seen that the assumption holds for
the ﬁve TFs that were tested since the majority of all intergenic
regions contained either zero, one, or two copies of the TFBS. At the
end of this stage, only motif seeds with mHG score ,103 are kept.
Similar motifs are ﬁltered (as explained in Texts S5 and S6), and the
remaining motif seeds are fed into the heuristic search module for
expansion, Figure 1iii–1iv.
Motif expansion by heuristic search. The ﬁltered motif seeds are used as
starting points for identifying larger motifs that do not reside in the
restricted motif space. This is done through an iterative heuristic
process that employs simulated annealing. The objective function is
to minimize the motif mHG p-value. We tested two different
strategies for determining valid moves in the motif space. In the
ﬁrst, we deﬁned a transition from motif M1 to M2 as valid if M1 and
M2 are within a predeﬁned Hamming distance D, with all valid moves
being equiprobable. Additional bases can also be added to the motif
ﬂanks, thus enabling motif expansion. Note that the mHG adaptive
cutoff is recalculated at each step. In the second strategy, all the motif
occurrences in the target set that are within Hamming distance D are
aligned. A consensus motif above IUPAC is extracted and the
algorithm attempts a transition to that motif. While the second
strategy converges much faster than the ﬁrst, it is also more prone to
converge to local minima (in the ﬁnal application we use the second
strategy with D ¼ 1). At the end of the process, the exact p-value of
each of the expanded motifs is computed. To correct for multiple
motif testing, the p-value is then multiplied by the motif space size.
Only motifs with corrected p-value ,103 are reported.
Optimizations and running time. The DRIM application was implemented in Cþþ. A ‘‘blind search’’ requires ;100,000 motifs to be
checked for enrichment in each run. It is therefore paramount to
optimize the above-described procedures to enable a feasible running
time. There are two bottlenecks in terms of running time: the motif
occurrence vector generation and the mHG computation. We
developed several optimization schemes to improve both. In the
ﬁnal conﬁguration, the running time on a list of 6,000 sequences with
an average size of 480 bases took ;3 minutes on a Pentium IV, 2 GHz.
Characteristics of datasets. ChIP–chip dataset. A number of assays
have been recently developed that use immunopercipitation-based
enrichment of cellular DNA for the purpose of identifying binding or
other chemical events and the genomic locations at which they occur.
Location analysis, also known as ChIP–chip, is a technique that enables
the mapping of transcription binding events to genomic locations at
which they occur [1,54]. The output of the assay is a ﬂuorescence dye
ratio at each spot of the array. If spots are taken to represent genomic
regions, then we can regard the ratio and p-value associated with each
spot as an indication of TF binding in the corresponding genomic
region. We applied DRIM to S. cerevisiae genome-wide location data
reported in Harbison et al. [25] and Lee et al. [28]. The ﬁrst consists of
the genomic occupancy of 203 putative TFs in rich media conditions
(YPD). In addition, the genomic occupancy of 84 of these TFs was
measured in at least one other condition (OC). In each of the
experiments, the genomic sequences were ranked according to the
TF binding p-value. Surprisingly, we observed that 69 of the 203 ranked
sequence lists of YPD had signiﬁcantly longer sequences at the top of
the list (ﬁrst 300 sequences) compared with the rest of the list with t-test
p-value  103. We observed a similar phenomenon in 76 of the 148
ranked sequence lists of OC experiments (see Figure S1). In other
words, for some TFs, longer sequences are biased toward stronger binding
signals. This observation is unexpected since, although longer probes
hybridize more labeled material than shorter probes, the increase
should be proportional in both channels. This type of length bias may
cause spurious results under our model assumptions and hence the
ﬁnal dataset, termed ‘‘Harbison ﬁltered dataset,’’ refers to the
remaining 207 experiments (135 YPD, and 72 OC) of 162 unique TFs
that did not have length bias (Table S1).
An additional ChIP–chip dataset was constructed using the data
reported in Lee et al. [28] containing 113 experiments in rich media.
The data is partially exclusive to the data of Harbison et al. [25]. The
same ﬁltering procedure was performed, resulting in a set of 65
experiments, termed ‘‘Lee ﬁltered dataset.’’
Methylated CpG dataset. Using a technique similar to ChIP–chip,
termed methyl-DNA immunoprecipitation (mDIP), enables the
measurement of methylated CpG island patterns [2,55]. The third
dataset contains the CpG island methylation patterns of four
different human cancer cell lines (Caco-2, Polyp, Carcinoma, PC3)
where several replicate experiments were done for each of the cell

Figure 9. The Distribution of TFBS Occurrence Multiplicities per
Intergenic Region in S. cerevisiae Is Shown for Five TFs Whose TFBS
Motif Was Experimentally Verified
Note that the y-axis is logarithmic. It can be seen that in most instances
the TFBS appears in either zero, one, or two copies per intergenic region.
doi:10.1371/journal.pcbi.0030039.g009
Let X1,. . .Xk be random variables describing the number of
19s, . . . ,k’s, respectively, at the top n positions of k. The multihypergeometric tail probability (multiHGT) of seeing at least b1 1’s, at
least b2 2’s,. . ., and at least bk k’s at the top n positions of the vector is:
ð6Þ

multiHGTðN; B1 ; . . . ; Bk ; n; b1 ; . . . ; bk Þ ¼ PðX1  b1 ; . . . Xk  bk Þ

¼

minðB
X1 ;nÞ

Pk1
iÞ
X j¼1 j

minðBk ;n



i1 ¼b1

ik ¼bk



n
i1 ; . . . ik



N n
B1  i1 ; . . . Bk  ik


N
B1 ; . . . Bk


;

The deﬁnition of the mHG score can now be extended to the
minimum of the set of multiHGTs calculated on all preﬁxes of k.
multi  mHGðkÞ

ð7Þ

¼ min ðmultiHGTðN; B1 ; . . . ; Bk ; n; b1 ðn; kÞ; . . . bk ðn; kÞÞÞ;
1nN

P
where bj(n, k) ¼ ni¼1 Iðki ¼ jÞ. Exact p-values for the multidimensional
mHG, under a uniform null distribution, can be computed in a kdimensional space using a path enumeration strategy similar to the
one we used in the binary case. The details on how to compute this pvalue in a three-dimensional space are explained in Text S4.
The DRIM software. The software tool DRIM implements the mHG
framework for motif identiﬁcation in ranked DNA sequences. A ﬂow
chart of DRIM is provided in Figure 1. In the rest of this section we
describe the details of this implementation.
Exhaustive search of the restricted motif space. Ideally we would like to
exhaustively search through the space of all biologically viable motifs
and identify those that are signiﬁcantly enriched at the top of the
ranked list. However, this is infeasible in terms of running time (the
space of viable TF binding sites includes motifs of size up to 20, i.e.,
1520 k-mers). We therefore resort to a simple strategy where the motif
search is broken into two stages: ﬁrst an exhaustive search on a
restricted motif space is performed. The ‘‘motif seeds’’ that are
identiﬁed in the preliminary search are used as a starting point for a
heuristic search of larger motifs in the entire motif space. The
restricted motif space S used in this study is the union of two
subspaces S1 and S2: S1 ¼ fA,C,G,T,R,W,Y,S,Ng7, where the IUPAC
degenerate symbols (i.e., R,Y,W,S,N) are restricted to a maximum
degeneracy of 2 and S2 ¼ fA,C,G,Tg3N325fA,C,G,Tg3. The rationale
behind the usage of the restricted IUPAC alphabet in S1 instead of the
complete 15 symbol alphabet stems from DNA–TF physical interaction properties and TFBS database statistics as explained in
previous work [53]. S2 captures motifs that contain a ﬁxed gap
(different motifs can have different gap sizes), which is characteristic
of some TFs such as Zinc ﬁngers).
mHG enrichment. For each of the motifs in S, we generate a ranked
occurrence vector and compute the enrichment in terms of the
multidimensional mHG. Due to running time considerations, we
restrict the multidimensional mHG to three dimensions. This means
that the model assumes each intergenic region contains either 0, 1, or
PLoS Computational Biology | www.ploscompbiol.org
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lines. In each of these experiments, the CpG methylation signal was
measured in ;13,000 gene promoters as reported in [2].

tion (see the section, Comparing mHG and HG on simulated motif
occurrences) with 18 different parameter combinations (a ¼ 10, 50,
100; b ¼ 0.01, 0.05, 0.1; u ¼ 0.01, 0.1). The log fraction between mHG
and HG p-values in cases where the p-value of one of the methods was
smaller than 103 are shown.
Found at doi:10.1371/journal.pcbi.0030039.sg006 (117 KB JPG).

Supporting Information
Figure S1. Observed versus Expected Length Bias
For each of the 148 OC ChIP–chip experiments reported in [25], we
ranked the yeast intergenic sequences according to their binding
signal. The lengths of the top 300 sequences in each experiment were
compared with the lengths of the rest of the sequences using a
student t-test. The x-axis is the t-test p-value and y(x) is the number of
TF experiments with p  x. The blue line is the observed cumulative
distribution of the t-test p-values in the 148 experiments. The red line
is the expected cumulative distribution of t-test p-values in randomly
permuted sequence rankings. It can be seen that more than half of
the ChIP–chip experiments have a statistically signiﬁcant difference
between the lengths of sequences that bind the TF the strongest
compared with the lengths of the rest of the sequences.
Found at doi:10.1371/journal.pcbi.0030039.sg001 (21 KB PNG).

Table S1. List of TFs in the Harbison Filtered Dataset
Found at doi:10.1371/journal.pcbi.0030039.st001 (27 KB XLS).
Table S2. Motif Predictions of DRIM on the Harbison Filtered
Dataset
Found at doi:10.1371/journal.pcbi.0030039.st002 (245 KB XLS).
Table S3. Comparison between the Predictions of DRIM and Those
Reported in [25]
Found at doi:10.1371/journal.pcbi.0030039.st003 (18 KB XLS).
Table S4. Comparison between mHG Flexible Cutoffs and 103 Fixed
Cutoffs in Yeast ChIP–chip Data
Found at doi:10.1371/journal.pcbi.0030039.st004 (15 KB XLS).

Figure S2. Comparison of p-Value Bounds, Exact p-Value Calculation,
and Observed Frequencies of mHG Scores for Two Synthetic Cases:
(A) N ¼ 600, B ¼ 300; (B) N ¼ 330, B ¼ 30
In each case the following values were generated for several different
mHG scores: lower bound (p), trivial upper bound (Np), tighter upper
bound (Bp), exact p-value calculation (pVal), and observed p-values
over 10,000 random instances (sim). Note the improvement of the
tighter upper bound (Bp) when N  B.
Found at doi:10.1371/journal.pcbi.0030039.sg002 (13 KB PNG).

Table S5. Gene Accession Numbers
The National Center for Biotechnology Information (NCBI) (http://
www.ncbi.nlm.nih.gov) accession numbers for the genes discussed in
the paper.
Found at doi:10.1371/journal.pcbi.0030039.st005 (18 KB XLS).
Text S1. Bounds for the mHG p-Value
Found at doi:10.1371/journal.pcbi.0030039.sd001 (137 KB DOC).

Figure S3. Comparison of mHG Score and p-Value Distributions for
Motifs in Randomly Ranked Sequences with Those of True TFBS Motifs
in Ranked Lists Derived from the Corresponding ChIP–chip Assays
;100,000 motifs were scanned in 400 randomly ranked genomic
sequences, and their corresponding corrected p-value (A) and mHG score
(B) were recorded. The corrected p-values involve two levels of multiple
test corrections: correction on the number motifs that were tested; and
correction for the multiple cutoffs that are tested as part of the mHG
optimization process. None of the tested motifs had a corrected p-value ,
103. DRIM was applied on the ChIP–chip data of ﬁve TFs and the mHG
scores, and corrected p-values of the true TFBS motifs (as previously
determined experimentally) were recorded. In all instances, the true TFBS
motifs were predicted with p-values that were several orders of magnitude
more signiﬁcant than the best random set motif p-value.
Found at doi:10.1371/journal.pcbi.0030039.sg003 (81 KB JPG).

Text S2. Partition-Limited mHG Score
Found at doi:10.1371/journal.pcbi.0030039.sd002 (24 KB DOC).
Text S3. mHG and Expression
Found at doi:10.1371/journal.pcbi.0030039.sd003 (24 KB DOC).
Text S4. p-Value of the Three-Dimensional mHG Score
Found at doi:10.1371/journal.pcbi.0030039.sd004 (47 KB DOC).
Text S5. Motif Similarity
Found at doi:10.1371/journal.pcbi.0030039.sd005 (38 KB DOC).
Text S6. Filtering Similar Motifs
Found at doi:10.1371/journal.pcbi.0030039.sd006 (24 KB DOC).

Figure S4. Compatibility between the BSAro80 Motif Identiﬁed by
DRIM and Previously Reported Mutagenesis Studies [32]
The Aro9 promoter region from base 169 to 133 as well as six other
copies containing mutations and deletions are shown. These regions
were used to construct hybrid promoters and measure the expression
of a reporter gene, which is dependent on the binding of Aro80 to the
promoter [32]. The two partially overlapping copies of BSAro80 that
reside in the Aro9 promoter and an additional sequence element that
is similar to the canonic BSAro80 (two different bases) are marked with
green and blue arrows, respectively. It can be seen that the expression
values are highly compatible with the number of intact BSAro80
copies, i.e., more intact copies yield higher expression.
Found at doi:10.1371/journal.pcbi.0030039.sg004 (11 KB PNG).

Text S7. Comparing mHG and HG on Simulated Motif Occurrences
Found at doi:10.1371/journal.pcbi.0030039.sd007 (21 KB DOC).
Accession Numbers
Accession numbers for the genes discussed in the paper are given in
Table S5.
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Figure S5. Met4-Met28-CBF and Met4-Met28-Met31/32 Complexes
Binding to DNA
(A) Schematic representation of Met4-Met28-CBF and Met4-Met28Met31/32 complexes [37,38].
(B) A hypothetical Met4-Met28-CBF-Met31/32 complex. Immunoprecipitation of any of the TFs in the complex will precipitate the same
set of sequences, which explains why DRIM identiﬁes the same two
motifs for all TFs in the complex.
Found at doi:10.1371/journal.pcbi.0030039.sg005 (67 KB PNG).
Figure S6. Comparison of the mHG and HG Methods on Simulations
of Motif Occurrence Vectors
The vectors were generated according to a rank-dependent distribu-

PLoS Computational Biology | www.ploscompbiol.org

0014

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

March 2007 | Volume 3 | Issue 3 | e39

Discovering Motifs in Ranked Lists
References
1. Ren B, Robert F, Wyrick J, Aparicio O, Jennings E, et al. (2000) Genomewide location and function of DNA binding proteins. Science 290: 2306–
2309.
2. Keshet I, Schlesinger Y, Farkash S, Rand E, Hecht M, et al. (2006) Evidence
for an instructive mechanism of de novo methylation in cancer cells. Nat
Genet 38: 149–153.
3. Bussemaker H, Li H, Siggia E (2001) Regulatory element detection using
correlation with expression. Nat Genet 27: 167–71.
4. Sinha S, Tompa M (2002) Discovery of novel transcription factor binding
sites by statistical overrepresentation. Nucleic Acids Res 30: 5549–5560.
5. Sinha S, Tompa M (2003) Ymf: A program for discovery of novel
transcription factor binding sites by statistical overrepresentation. Nucleic
Acids Res 31: 3586–3588.
6. Workman C, Stromo G (2000) ANN-SPEC: A method for discovering
transcription factor binding sites with improved speciﬁcity. Pac Symp
Biocomput 5: 464–475.
7. Barash Y, Bejerano G, Friedman N (2001) A simple hyper-geometric
approach for discovering putative transcription factor binding sites. In:
Gascuel O, Moret BME, editors. Proceedings of the First International
Workshop (WABI); 28–31 August 2001; Aarhus, Denmark. Algorithms in
Bioinformatics. Berlin: Springer. Lecture Notes Comp Sci 2149: 278–293.
8. Bailey T, Elkan C (1994) Fitting a mixture model by expectation
maximization to discover motifs in biopolymers. ISMB 28–36.
9. Liu X, Brutlag D, Liu J (2001) . Liu X, Brutlag D, Liu J (2001) Bioprospector:
Discovering conserved DNA motifs in upstream regulatory regions of coexpressed genes. Pac Symp Biocomput 127–138.
10. Hong P, Liu XS, Zhou Q, Lu X, Liu JS, et al. (2005) A boosting approach for
motif modeling using ChIP–chip data. Bioinformatics 21: 2636–2643.
11. Smith AD, Sumazin P, Das D, Zhang MQ (2005) Mining ChIP–chip data for
transcription factor and cofactor binding sites. Bioinformatics 21: 408–412.
12. Roth F, Hughes J, Estep P, Church G (1998) Finding DNA regulatory motifs
within unaligned noncoding sequences clustered by whole-genome mRNA
quantitation. Nat Biotechnol 16: 939–945.
13. Ben-Gal I, Shani A, Gohr A, Grau J, Arviv S, et al. (2005) Identiﬁcation of
transcription factor binding sites with variable-order Bayesian networks.
Bioinformatics 21: 2657–2666.
14. Tompa M, Li N, Bailey T, Church G, Moor BD, et al. (2005) Assessing
computational tools for the discovery of transcription factor binding sites.
Nat Biotechnol 23: 137–144.
15. MacIsaac K, Fraenkel E (2006) Practical strategies for discovering
regulatory DNA sequence motifs. PLoS Comput Biol 2: 201–210.
16. Hu J, Li B, Kihara D (2005) Limitations and potentials of current motif
discovery algorithms. Nucleic Acids Res 33: 4899–4913.
17. Bulyk M (2003) Computational prediction of transcription-factor binding
site locations. Genome Biol 5: 201.
18. Friberg M, von Rohr P, Gonnet G (2005) Scoring functions for transcription factor binding site prediction. BMC Bioinformatics 6: 84.
19. Das D, Nahle Z, Zhang MQ (2006) Adaptively inferring human transcriptional subnetworks. Mol Sys Biol 2: 29.
20. Sinha S, Liang Y, Siggia E (2006) Stubb: A program for discovery and
analysis of cis-regulatory modules. Nucleic Acids Res 34: 555–559.
21. Thompson W, Rouchka E, Lawrence CE (2003) Gibbs recursive sampler:
Finding transcription factor binding sites. Nucleic Acids Res 31: 3580–3585.
22. Hallikas O, Palin K, Sinjushina N, Rautiainen R, Partanen J, et al. (2006)
Genome-wide prediction of mammalian enhancers based on analysis of
transcription-factor binding afﬁnity. Cell 124: 47–59.
23. Gupta M, Liu J (2005) De novo cis-regulatory module elicitation for
eukaryotic genomes. Proc Natl Acad Sci U S A 102: 7079–7084.
24. Jensen L, Knudsen S (2000) Automatic discovery of regulatory patterns in
promoter regions based on whole cell expression data and functional
annotation. Bioinformatics 16: 326–333.
25. Harbison C, Gordon D, Lee T, Rinaldi N, Macisaac K, et al. (2004)
Transcriptional regulatory code of a eukaryotic genome. Nature 431: 99–
104.
26. Ben-Zaken Zilberstein C, Eskin E, Yakhini Z (2004) Using expression data to
discover RNA and DNA regulatory sequence motifs. Proceedings of the
First Annual RECOMB Satellite Workshop on Regulatory Genomics; 26–27
March 2004; San Diego, California, United States. Berlin: Springer-Verlag.
pp. 65–78.
27. Zhu Z, Pilpel Y, Church G (2002) Computational identiﬁcation of
transcription factor binding sites via a transcription-factor-centric
clustering (tfcc) algorithm. J Mol Biol 318: 71–81.
28. Lee T, Rinaldi N, Robert F, Odom D, Bar-Joseph Z, et al. (2002)
Transcriptional regulatory networks in Saccharomyces cerecisiae. Science
298: 799–804.
29. MacIsaac K, Wang T, Gordon B, Gifford D, Stromo G, et al. (2006) An
improved map of conserved regulatory sites for Saccharomyces cerevisiae.
BMC Bioinformatics 7.
30. Vuralhan Z, Morais M, Tai S, Piper M, Pronk J (2003) Identiﬁcation and

PLoS Computational Biology | www.ploscompbiol.org

31.
32.

33.

34.

35.

36.

37.
38.

39.

40.

41.

42.

43.

44.

45.

46.

47.

48.
49.

50.

51.

52.

53.
54.

55.

56.

0015

characterization of phenylpyruvate decarboxylase genes in Saccharomyces
cerevisiae. Appl Environ Microbiol 69: 4534–4541.
Etschmann M, Bluemke W, Sell D, Schrader J (2002) Biotechnological
production of 2-phenylethanol. Appl Microbiol Biotechnol 59: 1–8.
Iraqui I, Vissers S, Andre B, Urrestarazu A (1999) Transcriptional induction
by aromatic amino acids in Saccharomyces cerevisiae. Mol Cell Biol 19: 3360–
3371.
Liu X, Brutlag D, Liu J (2002) An algorithm for ﬁnding protein–DNA
binding sites with applications to chromatin-immunoprecipitation microarray experiments. Nat Biotechnol 20: 835–839.
Nussinov R (1986) Some guidelines for identiﬁcation of recognition
sequences: Regulatory sequences frequently contain (t)gtg/cac(a), tga/tca
and (t)ctc/gag(a). Biochim Biophys Acta 866: 93–108.
Anagnou N, Moulton A, Keller G, Karlsson S, Papayannopoulou T, et al.
(1985) Cis-acting sequences that affect the expression of the human fetal
gamma-globin genes. Prog Clin Biol Res 191: 163–182.
Anderson S, Steber C, Esposito R, Coleman J (1995) Ume6, a negative
regulator of meiosis in Saccharomyces cerevisiae, contains a c-terminal
Zn2Cys6 binuclear cluster that binds the URS1 DNA sequence in a zincdependent manner. Protein Science 4: 1832–1843.
Blaiseau P, Thomas D (1998) Multiple transcriptional activation complexes
tether the yeast activator Met4 to DNA. EMBO J 17: 6327–6336.
Blaiseau P, Isnard A, Surdin-Kerjan Y, Thomas D (1997) Met31p and
Met32p, two related zinc ﬁnger proteins, are involved in transcriptional
regulation of yeast sulfur amino acid metabolism. Mol Cell Biol 17: 3640–
3648.
Feltus FA, Lee EK, Costello JF, Plass C, Vertino PM (2003) Predicting
aberrant CpG islands methylation. Proc Natl Acad Sci U S A 100: 12253–
12258.
Bock1 C, Paulsen M, Tierling S, Mikeska T, Lengauer T, et al. (2006) CpG
island methylation in human lymphocytes is highly correlated with DNA
sequence, repeats, and predicted DNA structure. PLoS Genetics 2: 243–252.
Ringrose L, Rehmsmeier M, Dura J, Paro R (2003) Genome-wide prediction
of polycomb/trithorax response elements in Drosophila melanogaster. Dev Cell
5: 759–771.
Lee T, Jenner R, Boyer L, Guenther M, Levine S, et al. (2006) Control of
developmental regulators by polycomb in human embryonic stem cells.
Cell 125: 301–313.
Strutt H, Cavalli G, Paro1 R (1997) Co-localization of polycomb protein and
GAGA factor on regulatory elements responsible for the maintenance of
homeotic gene expression. EMBO J 16: 3621–3632.
Bracken A, Dietrich N, Pasini D, Hansen K, Helin K (2006) Genome-wide
mapping of polycomb target genes unravels their roles in cell fate
transitions. Genes Dev 20: 1123–1136.
Vire E, Brenner C, Deplus R, Blanchon L, Fraga M, et al. (2006) The
polycomb group protein EZH2 directly controls DNA methylation. Nature
439: 871–874.
Odom D, Zizlsperger N, Gordon D, Bell G, Rinaldi N, et al. (2004) Control
of pancreas and liver gene expression by hnf transcription factors. Science
303: 1378–1381.
Zhang X, Odom D, Koo S, Conkright M, Canettieri G, et al. (2005) Genomewide analysis of camp-response element binding protein occupancy,
phosphorylation, and target gene activation in human tissues. Proc Natl
Acad Sci U S A 102: 4459–4464.
Deremble C, Lavery R (2005) Macromolecular recognition. Curr Opin
Struct Biol 15: 171–175.
Levine S, Weiss A, Erdjument-Bromage H, Shao Z, Tempst P, et al. (2002)
The core of the polycomb repressive complex is compositionally and
functionally conserved in ﬂies and humans. Mol Cell Biol 22: 6070–6080.
Ben-Dor A, Bruhn L, Friedman N, Nachman I, Schummer M, et al. (2000)
Tissue classiﬁcation with gene expression proﬁles. J Comput Biol 7: 559–
583.
Bittner M, Meltzer P, Chen Y, Jiang Y, Seftor E, et al. (2000) Molecular
classiﬁcation of cutaneous malignant melanoma by gene expression
proﬁling. Nature 406: 536–540.
Ben-Dor A, Friedman N, Yakhini Z (2000) Scoring genes for relevance.
Technical Report 2000–38. Jerusalem: Hebrew University School of
Computer Science and Engineering. Available: http://www.agilent.com/
labs/research/papers/AGL-2000–13.pdf. Accessed 12 February 2007.
Sinha S, Tompa M (2000) A statistical method for ﬁnding transcription
factor binding sites. ISMB 8: 344–354.
Buck M, Lieb JD (2003) ChIP–chip: Considerations for design, analysis, and
application of genome-wide chromatin immunoprecipitation experiments.
Genomics 83: 349–360.
Shi H, Maier S, Nimmrich I, Yan P, Caldwell C, et al. (2003) Oligonucleotide-based microarray for DNA methylation analysis: Principles and
applications. J Cell Biochem 88: 138–143.
Gorodkin J, Heyer LJ, Brunak S, Stormo GD (1997) Displaying the
information contents of structural RNA alignments: The structure logos.
Comp Appl Biosci 13: 583–586.

Technion - Computer Science Department - Ph.D. Thesis PHD-2007-05 - 2007

March 2007 | Volume 3 | Issue 3 | e39

