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1.  Project Design

Abstract

Mirror sites enable client requests to be serviced by any of a number of servers, reducing load at individual servers and dispersing network load. Typically a client requests service from a single mirror site. We suggest a way for the client to access a file from multiple mirror sites in parallel to speed up the download. We have developed a technique that can deliver dramatic speedups as well as fault tolerance. Our approach doesn’t require a feedback from the client to the servers, thus speeding up the process even more. 

Introduction

Downloading a large file from a heavily loaded server or through a highly congested link can be a painfully slow experience. The many proposed solutions for addressing these problems share a common theme: improve performance at the bottleneck. 

For modem users, there is not much that can be done: to improve downloading time they must either upgrade to higher baud rates or settle for receiving distilled, lower bandwidth versions of the content they wish to access. 

However even today, not all modems run at full speed due to network and servers loads, and much can be done to solve this problem as well.

For most of us, for whom the last mile is not the bottleneck, there are a wide variety of techniques to improve performance in the network and at the server. The most relevant to our discussion is the use of mirror sites. The mirroring approach deploys multiple servers storing the same data at geographically distributed locations, in an effort to both distribute the load of requests across servers and to make network connections shorter in length, thereby reducing network traffic. A limitation of current mirroring technology is that the user must choose a single mirror site from which to access data. While the choice of server may appear obvious when the number of mirror sites is small, some works indicate that the obvious choice is not always the best choice and dramatic performance improvements can result from more careful selection. 

Our first objective is to enable users to download data from multiple mirror sites in parallel in order to reduce downloading time. This technique not only has the potential to improve performance substantially over a single server approach, but can eliminate the need for a complex selection process. We do so, by using forward error correction codes, as described below.

Forward Error Correction Codes

FEC techniques are generally based on the use of error detection and correction codes. These codes have been studied for a long time and are widely used in many fields of information processing, particularly in telecommunications systems. In the context of computer communications, error detection is generally provided by the lower protocol layers, which use checksums (such as CRC) to discard corrupted packets. (Error correcting codes are also used in special cases, e.g., in modems, wireless, satellite or otherwise noisy links, in order to make the residual error rate comparable to that of dedicated wired connections. One error correcting code is the Hamming code). The upper protocol layers have mainly to deal with erasures, i.e., missing packets in a stream. FEC codes were designed to allow recovery of the original data from the packets, which have arrived. FEC codes can be also extended to allow reception of data from multiple sources.

As mentioned above, Forward Error Correction (FEC) codes allow a recovery of data sent over an unreliable channel, where data packets can be received incorrectly or even lost. Sending a redundant data, which is sent along with the original data, does this. If the size of our data is k packets, FEC codes encode the data in such manner that the original data can be reconstructed from any k packets received. Multiple servers can send these packets to the receiver. A receiver could gather an encoded file in parallel, from multiple sources .As soon as any k packets arrive from any combination of the sources, the original file can be reconstructed.

The following figure illustrates a client downloading a file consisting of 3 packets from three servers, in parallel. Each server has 3 encoded packets of the original data. As soon as the client receives 3 packets, it has enough data to decode the file, and therefore aborts all open connections.
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How does it work?

The scenario of a file download process should be as follows:

The user wants to download a file, either via a hyperlink on a web page, or directly (the user has the URL). The user then clicks on the hyperlink, or enters the URL in the browser window. This takes the user to an HTML page, containing a Java applet, which is responsible to the download process. The applet downloads the file, saves it to user’s hard drive, and optionally opens it in the browser window (if the browser can display this media type).

Our system consists of several parts:

 A distribution center, residing on a dedicated machine (either as a server or as a local application). This application will receive the file from the file creator; encode it using the FEC algorithm producing ‘s’ encoded files, when ‘s’ is the number of data servers (described below).
The original file is divided into several chunks, and each chunk is encoded separately. 
The distribution application will upload the encoded chunks to the data servers. Each server will hold a full image of the original file, so the file can be downloaded even when there is only one data server available. 
The distribution center can work with up to 8 file servers (imposed by the limitations of the current implementation of our FEC algorithm).


 Data servers, that hold the encoded file chunks. The client will download the file from these servers using the HTTP protocol.

 The client is a Java applet, which manages the download process. The applet will initially download the data server list, containing the locations of all data chunks. Then, it will download and decode the chunks in the original chunk order. While the first chunk is being decoded, the second chunk will be downloaded in parallel, and so on. Finally, all the chunks are combined to reproduce the original file. The whole process is completely transparent to the user, who will only see a progress bar and a completion notification.

The distribution server

The distribution server will allow the content distributor to encode the content and upload it to a predefined group of servers, which will be specified as a configuration file. 

Each chunk of the encoded data will be stored in a separate file, since this will make the download manager implementation simpler. Also not all servers allow downloading from an arbitrary position in the file (e.g. some proxy servers don’t support it). The names of the encoded files will be determined by the application based on the original file name. As mentioned above, there is a limit of 8 servers at this moment.

The distribution application will also prepare the HTML page that contains the client applet, which will manage the download process on the client machine. The HTML file will also have an embedded data regarding the locations of the data (the list of the mirror sites). This data will be passed to the applet when the applet is activated.

Note: the encoding procedure is done off-line.

The download manager

The user can start the file download either by following a link from a web page or by entering the URL of the download manager (the HTML page). When the user initializes the download process (by either method) it receives the HTML page, which was prepared (customized) by the distribution application for this particular file.

The HTML page contains a Java applet, which is the download manager and is described below.

First of all, the Java applet will parse the HTML page and extract the locations of the mirror sites. Then, we open HTTP connections to all the mirror sites, and start downloading the first chunk of data from all mirror sites in parallel. Now we wait until the download of the first chunk finishes, and then we start downloading the second chunk and decoding the first chunk in parallel. When the last chunk finishes downloading the user must wait until the decoding of the last chunk is over. This is the only time when the user actually feels the price of the decoding process. We try to minimize this time by choosing a smaller chunk size, although it is negligible when using fast CPUs and JVMs that support Just In Time compiling (JIT).

When the process finishes the downloaded file will be saved to the disk

How a chunk is being downloaded? 

We receive the data from all the servers and as soon as we have enough data for the chunk we abort all existing connections. In order to avoid unnecessary packets to be sent over the network, we close all but the fastest connections when the amount of data we have already received is close enough to the chunk size. We close the last connection as soon as the last byte needed for the decoding arrives. However due to the TCP limitations more unnecessary data can be received (due to a large window size or fast network).

Since the opening of anew connection to a remote server (the three way handshake and sending and processing the request header), we open the connections for the next chunk before the current chunk is completely downloaded .The amount of data sent during the setup is not big and we save precious time which otherwise would be wasted.

If a connection to one of the servers fails, we try to open another connection to that server, and resume downloading from the position we stopped. If resume is not available, we might consider starting from the beginning, or give up using this server for the current chunk, depending on the amount of data we have already downloaded from this server, and the download progress on other connections.

The data format

Our basic unit of work is a packet (1KB). A strip is a sequence of packets, in our case, 32 packets. Therefore, the size of a strip is 32Kb. 32 strips are combined to form a chunk (1Mb).

Strips are the basic units of the encoding/decoding process, while chunks are the basic units of the download process. We store each chunk of encoded data in a separate file.

According to our FEC algorithm, each server must hold a complete (encoded) copy of data. Therefore the total size of the encoded data is the size of the original data multiplied by the number of the data servers.

Each encoded chunk of data is an interleaved sequence of encoded strips.

Suppose our chunk has only four strips, then the encoding procedure can be described as below:

The format of original data chunk:


Packet 1
Packet 2
Packet 3
Packet 4

Packet 31
Packet 32

Strip A
A1
A2
A3



A32

Strip B
B1
B2
B3



B32

Strip C
C1
C2
C3



C32

Strip D
D1
D2
D3



D32

The chunk is stored in a file by rows (A1, A2… B1, … D1, …D32).

The format of the encoded data chunk:


Strip A'
Strip B'
Strip C'
Strip D'

Packet 1
A'1
B'1
C'1
D'1

Packet 2
A'2
B'2
C'2
D'2

Packet 3
A'3
B'3
C'3
D'3

Packet 4











Packet 31





Packet 32
A'32
B'32
C'32
D'32

The encoded chunk is also stored in a file by rows (A'1, B'1, ... D'1, A'2, B'2 …..., A'32, .. D'32).

The number of encoded data chunks is equal to the number of servers, which means that the encoded chunk above will exist on a number of servers (of course it will be encoded differently for each server). 

Now, let's focus on a single strip, "Strip A": Suppose 'n' is the number of servers. Then, a strip consisting of 32 packets is encoded into 'n' strips of 32 packets, a total of 32*'n' packets. Our encoding algorithm has a property, that the first 32 packets (which make a strip) of the 32*'n' encoded packets are exact copies of the original packets. This means that when these original packets arrive, we don't have to spend time to decode them. For example, if we consistently put all this "good" packets at the first server, then the whole chunk on the first server will be an exact copy of the original chunk.

However, it is unlikely that we will get all our data from the first server. If we still want to benefit from the "good" packets we must equally distribute them across the servers and place them at the beginning of each chunk. We do so by the following algorithm: (We don't alter the ordering of the strips inside the chunk (the interleaving alg.)). Let's number all the encoded packets of our strip from A1 to A'n'*32 (assuming 32 packets per strip). The first 32 packets, A1 to A32 are "good" packets, and are marked in bold. The encoded chunk will look like this: (4 servers, two shown, 3 strips per chunk):

Server 1







Server 2


Strip A'
Strip B'
Strip C'

Strip A'
Strip B'
Strip C'

Packet 1
A'1
B'1
C'1

A'2
B'2
C'2

Packet 2
A'5
B'5
C'5

A'6
B'6
C'6










Packet 9
A'33
B'33
C'33

A'34
B'34
C'34










Packet 31








Packet 32
A'127
B'127
C'127

A'127
B'127
C'127

The encoding procedure

In the encoding procedure we take a file, and split it to chunks, and then split the chunks to strips. Lets focus on a single chunk. 

Let ‘n’ be the number of servers. The encoding algorithm produces ‘n’ encoded strips out of one original strip. Each encoded strip will go to a different server. Then for each server, we collect all its strips and store them in an interleaved format described above.

For each packet we must know few things for the decoding procedure that will occur at the client:

1. The strip it belongs to.

2. It's index in the strip.

3. The server on which the strip resides.

We don’t have to specify these details explicitly for each packet. The client knows exactly, which server the packet came from, and the strip number can be calculated from the relative position of the packet in the chunk.

The decoding procedure

The decoding procedure reconstructs a strip from a collection of packets belonging to that strip. As we mentioned above, if the size of a strip is ‘k’ packets, then any ‘k’ packets from any server in any order can be used to reconstruct the strip (of course only if they belong to that strip). After all strips are decoded, we combine them back into a chunk, and append the chunk to the target file. When the last chunk is written, the download process is complete.

2.  Implementation Design

This part will describe in details all the software components required in order to achieve our goal as described in the first section of this report.

We have three main parts in our implementation:

 The FEC Driver API 

 The Distribution server 

 The Download Manager 

Why Java?

There are pros and contras regarding the use of the Java language in our project. The main advantage of the Java language is that it’s platform independent. Any user who has a Java enabled browser that supports Java 1.1.x (such as the Netscape Navigator) will be able to download files using our applet. Another advantage is the tight integration with the browser (unlike a standalone program) and the simplicity of the implementation (unlike a browser plug-in, which also must be customized for every browser). Implementing the distribution server in Java allows running it on different platforms and makes a future web-integration a simple thing to do.

The main disadvantage of the Java language is its nature of being an interpreted language, which slows down both the distribution server but mainly the applet. Not all browsers support just-in time compiling (although most of them do). This is especially important to us since the whole idea is to gain download speed at the expense of CPU time. The other drawback is that browsers impose security restrictions and there is no single standard for the applet leaving the “sandbox”.

In the common computing environment the browsers do support JIT, and digitally signing the applet works with both Netscape and Explorer. Therefore we chose the Java programming language for the implementation of our project.  This required us to convert the code from Luigi[1] from C to Java.

The FEC Driver API 

This API provides an application, the ability to encode and decode data using the Forward Error Correction (FEC) Code implementation based on the Vandermounde matrices.

The theory behind this algorithm can be found in [1].

Requirements Description

 Encoding a full chunk (1MB).

 Encoding a partial chunk (less than 1MB).

 Decoding a full chunk (1MB).

 Decoding a partial chunk (less than 1MB).

 Providing various parameters about the implementation.

Design Description

In order to satisfy these requirements we used an implementation from Luigi[1] and converted his code to the Java language.

We have implemented the following classes:

 FEC_Math:

This class includes various math functions necessary for handling matrix algebra over prime fields, which is necessary to speed up the work of the FEC core routines.

 FEC:

This class contains the core FEC encoding/decoding routines. An object of this class can be created based on the following parameters: the number of packets in the strip (k) and the number of encoded packets (which in our case is a multiple of k). 

 FEC_Driver:

This class implements the required API (the encode and the decode routines), and provides our implementation constants – the packet size, the strips size and the chunk size. It also provides an interface to asynchronously query the FEC driver about its progress on encoding and decoding operations.

The Distribution server Application

The Distribution server application is a tool that the content creator uses to encode and distribute his files to the mirror sites. The current implementation is a standalone Java application, but it can be easily extended to a web based interface (i.e, a Java applet) for personal use.

Requirements Description

The program will read the configuration file, the content file, encode the content file and distribute the encoded content to the servers as specified in the configuration file. The program will produce and HTML download page which will point to the locations of the encoded content mirror sites

The Distribution program will be controlled by a Graphical User Interface and provide a progress bar and a status line in order to inform the user about the progress of the encoding and distribution. Various debug data can be sent to the console/standard error device.

If the content is split into multiple files, each file must be encoded separately.

 Graphical User Interface (GUI)

Must provide a way to specify the configuration and the content file, and inform the user about the progress.

 Encoding procedure 

Actually encodes the file using the FEC API and formats the encoded data to our special data format as described in section 1.

 Uploading procedure
Will upload the prepared chunks onto the predefined group of servers using FTP.

 HTML download page

Producing the html file which will be used to download the file by the client. The HTML page will contain the Download manager applet and the download parameters specific to this file. The HTML will be uploaded to ALL the mirror sites.

 File names convention.
The file names of the encoded files are based on the original file name (including the extension). The original file name is added the number of chunk and the number of the server it resides on. Both the chunk numbers and the server numbers start at 1. Then the result is appended the “.fec” extension. The mirror site should associate a “application/fec-download” mime-type with the “.fec” extension.
For example the file third chunk of star_wars.mov which resides on the fifth server will be named star_wars.mov_c2_s5.fec

Note: in our test cases we have used the “.zip” extension, since not all public servers allow uploading files with the “.fec” extension.
 The Server Configuration file format

In order to upload the encoded data to the servers, we need a file that will hold a specific configuration about the mirror sites.

Due to an algorithm limitation this group can’t be greater than eight servers.

The file will consist of several lines, each line gives information about a specific server.

The formats of each line is as follows (entries are separated by semicolons and may include spaces):

Host;Username;Password;path;URL

Where:

 Host: The host name of the FTP server. The port is assumed to be the standard 21 port.

 Username: the user name to access the server.

 Password: the password associated with the user name. (Note: since the password is stored non-encrypted in the configuration file, the file should have read permission only for authorized users).

 Path: The path to the location of the files on the FTP server. Note that both HTML  and the encoded files will be stored in the same directory. We suggest using a separate directory for separate content files.

 URL: The URL of the HTML page on the server. All the references inside the HTML page are absolute. Http protocol is asumed.
A typical line will look like this:


132.68.7.4;guest;secret;/temp;cm220s5.cs.technion.ac.il:8080/work 

Design Description

 FEC API

Using the API in order to encode the chunks.

 Parser  

Parsing the server configuration file.

 ParserHtml

Preparing the html file, which will consist of the download manager applet.

 FTP

A class which gets a specific server configuration and uploads a chunk to this specific server using FTP. The class extends the Thread class and can be run in parallel with other tasks.

 GuiFrame

The main frame of the application. This frame provides two file dialog boxes enabling the user to choose the file to distribute, and the server configuration file.

It also provides a button that actually starts the procedure and a progress bar and a status line informing the user about the progress of the procedure.

When the “start” button is pressed the a thread that will do all the encoding and uploading procedure is started.

 EncodeFile

This classs (run as a thread) is responsible for the distribution process.

It gets the file to encode and the server configuration file from the main frame (GuiFrame).

It first extracts the server information (Parser) from the server configuration file. 

When start is pressed in the GuiFrame the thread starts to process the source file chunk after chunk.
After encoding (using the FEC API), it opens threads (FTP) to handle the uploading procedure to the servers.

After finishing encoding and uploading, it prepares an html file (ParserHtml) and uploads it to all the servers.

While in action it informs the GuiFrame about the progress of the entire procedure.

The download manager

The download manger is the main part of the project – it downloads the file in parallel from the mirror sites.

Requirements Description

Enabling the applet to work outside the “sand box” in order to get access to the user’s hard drive and in order to open network connections to hosts other then the host the HTML file came from. See Appendix 1 for  more details on Java security.


 Downloading procedure

 Trying to download the file in parallel from a list of servers.

 While decoding a chunk the procedure should continue to download the next chunk in order to minimize the downloading time.

 It should have the ability to try to reconnect to a server which the connection with it was lost and try to resume the download from the exact point at which the connection was lost.

 In order to optimize the downloading time the procedure should setup the connections to the next chunk while downloading the current chunk.

 The procedure should have the ability to resume downloading the entire file in case the applet had been stopped.

 Getting the servers information

Extracting the locations of the mirror sites from HTML file.

 Decoding procedure

Decoding a given chunk using the FEC API.

 Graphical User Interface (GUI)

The GUI opens a file dialog, after the Applet had been loaded to the user’s computer.

The user will then choose the filename and the path on the local host where the file should be downloaded.

While downloading the file the GUI should give the user information about the progress of the download, the information should include the following information:

 The progress of the entire download 

 The total time the download took

 Estimate the time the download should take

 Gives the current downloading rates in kilobytes per seconds(Kbps)

 It should inform the user about the connected mirror sites and the speed of the connection to those mirror sites.

Design Description

 FEC API

The API is used in the applet in order to decode complete or partial chunks.

 Packet 








   

This class represents data packets as described in Section 1. We use packets of 1KB.

 PacketReader

This abstract class provides the ability to get packet after packet from a specific server.

It provides the functions interface to connect/disconnect from a given server and resuming the download from a server that the connection with it was lost.
Classes that extend this class can implement the interface using variety of protocols (HTTP, FTP and UDP connections).
A static function is required to parse a URL and return the appropriate packet-reader for it.

 PacketReaderTCP

This class extends the abstract PacketReader class, but currently supports only the HTTP protocol that we use in our project.

 DownloadJob

This thread handles the downloading procedure from a single server.

It tries to download packet after packet of a given chunk and informs the download manager every time a new packet arrives.

If the connection to the server was lost it retries up to three times to reconnect to the server and resume the download. If the download from the servers fail, other download jobs will continue to run.

The manager can stop the download job at any time.

If the job handles the next chunk to be downloaded while the current chunk is still being decoded or finishes downloading, the packets that arrived will be buffered for later use.

 ChunkManager

This class is responsible for downloading and decoding a single chunk.

It opens connections in parallel to the mirror sites and synchronizes the download of the current chunk from these sites.

This class is also responsible for calculating the correct indices for the strip number and the packet index in the strip.

The class stops the connections in two situations. First, the slow servers are stopped when we have received almost all the packets (when we have received at least 30 packets from each strip), to reduce the number of unnecessary packet on the network. However if more packets are available from these slow servers they are used. The fast job (there is only one fast job left when the slow jobs are stopped) is stopped at the moment there are enough packets to complete the decoding of the chunk. 

When the slow jobs are stopped the ChunkManager informs the Download Manager, which in turn starts the set-up process for the next chunk. 

After receiving the entire chunk by the chunk manager, the download manger starts the decoding of the chunk. ChunkManager decodes the data and appends it to the previous chunks on the disk. 

 DownloadManager

This thread manages the entire download procedure from the mirror sites.

It actually calls the ChunkManager to handle the download of one chunk at a time.

Notice that the next chunk to be downloaded is prepared by this thread though the current ChunkManager is the responsible for detecting this state and starting the next ChunkManager.

 FEC_App

This class starts and initializes the applet and the whole download process

 MainWindow

The thread is responsible for all the requirements of the GUI as described above. We need this thread since the FEC_App class is executed in the context of browser internal threads and performing complex operations such as opening dialog boxes would lock the browser.
The thread also reads the server’s information from the HTML file containing the Applet.
The thread is also responsible of enabling the applet to work outside the “sand box” by determining the type of the browser (i.e. Netscape, Explorer) and asking for permissions. It redirects the user to install our certificate for the Netscape browser if its request for permissions fails. Netscape does not allow unsigned applets to request additional permissions (unless codebase principals are enables, which is available only for developers).

3. Simulation Results

Below there are the results of our simulation. In our simulation we have used 3 servers at  Geocities, Acmecity and Fortunecity which provide free homepages for the public. We have uploaded the encoded file to these servers and then downloaded the file from these server using our demonstation applet. Afterwards we have downloaded the single files from the servers to compare our result with other download methods.

Server 1: acmecity




Server 2: geocities





1MB
4.68M
KB/Sec


1MB
4.68M
KB/Sec

Test 1
403
1886.04
2.540943

Test 1
156
730.08
6.564103

Test 2
296
1385.28
3.459459

Test 2
154
720.72
6.649351

Test 3
263
1230.84
3.893536

Test 3
159
744.12
6.440252

Test 4
388
1815.84
2.639175

Test 4
150
702
6.826667

Test 5
218
1020.24
4.697248

Test 5
206
964.08
4.970874

Test 6
283
1324.44
3.618375

Test 6
212
992.16
4.830189

Test 7
277
1296.36
3.696751

Test 7
230
1076.4
4.452174











stdev
67.29042
314.919
0.741974

Stdev
33.63034
157.39
1.017455

avg
304
1422.72
3.506498

Avg
181
847.08
5.819087

Server 3: fortunecity




Our algoritm





1MB
4.68M
KB/Sec


1MB
4.68M
KB/Sec

Test 1
59
276.12
17.35593

Test 1
32.0513
150
33.14667

Test 2
65
304.2
15.75385

Test 2
33.9744
159
31.27044

Test 3
69
322.92
14.84058

Test 3
38.8889
182
27.31868

Test 4
62
290.16
16.51613

Test 4
35.6838
167
29.77246

Test 5
66
308.88
15.51515

Test 5
33.547
157
31.66879

Test 6
63
294.84
16.25397

Test 6
49.1453
230
21.61739

Test 7
77
360.36
13.2987

Test 7
43.8034
205
24.25366











stdev
5.843189
27.3461
1.306258

Stdev
5.79783
27.13383
3.922377

avg
65.85714
308.211
15.64776

Avg
38.1563
178.5714
28.43544

If we sum the average download rate of the single servers we get  24.97334KB/s which is close to the data transfer rate we receive in our appliacation. 

The gain rates we achive in througput are

712% compared to Acmecity,

389% compared to Geocities and

81% compared to FortuneCity.
The following chart illustrates the average download speed in kbps:


As we can see using our download method is better that downloading from a single mirror site in 700% for slow servers to 80% for fast servers.

4. Benefits and Drawbacks of our Project

In this section we will discuss the benefits of using our algorithm as well as discussing the disadvantages of the method.

The question why use our algorithm will probably arise since there are other ways to download data from multiple mirror sites. The most simple of them is to try downloading the file from one of the servers. If the download is slow, stop that download and try another (hopefully) faster mirror site. Some programs such as GetRight try to figure out which server has the highest chances to be fast and download from that server. However, if the program is wrong we are stuck with a slow server. Another approach would be to split the file into chunks and download every chunk from another server. The problem with this approach is that if one of the servers is slow or down, we cannot receive the file. Our approach eliminates the difficulties of the methods described above.

The main advantages of our approach are:

 Using our project we gain better throughput at the client side, thus gaining more speed than downloading from a single site. However this is true only when the bottleneck is at the server side and the client has available bandwidth that is not used due to the bottleneck at the server side. While using our algorithm we use more of the available bandwidth (since we open connections to several mirror sites) and therefore improving throughput when possible.

 Fault tolerance – using our algorithm allows the user to download a file even if all the servers but one are down. As explained before every server holds a complete image of the file. Connecting to that sever will accomplish the task of downloading the file. (This is also true for the scenario when the server crashes during the download process). Using the methods described above when a server fails can result in a lost download if the servers do not support resuming. 

 Trying to minimize the amount of unnecessary data sent on the network. When using one of the methods above, if we choose not to use a server all the data we have received from that server is lost. In our case, even if a single kilobyte was received from the server it can be used. Of course this means that servers send less data, and therefore the load on the servers decrease, that in turn reduces the chances of server crashing down.

 The download is highly parallel – All the time we receive data from servers. Using the above methods is likely to end in waiting for a single server to send its part of data. Some connection can be very fast but the slowest connection will detain the whole downloading process. Using our algorithm does not have this effect since we download from all the servers all the time, until we have enough data to complete the download. Of course fast servers will contribute more to the downloaded file. No time wasted on waiting for “slow” servers.

The main disadvantages of our approach are:

-  The use of our algorithm involves downloading an applet that takes time and cannot be performed in parallel. The solution can be permanently installing the applet on the user’s computer.

-  The use of this method without checking the net topology may cause more load on the network and/or network routers. Opening a multiple connection that will route eventually through the same router will overload the router and lead to poor results for all network users. A solution might be running “traceroute” on the background, and determining the topology of the part of the network that is of our interest.

-  It does not consider the network load and the load on the server. We could improve the performance if we could avoid connecting to busy servers if we have more available servers that we are going to connect to. The scalability problem is addressed later in this paper.

-
The current implementation requires trusting our applet that it will not cause harm to user’s computer. The user may need to install a root CA, which he has no reason to trust. Explorer users are required to manually allow our applet to step out of the sandbox, a task that only experienced users can perform. This can be solved by purchasing an object signing certificate (for $200) for Netscape, and an Authenticode certificate for IE for the same price.

-
Our method in not applicable when mirror sites are not available (we have only one server). 

-
Redundant packets are sent over the network. There are two possible reasons for redundant packets. One reason is specific to our implementation. When we download the last packets in every strip, some packets are redundant, and do not contribute to the download effort. This can be solved by working with a single strip of 1MB. The other reason for redundant packets is the TCP window size. If we need only 1Kb of data to complete the download, and the TCP brings us 64KB of data, the last 63Kb will be useless and lost. This can be solved by running our own server for the downloads, and can be easily included in the implementation of the UDP server as described below.

-
CPU Load while decoding the chunks. Using our download method is not recommended on slow machines or machines which don’t have JIT for Java.

- scalability

5. Improvements, Applications And Related Work

UDP Implementation 

Computer communications generally require reliable data transfers among the communicating parties. This is usually achieved by implementing reliability at different levels in the protocol stack, either at the data-link layer or using end-to-end protocols at the transport level (such as TCP), or directly in the application. Usually ARQ protocols (such as Go-Back-N, or TCP) are used to achieve this reliability, which might be highly inefficient when retransmissions are needed, or there is network congestion. In addition, if we could avoid the feedback required by these protocols we could achieve better throughput. Of course not all ARQ protocols can be avoided. If a low level network interface uses ARQ to reliably transmit the data there is nothing we can do about it.

However the main problem of these protocols is that they don’t have natural extension to many-to-one transmission, which we use in our application. In fact what we are trying to achieve is exactly this - a reliable many-to-one transmission, using FEC codes. 

When we use FEC codes, we say that for a file consisting of ‘k’ packets, it is enough to receive any ‘k’ packets from any combination of sources, in any order to being able to reconstruct the original file. TCP connection gives us more - it promises that all the packets received from the different sources are the first packets at this source. For example if we have a 1MB file, and we get 512K from the first server, 256K from the second server and another 256K from the third server, we know that those 512K are the first 512K at the first server, and each 256K are the first 256K at both second and the third servers. We don’t need this, since we can do well even if these were the last packets at each server, and we pay a price for something we don’t need. A natural step would be to extend our system to use an unreliable UDP protocol, which does not impose all the overhead of TCP, and therefore is more efficient. Of course a special care should be taken when too many packets are lost and retransmission is needed.

In order to do that step over into UDP there is a need to build a server that will support our algorithms over UDP connections.

Since in UDP packets can be lost or be duplicated we will need to augment our packets with a special header,  that will includes the index of the packet in the encoded file.

We suggest the following protocol for the UDP implementations:

A TCP control connection is opened with the server at the beginning of the download process and is closed when all the file has been received. The control connection is used to request files from the UDP server and to inform it that we don’t want to receive more packets from the server.

The data itself is send over UDP. 

The TCP control connection can also be used as a fallback if the UDP packets do not arrive due to network problems or network restrictions (for example some firewalls don’t allow UDP packets to pass trhu).

Dynamic Mirrors  

In our implementation we defined our mirrors sites in a static way, i.e, we produced an HTML file containing those links which later on will be used by the applet in order to open multiple connection to the mirror sites.

We limited the size of this predefined group up to eight servers due to the limitations on our FEC implementation.

Though this limitation doesn’t bother us because in any perspective, eight multiple connection is more than enough (even too much).

Choosing the predefined group of servers dynamically should do a more important improvement.

A reasonable mirroring service (such as SunSite) has much more than eight servers and the load on those servers is changing rapidly during the day.

A better solution will be a clever choice of the predefined group of servers. 

A reasonable solution will be a server that will know the topology of the network at any given time and will dispatch client calls for multiple downloadable connection in a way that those servers will be the best servers at that time.

The definition of “best servers” should consider bandwidth, server resources available, CPU usage, and bottleneck disjoints paths to the client.

By saying “bottleneck disjoints paths to the client” we mean that a server that will share a common path with another server in the predefined group may induce congestion because the new connection will interfere with the performance of existing connections. Therefore we should care that our selection won’t induce packet loss or slow packet transmission in another mirror site in the group.

Bulk Data Transfers 

We can use a variant of our implementation for bulk data transfers (e.g. Email, FTP, and News….) when the user who pays for the time being online but does not use the bandwidth he pays for due to networks congestion.

When downloading that kind of data to one’s computer the whole process of decoding and reconstruction can be done offline (user is not online) due to the fact that the user will want to use this information later on (e.g. a MP3 zipped file).

By doing the decoding offline we get pure multiple connections downloading without any overhead in terms of user’s time online.

This can be effective mostly for users who pay for time online. 

ARQ vs. FEC

ARQ is based on the retransmission of missing data packets, which is triggered upon implicit ACK/NACK’s from the receiver’s.

ARQ is generally used in unicast protocols because it is very effective, simple to implement, and it does not require any processing of the data stream.

Its biggest drawback is the need for a feedback channel and the time required recovering missing packets (a full RTT).

This could be important limitation when the channel travels through a satellite or when there is real-time application involved (e.g. full duplex video/audio conferencing systems…).

ARQ scales poorly for multicast protocols and large groups, because of two main reasons. First the sender might have to deal with exceedingly growing number of ACK’s or NACK’s. Second the chance for uncorrelated packet losses grows as the size of the group grows.

Another problem with ARQ in multicast protocols is that it requires a precise feedback from the receivers in order to decide which packets to retransmit.

FEC can tolerate some amount of losses. Therefore, by using Forward Error Correcting codes, the packet loss at the receiver can be made arbitrarily small, at a price of sending redundant data. The special cases when there are too many losses can be handled than by usual ARQ techniques.

FEC-based multicast protocols scale much better for large groups than ARQ-based protocols, since uncorrelated packet losses will be handled at the receiver and will not occupy the multicast line.

6. Conclusion

In this work we have introduced a new way to speed up downloads from multiple mirror sites which dynamically adjusts to the network and server loads. We have implemented the Forward Error Correcting Code from Luigi[1] in the Java language and have built a Java applet which demonstrates our download technique. The impressive results that we got show that this technique has a high potential in achieving more speed from the current network infrastructure. 
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Appendix 1. Java Security

The Java implementation used in browsers restricts the applets to be run inside a “sandbox”, i.e., the browser does not allow the applet to access privileged resources, such as the file system, network, etc, due to obvious security risk associates with these operations when performed by malicious applets. Our client application requires both an access to user’s hard drive, in order to store the received file, and the ability to open network connections with other servers. Therefore the applet must request additional privileges. In order to request these privileges, the applet must be digitally signed (in Netscape), or the user must trust the applet (in Explorer). In Netscape browsers (version 4.xx) it is possible to allow unsigned applets to request these privileges as well.

The side effect of this method is that the user is prompted with a dialog box every time he runs the applet (unless he decides to permanently trust the applet).

In our project we use a test certificate issued by the Entrust demo server, to digitally sign the applet. The certificate expires on Sep 13, 1999, and a new certificate must be installed to run the applet after that date.

Appendix 2. Incomplete chunks

If we have a large file, it will probably occupy more than one chunk. It is also likely that the last chunk will be incomplete, containing fewer bytes than a normal chunk (for example 334,541 bytes). All the algorithms above assume that the chunk is complete (i.e, 32 strips of 32 packets each). How do we apply our algorithms to incomplete chunk?

First of all we pad the chunk to contain an integer number of packets. Second, the incomplete chunk contains fewer strips than a normal chunk. An incomplete chunk will contain some strips of 32 packets and at most one strip of less than 32 packets. 

Suppose there is such strip and it contains 'k' packets. This strip will be encoded and decoded using special parameters. The interleaving of the strips will work as usual, until some point at which the incomplete strip stops and the interleaving continues without it. The ordering of "good" (not encoded) packets inside strips remains as normal for strips of the same number of packets (complete and incomplete).

Both the encoder and the decoder must carefully calculate all these indexes and placements.

Appendix 3. The source code

The source code is attached on the next pages.
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				Test 1		403		1886.04		2.540942928

				Test 2		296		1385.28		3.4594594595
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				Test 6		49.1452991453		230		21.6173913043
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